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Abst r act

Thi s docunent presents Topol ogy | ndependent Loop-Free Alternate (TI-
LFA) Fast Reroute (FRR), which is ained at providing protection of
node and Adj acency segnents within the Segnment Routing (SR
framework. This FRR behavi or builds on proven IP FRR concepts being
LFAs, Renote LFAs (RLFAs), and Directed Loop-Free Alternates (DLFAs).
It extends these concepts to provide guaranteed coverage in any two-
connected networks using a link-state IGP. An inportant aspect of
TI-LFA is the FRR path sel ection approach establishing protection
over the expected post-convergence paths fromthe Point of Loca
Repair (PLR), reducing the operational need to control the tie-breaks
anong various FRR options.

Status of This Meno
This is an Internet Standards Track document.

Thi s docunent is a product of the Internet Engineering Task Force
(IETF). It represents the consensus of the |IETF comunity. It has
recei ved public review and has been approved for publication by the
Internet Engineering Steering Goup (IESG. Further information on
Internet Standards is available in Section 2 of RFC 7841

I nformati on about the current status of this docunent, any errata,
and how to provide feedback on it nay be obtained at
https://wwv rfc-editor.org/info/rfc9855
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I ntroduction

Thi s docunent outlines a local repair nechanismthat |everages
Segnment Routing (SR) to restore end-to-end connectivity in the event
of a failure involving a directly connected network component. This
mechani smis designed for standard link-state Interior Gateway
Protocol (I1GP) shortest path scenarios. Non-SR nechanisns for |oca
repair are beyond the scope of this docunment. Non-local failures are
addressed in a separate document [ SR-LOOP].

The term Topol ogy | ndependent (TI) describes the capability providing
a | oop-free backup path that is effective across all network

topol ogies. This provides a najor inmprovenent conpared to LFA

[ RFC5286] and RLFA [ RFC7490], which cannot provide a conplete
protection coverage in sone topol ogies as described in [RFC6571].

When the network reconverges after failure, mcro-loops [RFC5715] can
formdue to transient inconsistencies in the forwardi ng tabl es of
different routers. |If it is determned that mcro-loops are a
significant issue in the deploynent, then a suitable | oop-free
convergence net hod shoul d be inpl enented, such as one of those
described in [ RFC5715], [RFC6976], [RFC8333], or [SR-LOOP].

Tl -LFA operates locally at the Point of Local Repair (PLR) upon
detecting a failure in one of its direct links. Consequently, this
| ocal operation does not influence:

* Mcro-loops that may or may not formduring the distributed | GP



convergence as delineated in [ RFC5715]:

- These micro-loops occur on routes directed towards the
destination that do not traverse paths configured for TI-LFA
According to [ RFC5714], the formation of such mcro-1oops can
prevent traffic fromreaching the PLR thereby bypassing the
Tl - LFA pat hs established for rerouting.

* Mcro-loops that may or nmay not devel op when the previously failed
link is restored to functionality.

Tl -LFA paths are activated fromthe instant the PLR detects a failure
in alocal link and remain in effect until the 1 GP convergence at the
PLR is fully achieved. Consequently, they are not susceptible to

m cro-loops that nay arise due to variations in the | GP convergence
times across different nodes through which these paths traverse.

This ensures a stable and predictable routing environnent, mnimzing
di sruptions typically associated with asynchronous network behavi or.
However, an early (relative to the other nodes) | GP convergence at
the PLR and the consecutive "early" rel ease of TI-LFA paths may cause
m cro-1oops, especially if these paths have been conputed using the
met hods described in Sections 5.2, 5.3, or 5.4 of this docunent. One
of the possible ways to prevent such mcro-loops is |ocal convergence
del ay [ RFC8333].

Tl - LFA procedures are conplenentary to the application of any mcro-
| oop avoi dance procedures in the case of |ink or node failure:

* Link or node failure requires some urgent action to restore the
traffic that passed through the failed resource. TI-LFA paths are
pre-conmputed and pre-installed; therefore, they are suitable for
urgent recovery.

* The paths used in the nicro-1oop avoi dance procedures typically
cannot be pre-conputed.

For each destination (as specified by the 1G) in the network, TI-LFA
pre-installs a backup forwarding entry for each protected destination
ready to be activated upon detection of the failure of a link used to
reach the destination. TI-LFA provides protection in the event of
any one of the following: single link failure, single node failure,

or single Shared Risk Link Goup (SRLG failure. In link failure
nmode, the destination is protected assumng the failure of the link
I'n node protection node, the destination is protected assum ng that

t he nei ghbor connected to the primary link (see Section 2) has
failed. 1In SRLG protecting node, the destination is protected
assuning that a configured set of links sharing fate with the primary
link has failed (e.g., a linecard or a set of |links sharing a conmmon
transm ssi on pipe).

Protection techniques outlined in this docunent are limted to
protecting links, nodes, and SRLGs that are within a link-state |IGP
area. Protecting domain exit routers and/or |links attached to

anot her routing domain is beyond the scope of this docunent.

By utilizing SR, TI-LFA elimnates the need to establish Targeted
Label Distribution Protocol sessions with renote nodes for |everaging
the benefits of Renpte Loop-Free Alternates (RLFAs) [RFC7490]

[ RFC7916] or Directed Loop-Free Alternates (DLFAs) [ PFRR- TUNNELS] .
Al the Segnent Identifiers (SIDs) required are present within the

Li nk State Database (LSDB) of the IGP. Consequently, there is no

| onger a necessity to prefer LFAs over RLFAs or DLFAs, nor is there a
need to mnimze the nunber of RLFA or DLFA repair nodes.

Utilizing SR also elimnates the need to establish an additiona
state within the network for enforcing explicit Fast Reroute (FRR
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paths. This spares the nodes from maintaining a supplenentary state
and frees the operator fromthe necessity to inplenment additiona
protocol s or protocol sessions solely to augnent protection coverage.

TI-LFA al so brings the benefit of the ability to provide a backup
path that foll ows the expected post-convergence path considering a
particul ar failure, which reduces the need of |ocally configured
policies that influence the backup path sel ection [RFC7916]. The
easi est way to express the expected post-convergence path in a | oop-
free manner is to encode it as a list of Adjacency segnents.

However, this may create a |l ong segnent |ist that sone hardware may
not be able to program One of the challenges of TI-LFA is to encode
the expected post-convergence path by conbining Adj acency segnents
and node segnents. Each inplenentation may i ndependently develop its
own algorithmfor optimzing the ordered segnent list. This docunent
provides an outline of the fundanmental concepts applicable to
constructing the SR backup path, along with the related data pl ane
procedures. Appendix A contains a nore detailed description of sone
of the aspects of TI-LFA related to post-convergence path.

This docunent is structured as foll ows:

* Section 2 defines the nmain notations used in the docunent. They
are in line with [ RFC5714].

* Section 3 defines the main principles of TI-LFA backup path
conput ati on.

* Section 4 suggests to compute the P-space and Q space properties
defined in Section 2 for the specific case of nodes |ying over the
post - convergence paths towards the protected destinations.

* Section 5 describes how to conpute protection |lists that encode a
| oop-free post-convergence path towards the destination using the
properties defined in Section 4.

* Section 6 defines the segment operations to be applied by the PLR
to ensure consistency with the forwarding state of the repair
node.

* Section 7 discusses aspects that are specific to the data plane.

* Section 8 discusses the relationship between TI-LFA and the SR
al gorithm

* Section 9 provides an overview of the certain considerations that
are needed when Adj acency segnments are used in a Repair List (RL).

* Section 10 di scusses security considerations.

*  Appendi x A highlights advantages of using the expected post-
convergence path during FRR

*  Appendi x B sunmmarizes the neasurenents frominpl ementing the
algorithnms detailed in this docunent within actual service
provider and | arge enterprise network environments. Real-life
nmeasur enents are presented regarding the nunber of SIDs utilized
by repair paths.

Ter m nol ogy
Abbr evi ati ons and Notations

DLFA: Directed Loop-Free Alternate

FRR: Fast Reroute



IGP: Interior Gateway Protocol

LFA: Loop-Free Alternate

LSDB: Li nk St at e Dat abase

PLR: Point of Local Repair

RL:

Repai r Li st

RLFA: Renote Loop-Free Alternate

SID:  Segnent ldentifier

SPF:

SPT:

SR:

Shortest Path First
Shortest Path Tree

Segnent Routi ng

SRLG Shared Ri sk Link Goup

Tl -LFA: Topol ogy | ndependent Loop-Free Alternate

The main notations used in this docunent are defined as foll ows:

*

The ternms "ol d" and "new' topologies refer to the LSDB state
before and after the considered failure, respectively.

SPT old(R) is the SPT rooted at node Rin the initial state of the
net wor K.

SPT neW(R, X) is the SPT rooted at node Rin the state of the
network after the resource X has fail ed.

The PLR is the router that applies fast traffic restoration after
detecting failure in a directly attached Iink, set of Iinks, and/
or node.

Simlar to [ RFC7490], the concept of P-space and Q space is used
for TI-LFA

The P-space P(R, X) of a router Rwith regard to a resource X
(e.g., alink SSF, a node F, or an SRLG is the set of routers
reachable from R using the pre-convergence shortest paths without
any of those paths (including equal-cost path splits) transiting
through X. A P node is a node that bel ongs to the P-space.

Consi der the set of neighbors of a router R and a resource X
Exclude fromthat set the neighbors that are reachable fromR
using X. The extended P-space P (R X) of a node Rwith regard to
a resource X is the union of the P-spaces of the neighbors in that
reduced set of neighbors with regard to the resource X

The Q@ space QR X) of arouter Rwith regard to a resource X is
the set of routers fromwhich R can be reached wi thout any path
(including equal -cost path splits) transiting through X. A Q node
is a node that belongs to the Q space.

EP(P, Q is an explicit SR path froma node P to a node Q
The primary interface and primary outgoing interface are one of

the outgoing interfaces towards a destination according to the |IGP
l'ink-state protocol.
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4. 1.

4. 2.

* The primary link is a link connected to the primary interface.
* The Adj-SID(S-F) is the Adjacency segnent fromnode S to node F.
Conventions Used in This Docunent

The key words "MJST", "MJST NOT", "REQUI RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "NOT RECOMMENDED', "MAY", and
"OPTIONAL" in this docunent are to be interpreted as described in
BCP 14 [ RFC2119] [RFC8174] when, and only when, they appear in all
capitals, as shown here.

Base Principle

The basic algorithmto conpute the repair path is to pre-conpute
SPT new(R, X) and, for each destination, encode the repair path as a
| oop-free segment list. One way to provide a | oop-free segnent |ist
is to use Adjacency SIDs only. However, this approach may create
very long SID Ilists that hardware may not be able to handl e due to
Maxi mum SI D Depth (MSD) |imtations.

An inplenentation is free to use any local optimzation to provide
smal | er segnent lists by conbining Node-SIDs and Adjacency SIDs. In
addition, the usage of Node-SIDs allow for nmaximzing ECMPs over the
backup path. These optim zations are out of scope of this docunent;
however, the subsequent sections provide sone gui dance on how to

| everage P-spaces and Q spaces to optim ze the size of the segnent
list.

Intersecting P-space and Q space with Post-Convergence Paths

One of the challenges of defining an SR path follow ng the expected
post -convergence path is to reduce the size of the segnent list. In
order to reduce this segnent list, an inplenentati on MAY determ ne
the P-space / extended P-space and Q space properties (defined in

[ RFC7490]) of the nodes al ong the expected post-convergence path from
the PLR to the protected destination and conpute an SR explicit path
fromP to Q when they are not adjacent. Such properties will be used
in Section 5 to conpute the Tl-LFA RL.

Ext ended P-space Property Conputation for a Resource X over Post-
Conver gence Pat hs

The objective is to detern ne which nodes on the post-convergence
path fromthe PLR Rto the destination D are in the extended P-space
of Rwith regard to resource X (where X can be a link or a set of
links adjacent to the PLR or a nei ghbor node of the PLR).

This can be found by:

* excl udi ng nei ghbors that are not on the post-convergence path when
computing P (R, X), then

* intersecting the set of nodes bel onging to the post-convergence
path fromR to D, assuming the failure of X, with PP (R X).

Q space Property Conputation for a Resource X over Post-
Conver gence Paths

The goal is to determ ne which nodes on the post-convergence path
fromthe PLR Rto the destination D are in the Q space of destination
Dwith regard to resource X (where X can be a link or a set of |inks
adj acent to the PLR, or a neighbor node of the PLR).

This can be found by intersecting the set of nodes belonging to the
post - convergence path fromR to D, assuming the failure of X, with



QD X).
4.3. Scaling Considerations Wen Conputing Q space

[ RFC7490] raises scaling concerns about conputing a Q space per
destination. Simlar concerns may affect TI-LFA conputation if an
inplementation tries to compute a reverse Shortest Path Tree (SPT)

[ RFC7490] for every destination in the network to deternmine the
Qspace. It will be up to each inplenentation to deternine the good
tradeof f between scaling and accuracy of the optim zation.

5. TI-LFA Repair Path

The TI-LFA repair path consists of an outgoing interface and a |i st
of segnents (a Repair List (RL)) to insert on the SR header in
accordance with the data plane used. The RL encodes the explicit
(and possibly post-convergence) path to the destination, which avoids
the protected resource X. At the sanme tinme, the RL is guaranteed to
be | oop-free, irrespective of the state of FIBs along the nodes

bel onging to the explicit path, as long as the states of the FIBs are
programed according to a link-state | GP. Thus, there is no need for
any coordination or nmessage exchange between the PLR and any ot her
router in the network.

The TI-LFA repair path is found by intersecting P(S, X) and (D, X)
with the post-convergence path to D and conputing the explicit SR
based path EP(P, Q froma node Pin P(S, X) to a node Qin QD X
when t hese nodes are not adjacent al ong the post-convergence path.
The TI-LFA RL is expressed generally as (Node-SID(P), EP(P, Q).

S NL ----nnm-- D
“\ |\ I
A\ |\ I
o\ |\ I
* N2- - - - - R1***R2 *** R3
* *

I\B kkhkkkhkkkhkk*k
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----- clink with nmetric 1

Figure 1: Sanple Topology with TI-LFA

As an exanple, in Figure 1, the focus is on the TI-LFA backup fromsS
to D, considering the failure of node Ni.

* First, P(S, Nl) is conputed and results in [N3, N2, R1].
* Then, D, Nl) is computed and results in [R3].

* The expected post-convergence path fromS to D considering the
failure of NL is <N2 ->RL -> R2 -> R3 -> D> (we are namng it
"PCPat h" in this exanple).

* P(S, Nl) intersection with PCPath is [N2, Rl1]. Wth Rl being the
deeper downstream node in PCPath, it can be assuned to be used as
a P node (this is an exanple, and an inplenentation could use a
different strategy to choose the P node).

* QD, Nl) intersection with PCPath is [R3], so R3is picked as a Q
node. An SR-explicit path is then conmputed fromRl (P node) to R3
(Q node) following PCPath (RL -> R2 -> R3): <Adj-SID(Rl-R2), Adj-
S| D( R2- R3) >.

As a result, the TI-LFA RL of S for destination D considering the
failure of node Nl is: <Node-SID(Rl), Adj-SID(Rl-R2), Adj-



S| D( Re- R3) >.

Most often, the TI-LFA RL has a sinpler form as described in the
follow ng sections. Appendix B provides statistics for the nunber of
SIDs in the explicit path to protect against various fail ures.

5.1. FRR Path Using a Direct Neighbor

When a direct neighbor is in P(S, X) and D, x), and the link to
that direct neighbor is on the post-convergence path, the outgoing
interface is set to that neighbor and the repair segment list is

enpty.
This is conparable to a post-convergence LFA FRR repair.
5.2. FRR Path Using a PQ Node

When a remote node Ris in P(S, X) and D, x) and on the post-
convergence path, the RL is made of a single node segnent to R and
the outgoing interface is set to the outgoing interface used to reach
R

This is conparable to a post-convergence RLFA repair tunnel
5.3. FRR Path Using a P Node and Q Node That Are Adjacent

When a node Pis in P(S, X) and a node Qis in QD, x), and both are
on the post-convergence path and are adjacent to each other, the RL
is made of two segnments: a node segnent to P (to be processed first),
foll owed by an Adjacency segment fromP to Q

This is conparable to a post-convergence Directed Loop-Free Alternate
(DLFA) repair tunnel

5.4. Connecting Distant P and Q Nodes Al ong Post-Convergence Paths

In sone cases, there is no adjacent P and Q node al ong the

post -convergence path. As nentioned in Section 3, a list of

Adj acency SIDs can be used to encode the path between P and Q
However, the PLR can perform additional conputations to conmpute a
shorter list of segnents that represent a |loop-free path fromP to Q
How t hese conputations are done is out of scope of this docunent and
is left to inplementation

6. Building TI-LFA Repair Lists for SR Segnents

The foll owi ng sections describe howto build the RLs using the
term nol ogy defined in [ RFC8402]. The procedures described in this
section are equally applicable to both the Segnent Routing over MPLS
(SR-MPLS) and the Segnent Routing over |IPv6 (SRv6) data plane, while
the data pl ane-specific considerations are described in Section 7.

Thi s section explains the process by which a protecting router S
handl es the active segment of a packet upon the failure of its
primary outgoing interface for the packet S-F. The failure of the
primary outgoing interface may occur due to various triggers, such as
link failure, neighbor node failure, and others.

6.1. The Active Segnent |Is a Node Segnent
The active segnent MUST be kept on the SR header unchanged and the RL
MUST be added. The active segnent becones the first segnent after
the RL. The way the RL is added depends on the data plane used (see
Section 7).

6.2. The Active Segnent |Is an Adjacency Segnent



This section defines the FRR behavior applied by S for any packet
received with an active Adjacency segnent S-F for which protection
was enabl ed. Since protection has been enabled for the segnent S-F
and signaled in the |G (for instance, using protocol extensions from
[ RFC8667] and [ RFC8665]), a cal culator of any SR policy utilizing
this segnent is aware that it may be transiently rerouted out of S-F
in the event of an S-F failure.

The sinpl est approach for link protection of an Adjacency segnent S-F
is to create an RL that will carry the traffic to F. To do so, one
or nmore "PUSH' operations are performed. |If the RL, while avoiding
S-F, termnates on F, S only pushes segments of the RL. Oherwise, S
pushes a node segnent of F, followed by the segnents of the RL. For
details on the "NEXT" and "PUSH' operations, refer to [ RFC38402].

Thi s met hod, which nerges back the traffic at the renote end of the
Adj acency segnent, has the advantage of keeping as much traffic as
possible on the pre-failure path. When SR policies are involved and
strict conpliance with the policy is required, an end-to-end
protection (beyond the scope of this docunent) should be preferred
over the local repair nechani sm described above.

Not e, however, that when the SR source node is using Traffic

Engi neering (TE), it will generally not be possible for the PLR to
know what post-convergence path will be selected by the source node
once it detects the failure, since conputation of the TE path is a

| ocal matter that depends on constraints that nay not be known at the
PLR. Therefore, no nethod applied at the PLR can guarantee
protection will follow the post-convergence path.

The case where the active segnment is followed by another Adjacency
segnent is distinguished fromthe case where it is followed by a node
segnment. Repair techniques for the respective cases are provided in
the follow ng subsections.

6.2.1. Protecting [Adjacency, Adjacency] Segnment Lists

If the next segnent in the list is an Adjacency segnent, then the
packet has to be conveyed to F.

To do so, S MJST apply a "NEXT" operation on Adj-SID(S-F) and then
one or more "PUSH' operations. |If the RL, while avoiding S-F
termnates on F, S only pushes the segnents of the RL. Oherwise, S
pushes a node segnent of F, followed by the segnents of the RL. For
details on the "NEXT" and "PUSH' operations, refer to [ RFC3402].

Upon failure of S-F, a packet reaching Swith a segnent |ist matching
[adj-sid(S-F), adj-sid(F-M, ...] will thus leave S with a segnent
list matching [RL(F), node(F), adj-sid(F-M, ...], where RL(F) is the
RL for destination F.

6.2.2. Protecting [Adjacency, Node] Segment Lists

If the next segnent in the stack is a node segnent, say for node T,
the segnent list on the packet matches [adj-sid(S-F), node(T), ...].

In this case, S MIST apply a "NEXT" operation on the Adjacency
segnent related to S-F, followed by a "PUSH' of an RL redirecting the
traffic to a node Q whose path to node segnment T is not affected by
the failure.

Upon failure of S-F, packets reaching Swith a segnent |ist natching
[adj-sid(S-F), node(T), ...] would leave S with a segnment |ist
matching [RL(Q, node(T), ...].
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Dat a Pl ane- Speci fic Consi derations
1. MPLS Data Pl ane Considerations
The MPLS data plane for SR is described in [ RFC8660] .

The foll owi ng data pl ane behaviors apply when creating an RL using an
MPLS dat a pl ane:

1. If the active segnent is a node segnent that has been signal ed
with penultimte hop popping, and the RL ends with an Adj acency
segnment termnating on the penultimte node of the active
segnment, then the active segment MJST be popped before pushing
the RL.

2. If the active segnent is a node segnent, but the other conditions
in 1. are not nmet, the active segnent MJUST be popped and then
pushed again with a | abel val ue conmputed according to the Segnent
Routing d obal Block (SRGB) of Q where Qis the endpoint of the
RL. Finally, the RL MUST be pushed.

2. SRv6 Data Pl ane Consi derations

SRv6 data plane and programmng instructions are descri bed
respectively in [ RFC8754] and [ RFC8986] .

The TI-LFA path conputation algorithmis the same as in the SR-MPLS
data plane. Note, however, that the Adjacency SIDs are typically
globally routed. In such a case, there is no need for preceding an
Adj acency SID with a Prefix-SID [RFC8402], and the resulting RL is
I'ikely shorter.

If the traffic is protected at a Transit Node, then an SRv6 SID I|i st
is added on the packet to apply the RL. The addition of the RL

foll ows the head-end behaviors as specified in Section 5 of

[ RFC8986] .

If the traffic is protected at an SR Segnent Endpoi nt Node, first the
Segnent Endpoi nt packet processing is executed. Then, the packet is
protected as if it were a transit packet.

Tl -LFA and SR Al gorithns

SR al l ows an operator to bind an algorithmto a Prefix-SID (as
defined in [ RFC8402]). The algorithm value dictates how the path to
the prefix is conputed. The SR default algorithmis known as the
"Shortest Path" algorithm The SR default algorithmallows an
operator to override the I1GP shortest path by using |ocal policies.
VWhen TI-LFA uses Node-SIDs associated with the default al gorithm
there is no guarantee that the path will be |loop-free, as a |loca
policy may have overridden the expected | GP path. As the |oca
policies are defined by the operator, it becones the responsibility
of this operator to ensure that the depl oyed policies do not affect
the TI-LFA deployment. It should be noted that such a situation can
al ready happen today with existing nechani sns such as RLFA

[ RFC9350] defines a Flexible Algorithmframework to be associ ated
with Prefix-SIDs. A Flexible Algorithmallows a user to associate a
constrained path to a Prefix-SID rather than using the regular |IGP
shortest path. An inplenentation MAY support TI-LFA to protect Node-
SIDs associated with a Flexible Algorithm 1In such a case, rather
than conputing the expected post-convergence path based on the
regul ar SPF, an inplenmentation SHOULD use the constrai ned SPF

al gorithm bound to the Flexible A gorithm (using the Flexible

Al gorithm Definition) instead of the regular Dijkstra in all the SPF
reverse SPF conputations that are occurring during the TI-LFA
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computation. This includes the conputation of the P-space and

Q space as well as the post-convergence path. Furthernore, the

i mpl ementati on SHOULD only use Node- Sl Ds/ Adj - SI Ds bound to the

Fl exi bl e Al gorithm and/ or unprotected Adj-SIDs of the regular SPF to
build the RL. The use of regular Dijkstra for the TI-LFA conmputation
or for building the repair path using SIDs other than those
recomrended does not ensure that the traffic going over the TI-LFA
repair path during the FRR period is honoring the Flexible Al gorithm
constraints.

Usage of Adjacency Segnents in the Repair List
The RL of segnments conputed by TI-LFA nay contain one or nore

Adj acency segnents. An Adjacency segnent nmay be protected or not
pr ot ect ed.

S---R---RB---- R4 --- B---D
* |\ *
*l \ %
R7 ** R8
* I
- I
RO -- R10
Figure 2

In Figure 2, all the nmetrics are equal to 1 except

R2- R7, R7- R8, R8- R4, R7-R9, whi ch have a netric of 1000. Considering R2
as a PLR to protect against the failure of node R3 for the traffic
S->D, the RL conputed by R2 will be [adj-sid(R7-R8), adj-sid(R8-R4)],
and the outgoing interface will be to R7. If R3 fails, R2 pushes the
RL onto the incom ng packet to D During the FRR, if R7-R8 fails and
if TI-LFA has picked a protected Adjacency segnent for Adj-
SID(R7-R8), R7 will push an additional RL onto the packet follow ng
the procedures defined in Section 6

To avoid the possibility of this double FRR activation, an
i mpl ementation of TI-LFA MAY pick only unprotected Adjacency segnents
when building the RL. However, it is inportant to note that FRR in

general is intended to protect for a single pre-planned failure. |If
the failure that happens is worse than expected or multiple failures
happen, FRR is not guaranteed to work. |In such a case, fast IGP

convergence remains inportant to restore traffic as quickly as
possi bl e.

Security Considerations

The techni ques described in this docunent are interna

functionalities to a router that can guarantee an upper bound on the
time taken to restore traffic flow upon the failure of a directly
connected link or node. As these techniques steer traffic to the
post - convergence path as quickly as possible, this serves to mnimze
the disruption associated with a local failure, which can be seen as
a modest security enhancenent. The protection mechani sm does not
protect external destinations, but rather provides quick restoration
for destinations that are internal to a routing donmain.

The security considerations described in [RFC5286] and [ RFC7490]
apply to this docunent. Simlarly, as the solution described in this
docunent is based on SR technol ogy, the reader should be aware of the
security considerations related to this technol ogy (see [ RFC8402])
and its data plane instantiations (see [ RFC8660], [RFC8754], and

[ RFC8986]). However, this docunent does not introduce additiona
security concerns.

| ANA Consi der ati ons
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Appendi x A.  Advantages of Using the Expected Post-Convergence Path
During FRR

[ RFC7916] raises several operational considerations when using LFA or
RLFA. Section 3 of [RFC7916] presents a case where a high bandw dth
link between two core routers is protected through a Provider Edge
(PE) router connected with | ow bandwidth links. In such a case,
congesti on may happen when the FRR backup path is activated.

[ RFC7916] introduces a local policy franmework to |l et the operator
tuning manual ly the best alternate el ection based on its own
requirenents.

From a network capacity planning point of view, it is often assuned
for sinmplicity that if alink L fails on a particular node X, the
bandwi dt h consuned on L will be spread over sone of the renaining
links of X. The remaining links to be used are determned by the | GP



routing considering that the link L has failed (we assume that the
traffic uses the post-convergence path starting fromthe node X). In
Figure 3, we consider a network with all netrics equal to 1 except
the nmetrics on links used by PE1l, PE2, and PE3, which are 1000. An
easy network capacity planning nmethod is to consider that if the link
L (X-B) fails, the traffic actually flowing through L will be spread
over the remaining links of X (X-H X-D, X-A). Considering the IGP
metrics, only X-H and X-D can be used in reality to carry the traffic
flowing through the link L. As a consequence, the bandw dth of |inks
X-H and X-D is sized according to this rule. W should observe that
this capacity planning policy works; however, it is not fully
accur at e.

In Figure 3, considering that the source of traffic is only from PELl
and PE4, when the link L fails, depending on the convergence speed of
the nodes, X may reroute its forwarding entries to the renote PEs
onto X-H or X-D; however, in a simlar timeframe, PE1 will also
reroute a subset of its traffic (the subset destined to PE2) out of
its nominal path, reducing the quantity of traffic received by X

The capacity planning rule presented previously has the drawback of
oversi zing the network; however, it allows for preventing any
transi ent congestion (for exanple, when X reroutes traffic before PEl
does) .

H--- 1 --- J *
I | =
PE4 | | PE3
\ | (L) | *
* A--- X --- B--- G*
* | | *
PE1 | |  PE2
* | | *
* C--- D--- E--- F*
Fi gure 3

Based on this assunption, in order to facilitate the operation of FRR
and Iimt the inplenentation of local FRR policies, traffic can be
steered by the PLR onto its expected post-convergence path during the
FRR phase. In our exanple, when link L fails, X switches the traffic
destined to PE3 and PE2 on the post-convergence paths. This is
perfectly in line with the capacity planning rule that was presented
before and also in line with the fact that X may converge before PEL
(or any other upstreamrouter) and may spread the X-B traffic onto
the post-convergence paths rooted at X

It should be noted that sone networks may have a different capacity
pl anning rule, leading to an allocation of |ess bandwi dth on X-H and
X-D links. 1In such a case, using the post-convergence paths rooted
at X during FRR may introduce sone congestion on X-H and X-D | i nks.
However, it is inportant to note that a transi ent congestion may
possi bl y happen even w thout FRR activated, for instance, when X
converges before the upstreamrouters. Operators are still free to
use the policy framework defined in [ RFC7916] if the usage of the
post - convergence paths rooted at the PLR is not suitable.

Readers should be aware that FRR protection is pre-conputing a backup
path to protect against a particular type of failure (link, node, or
SRLG . Wien using the post-convergence path as an FRR backup path,
the conput ed post-convergence path is the one considering the failure
we are protecting against. This means that FRR is using an expected
post -convergence path, and this expected post-convergence path nmay be
actually different fromthe post-convergence path used if the failure
that happened is different fromthe failure FRR was protecting
against. As an exanple, if the operator has inplenented a protection
agai nst a node failure, the expected post-convergence path used



during FRR will be the one considering that the node has fail ed.
However, even if a single link is failing or a set of links is
failing (instead of the full node), the node-protecting post-
convergence path will be used. The consequence is that the path used
during FRRis not optinmal with respect to the failure that has
actual ly occurred.

Anot her consideration to take into account is as follows: while using
t he expected post-convergence path for SR traffic using node segnents
only (for instance, PE to PE traffic using the shortest path) has
some advant ages, these advantages reduce when SR policies [ RFC9256]
are involved. A segnment list used in an SR policy is conputed to
obey a set of path constraints defined locally at the head-end or
centrally in a controller. TI-LFA cannot be aware of such path
constraints, and there is no reason to expect the TI-LFA backup path
protecting one segnent in that segnment |ist to obey those
constraints. Wen SR policies are used and the operator wants to
have a backup path that still follows the policy requirements, this
backup path should be conputed as part of the SR policy in the

i ngress node (or central controller), and the SR policy shoul d not
rely on |l ocal protection. Another option could be to use a Flexible
Al gorithm [ RFC9350] to express the set of constraints and use a
singl e node segnment associated with a Flexible Algorithmto reach the
destination. Wen using a node segnent associated with a Flexible

Al gorithm TI-LFA keeps providing an optinmal backup by applying the
appropriate set of constraints. The relationship between TI-LFA and
the SR algorithmis detailed in Section 8.

Appendi x B. Anal ysis Based on Real Network Topol ogi es

This section presents an analysis perforned on real service provider
and | arge enterprise network topol ogies. The objective of the

anal ysis is to assess the nunber of SIDs required in an explicit path
when t he mechani snms described in this docunent are used to protect
agai nst the failure scenarios within the scope of this document. The
nunber of segments described in this section are applicable to
instantiating SR over the MPLS forwarding pl ane.

The measurement below indicates that, for link and | ocal SRLG
protection, a repair path of 1 SID or |ess delivers nore than 99%
coverage. For node protection, a repair path of 2 SIDs or |ess

yi el ds 99% cover age.

Table 1 below |ists the characteristics of the networks used in our
measurenents. The nunber of links refers to the nunber of
"bidirectional" links (not directed edges of the graph). The
nmeasurenents are carried out as foll ows:

* For each network, the algorithnms described in this docunent are
applied to protect all prefixes against |ink, node, and |ocal SRLG
failure.

* For each prefix, the nunber of SIDs used by the repair path is
recor ded.

* The percentage of nunber of SIDs are listed in Tables 2, 3, 4, 5,

6, and 7.

[ el ool oo oo s oo ey e e
| Network | Nodes | Links | Node-to-Link Ratio | SRLG Info?

[ Sty sl e e s e el
| T1 | 408 | 665 | 1.63 | Yes |
L +------- +------- T T R I I +
| T2 | 587 | 1083 | 1.84 | No |
Fo-m e - - +----- - +----- - R I I R I +



| T4 | 247 | 393 | 1.59 | Yes |
e oo - Fome o Fome o oo e ee oo oo +
| T5 | 34 | 96 | 2.82 | Yes |
Fome e oo R R e e eeea oo e oo +
| T6 | 50 | 78 | 1.56 | No |
T - - o e eaaaa o e o +
| T7 | 82 | 293 | 3.57 | No |
e oo - Fome o Fome o oo e ee oo oo +
| T8 | 35 | 41 | 1.17 | Yes |
Fome e oo R R e e eeea oo e oo +
| T9 | 177 | 1371 | 7.74 | Yes |
T - - o e eaaaa o e o +

Table 1: Data Set Definition

The rest of this section presents the neasurenents done on the actual
topol ogi es. The conventions that we use are as foll ows:

*

O SIDs: The calculated repair path starts with a directly
connect ed neighbor that is also a |oop-free alternate; in which
case, there is no need to explicitly route the traffic using
additional SIDs. This scenario is described in Section 5.1.

1 SID: The repair node is a PQ node; in which case, only 1 SIDis
needed to guarantee a |l oop-free path. This scenario is covered in
Section 5. 2.

2 or nore SIDs: The repair path consists of 2 or nore SIDs as
described in Sections 5.3 and 5.4. W do not cover the case for 2
SIDs (Section 5.3) separately because there was no granularity in
the result. Also, we treat the Node-SID + Adj-SID and Node-SID +
Node- SI D t he sane because they do not differ fromthe data pl ane
poi nt of view

Tables 2 and 3 bel ow summari ze the neasurenents on the nunber of Sl Ds
needed for |ink protection.

R ety ety jep———p—— g ————(— plp—j——(————
| Network | O SIDs | 1 SID| 2 SIDs | 3 SIDs |
[ ey ety el sl e pe e o
| T1 | 74.3% | 25.3%| 0.5% | 0.0% |
F---- - - - +---- - - - +------- +---- - - - +---- - - - +
| T2 | 81.1% | 18.7%| 0.2% | 0.0% |
L F-------- +------- F-------- F-------- +
| T3 | 95.9% | 4.1% | 0.1% | 0.0% |
Fo-m e - - I +----- - I I +
| T4 | 62.5% | 35.7%| 1.8% | 0.0% |
F---- - - - +---- - - - +------- +---- - - - +---- - - - +
| T5 | 85.7% | 14.3%| 0.0% | 0.0% |
L F-------- +------- F-------- F-------- +
| T6 | 81.2% | 18.7%| 0.0% | 0.0% |
Fo-m e - - I +----- - I I +
| T7 | 98.9% | 1.1% | 0.0% | 0.0% |
F---- - - - +---- - - - +------- +---- - - - +---- - - - +
| T8 | 94.1% | 5.9% | 0.0% | 0.0% |
L F-------- +------- F-------- F-------- +
| T9 | 98.9% | 1.0% | 0.0% | 0.0% |
Fo-m e - - I +----- - I I +

Table 2: Link Protection (Repair Size
Di stribution)

[ e pem e e oo gl e el s pes e ety e pees e peje e o)
0 SIDs 1 SID| 2 SIDbs 3 SIDs |



| 74.2% | 99.5% |

99. 9%

| 100%

Table 3: Link Protection (Repair Size
Cunul ative Distribution)

Tables 4 and 5 sunmari ze the neasurenents on the nunber

needed for

| ocal SRLG protection.
[ el ety ooty et e
| Network | 0 SIDs | 1 SID| 2 SIDs | 3 SIDs
[ e el oo ey s el e el oo oo
| T1 | 74.2% | 25.3%| 0.5% | 0.0%
I I F--- - I I
| T2 | No SRLG information
S I +------- I I
| T3 | 93.6% | 6.3% | 0.0% | 0.0%
I L F------- L L
| T4 | 62.5% | 35.6%| 1.8% | 0.0%
I I F--- - I I
| T5 | 83.1% | 16.8%| 0.0% | 0.0%
S I +------- I I
| T6 | No SRLG information
I B I I
| T7 | No SRLG information
I I F--- - I I
| T8 | 85.2% | 14.8%| 0.0% | 0.0%
S I +------- I I
| T9 | 98.9% | 1.1% | 0.0% | 0.0%
I L F------- L L
Table 4: Local SRLG Protection (Repair
Size Distribution)
R Tttty ety Sy Jljjp—p—t—(—(— jjj—t—t—(———
| Network | 0 SIDs | 1 SID| 2 SIDs | 3 SIDs
[ oo sl oo e sl ey e
| T1 | 74.2% | 99.5%| 99.9% | 100%
I I I I I
| T2 | No SRLG i nformation
L F---- - - - F------- F---- - - - F---- - - -
| T3 | 93.6% | 99.9%| 100% | 0.0%
F--- - - - - F---- - - F---- - F---- - - F---- - -
| T4 | 62.5% | 98.2%| 100% | 100%
I I I I I
| T5 | 83.1% | 100% | 100% | 100%
L F---- - - - F------- F---- - - - F---- - - -
| T6 | No SRLG information
F--- - - - - B I
I

No SRLG i nfornmti on

of Sl Ds



Table 5: Local SRLG Protection (Repair
Si ze Cunul ative Distribution)

The remaining two tables summari ze the measurenents on the nunber of
SI Ds needed for node protection.

B ool el ety s et ety e
| Network | O SIDs | 1 SID| 2 SIDs | 3SIDs| 4 SIDs |
B ety ety jp———_—— b ————— plp——————(— L—j———————
| T1 | 49.8% | 47.9%| 2.1% | 0.1% | 0.0% |
Fo-m e - - I +----- - I I I +
| T2 | 36.5% | 59.6%| 3.6% | 0.2% | 0.0% |
F---- - - - +---- - - - +------- +---- - - - +---- - - - +---- - - - +
| T3 | 73.3% | 25.6%| 1.1% | 0.0% | 0.0% |
L F-------- +------- F-------- F-------- F-------- +
| T4 | 36.1% | 57.3%| 6.3% | 0.2% | 0.0% |
Fo-m e - - I +----- - I I I +
| T5 | 73.2% | 26.8%| 0.0% | 0.0% | 0.0% |
F---- - - - +---- - - - +------- +---- - - - +---- - - - +---- - - - +
| T6 | 78.3% | 21.3%| 0.3% | 0.0% | 0.0% |
L F-------- +------- F-------- F-------- F-------- +
| T7 | 66.1% | 32.8%| 1.1% | 0.0% | 0.0% |
Fo-m e - - I +----- - I I I +
| T8 | 59.7% | 40.2%| 0.0% | 0.0% | 0.0% |
F---- - - - +---- - - - +------- +---- - - - +---- - - - +---- - - - +
| T9 | 98.9% | 1.0% | 0.0% | 0.0% | 0.0% |
L F-------- +------- F-------- F-------- F-------- +

B ool el ety s et ety e
| Network | O SIDs | 1 SID| 2 SIDs | 3SIDs| 4 SIDs |
B ety ety jp———_—— b ————— plp——————(— L—j———————
| T1 | 49.7% | 97.6%| 99.8% | 99.9% | 100% |
Fo-m e - - I +----- - I I I +
| T2 | 36.5% | 96.1%]| 99.7% | 99.9% | 100% |
F---- - - - +---- - - - +------- +---- - - - +---- - - - +---- - - - +
| T3 | 73.3% | 98.9%| 99.9% | 100% | 100% |
L F-------- +------- F-------- F-------- F-------- +
| T4 | 36.1% | 93.4%| 99.8% | 99.9% | 100% |
Fo-m e - - I +----- - I I I +
| T5 | 73.2% | 100% | 100% | 100% | 100% |
F---- - - - +---- - - - +------- +---- - - - +---- - - - +---- - - - +
| T6 | 78.4% | 99.7%| 100% | 100% | 100% |
L F-------- +------- F-------- F-------- F-------- +
| T7 | 66.1% | 98.9%| 100% | 100% | 100% |
Fo-m e - - I +----- - I I I +
| T8 | 59.7% | 100% | 100% | 100% | 100% |
F---- - - - +---- - - - +------- +---- - - - +---- - - - +---- - - - +
| T9 | 98.9% | 100% | 100% | 100% | 100% |
L F-------- +------- F-------- F-------- F-------- +

Table 7: Node Protection (Repair Size Cunmul ative
Di stribution)
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