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I ntroduction

EVPN- 1 RB facilitates the adverti sement of both MAC and I P routes via
a single MACHl P Route Type 2 (RT-2) advertisenent. The MAC address
is integrated into the local MAC Virtual Routing and Forwardi ng ( MAC
VRF) bridge table, enabling Layer 2 (L2) bridged traffic across the
network overlay. The IP address is incorporated into the |ocal
Address Resol ution Protocol (ARP) / Nei ghbor Discovery Protocol (NDP)
table in an asymmetric IRB design or into the IP Virtual Routing and
Forwarding (I P-VRF) routing table in a symmetric IRB design. This
facilitates routed traffic across the network overlay. For

addi tional context on EVPN-IRB forwardi ng nodes, refer to [ RFC9135].

To support the EVPN nobility procedure, a single sequence numrber
mobility attribute is advertised with the combi ned MACH P route.
Thi s approach, which resolves both MAC and | P reachability with a
singl e sequence nunber, inherently assumes a fixed 1:1 mapping
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between an | P address and MAC address. VWhile this fixed 1:1 mapping
is a commpbn use case and is addressed via the existing nmobility
procedure defined in [RFC7432], there are additional |RB scenarios
that do not adhere to this assunption. Such scenarios are preval ent
in virtualized host environnents where hosts connected to an EVPN
network are Virtual Machines (VMs) or containerized workl oads. The
following IRB nobility scenarios are consi dered:

* A host nove results in the host’s | P address and MAC address
nmovi ng toget her.

* A host nove results in the host’s I P address noving to a new MAC
address associ ati on.

* A host nove results in the host’s MAC address noving to a new | P
address associ ati on.

While the existing nobility procedure can nanage the MACH P address
move in the first scenario, the subsequent scenarios |lead to new MAC
| P address associations. Therefore, a single sequence nunber

assi gned i ndependently for each {MAC address, |P address} is
insufficient to determine the nost recent reachability for both MAC
address and | P address, unless the sequence nunber assi gnment

al gorithmallows for changi ng MAC-| P address bi ndi ngs across noves

Thi s docunent updates the sequence nunber assignnent procedures
defined in [RFC7432] to 1) adequately address nobility support across
EVPN- I RB overlay use cases that pernmit MAC | P address bindings to
change across host noves and 2) support nobility for both MAC and IP
route components carried in an EVPN RT-2 for these use cases.
Additionally, for hosts on an Ethernet Segnent Identifier (ESI) that
is multi-honmed to multiple Provider Edge (PE) devices, additiona
procedures are specified to ensure synchroni zed sequence nunber

assi gnnents across the multi-hom ng devi ces.

Thi s docunent addresses nobility for the foll ow ng cases, independent
of the overlay encapsulation (e.g., MPLS, Segnent Routing over |Pv6
(SRv6), and Network Virtualization Overlay (NVO tunnel):

*  Synmmetric EVPN-1RB overl ay

*  Asymmetric EVPN-IRB overl ay

* Routed EVPN overl ay

Docunent Structure

The foll owi ng sections of the docunment are informative:

* Section 3 provides the necessary background and probl em st at enent
bei ng addressed in this docunent.

* Section 4 lists the resulting design considerations for the
docunent .

* Section 5 lists the nmain solution conponents that are foundationa
for the specifications that follow in subsequent sections.

The foll owi ng sections of the docunent are normative:

* Section 6 describes the nobility and sequence nunber assi gnnent
procedures in an EVPN-IRB overlay that are required to address the
scenarios described in Section 4.

* Section 7 describes the nobility procedures for a routed overlay
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networ k as opposed to an | RB overl ay.

* Section 8 describes correspondi ng duplicate detection procedures
for EVPN-1RB and routed overl ays.

Requi renent s Language and Term nol ogy
The key words "MJST", "MJST NOT*, "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMVENDED', "NOT RECOMVENDED', "MAY", and
"OPTIONAL" in this docunent are to be interpreted as described in
BCP 14 [RFC2119] [RFCB174] when, and only when, they appear in all
capitals, as shown here.

Abbrevi ati ons

ARP:  Address Resol ution Protocol [RFC0826]. ARP references in this
docunent are equally applicable to both ARP and NDP.

CE: Customer Edge.

ES: Ethernet Segment. A physical ethernet or LAG port that connects
an access device to an EVPN PE, as defined in [ RFC7432].

EVPN PE: Ethernet VPN Provider Edge. A PE switch router in an EVPN-
I RB network that runs overlay BGP-EVPN control planes and connects
to overlay CE host devices. An EVPN PE may al so be the first-hop
L3 gateway for CE host devices. This docunent refers to EVPN PE
as a logical function in an EVPN-1RB network. This EVPN PE
function may be physically hosted on a ToR switching device or at
| ayer (s) above the ToR in the Cos fabric. An EVPN PE is
typically also an I P or MPLS tunnel endpoint for overlay VPN
flows.

EVPN-1 RB: Ethernet VPN Integrated Routing and Bridging. A BGP-EVPN
distributed control plane that is based on the integrated routing
and bridging fabric overlay discussed in [ RFC9135].

L2: Layer 2.

L3: Layer 3.

LAG Link Aggregati on G oup.

MC-LAG Ml ti-Chassis Link Aggregation G oup.

MPLS: Ml tiprotocol Label Switching (as specified in [ RFC3031]).

NDP:  Nei ghbor Di scovery Protocol (for |IPv6 [ RFC4861]).

NVO.  Network Virtualization Overlay.

NVCG3: Network Virtualization over Layer 3 (as specified in
[ RFC8926] ) .

PE: Provider Edge.

RT-2: Route Type 2. EVPN RT-2 carrying both MAC address and |IP
address reachability as specified in [ RFC7432].

RT-5: Route Type 5. EVPN RT-5 carrying IP prefix reachability as
specified in [ RFC9136] .

SRv6: Segnent Routing over |Pv6 (as specified in [ RFC8986]).

ToR  Top- of - Rack.



2.

3.

3.

3.

2.

1.

2.

VM  Virtual Mchine (or containerized workl oads).

VXLAN:  Virtual eXtensible Local Area Network (as specified in
[ RFC7348]) .

Definitions

Asymretric EVPN-1 RB: A design approach used in EVPN-based networks
[ RFC9135] to handle L2 and L3 forwarding. |In this approach, only
the ingress PE router perfornms routing for inter-subnet traffic,
whil e the egress PE router perforns bridging.

EVPN all -active multi-hom ng: A redundancy and | oad-sharing
mechani smused in EVPN networks. This nmethod allows multiple PE
devices to simultaneously provide L2 and L3 connectivity to a
singl e CE device or network segment.

Host: In this document, generically refers to any user or CE
endpoint attached to an EVPN-IRB network, which may be a VM
cont ai neri zed wor kl oad, physical endpoint, or CE device.

MAC- | P address: The I Pv4 and/or |Pv6 address and MAC address bindi ng
for an overlay host.

Overlay: L2 and L3 VPNs that are enabled via NVO3, VXLAN, SRv6, or
MPLS service-l ayer encapsul ati on.

Peer - Sync- Local MAC-IP route: The |earned BGP EVPN MAC-I P route for
a host that is directly attached to a local multi-homed ES.

Peer - Sync- Local MAC-| P sequence nunber: The sequence nunber received
with a Peer-Sync-Local MAC-IP route.

Peer - Sync- Local MAC route: The | earned BGP EVPN MAC route for a host
that is directly attached to a local nulti-honed ES.

Peer - Sync- Local MAC sequence nunber: The sequence numnber received
with a Peer-Sync-Local MAC route.

Synmetric EVPN-1RB: A specific design approach used i n EVPN based
net wor ks [ RFC9135] to handle both L2 and L3 forwarding within the
same network infrastructure. The key characteristic of symetric
EVPN-IRB is that both ingress and egress PE routers perform
routing for inter-subnet traffic.

Underlay: An IP, MPLS, or SRv6 fabric core network that provides
routed reachability between EVPN PEs.

Background and Probl em St at enent
Optional MACGOnly RT-2

In an EVPN-1RB scenari o where a single MACH P RT-2 advertisenent
carries both I P and MAC routes, a MAC-only RT-2 advertisement becones
redundant for host MAC addresses already advertised via MAC+HI P RT- 2.
Consequently, the advertisenment of a local MAC-only RT-2 is optional
at an EVPN PE. This consideration is inportant for nmobility
scenarios discussed in subsequent sections. It is noteworthy that a
|l ocal MAC route and its assigned sequence nunber are still maintained
locally on a PE, and only the advertisenment of this route to other
PEs is optional.

MAC-only RT-2 advertisenents nmay still be issued for non-IP host MAC
addresses that are not included in MACHl P RT-2 advertisenents.

Mobility Use Cases
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This section outlines the IRB nobility use cases addressed in this
docunent. Detailed procedures to handle these scenarios are provided
in Sections 6 and 7. The following IRB nobility scenarios are

consi der ed:

* A host nove results in both the host’s I P and MAC addresses novi ng
t oget her.

* A host nove results in the host’s | P address noving to a new MAC
address associ ati on.

* A host nmove results in the host’s MAC address noving to a new I P
address associ ati on.

1. Host MACHI P Address Myve

This is the baseline scenario where a host nove results in both the
host’s MAC and | P addresses noving together wi thout altering the MAG
| P address binding. The existing MAC route nobility procedures
defined in [ RFC7432] can be | everaged to support this MACH P address
mobi l ity scenari o.

2. Host | P Address Move to New MAC Address

This scenario involves a host nove where the host’s | P address is
reassi gned to a new MAC address.

3.2.2.1. Host Rel oad

A host reload or orchestrated nove may cause a host to be re-spawned
at the sane or new PE |ocation, resulting in a new MAC address
assignnent while retaining the existing IP address. This results in
the host’s | P address nmoving to a new MAC address bi ndi ng, as shown
bel ow.

IP-a, MAC-a --->1P-a, MAC-b

3.2.2.2. MAC Address Sharing

Thi s scenario considers cases where multiple hosts, each with a

uni que | P address, share a cormon MAC address. A host nove results
in a new MAC address binding for the host I P address. For exanple,
hosts running on a single physical server mght share the sane MAC
address. Alternatively, an L2 access network behind a firewall may
have all host |P addresses |learned with a conmon firewall MAC
address. In these "shared MAC' scenarios, multiple | ocal MAGIP ARP/
NDP entries may be | earned with the same MAC address. A host IP
address nove to a new physical server could result in a new MAC
address association for the host I|P.

3.2.2. 3. Pr obl em

In the aforementi oned scenarios, a comnbi ned MAC+Hl P EVPN RT- 2
advertised with a single sequence number attribute assunmes a fixed

| P-to- MAC address nmapping. A host |P address nove to a new MAC
address breaks this assunption and results in a new MACHIP route. If
this newroute is independently assigned a new sequence nunber, the
sequence nunber can no | onger determi ne the nost recent host IP
reachability in a symretric EVPN-1 RB design or the nost recent |P-to-
MAC address binding in an asymretric EVPN-1RB design.



| PE1 | | PE2 | | PE3 | | PE4 | | PE5 | | PE6 |
R + R + R + R + R + R +
\ / \ / \ /
\ ESI-1/ \ ESI-2 / \ ESI-3/
\ / \ / \ /
H---/+ H---/+ H---/+
| \ 7 | \ 7 | \ 7
oo -+ oo -+ oo -+
I I I
Server- M Server- M Server- M
I I I
VM| P1, VMI P2 VM| P3, VM I P4 VM | P5, VM| P6
Figure 1

Figure 1 illustrates a topology with host VMs sharing the physical
server MAC address. |In steady state, the IP1-ML route is | earned at
PE1 and PE2 and advertised to rempte PEs with a sequence number N.
If VWM IPLl noves to Server-M, ARP or NDP-based |ocal |earning at PE3
and PE4 would result in a new I P1-M route. |If this newroute is
assi gned a sequence nunber of 0, the nobility procedure for VMIP1
will not trigger across the overlay network.

A sequence nunber assignnent procedure nust be defined to

unanbi guously determ ne the nost recent |P address reachability, |P-
t o- MAC address binding, and MAC address reachability for such MAC
address sharing scenari os.

3.2.3. Host MAC Address Move to New | P Address

This is a scenario where a host nove or re-provisioning behind the
same or new PE | ocation may result in the host getting a new I P
address assi gned whil e keeping the same MAC address.

3.2.3.1. Pr obl em

The conplication in this scenario arises because MAC address
reachability can be carried via a conbined MAC+HI P route, whereas a
MAC-only route may not be advertised. Associating a single sequence
nunber with the MACHI P route inplicitly assunes a fixed MAC-to-I1P
mappi ng. A MAC address nove that results in a new | P address

associ ation breaks this assunption and creates a new MAC+I P route.

If this new route independently receives a new sequence nunber, the
sequence nunber can no longer reliably indicate the nost recent host
MAC address reachability.

o m e e e e e e e aao o +
| Underlay Network Fabric|
e +

+--mna + +--mna + +--mna + +--mna + +--mna + +--mna +

| PE1 | | PE2 | | PE3 | | PE4 | | PE5 | | PE6 |

+----- + +----- + +----- + +----- + +----- + +----- +

\ / \ / \ /
\ ESI-1/ \ ESI-2 / \ ESI-3/

\ / \ / \ /
H---/+ H---/+ H---/+
A |\ /] |\ /|
+--+-- 4+ +--+-- 4+ +--+-- 4+

I I I
Serverl Server 2 Server3

I I I

| P1- ML, |P2-M2 | P3-MB, | P4-M4 | P5- Mb, | P6-M

Fi gure 2



For instance, consider that host IP1-ML is |learned locally at PE1 and
PE2 and advertised to renmpte hosts with sequence nunber N. If this
host with MAC address ML is re-provisioned at Server2 and assigned a
different I P address (e.g., IP7), then the new | P7-ML route | earned
at PE3 and PE4 woul d be advertised with sequence nunber O.
Consequently, L3 reachability to I P7 woul d be established across the
overlay, but the MAC nobility procedure for ML would not trigger due
to the new MAC- I P route advertisenent. Advertising an optional MAC
only route with its sequence nunber would trigger MAC nobility per

[ RFC7432]. However, without this additional advertisenent, a single
sequence nunber associated with a conbi ned MACHI P route may be
insufficient to update MAC address reachability across the overl ay.

A MAC-1 P route sequence nunber assignnent procedure is required to
unanbi guously determ ne the nost recent MAC address reachability in
the previous scenarios w thout advertising a MAC-only route.

Furt hernmore, upon |earning new reachability for 1 P7-ML via PE3 and
PE4, PE1 and PE2 nust probe and delete any local |Ps associated with
the MAC address ML, such as |P1- M.

It could be argued that the MAC nmobility sequence nunber defined in
[ RFC7432] applies only to the MAC route part of a MAG-IP route, thus
covering this scenario. This interpretation could serve as a
clarification to [ RFC7432] and supports the need for a comon
sequence nunber assignnent procedure across all MAC-IP mohility
scenarios detailed in this document.

3.3. EVPN Al Active Miulti-Honmed ES

o e e e e e e e e oo o - +
| Underlay Network Fabric]|
Fom e e e e a e e oo +
+--- - - + +--- - - + +--- - - + +--- - - +
| PE1 | | PE2 | | PE3 | | PE4 |
+--- - - + +--- - - + +--- - - + +--- - - +
\\ 11 \\ 11
\\ ESI-17// \\ ESI-27//
\\ 11 \\ 11
HN\---/7+ HN\---/7+
| \\ /1] | \\ /1]
+o- e - - -+ +o- e - - -+
| |
CEs CEs
Fi gure 3

Consi der an EVPN-IRB overlay network illustrated in Figure 3, where
hosts are nulti-honmed to two or nore PE devices via an all-active
mul ti-homed ES. MAC and ARP/NDP entries |earned on a |ocal ES may
al so be synchroni zed across the nulti-honing PE devices sharing this
ES. This synchronization enables |local switching of intra- and

i nter-subnet ECVWP traffic flows fromremote hosts. Thus, |ocal MAC
and ARP/NDP entries on a given ES may be | earned through |oca

| earni ng and/ or synchroni zati on from anot her PE devi ce sharing the
same ES

For a host that is multi-homed to nultiple PE devices via an all -
active ES interface, the local |earning of the host MAC and MAC-I P
routes at each PE device is an independent asynchronous event,
dependent on traffic flow or an ARP/ NDP response fromthe host
hashing to a directly connected PE on the MC-LAG i nterface
Consequently, the sequence nunber nobility attribute val ue assi gned
to a locally | earned MAC or MAC-IP route at each device nay not

al ways be the same, depending on transient states on the device at



the tinme of |ocal |earning.

For exanple, consider a host that is deleted fromESI-2 and noved to
ESI-1. It is possible for the host to be |earned on PE1l foll ow ng
the deletion of the remote route from PE3 and PE4 while being | earned
on PE2 prior to the deletion of the renpte route from PE3 and PE4.

In this case, PEl would process | ocal host route | earning as a new
route and assign a sequence nunber of 0, while PE2 woul d process

| ocal host route learning as a renpte-to-local nove and assignh a
sequence nunber of N+1, where N is the existing sequence nunber
assigned at PE3 and PE4.

I nconsi stent sequence nunbers advertised from multi-hom ng devices:

* Create anbiguity regarding how renote PEs shoul d handl e paths with
the same ESI but different sequence numbers. A remote PE mi ght
not program ECMP paths if it receives routes with different
sequence nunbers froma set of multi-homng PEs sharing the same
ESI .

* Break consistent route versioning across the network overlay that
is needed for EVPN nobility procedures to work.

For instance, in this inconsistent state, PE2 would drop a renote
route received for the sane host with sequence nunber N (since its

| ocal sequence nunber is N+1), while PEl would install it as the best
route (since its |ocal sequence nunber is 0).

To support mobility for multi-honed hosts using the sequence numnber
mobility attribute, |ocal MAC and MAC-I P routes |learned on a nulti-
honmed ES nust be advertised with the sane sequence nunber by all PE
devices to which the ESis multi-homed. There is a need for a
mechani smto ensure the consistency of sequence nunbers assigned
across these PEs.

Desi gn Consi der ati ons

To summari ze, the sequence nunber assignnent schene and
i mpl ement ati on nust consider the foll ow ng:

* Synchroni zation across mnulti-honi ng PE devi ces:
MACHI P routes may be learned on an ES that is multi-honed to
mul ti pl e PE devices, requiring synchroni zed sequence nunbers
across these devices.

*  Optional MAC-only RT-2:

In an I RB scenario, MAG-only RT-2 is optional and may not be
adverti sed al ongsi de MACHl P RT- 2.

* Miltiple | Ps associated with a single MAC

A single MAC address may be linked to multiple I P addresses,
indicating multiple host IPs sharing a conmon MAC address.

* Host | P novenent:
A host | P address nove may result in a new MAC address
associ ation, necessitating a new | P address to MAC address
associ ation and a new MACHI P route.

*  Host MAC address npbvenent:

A host MAC address nove may result in a new | P address
association, requiring a new MAC address to | P address associ ation
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and a new MACHI P route.
* Local MAC-IP route |earning via ARP/ NDP:

Local MAC-IP route | earning via ARP/NDP al ways acconpani es a | ocal
MAC route | earning event resulting fromthe ARP/ NDP packet.
However, MAC and MAC-1P route |earning can occur in any order.

* Separate sequence nunbers for MAC and | P routes:

Use cases that do not mamintain a constant 1:1 MAC-| P address
mappi ng across noves could potentially be addressed by using
separ at e sequence nunbers for MAC and I P route components of the
MAC+lI P route. However, mmintaining two separate sequence nunbers
adds significant conplexity, debugging challenges, and backward
conpatibility issues. Therefore, this docunent addresses these
requi renents using a single sequence nunber attribute.

Sol uti on Conponents

This section outlines the main conponents of the EVPN-1RB mohility
solution specified in this docunent. Subsequent sections will detail
the exact sequence nunber assignnent procedures based on the concepts
descri bed here.

1. Sequence Nunber I|nheritance

The key concept presented here is to treat a local MAG-IP route as a
child of the corresponding |ocal MAC route within the |ocal context
of a PE. This ensures that the local MAG IP route inherits the
sequence nunber attribute fromthe parent |local MAG-only route. In
terns of object dependencies, this could be represented as the MAG- I P
route being a dependent child of the parent MAC route:

Thus, both the parent MAC route and the child MAC I P routes share a
common sequence nunber associated with the parent MAC route. This
ensures that a single sequence nunber attribute carried in a conbi ned
MACHI P route represents the sequence nunber for both a MAG-only route
and a MACHI P route, making the advertisenent of the MAC-only route
truly optional. This enables a MAC address to assume a different IP
address upon noving and still establish the nost recent reachability
to the MAC address across the overlay network via the mobility
attribute associated with the MACHI P route advertisenent. For

i nstance, when MK noves to a new |location, it would be assigned a

hi gher sequence nunber at its new | ocation per [RFC7432]. If this
move results in Mk assuning a different | P address, 1Pz, the |ocal
Mk+l Pz route would inherit the new sequence number from M.

Local MAC and local MAC-IP routes are typically sourced fromdata

pl ane | earning and ARP/NDP | earni ng, respectively, and can be | earned
in the control plane in any order. |Inplenentations can either
replicate the inherited sequence nunber in each MAG-IP entry or

mai ntain a single attribute in the parent MAC route by creating a
forward reference | ocal MAC object for cases where a |local MAC-IP
route is learned before the | ocal MAC route.

2. MAC Address Sharing
For the shared MAC address scenario, multiple local MAGIP sibling

routes inherit the sequence nunber attribute fromthe comobn parent
MAC rout e:
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+---> M (seqg# = N)

Figure 4

In such cases, a host-1P nove to a different physical server results
in the P noving to a new MAC address binding. A new MAGC-IP route
resulting fromthis nove nust be advertised with a sequence nunber
hi gher than the previous MAC-IP route for this IP, advertised from
the prior location. For exanple, consider a route Mk-1Px currently
advertised with sequence nunber N fromPEL. |If IPx noves to a new
physi cal server behind PE2 and is associated with MAC Mz, the new

| ocal Mz-1Px route nmust be advertised with a sequence numnber higher
than N and hi gher than the previous Mz sequence nunber M This

al | ows PE devices, including PE1, PE2, and other renote PE devi ces,
to determ ne and programthe nost recent MAC address binding and
reachability for the IP. PELl, upon receiving this new Mz-1Px route
wi th sequence nunber N+1 or M+l (whichever is greater), would update
I Px reachability via PE2 for symretric | RB and update | Px’'s ARP/ NDP
binding to Mz for asymmetric IRB while clearing and withdraw ng the
stale Mk-1Px route with the | ower sequence nunber.

This inplies that the sequence nunber associated with the [ocal MAC
route Mz and all local MAC-IP child routes of Mc at PE2 nust be
incremented to N1 or Mtl if the previous Mz sequence nunber Mis
greater than N and is re-advertised across the overlay. Wile this
re-advertisenent of all local MAGIP children routes affected by the
parent MAC route adds overhead, it also avoids the need for

mai ntai ni ng and advertising two separate sequence nunber attributes
for P and MAC route conponents of MAC+I P RT-2. |Inplenentations nust
be able to look up MAC-IP routes for a given |IP and update the
sequence nunber for its parent MAC route and for its MAGIP route
children.

Sequence Nunber Synchroni zati on

To support nmobility for multi-honed hosts, [ocal MAC and MAC-I P
routes | earned on a shared ES nust be advertised with the same
sequence nunber by all PE devices to which the ES is nulti-honed.
This applies to local MAC-only routes as well. MAC and MAC-I P routes
for a host that is attached to a local ES nay be | earned via data

pl ane and ARP/ NDP, respectively, as well as via BGP EVPN from anot her
mul ti-homng PE to achieve local switching. MAC and MAC-IP routes

| earned via data plane and ARP/NDP are respectively referred to as

|l ocal MAC routes and | ocal MAC-IP routes. BGP EVPN | earned MAC and
MAC-I P routes for a host that is attached to a |local ES are
respectively referred to as Peer-Sync-Local MAC routes and Peer- Sync-
Local MAC-IP routes as they are effectively local routes synchronized
froma multi-homng peer. Local and Peer-Sync-Local route |earning
can occur in any order. Local MAC-IP routes advertised by all nmulti-
hom ng PE devices sharing the ES nust carry the same sequence nunber,
i ndependent of the order in which they are |learned. This inplies

t hat :

* On local or Peer-Sync-Local MAC-IP route | earning, the sequence
nunber for the local MAC-IP route must be conpared and updated to
t he hi gher val ue.

* On local or Peer-Sync-Local MAC route | earning, the sequence
nunber for the |ocal MAC route nust be conpared and updated to the
hi gher val ue.



If an update to the local MAC- I P route sequence nunber is required as
a result of the conparison with the Peer-Sync-Local MAC-IP route, it
essentially amounts to a sequence nunber update on the parent | ocal
MAC route, resulting in an inherited sequence nunber update on the

|l ocal MAC-1P route.

6. Methods for Sequence Number Assignnent

The foll owi ng sections specify the sequence nunber assi gnnment
procedures required for local MAC, |ocal MAC- I P, Peer-Sync-Local MAC,
and Peer-Sync-Local MAC-IP route | earning events to achi eve the
outlined objectives.

6.1. Local MAC-IP Learning

A local Mk-1Px learning via ARP or NDP should result in the

comput ation or re-conputation of the parent MAC route MK’'s sequence
nunber. After this, the MAGIP route Mk-1Px inherits the parent MAC
route’s sequence nunber. The parent MAC route MK sequence numnber
MUST be conputed as foll ows:

* It MJST be higher than any existing renote MAC route for M, as
per [ RFC7432].

* |t MJUST be at | east equal to the correspondi ng Peer-Sync-Local MAC
route sequence nunber, if present.

* |t MJST be higher than the "M" sequence nunber if the IPis also
associated with a different rennote MAC "Mz".

Once the new sequence nunber for the MAC route Mk is conputed as per
the above criteria, all local MAC-IP routes associated with MAC M
MUST inherit the updated sequence nunber.

6.2. Local MAC Learning
The | ocal MAC route MK sequence nunmber MJUST be conputed as follows:

* |t MUST be higher than any existing renote MAC route for M, as
per [RFC7432].

* |t MUST be at | east equal to the correspondi ng Peer-Sync-Local MAC
route sequence nunber if one is present.

If the existing |ocal MAC route sequence nunber is |ess than the
Peer - Sync- Local MAC route sequence numnber, then the PE MJST update
the I ocal MAC route sequence number to be equal to the Peer-Sync-
Local MAC route sequence number.

If the existing | ocal MAC route sequence nunber is equal to or
greater than the Peer-Sync-Local MAC route sequence nunber, no
update is required to the I ocal MAC route sequence numnber.

Once the new sequence nunber for the MAC route Mk is conputed as per
the above criteria, all local MAC-IP routes associated with the MAC
route Mk MJUST inherit the updated sequence nunber. Note that the

| ocal MAC route sequence nunber mght already be present if there was
a local MAC-IP route learned prior to the local MAC route. In this
case, the above may not result in any change in the | ocal MAC route
sequence nunber.

6.3. Renpte MAC or MAC-I P Route Update

Upon receiving a remote MAC or MAG-I P route update associated with a
MAC address Mk with a sequence nunmber that is either:



* higher than the sequence nunber assigned to a |local route for MAC
Mk or

* equal to the sequence nunber assigned to a |l ocal route for MAC M,
but the renmpte route is selected as best due to a | ower VXLAN
Tunnel End Point (VTEP) IP as per [RFC7432],

the follow ng actions are REQU RED on the receiving PE:

* The PE MJST trigger a probe and del etion procedure for all |ocal
MAC- 1 P routes associated with MAC M.

* The PE MJST trigger a deletion procedure for the local MAC route
for M.

6.4. Peer-Sync-Local MAC Route Update

6.

6.

Upon receiving a Peer-Sync-Local MAC route, the correspondi ng | ocal
MAC route Mk sequence nunber (if present) should be re-conputed as
fol |l ows:

* |f the current sequence nunber is less than the received Peer-
Sync- Local MAC route sequence nunber, it MJST be increased to be
equal to the received Peer-Sync-Local MAC route sequence nunber.

* |f a local MAC route sequence nunber is updated as a result of the
above, all local MAC-IP routes associated with MAC route Mk MJST
i nherit the updated sequence nunber.

5. Peer-Sync-Local MAC- I P Route Update

Because the MAC-only RT-2 advertisenent is optional, receiving a

Peer - Sync-Local MAC-IP route for a locally attached host results in a
derived Peer-Sync-Local MAC Mk route entry. The correspondi ng | ocal
MAC Mk route sequence nunber (if present) should be re-conputed as
fol | ows:

* |f the current sequence nunber is |less than the received Peer-
Sync- Local MAC route sequence nunber, it MJST be increased to be
equal to the received Peer-Sync-Local MAC route sequence nunber.

* |f a local MAC route sequence nunber is updated as a result of the
above, all local MAC-IP routes associated with MAC route Mk MJST
inherit the updated sequence nunber.

6. Interoperability

Generally, if all PE nodes in the overlay network follow the above
sequence nunber assignnent procedures and the PE is advertising both
MAC+lI P and MAC routes, the sequence nunbers advertised with the MAC
and MACHI P routes with the same MAC address woul d al ways be the sane.
However, an interoperability scenario with a different inplenentation
could arise, where a non-conpliant PE inplenentation assigns and
adverti ses i ndependent sequence nunbers to MAC and MACHI P routes. To
handl e this case, if different sequence nunbers are received for
renote MACHI P routes and corresponding renote MAC routes froma
renote PE, the sequence nunber associated with the renote MAC route
MJST be:

* conputed and interpreted as the highest of all received sequence
nunmbers with renote MACHI P and MAC routes with the same MAC
address and

* re-conmputed on a MAC or MACHI P route withdraw as per the above.



A MAC and/or |IP address nove to the local PE would then result in the
MAC (and hence all MAC-IP) route sequence nunbers being increnented
fromthe above conputed renpote MAC route sequence nunber.

If MAC-only routes are not advertised at all, and different sequence
nunbers are received with nmultiple MAC+HI P routes for a given MAC
address, the sequence nunber associated with the derived renmote MAC
route should still be conputed as the highest of all received MACH P
route sequence nunbers with the same MAC address.

Note that it is not required for a PE to maintain explicit know edge
of a remote PE being compliant or non-conpliant with this
specification as long as it inplements the above logic to handle
renot e sequence nunbers that are not synchroni zed between MAC route
and MAC-I P route(s) for the sane renpte MAC address.

6.7. MAC Address Sharing Race Condition

In a MAC address sharing use case described in Section 5.2, a race
condition is possible with sinmultaneous host noves between a pair of
PEs. The exanple scenario belowillustrates this race condition and
its remediation:

* PE1 with locally attached host IPs 11 and 12 that share MAC
address ML. As a result, PE1l has local MAC-IP routes |1-ML and
| 2- ML.

* PE2 with locally attached host IPs 13 and 14 that share MAC
address M. As a result, PE2 has local MAG-IP routes |3-M and
| 4- MR.

* A simultaneous nove of |11 fromPEl1 to PE2 and of 13 fromPE2 to
PE1 will cause I1's MAC address to change from ML to M2 and cause
13's MAC address to change from M2 to M.

* Route 13-ML may be | earned on PEl before I1's local entry 11-M
has been probed out on PEl1 and/or route 11-M may be | earned on
PE2 before 13 s local entry |3-M has been probed out on PE2.

* |In such a scenario, MAC route sequence numnber assignnment rules
defined in Section 6.1 will cause new MAC-IP routes |1-M and
13-ML to bounce between PEL1 and PE2 with sequence nunber
increments until stale entries 11-ML and | 3-M2 have been probed
out from PE1L and PE2, respectively.

An i npl enentati on MJST ensure proper probing procedures to renpve
stale ARP, NDP, and |ocal MAC entries, followi ng a nove, on |earning
renote routes as defined in Section 6.3 (and as per [RFC9135]) to

m nimze exposure to this race condition.

6.8. Mobility Convergence

This section is optional and details ARP and NDP probi ng procedures
that MAY be inplemented to achi eve faster host rel earning and
convergence on mobility events. PEl and PE2 are used as two exanple
PEs in the network to illustrate the nobility convergence scenari os
in this section.

* Followi ng a host nove from PEl to PE2, the host’'s MAC address is
di scovered at PE2 as a local MAC route via data franmes received
fromthe host. |If PE2 has a prior renote MAC- I P host route for
this MAC address from PEL, an ARP/ NDP probe MAY be triggered at
PE2 to learn the MAC-1 P address as a | ocal adjacency and trigger
EVPN RT-2 advertisenment for this MAC- I P address across the overlay
with new reachability via PE2. This results in a reliable "event-
based" host IP learning triggered by a "MAC address | earning



6. 8.

event" across the overlay, and hence, a faster convergence of
overlay routed flows to the host.

* Following a host nove fromPEL to PE2, once PEl receives a MAC or
MAC-I P route fromPE2 with a higher sequence nunber, an ARP/ NDP
probe MAY be triggered at PELl to clear the stale local MACIP
nei ghbor adj acency or to relearn the local MAGIP in case the host
has nmoved back or is duplicated.

* Following a local MAC route age-out, if there is a local IP
adj acency with this MAC address, an ARP/NDP probe MAY be triggered
for this IPto either relearn the | ocal MAC route and maintain
|l ocal L3 and L2 reachability to this host or to clear the ARP/ NDP
entry if the host is no longer local. This acconplishes the
clearance of stale ARP/NDP entries triggered by a MAC age- out
event even when the ARP/NDP refresh tiner is |onger than the MAC
age-out timer. Cearing stale |IP neighbor entries facilitates
traffic convergence if the host was silent and not di scovered at
its new |l ocation. Once the stale neighbor entry for the host is
cleared, routed traffic flow destined for the host can re-trigger
ARP/ NDP di scovery for this host at the new | ocati on.

1. Ceneralized Probing Logic

The above probing |logic may be generalized as probing for an IP
nei ghbor anytinme a resolving parent MAC route is inconsistent with
the MAC-I P nei ghbor route, where inconsistency is defined as being
not present or conflicting in terns of the route source being |ocal
or remote. The MAC-IP route to parent MAC route relationship
described in Section 5.1 MAY be used to achieve this | ogic.

Rout ed Overl ay

An additional use case involves traffic to an end host in the overlay
being entirely IP routed. In such a purely routed overl ay:

* A host MAC route is never advertised in the EVPN overlay control
pl ane.

* Host /32 or /128 | P reachability is distributed across the overl ay
via EVPN Route Type 5 (RT-5) along with a zero or non-zero ESI.

* An overlay IP subnet may still be stretched across the underl ay
fabric. However, intra-subnet traffic across the stretched
overlay is never bridged.

* Both inter-subnet and intra-subnet traffic in the overlay is IP
routed at the EVPN PE.

Pl ease refer to [ RFC7814] for nore details.

Host mobility within the stretched subnet still needs support. In
the absence of host MAC routes, the sequence nunber nobility Extended
Conmunity specified in Section 7.7 of [RFC7432] MAY be associ at ed
with a /32 or /128 host I P prefix advertised via EVPN Route Type 5.
MAC nobility procedures defined in [RFC7432] can be applied to host

I P prefixes as foll ows:

* On local learning of a host IP on a new ESI, the host |IP MJST be
advertised with a sequence nunmber higher than what is currently
advertised with the old ESI.

* On receiving a host I P route advertisenent with a higher sequence
nunber, a PE MJST trigger ARP/NDP probe and del eti on procedures on
any local route for that IP with a | ower sequence nunber. The PE
will update the forwarding entry to point to the rempte route with



a hi gher sequence nunmber and send an ARP/ NDP probe for the | ocal
IProute. |If the IP has noved, the probe will tine out, and the
local IP host route will be del eted.

Note that there is only one sequence nunber associated with a host
route at any tine. For previous use cases where a host MAC address
is advertised along with the host I P address, a sequence nunber is
only associated with the MAC address. |If the MAC is not advertised,
as in this use case, a sequence nunber is associated with the host IP
addr ess.

This nmobility procedure does not apply to "anycast" |Pv6 hosts
advertised via Nei ghbor Advertisement (NA) nessages with the Override
Flag (O Flag) set to 0. Refer to [RFC9161] for nore details.

8. Duplicate Host Detection

Duplicate host detection scenarios across EVPN-1RB can be classified
as follows:

* Scenario A: Two hosts have the same MAC address (host |Ps nmay or
may not be duplicates).

* Scenario B: Two hosts have the same | P address but different MAC
addr esses.

* Scenario C. Two hosts have the sane | P address, and the host MAC
address i s not adverti sed.

As specified in [ RFC9161], duplicate detection procedures for
Scenarios B and C do not apply to "anycast” |1Pv6 hosts advertised via
NA messages with the Override Flag (O Flag) set to O.

8.1. Scenario A

In cases where duplicate hosts share the same MAC address, the MAC
address is detected as duplicate using the duplicate MAC address
detection procedure described in [RFC7432]. Corresponding MAG-IP
routes with the same MAC address do not require separate duplicate
detection and MUST inherit the duplicate property fromthe MAC route.
If a MMC route is nmarked as duplicate, all associated MAC-IP routes
MJUST al so be treated as duplicates. Duplicate detection procedures
need only be applied to MAC routes.

8.2. Scenario B

M sconfigurations nmay lead to different MAC addresses bei ng assi gned
the sane | P address. This scenario is not detected by the duplicate
MAC address detection procedures from[RFCr7432] and can result in
incorrect routing of traffic destined for the |IP address.

Such situations, when detected locally, are identified as a nove
scenario through the local MAC route sequence nunber comnputation
procedure described in Section 6.1:

* |If the IPis associated with a different renote MAC "M", the
sequence nunber MJUST be higher than the "M" sequence nunber.

This nove results in a sequence nunber increment for the | ocal MAC
route due to the renmote MAC-I P route being associated with a
different MAC address, which counts as an "I P nove" against the IP,

i ndependent of the MAC. The duplicate detection procedure described
in [RFC7432] can then be applied to the IP entity independent of the
MAC. Once an IP is detected as duplicate, the corresponding MAC-|I P
route should be treated as duplicate. Associated MAC routes and any
other MAG-IP routes related to this MAC shoul d not be affected.
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1. Duplicate I P Detection Procedure for Scenario B

The duplicate | P detection procedure for this scenario is specified
in [RFCO161]. An "IP nove" is further clarified as foll ows:

* Upon learning a |l ocal MAC-IP route Mk-1Px, check for existing
remote or local routes for IPx with a different MAC address
association (Mz-1Px). |If found, count this as an "I P nove" for
| Px, independent of the MAC.

* Upon learning a renote MAG-IP route Mez-1Px, check for existing
| ocal routes for IPx with a different MAC address associ ation (M-
IPx). |If found, count this as an "IP nove" for |Px, independent
of the MAC.

A MAC- 1P route MIUST be treated as duplicate if either:

* the corresponding MAC route is nmarked as duplicate via the
exi sting detection procedure, or

* the corresponding IP is marked as duplicate via the extended
procedure described above.

Scenario C

As described in Section 7, in a purely routed overlay scenario where
only a host IP is advertised via EVPN RT-5 with a sequence nunber
mobility attribute, procedures simlar to the duplicate MAC address
detection procedures specified in [RFC7432] can be applied to I P-only
host routes for duplicate |IP detection as foll ows:

* Upon learning a |local host IP route | Px, check for existing renote
or local routes for IPx with a different ESI association. |If
found, count this as an "I P nove" for |Px.

* Upon learning a renote host I P route I Px, check for existing |ocal
routes for IPx with a different ESI association. |[|f found, count
this as an "I P nove" for |Px.

* Using configurable parameters "N' and "M, if "N' |IP noves are
detected within "M seconds for |IPx, then |IPx should be treated as
duplicate.

8.4. Duplicate Host Recovery

Once a MAC or | P address is narked as duplicate and frozen,
corrective action nmust be taken to un-provision one of the duplicate
MAC or | P addresses. Un-provisioning refers to corrective action
taken on the host side. Following this correction, normal operation
will not resune until the duplicate MAC or | P address ages out,

unl ess additional action is taken to expedite recovery.

Possi bl e additional corrective actions for faster recovery are
outlined in the follow ng sections.

8.4.1. Route Unfreezing Configuration

Unfreezing the duplicate or frozen MAC or IP route via a comand-|ine
interface (CLI) can be used to recover fromthe duplicate and frozen

state followi ng corrective un-provisioning of the duplicate MAC or IP
address. Unfreezing the MAC or IP route should result in advertising
it with a sequence nunber higher than that advertised fromthe other

| ocati on.

Two scenari os exi st:



* Scenario A The duplicate MAC or I P address is un-provisioned at
the | ocation where it was not marked as duplicate.

* Scenario B: The duplicate MAC or | P address is un-provisioned at
the | ocation where it was marked as duplicate.

Unfreezing the duplicate and frozen MAC or IP route will result in
recovery to a steady state as foll ows:

* Scenario A: |If the duplicate MAC or | P address is un-provisioned
at the non-duplicate location, unfreezing the route at the frozen
|l ocation results in advertising with a higher sequence nunber,
| eading to automatic clearing of the local route at the un-
provi sioned | ocation via ARP/ NDP PROBE and DELETE procedures.

* Scenario B: If the duplicate host is un-provisioned at the
duplicate location, unfreezing the route triggers an advertisenent
wi th a higher sequence nunber to the other |ocation, pronpting
relearning and clearing of the local route at the origina
| ocati on upon receiving the renote route advertisenent.

The probes referred to in these scenarios are event-driven probes
resulting fromreceiving a route with a higher sequence nunber.
Periodic probes resulting fromrefresh tiners may al so occur

i ndependent | y.

8.4.2. Route Cearing Configuration

10.
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11.

In addition to the above, route clearing CLIs may be used to clear
the local MAC or IP route after the duplicate host is un-provisioned:

* (Clear MAC CLI: Used to clear a duplicate MAC route.
* Clear ARP/NDP: Used to clear a duplicate IP route.

The route unfreeze CLI may still need to be executed if the route was
un-provi sioned and cleared fromthe non-duplicate location. G ven
that unfreezing the route via the CLI would result in auto-clearing
fromthe un-provisioned | ocation, as explained earlier, using a route
clearing CLI for recovery fromthe duplicate state is optional

Security Considerations

The security considerations discussed in [RFC7432] and [ RFC9135]
apply to this docunent. Methods described in this docunent further
extend the consunption of sequence nunmbers for |RB depl oynments.

Hence, they are subject to the same considerations if the contro

pl ane or data plane was to be conprom sed. As an exanple, if the
host-faci ng data plane is conprom sed, spoofing attenpts could result
in alegitimte host being perceived as noved, eventually resulting
in the host being marked as duplicate. The considerations for
protecting control and data pl anes described in [ RFC7432] are equally
applicable to such nobility spoofing use cases.

I ANA Consi derations
Thi s document has no | ANA acti ons.
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