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Abstract

Thi s docunent defines the Free Lossl ess Audi o Codec (FLAC) format and

its streamabl e subset. FLAC is designed to reduce the anmount of
comput er storage space needed to store digital audio signhals. It
does this losslessly, i.e., it does so without |osing information
FLAC is free in the sense that its specification is open and its
reference inplenentation is open source. Conpared to other |ossless

audi o coding formats, FLACis a fornat with | ow conplexity and can be

encoded and decoded with little conputing resources. Decoding of
FLAC has been inplemented i ndependently for many different platforns,
and both encodi ng and decodi ng can be i npl enented without needing
floating-point arithmetic.

Status of This Meno
This is an Internet Standards Track document.

Thi s docunent is a product of the Internet Engineering Task Force
(ITETF). It represents the consensus of the IETF community. It has
recei ved public review and has been approved for publication by the
Internet Engineering Steering Group (IESG. Further information on
Internet Standards is available in Section 2 of RFC 7841

I nformati on about the current status of this docunent, any errata,
and how to provide feedback on it nmay be obtained at
https://ww.rfc-editor.org/info/rfc9639

Copyri ght Notice

Copyright (c) 2024 |ETF Trust and the persons identified as the
docunent authors. Al rights reserved.

Thi s docunent is subject to BCP 78 and the | ETF Trust’'s Lega
Provisions Relating to | ETF Documents

(https://trustee.ietf.org/license-info) in effect on the date of
publication of this docunment. Please review these docunments
carefully, as they describe your rights and restrictions with respect
to this docunent. Code Conponents extracted fromthis docunent nust

i ncl ude Revised BSD License text as described in Section 4.e of the
Trust Legal Provisions and are provided wi thout warranty as descri bed
in the Revised BSD License.
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I ntroduction

Thi s docunent defines the Free Lossl ess Audi o Codec (FLAC) format and
its streamabl e subset. FLAC files and streans can code for pul se-
code nodul ated (PCM audio with 1 to 8 channels, sanple rates from1
to 1048575 hertz, and bit depths from4 to 32 bits. Mst tools for
coding to and decoding fromthe FLAC format have been optim zed for
CD-audi o, which is PCMaudio with 2 channels, a sanple rate of 44.1
kHz, and a bit depth of 16 bits.

FLAC is able to achi eve | ossl ess conpressi on because sanples in audio
signals tend to be highly correlated with their close neighbors. In
contrast with general - purpose conpressors, which often use
dictionaries, do run-length coding, or exploit long-termrepetition,
FLAC renoves redundancy solely in the very short term | ooking back
at 32 sanples at nost.

The codi ng net hods provided by the FLAC format work best on PCM audi o
signals with sanples that have a signed representation and are
centered around zero. Audio signals in which sanples have an

unsi gned representation nust be transfornmed to a signed
representation as described in this docunment in order to achieve
reasonabl e compression. The FLAC format is not suited for
compressing audio that is not PCM

Not ati on and Conventi ons

The key words "MJST", "MJST NOT", "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "NOT RECOMMENDED', "MAY", and
"OPTIONAL" in this docunment are to be interpreted as described in
BCP 14 [ RFC2119] [ RFCB174] when, and only when, they appear in all
capitals, as shown here

Val ues expressed as u(n) represent an unsigned bi g-endi an integer
using n bits. Values expressed as s(n) represent a signed bi g-endi an
integer using n bits, signed two’'s conplenent. Where necessary, nis
expressed as an equation using * (rmultiplication), / (division), +
(addition), or - (subtraction). An inclusive range of the nunber of
bits expressed is represented with an ellipsis, such as u(m..n).

All shifts nmentioned in this docunent are arithmetic shifts.



Wi le the FLAC format can store digital audio as well as other

digital signals, this docunent uses term nology specific to digita
audi o. The use of nore generic ternmi nology was deened | ess clear, so
a reader interested in non-audio use of the FLAC format is expected
to nmake the translation from audio-specific terns to nore generic

t er m nol ogy.

Definitions

*Lossl ess conpression*: Reducing the anpbunt of conputer storage
space needed to store data wi thout needing to renove or
irreversibly alter any of this data in doing so. |In other words,
deconpressing | ossl essly conpressed informati on returns exactly
the original data.

*Lossy conpression*: Like |ossless conpression, but instead
renoving, irreversibly altering, or only approxi mting information
for the purpose of further reducing the anmount of conputer storage
space needed. In other words, deconpressing | ossy conpressed
i nformati on returns an approxi mati on of the original data.

*Bl ock*: A (short) section of linear PCM audio with one or nore
channel s.

*Subbl ock*: Al sanples within a correspondi ng bl ock for one
channel. One or nore subblocks forma block, and all subblocks in
a certain block contain the sane nunber of sanples

*Frame*: A frame header, one or nore subframes, and a franme footer.
It encodes the contents of a corresponding bl ock

*Subframe*: An encoded subblock. All subframes within a frame code
for the same nunber of sanples. Wen interchannel decorrelation
is used, a subfrane can correspond to either the (per-sanple)
average of two subbl ocks or the (per-sanple) difference between
two subbl ocks, instead of to a subblock directly; see Section 4. 2.

*I nterchannel sanples*: A sanple count that applies to all channels.
For exanple, one second of 44.1 kHz audi o has 44100 interchanne
sanmpl es, neani ng each channel has that nunber of sanples.

*Bl ock size*: The nunber of interchannel samples contained in a
bl ock or coded in a frane.

*Bit depth* or *bits per sanple*: The nunber of bits used to contain
each sanmple. This MJUST be the same for all subblocks in a block
but MAY be different for different subfranes in a frane because of
i nterchannel decorrelation. (See Section 4.2 for details on
i nt erchannel decorrel ation.)

*Predictor*: A nodel used to predict sanples in an audi o signha
based on past sanples. FLAC uses such predictors to remove
redundancy in a signal in order to be able to conpress it.

*Linear predictor*: A predictor using linear prediction (see
[LinearPrediction]). This is also called *linear predictive
coding (LPC)*. Wth a linear predictor, each prediction is a
i near conbination of past sanples (hence the nane). A linear
predi ctor has a causal discrete-time finite inpul se response (see
[FIR]).

*Fi xed predictor*: A linear predictor in which the nodel paraneters
are the sane across all FLAC files and thus do not need to be
st or ed.



4.

1.

*Predictor order*: The nunber of past samples that a predictor uses.
For exanple, a 4th order predictor uses the 4 sanples directly
preceding a certain sanple to predict it. In FLAC, sanples used
in a predictor are always consecutive and are always the sanpl es
directly before the sanple that is being predicted.

*Residual *: The audio signal that remains after a predictor has been

subtracted froma subblock. |[If the predictor has been able to
renove redundancy fromthe signal, the sanples of the remaining
signal (the *residual sanples*) will have, on average, a numerica

val ue closer to zero than the original signal

*Ri ce code*: A variable-length code (see [VarlLengthCode]). It uses
a short code for sanples close to zero and a progressively | onger
code for sanples further away fromzero. This makes use of the
observation that residual sanples are often close to zero

*Muxi ng*: Short for nmultiplexing. Conbining several streams or
files into a single streamor file. In the context of this
docunent, nuxing specifically refers to enbedding a FLAC streamin
a container as described in Section 10.

Conceptual Overvi ew

Simlar to many other audio coders, a FLAC file is encoded follow ng
the steps below. To decode a FLAC file, these steps are perforned in
reverse order, i.e., frombottomto top

1. *Blocking* (see Section 4.1). The input is split up into nmany
conti guous bl ocks.

2. *Interchannel Decorrelation* (see Section 4.2). |In the case of
stereo streans, the FLAC format allows for transforning the left-
right signal into a md-side signal, a left-side signal, or a
side-right signal to renmove redundancy between channel s.

Choosi ng between any of these transformations is done
i ndependently for each bl ock

3. *Prediction* (see Section 4.3). To renove redundancy in a
signal, a predictor is stored for each subblock or its
transformation as forned in the previous step. A predictor
consists of a sinple mathematical description that can be used,
as the nane inplies, to predict a certain sample fromthe sanpl es
that preceded it. As this prediction is rarely exact, the error
of this prediction is passed on to the next stage. The predictor
of each subblock is conpletely independent from other subbl ocks.
Since the nethods of prediction are known to both the encoder and
decoder, only the paraneters of the predictor need to be included
in the conpressed stream |If no usable predictor can be found
for a certain subblock, the signal is stored unconpressed, and
the next stage is skipped.

4. *Residual Coding* (see Section 4.4). As the predictor does not
describe the signal exactly, the difference between the origina
signal and the predicted signal (called the error or residua

signal) is coded losslessly. |If the predictor is effective, the
residual signal will require fewer bits per sanple than the
original signal. FLAC uses Rice coding, a subset of Colonb

coding, with either 4-bit or 5-bit paranmeters to code the
resi dual signal

In addition, FLAC specifies a netadata system (see Section 8) that
allows arbitrary information about the streamto be included at the
begi nning of the stream

Bl ocki ng



The bl ock size used for audio data has a direct effect on the
conpression ratio. |If the block size is too snmall, the resulting

| arge nunber of frames neans that a di sproportionate nunber of bytes
will be spent on frame headers. |If the block size is too large, the
characteristics of the signal may vary so much that the encoder will
be unable to find a good predictor. |In order to sinplify encoder/
decoder design, FLAC inposes a mninmum bl ock size of 16 sanples,
except for the last block, and a maxi mum bl ock size of 65535 sanpl es.
The last block is allowed to be smaller than 16 sanples to be able to
match the length of the encoded audi o without using padding.

VWil e the block size does not have to be constant in a FLAC file, it
is often difficult to find the optimal arrangenent of bl ock sizes for
maxi mum conpressi on. Because of this, a FLAC stream has explicitly
either a constant or variable bl ock size throughout and stores a

bl ock number instead of a sample nunber to slightly inprove
compression if a stream has a constant bl ock size.

.2. Interchannel Decorrel ation

Channels are correlated in many audio files. The FLAC format can
exploit this correlation in stereo files by coding an average of al
sampl es in both subbl ocks (a m d channel) or the difference between
all sanples in both subblocks (a side channel) instead of directly
codi ng subbl ocks into subframes. The foll owi ng conbinations are
possi bl e:

* *|ndependent*. Al channels are coded independently. All non-
stereo files MJUST be encoded this way.

* *Md-side*. Aleft and right subbl ock are converted to md and
side subfranes. To calculate a sanple for a md subfrane, the
corresponding | eft and right sanples are sunmed, and the result is
shifted right by 1 bit. To calculate a sanple for a side
subfrane, the corresponding right sanple is subtracted fromthe
corresponding | eft sanple. On decoding, all md channel sanples
have to be shifted left by 1 bit. Al so, if a side channel sanple
is odd, 1 has to be added to the corresponding m d channel sanple
after it has been shifted left by 1 bit. To reconstruct the |eft
channel, the corresponding sanples in the md and side subfranes
are added and the result shifted right by 1 bit. For the right
channel, the side channel has to be subtracted fromthe md
channel and the result shifted right by 1 bit.

* *left-side*. The left subblock is coded, and the left and right
subbl ocks are used to code a side subframe. The side subfranme is
constructed in the same way as for md-side. To decode, the right
subbl ock is restored by subtracting the sanples in the side
subframe fromthe correspondi ng sanples in the |left subfrane.

* *Side-right*. The left and right subbl ocks are used to code a side
subfrane, and the right subblock is coded. The side subfrane is
constructed in the same way as for md-side. To decode, the |eft
subbl ock is restored by adding the sanples in the side subfrane to
the correspondi ng sanples in the right subfrane.

The side channel needs one extra bit of bit depth, as the subtraction
can produce sanple values twice as large as the nmaxi mum possible in
any given bit depth. The mid channel in md-side stereo does not
need one extra bit, as it is shifted right 1 bit. The right shift of
the m d channel does not |lead to | ossy behavi or because an odd sanpl e
in the md subfrane nust al ways be acconpani ed by a correspondi ng odd
sanple in the side subframe, which nmeans the | ost |east-significant
bit can be restored by taking it fromthe sanple in the side

subf rane.



4.3. Prediction
The FLAC format has four nethods for nodeling the input signal

1. *Verbatinr. Sanples are stored directly, w thout any nodeling.
This method is used for inputs with little correlation. Since
the raw signal is not actually passed through the residual coding
stage (it is added to the stream"verbatin), this nmethod is
different fromusing a zero-order fixed predictor

2. *Constant*. A single sanple value is stored. This method is used
whenever a signal is pure DC ("digital silence"), i.e., a
const ant val ue throughout.

3. *Fixed predictor*. Sanples are predicted with one of five fixed
(i.e., predefined) predictors, and the error of this prediction
is processed by the residual coder. These fixed predictors are
well suited for predicting sinple waveforns. Since the
predictors are fixed, no predictor coefficients are stored. From
a mat hemati cal point of view, the predictors work by
extrapol ating the signal fromthe previous sanples. The nunber
of previous sanples used is equal to the predictor order. For
nmore i nformation, see Section 9.2.5.

4. *Linear predictor*. Sanples are predicted using past sanples and
a set of predictor coefficients, and the error of this prediction
is processed by the residual coder. Conpared to a fixed
predictor, using a generic linear predictor adds overhead as
predi ctor coefficients need to be stored. Therefore, this nethod
of prediction is best suited for predicting nore conpl ex
wavef orns, where the added overhead is offset by space savings in
the residual coding stage resulting fromnore accurate
prediction. A linear predictor in FLAC has two paraneters
besi des the predictor coefficients and the predictor order: the
nunber of bits with which each coefficient is stored (the
coefficient precision) and a prediction right shift. A
prediction is fornmed by taking the sumof multiplying each
predi ctor coefficient with the correspondi ng past sanple and
di viding that sum by applying the specified right shift. For
nmore information, see Section 9.2.6.

A FLAC encoder is free to select any of the above nethods to nodel
the input. However, to ensure |ossless coding, the follow ng
exceptions apply:

*  \When the sanples that need to be stored do not all have the sane
value (i.e., the signal is not constant), a constant subframe
cannot be used.

* \When an encoder is unable to find a fixed or |inear predictor for
which all residual sanples are representable in 32-bit signed
integers as stated in Section 9.2.7, a verbatimsubfrane is used.

For nore information on fixed and |inear predictors, see
[ Lossl ess- Conpressi on] and [ Robi nson- TR156] .

4.4. Residual Coding

If a subframe uses a predictor to approxi mate the audio signal, a
residual is stored to "correct” the approximtion to the exact val ue.
When an effective predictor is used, the average nunerical val ue of
the residual sanples is smaller than that of the sanples before
prediction. Wile having snaller values on average, it is possible
that a few "outlier" residual sanples are much |arger than any of the
original sanples. Sonetines these outliers even exceed the range



that the bit depth of the original audio offers.

To efficiently code such a streamof relatively small nunbers with an
occasional outlier, R ce coding (a subset of Colonb coding) is used.
Dependi ng on how snall the nunbers are that have to be coded, a Rice
paraneter is chosen. The nunerical value of each residual sanple is
split into two parts by dividing it by 2*"(Rice paraneter), creating a
quotient and a renmainder. The quotient is stored in unary form and
the remainder in binary form |[|f indeed nost residual sanples are
close to zero and a suitable Rice paranmeter is chosen, this form of
coding, with a so-called variable-length code, uses fewer bits than
the residual in unencoded form

As Rice codes can only handl e unsi gned nunbers, signed nunbers are
zi gzag encoded to a so-called folded residual. See Section 9.2.7 for
a nore thorough expl anati on.

Quite often, the optimal Rice parameter varies over the course of a
subfrane. To accommodate this, the residual can be split up into
partitions, where each partition has its owm Rice paraneter. To keep
overhead and complexity |low, the nunber of partitions used in a
subfrane is limted to powers of two.

The FLAC format uses two forms of Rice coding, which only differ in
the nunber of bits used for encoding the Rice paraneter, either 4 or
5 bits.

Format Principles

FLAC has no format version information, but it does contain reserved
space in several places. Future versions of the format MAY use this
reserved space safely without breaking the fornmat of ol der streans.

A der decoders MAY choose to abort decodi ng when encountering data
that is encoded using methods they do not recognize. Apart from
reserved patterns, the format specifies forbidden patterns in certain
pl aces, meaning that the patterns MJST NOT appear in any bitstream
They are listed in the follow ng table.

| Description
B oo
| Metadata bl ock type 127

| M ninmum and maxi mum bl ock sizes smaller | Section 8.2 |
| than 16 in stream nfo netadata bl ock | |

o m e e e e e e e e e e e e e e e e eeoe—o - S +
| Sanple rate bits Obl111 | Section |
| | 9.1.2 |
T S +
| Uncommon bl ock size 65536 | Section |
| | 9.1.6 |
o m e e e e e e e e e e e e e e e e eeoe—o - S +
| Predictor coefficient precision bits | Section |
| Ob1111 | 9.2.6 |
T S +
| Negative predictor right shift | Section |
| | 9.2.6 |
o m e e e e e e e e e e e e e e e e eeoe—o - S +
Table 1

Al'l nunbers used in a FLAC bitstreamare integers; there are no

fl oating-point representations. Al nunbers are big-endi an coded,
except the field | engths used in Vorbis comments (see Section 8.6),
which are little-endian coded. This exception for Vorbis coments is
to keep as nuch commonal ity as possible with Vorbis comments as used



by the Vorbis codec (see [Vorbis]). Al nunbers are unsigned except
linear predictor coefficients, the linear prediction shift (see
Section 9.2.6), and nunbers that directly represent sanples, which
are signed. None of these restrictions apply to application netadata
bl ocks or to Vorbis coment field contents.

Al'l sanpl es encoded to and decoded fromthe FLAC format MJST be in a
signed representation

There are several ways to convert unsigned sanple representations to
si gned sanpl e representations, but the codi ng nmethods provided by the
FLAC format work best on sanples that have numerical values that are

centered around zero, i.e., have no DC offset. In nobst unsigned
audio formats, signals are centered around hal fway within the range
of the unsigned integer type used. |If that is the case, converting

sanpl e representations by first copying the nunber to a signed
integer with a sufficient range and then subtracting half of the
range of the unsigned integer type results in a signal with sanples
centered around O.

Unary coding in a FLAC bitstreamis done with zero bits term nated
with a one bit, e.g., the nunber 5 is coded unary as 0b000001. This
prevents the frame sync code from appearing in unary-coded nunbers.

When a FLAC file contains data that is forbi dden or otherw se not

val id, decoder behavior is left unspecified. A decoder MAY choose to
stop decodi ng upon encountering such data. Exanples of such data

i nclude the follow ng:

* One or nore decoded sanpl e val ues exceed the range of fered by the
bit depth as coded for that frame. For exanple, in a frame with a
bit depth of 8 bits, any sanples not in the inclusive range from
-128 to 127 are not valid.

* The nunber of wasted bits (see Section 9.2.2) used by a subfrane
is such that the bit depth of that subfrane (see Section 9.2.3 for
a description of subframe bit depth) equals zero or is negative.

* A frame header Cyclic Redundancy Check (CRC) (see Section 9.1.38)
or franme footer CRC (see Section 9.3) does not validate.

* One of the forbidden bit patterns described in Table 1 is used.
For mat Layout Overvi ew

A FLAC bitstream consists of the fLaC (i.e., 0x664C6143) marker at
the beginning of the stream followed by a mandatory netadata bl ock
(called the stream nfo netadata bl ock), any nunber of other netadata
bl ocks, and then the audi o franes.

FLAC supports 127 ki nds of netadata bl ocks; currently, 7 kinds are
defined in Section 8.

The audi o data is conposed of one or nore audio franes. Each frame
consists of a franme header that contains a sync code, information
about the franme (like the block size, sanple rate, and nunber of
channel s), and an 8-bit CRC. The frane header al so contains either
the sanpl e nunber of the first sanple in the frame (for variable

bl ock size streans) or the franme nunber (for fixed bl ock size
streans). This allows for fast, sanple-accurate seeking to be
performed. Followi ng the frame header are encoded subframes, one for
each channel. The frane is then zero-padded to a byte boundary and
finished with a frane footer containing a checksumfor the frane.
Each subframe has its own header that specifies how the subfrane is
encoded.



In order to allow a decoder to start decoding at any place in the
stream each franme starts with a byte-aligned 15-bit sync code
However, since it is not guaranteed that the sync code does not
appear el sewhere in the frane, the decoder can check that it synced
correctly by parsing the rest of the frane header and validating the
franme header CRC

Furthernore, to allow a decoder to start decoding at any place in the
stream even w thout having received a streani nfo netadata bl ock, each
frane header contains sone basic information about the stream This
i nformation includes sanple rate, bits per sanple, number of

channels, etc. Since the frane header is overhead, it has a direct
effect on the conpression ratio. To keep the frame header as snal

as possi ble, FLAC uses |ookup tables for the nost commonly used

val ues for frame properties. Wen a certain property has a val ue
that is not covered by the | ookup table, the decoder is directed to
find the value of that property (for exanple, the sanple rate) at the
end of the frane header or in the streanminfo netadata block. |If a
frame header refers to the stream nfo nmetadata bl ock, the file is not
"streamabl e"; see Section 7 for details. By using |ookup tables, the
file is streamable and the frame header size is small for the nost
common fornms of audio data.

I ndi vi dual subframes (one for each channel) are coded separately
within a frame and appear serially in the stream |In other words,
the encoded audi o data is NOT channel -interleaved. This reduces
decoder conplexity at the cost of requiring | arger decode buffers
Each subframe has its own header specifying the attributes of the
subfrane, |ike prediction nethod and order, residual coding
paraneters, etc. Each subframe header is followed by the encoded
audi o data for that channel

St r eamabl e Subset

The FLAC format specifies a subset of itself as the FLAC streamabl e
subset. The purpose of this is to ensure that any streans encoded
according to this subset are truly "streamabl e", nmeaning that a
decoder that cannot seek within the streamcan still pick up in the
m ddl e of the streamand start decoding. It also nakes hardware
decoder inplenentations nore practical by linmiting the encoding
paraneters in such a way that decoder buffer sizes and other resource
requirenents can be easily determ ned. The streamabl e subset nakes
the following Iimtations on what MAY be used in the stream

* The sanple rate bits (see Section 9.1.2) in the frame header MJST
be 0b0001-0b1110, i.e., the frame header MJUST NOT refer to the
stream nfo netadata bl ock to describe the sanple rate.

* The bit depth bits (see Section 9.1.4) in the frame header MJST be
0b001-0b111, i.e., the frane header MJUST NOT refer to the
stream nfo netadata bl ock to describe the bit depth.

* The stream MJUST NOT contain blocks with nore than 16384
i nterchannel sanples, i.e., the maxi num bl ock size nust not be
| arger than 16384.

* Audio with a sanple rate | ess than or equal to 48000 Hz MJST NOT
be contained in blocks with nore than 4608 interchannel sanpl es,
i.e., the maxi mum bl ock size used for this audio nust not be
| arger than 4608.

* Linear prediction subfranes (see Section 9.2.6) containing audio
with a sanple rate | ess than or equal to 48000 Hz MJUST have a
predi ctor order |less than or equal to 12, i.e., the subfranme type
bits in the subframe header (see Section 9.2.1) MJST NOT be
0b101100-0b111111
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* The Rice partition order (see Section 9.2.7) MJST be | ess than or
equal to 8.

* The channel ordering MJST be equal to one defined in
Section 9.1.3, i.e., the FLAC file MJST NOT need a
WAVEFORVATEXTENSI BLE_CHANNEL_MASK tag to describe the channe
ordering. See Section 8.6.2 for details.

Fil e-Level Metadata

At the start of a FLACfile or stream following the fLaC ASCII file
signature, one or nore mnetadata bl ocks MJST be present before any
audi o franes appear. The first netadata bl ock MJUST be a stream nfo
net adat a bl ock

Met adat a Bl ock Header

Each netadata bl ock starts with a 4-byte header. The first bit in
this header flags whether a netadata block is the last one. It is O
when ot her netadata bl ocks follow, otherwise, it is 1. The 7

remai ning bits of the first header byte contain the type of the

met adat a bl ock as an unsi gned nunber between 0 and 126, according to
the following table. A value of 127 (i.e., 0b1111111) is forbidden
The three bytes that follow code for the size of the netadata bl ock
in bytes, excluding the 4 header bytes, as an unsigned nunber coded
bi g- endi an.

| Val ue | Metadata Bl ock Type |
[} ity e p—p—p—p—_—(———————(———————————————————————————————
| O | Streaminfo |
S TRy . +
| 1 | Paddi ng |
T ' +
| 2 | Application |
S R o +
| 3 | Seek table |
S TRy . +
| 4 | Vorbis conment |
T I T +
| 5 | Cuesheet |
S R o +
| 6 | Picture |
S TRy . +
| 7 - 126 | Reserved |
T I T +
| 127 | Forbidden (to avoid confusion with a frame sync code) |
S R o +

Table 2
Stream nfo

The stream nfo nmetadata bl ock has information about the whole stream
such as sanple rate, nunber of channels, total nunber of sanples,
etc. It MJST be present as the first netadata block in the stream
O her netadata bl ocks MAY follow. There MJUST be no nore than one
stream nfo netadata bl ock per FLAC stream

If the stream nfo netadata bl ock contains incorrect or inconplete

i nformati on, decoder behavior is left unspecified (i.e., it is upto
the decoder inplenentation). A decoder MAY choose to stop further
decodi ng when the information supplied by the stream nfo netadata

bl ock turns out to be incorrect or contains forbidden values. A
decoder accepting information fromthe stream nfo metadata bl ock



(rmost significantly, the maxi mum franme size, maxi num bl ock si ze,
nunber of audi o channels, nunber of bits per sanple, and total nunber
of sanpl es) wi thout doing further checks during decoding of audio
franes could be vulnerable to buffer overflows. See also Section 11.

The foll owi ng table describes the stream nfo netadata bl ock in order,
excl udi ng the netadata bl ock header

[ el ety
| Data | Description |
| u(16) | The m nimum bl ock size (in sanmples) used in the

| | stream excluding the | ast block. |
S SRR oo e o e e e e e e e e e e e e e e e e e e e e e eo oo +
| u(16) | The maxi mum bl ock size (in sanples) used in the

| | stream |
R o m e e e e e e e e e e e e e e e e e e e e e m e mee—— oo o +
| u(24) | The minimumfrane size (in bytes) used in the |
| | stream A value of 0 signifies that the value |
| | is not known. |
T e m m e e e e e e e e e e e e e e e e e e e e e e meeee—o oo +
| u(24) | The maxi mum franme size (in bytes) used in the

| | stream A value of 0 signifies that the val ue

| | is not known. |
Fomm oo o m e e e e e e e e e e e e e e e e e e e e e e mem o +
| u(20) | Sanmple rate in Hz. |
T e m m e e e e e e e e e e e e e e e e e e e e e e meeee—o oo +
| u(3) | (nunber of channels)-1. FLAC supports from1l |
| | to 8 channels. |
Fomm e - o - Lt +
| u(b) | (bits per sanple)-1. FLAC supports from4 to |
| | 32 bits per sanple. |
T e m m e e e e e e e e e e e e e e e e e e e e e e meeee—o oo +
| u(36) | Total nunmber of interchannel sanples in the |

| | stream A value of 0 here nmeans the nunber of
| | total sanples is unknown. |

| MD5 checksum of the unencoded audio data. This

| allows the decoder to deternine if an error |
| exists in the audi o data even when, despite the

| error, the bitstreamitself is valid. A value

| of O signifies that the value is not known. |

Table 3

The i ni mrum bl ock size and the maxi mum bl ock size MJST be in the
16- 65535 range. The mi ni mum bl ock size MJST be equal to or |ess than
t he maxi mum bl ock size

Any frame but the |last one MJUST have a bl ock size equal to or greater
than the m ni num bl ock size and MJST have a bl ock size equal to or

| ess than the maxi mum bl ock size. The last frane MJST have a bl ock
size equal to or less than the maxi num bl ock size; it does not have
to conply to the m ni num bl ock size because the bl ock size of that
franme nust be able to accombdate the I ength of the audio data the
stream cont ai ns.

If the mininmm block size is equal to the maxi mum bl ock size, the
file contains a fixed bl ock size stream as the m ni mum bl ock size
excludes the |l ast block. Note that in the case of a streamwith a
vari abl e bl ock size, the actual maxi mum bl ock size MAY be small er
than the nmaxi mum bl ock size listed in the stream nfo netadata bl ock
and the actual snallest block size excluding the |ast bl ock MAY be

| arger than the mininmumblock size listed in the streami nfo nmetadata
block. This is because the encoder has to wite these fields before



recei ving any input audio data and cannot know bef orehand what bl ock
sizes it will use, only between what bounds the bl ock sizes will be
chosen.

The sanple rate MJUST NOT be 0 when the FLAC file contains audio. A
sample rate of 0 MAY be used when non-audio is represented. This is
useful if data is encoded that is not along a tine axis or when the
sanple rate of the data lies outside the range that FLAC can
represent in the stream nfo netadata block. |If a sanple rate of 0 is
used, it is recommended to store the neaning of the encoded content
in a Vorbis cooment field (see Section 8.6) or an application

met adat a bl ock (see Section 8.4). This docunent does not define such
met adat a.

The MD5 checksumis conputed by applying the MD5 nessage-di gest
algorithmin [RFC1321]. The nmessage to this algorithm consists of

all the sanples of all channels interleaved, represented in signed,
little-endian form This interleaving is on a per-sanple basis, so
for a stereo file, this neans the first sanple of the first channel,
then the first sanple of the second channel, then the second sanple
of the first channel, etc. Before conputing the checksum all
sanmpl es nmust be byte-aligned. |If the bit depth is not a whol e nunber
of bytes, the value of each sanple is sign-extended to the next whole
nunber of bytes.

In the case of a 2-channel streamw th 6-bit sanples, bits will be
lined up as foll ows:

SSAAAAAASSBBBBBBSSCCCCCC
N N N N N N
| | | | Bits of 2nd sanple of 1st channe
| | | Sign extension bits of 2nd sanple of 2nd channe
| | Bits of 1st sanple of 2nd channe
| Sign extension bits of 1st sanple of 2nd channe
| Bits of 1st sample of 1st channel
Sign extension bits of 1st sample of 1st channel

In the case of a 1-channel streamw th 12-bit sanples, bits are lined
up in little-endian byte order as follows:

AAAAAAAASSSSAAAABBBBBBBBSSSSBBBB
N N N N N N

| | | | | Most-significant 4 bits of 2nd sanple
| | | | Sign extension bits of 2nd sanple

| | | Least-significant 8 bits of 2nd sanple

| | Most-significant 4 bits of 1st sanple

| Sign extension bits of 1st sanple

Least-significant 8 bits of 1st sanple

8.3. Padding

The paddi ng netadata block allows for an arbitrary amount of padding.
This block is useful when it is known that metadata will be edited
after encodi ng; the user can instruct the encoder to reserve a
paddi ng bl ock of sufficient size so that when netadata is added, it
will sinply overwite the padding (which is relatively quick) instead
of having to insert it into the existing file (which would nornally
require rewiting the entire file). There MAY be one or nore paddi ng
met adat a bl ocks per FLAC stream

n "0" bits (n MJST be a multiple of 8, i.e., a whole
nunber of bytes, and MAY be zero). nis 8 tines the
size described in the netadata bl ock header. |



8.4. Application

The application nmetadata block is for use by third-party
applications. The only mandatory field is a 32-bit application
identifier (application ID). Application IDs are registered in the
I ANA "FLAC Application Metadata Block | Ds" registry (see

Section 12.2).

[§ oo fomms el oo oo e s oo oo e
| Data | Description |
[ e s oo e e e e e e e e s e e s e s s s e s s s e e s s e s e
| u(32) | Registered application ID. |
S o m m e e e e e e e e e e e e e e e e e e e e mem e +
| u(n) | Application data (n MJST be a multiple of 8, |
| | i.e., a whole nunber of bytes). nis 8 times the
| | size described in the netadata bl ock header m nus
| | the 32 bits already used for the application ID. |
Fomm o - o m m e e e e e e e e e e e e e e e e e e e e e eee e +
Table 5
8.5. Seek Table
The seek table netadata bl ock can be used to store seek points. It

is possible to seek to any given sanple in a FLAC stream wi thout a
seek table, but the delay can be unpredictable since the bitrate may
vary widely within a stream By adding seek points to a stream this
del ay can be significantly reduced. There MJUST NOT be nore than one
seek table netadata block in a stream but the table can have any
nunmber of seek points.

Each seek point takes 18 bytes, so a seek table with 1% resol ution
within a stream adds | ess than 2 kil obytes of data. The numnber of
seek points is inplied by the size described in the netadata bl ock
header, i.e., equal to size / 18. There is also a special

"pl acehol der" seek point that will be ignored by decoders but can be
used to reserve space for future seek point insertion

[ oo bl o s
| Data | Description |
[ el oo e e e
| Seek points | Zero or nore seek points as

| | defined in Section 8.5.1. |
o m e e e oo - o e e e e e e e ememao - +

Table 6

A seek table is generally not usable for seeking in a FLAC file
enbedded in a container (see Section 10), as such containers usually
interl eave FLAC data with other data and the of fsets used in seek

poi nts are those of an unnuxed FLAC stream Al so, containers often
provide their own seeking nmethods. However, it is possible to store
the seek table in the container along with other netadata when nuxing
a FLAC file, so this stored seek table can be restored when denuxing
the FLAC streaminto a standal one FLAC file.

8.5.1. Seek Point
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| | OxFFFFFFFFFFFFFFFF for a pl acehol der point. |

Fommma - T T e +

| u(16) | Number of sanples in the target frane. |

R, o m e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e mm e e +
Table 7

Not es:

* For placehol der points, the second and third field values are
undef i ned.

* Seek points within a table MJUST be sorted in ascendi ng order by
sanmpl e nunber.

* Seek points within a table MJST be uni que by sanple nunber, with
the exception of placehol der points.

* The previous two notes inply that there MAY be any nunber of
pl acehol der points, but they MJUST all occur at the end of the
tabl e.

* The sanple offsets are those of an unnmuxed FLAC stream The
of fsets MUST NOT be updated on nuxing to reflect the new of fsets
of FLAC franes in a container.

Vor bi s Conment

A Vorbi s comment netadata bl ock contains human-readabl e i nformation
coded in UTF-8. The name "Vorbis comrent" points to the fact that
the Vorbis codec stores such netadata in al nbst the sane way (see
[Vorbis]). A Vorbis coment metadata bl ock consists of a vendor
string optionally followed by a nunber of fields, which are pairs of
field nanes and field contents. The vendor string contains the nane
of the programthat generated the file or stream The fields contain
nmet adat a descri bi ng various aspects of the contained audio. Many
users refer to these fields as "FLAC tags" or sinply as "tags". A
FLAC file MJUST NOT contain nore than one Vorbis comrent netadata

bl ock.

In a Vorbis comment netadata bl ock, the netadata bl ock header is
directly followed by 4 bytes containing the length in bytes of the
vendor string as an unsigned nunber coded little-endian. The vendor
string follows, is UTF-8 coded and is not terminated in any way.

Fol  owi ng the vendor string are 4 bytes containing the nunber of
fields that are in the Vorbis conment bl ock, stored as an unsi gned
nunmber coded little-endian. |f this nunber is non-zero, it is

foll owed by the fields thensel ves, each of which is stored with a
4-byte length. For each field, the field length in bytes is stored
as a 4-byte unsigned number coded little-endian. The field itself
follows it. Like the vendor string, the field is UTF-8 coded and not
term nated in any way.

Each field consists of a field name and field contents, separated by
an = character. The field name MUST only consist of UTF-8 code

poi nts W+0020 t hrough W007E, excl udi ng WH003D, which is the =
character. 1In other words, the field nane can contain all printable
ASCI | characters except the equals sign. The evaluation of the field
nanes MJUST be case insensitive, so W0041 through 0+005A (A-Z) MJST
be considered equival ent to U+0061 through WO007A (a-z). The field
contents can contain any UTF-8 character



Note that the Vorbis coment as used in Vorbis allows for 2764 bytes
of data whereas the FLAC netadata block is |limted to 224 bytes.

G ven the stated purpose of Vorbis comments, i.e., human-readabl e
textual information, the FLAC netadata block limt is unlikely to be
restrictive. Also, note that the 32-bit field | engths are coded
littl e-endian as opposed to the usual big-endian coding of fixed-
length integers in the rest of the FLAC format.

.6.1. Standard Field Nanes

Only one standard field nane is defined: the channel mask field (see
Section 8.6.2). No other field names are defined because the
applicability of any field name is strongly tied to the content it is
associated with. For exanple, field nanes that are useful for
describing files that contain a single work of nusic would be
unusabl e when | abel ing archived broadcasts, recordings of any kind,
or a collection of music works. Even when describing a single work
of music, different conventions exist depending on the kind of nusic:
orchestral nusic differs fromnusic by solo artists or bands.

Despite the fact that no field nanes are fornally defined, there is a
general trend anmong devi ces and software capabl e of FLAC pl ayback
that are nmeant to play nmusic. Mst of those recognize at |east the
followi ng field nanes:

Title: Name of the current work

Artist: Nane of the artist generally responsible for the current
work. For orchestral works, this is usually the conposer
otherwise, it is often the perforner.

Al bum Nanme of the collection the current work bel ongs to.

For a nore conprehensive list of possible field nanes suited for
describing a single work of music in various genres, the list of tags
used in the MisicBrainz project is suggested; see [MisicBrainz].

.6.2. Channel Mask

Besi des fields containing informati on about the work itself, one
field is defined for technical reasons:
WAVEFCRVATEXTENSI BLE CHANNEL MASK. This field is used to conmuni cate
that the channels in a file differ fromthe default channel s defined
in Section 9.1.3. For exanple, by default, a FLAC file containing
two channels is interpreted to contain a left and right channel, but
with this field, it is possible to describe different channel

cont ent s.

The channel mask consists of flag bits indicating which channels are
present. The flags only signal which channels are present, not in
which order, so if a file to be encoded has channels that are ordered
differently, they have to be reordered. This nask is stored with a
hexadeci mal representati on preceded by Ox; see the exanpl es bel ow.

Pl ease note that a file in which the channel order is defined through
t he WAVEFORMATEXTENSI BLE_CHANNEL_MASK i s not streanable (see

Section 7), as the field is not found in each frane header. The mask
bits can be found in the follow ng table.

| Bit Nunmber | Channel Description |
[ e —— e p—p—p—p—_—(—————————(————(———(—(——————r
| O | Front |eft |
S TR O +
| 1 | Front right |
S ISRy T T T re e +

| 2 | Front center |



| 3 | Lowfrequency effects (LFE)

S TR O +
| 4 | Back |eft |
S ISRy T T re e +
| 5 | Back right |
R o e e e e e e e e m o +
| 6 | Front left of center |
S TR O +
| 7 | Front right of center |
S ISRy T T T re e +
| 8 | Back center |
R o e e e e e e e e m o +
| 9 | Side left |
S TR O +
| 10 | Side right |
S ISRy T T e +
| 11 | Top center |
R o e e e e e e e e m o +
| 12 | Top front |eft |
S TR e +
| 13 | Top front center |
S ISRy T T Ty +
| 14 | Top front right |
R o e e e e e e e e m o +
| 15 | Top rear |eft |
S TR e +
| 16 | Top rear center |
S ISRy T T Ty +
| 17 | Top rear right |
R o e e e e e e e e m o +

Tabl e 8

Foll owi ng are three exanpl es:

* Afile has a single channel -- an LFE channel. The Vorbis coment
field i s WAVEFORMATEXTENSI BLE_CHANNEL_ MASK=0x8.

* Afile has four channels -- front left, front right, top front
left, and top front right. The Vorbis comrent field is
WAVEFORMATEXTENSI BLE_CHANNEL_MASK=0x5003

* An input has four channels -- back center, top front center, front
center, and top rear center in that order. These have to be
reordered to front center, back center, top front center, and top
rear center. The Vorbis coment field added is
VWAVEFORVATEXTENSI BLE_CHANNEL _MASK=0x12104

WAVEFORMATEXTENSI BLE_CHANNEL_MASK fi el ds MAY be padded with zeros,
for exanple, 0x0008 for a single LFE channel. Parsing of
WAVEFORVATEXTENSI BLE_CHANNEL _MASK fi el ds MJUST be case-insensitive for
both the field nane and the field contents.

A WAVEFORVATEXTENSI BLE_CHANNEL_MASK field of 0x0 can be used to

i ndicate that none of the audio channels of a file correlate with
speaker positions. This is the case when audi o needs to be decoded
into speaker positions (e.g., Anbisonics B-format audi o) or when a
multitrack recording is contained.

It is possible for a WAVEFORVMATEXTENSI BLE_ CHANNEL_MASK field to code
for fewer channels than are present in the audio. |If that is the
case, the remaining channels SHOULD NOT be rendered by a pl ayback
application unfamliar with their purpose. For exanple, the

Anbi sonics UH) format is conpatible with stereo playback: its first
two channel s can be played back on stereo equi pnent, but all four



channel s toget her can be decoded into surround sound. For that
exanpl e, the Vorbis coment field

WAVEFORVATEXTENSI BLE_CHANNEL _MASK=0x3 woul d be set, indicating that
the first two channels are front left and front right and other
channel s do not correlate with speaker positions directly.

I f audi o channel s not assigned to any speaker are contained and
decodi ng to speaker positions is possible, it is recomended to
provi de netadata on how this decodi ng shoul d take place in another
Vorbis comrent field or an application netadata bl ock. This docunent
does not define such netadat a.

8.7. Cuesheet

A cuesheet netadata bl ock can be used either to store the track and
i ndex point structure of a Conpact Disc Digital Audio (CD DA) al ong
with its audio or to provide a nmechanismto store |ocations of
interest within a FLAC file. Certain aspects of this netadata bl ock
come directly fromthe CD DA specification (called Red Book), which
i s standardi zed as [| EC. 60908.1999]. The description belowis
conplete, and further reference to [IEC 60908.1999] is not needed to
i npl erent this netadata bl ock

The structure of a cuesheet netadata block is enunerated in the
fol l owi ng table.

[ s e s s s s s s s s s s s s s s s s s s s s s s e s s s s e s s s s s s s s
| Data | Description |
| u(128*8) | Media catal og nunber in ASCl I |
| | printable characters 0x20-0x7E. |
R o +
| u(64) | Nurber of |ead-in sanples. |
Fom e e o - o m e e e e e e e e e e e e e e e e e e e e e e e e e eee—— oo s +
| u(l) | 1 if the cuesheet corresponds to a |
| | CD-DA; else O. |
R o +
| u(7+258*8) | Reserved. Al bits MIST be set to |
| | zero. |
Fom e e o - o m e e e e e e e e e e e e e e e e e e e e e e e e e eee—— oo s +
| u(8) | Nurber of tracks in this cuesheet. |
Fomm e oo - o m m e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e oo +
| Cuesheet | A number of structures as specified |
| tracks | in Section 8.7.1 equal to the nunber |
| | of tracks specified previously. |
Fom e e o - o m e e e e e e e e e e e e e e e e e e e e e e e e e eee—— oo s +

Table 9

If the nedia catal og nunber is |less than 128 bytes long, it is right-
padded with Ox00 bytes. For CD-DA this is a 13-digit nunber
foll owed by 115 0x00 bytes.

The nunber of |ead-in sanples has nmeaning only for CD DA cuesheets;
for other uses, it should be 0. For CD-DA the lead-in is the TRACK
00 area where the table of contents is stored; nore precisely, it is
the nunber of sanples fromthe first sanple of the nedia to the first
sanple of the first index point of the first track. According to

[1 EC. 60908. 1999], the lead-in MJST be silent, and CD grabbing
software does not usually store it; additionally, the |lead-in MJST be
at |l east two seconds but MAY be | onger. For these reasons, the |ead-
inlength is stored here so that the absolute position of the first
track can be conmputed. Note that the lead-in stored here is the
nunmber of samples up to the first index point of the first track, not
necessarily to INDEX 01 of the first track; even the first track MAY
have | NDEX 00 dat a.



The nunber of tracks MJUST be at least 1, as a cuesheet bl ock MJST
have a | ead-out track. For CD-DA, this nunber MJUST be no nore than
100 (99 regular tracks and one | ead-out track). The |ead-out track
is always the last track in the cuesheet. For CD DA, the |ead-out
track nunber MUST be 170 as specified by [IEC. 60908.1999]; otherw se,
it MUST be 255.

8.7.1. Cuesheet Track

| Data | Description |
[ oo bl oo e s oo oo e e et o}
| u(64) | Track offset of the first index point in |
| | sanples, relative to the beginning of the |
| | FLAC audi o stream |
R o m m e e e e e e e e e e e e e e e e e e e e e eaa oo +
| u(8) | Track nunber. |
S o m e e e e e e e e e e e e e e e e e e e e e e e e e e mm e e ea oo +
| u(12*8) | Track | SRC. |
Fom e o - e m m e e e e e e e e e e e e e e e e e e e e e e eeeo o +
| u(l) | The track type: O for audio, 1 for non-audio. |
| | This corresponds to the CD DA @ channel |
| | control bit 3. |
S o m e e e e e e e e e e e e e e e e e e e e e e e e e e mm e e ea oo +
| u(l) | The pre-enphasis flag: 0 for no pre-enphasis, |
| | 1 for pre-enphasis. This corresponds to the |
| | CD-DA @ channel control bit 5. |
R o m m e e e e e e e e e e e e e e e e e e e e e eaa oo +
| u(6+13*8) | Reserved. Al bits MJST be set to zero. |
S o m e e e e e e e e e e e e e e e e e e e e e e e e e e mm e e ea oo +
| u(8) | The nunber of track index points. |
Fom e o - e m m e e e e e e e e e e e e e e e e e e e e e e eeeo o +
| Cuesheet | For all tracks except the |lead-out track, a |
| track index | nunber of structures as specified in |
| points | Section 8.7.1.1 equal to the nunmber of index |
| | points specified previously. |
S o m ot o o e e e e e e e e e e e e e e e e e e e e e e e e m e mm oo oo +

Tabl e 10

Note that the track offset differs fromthe one in CD-DA, where the
track’s offset in the table of contents (TOC) is that of the track’s
I NDEX 01 even if there is an I NDEX 00. For CD DA, the track offset
MUST be evenly divisible by 588 sanpl es (588 sanpl es = 44100 sanpl es/
s * 1/75 s).

A track number of 0 is not all owed because the CD DA specification
reserves this for the lead-in. For CD- DA, the number MJUST be 1-99 or
170 for the | ead-out; for non-CD DA, the track nunber MJST be 255 for
the lead-out. It is recomended to start with track 1 and i ncrease
sequentially. Track nunbers MJST be unique within a cuesheet.

The track I SRC (International Standard Recording Code) is a 12-digit
al phanumeri c code; see [ISRC handbook]. A value of 12 ASCI1 0x00
characters MAY be used to denote the absence of an | SRC

There MUST be at | east one index point in every track in a cuesheet
except for the | ead-out track, which MJST have zero. For CD DA, the
nunber of index points MJUST NOT be nore than 100.

8.7.1.1. Cuesheet Track | ndex Point



| u(64) | Ofset in sanples, relative to the
| track offset, of the index point. |

S I e +

| u(8) | The track index point nunber. |

Fommmaa - T +

| u(3*8) | Reserved. Al bits MIST be set to

| | zero. |

S SRR o e m e e e e e e e e e e +
Tabl e 11

For CD-DA, the track index point offset MJST be evenly divisible by

588 sanpl es (588 sanples = 44100 sanples/s * 1/75 s). Note that the
offset is fromthe beginning of the track, not the beginning of the

audi o dat a.

For CD-DA, a track index point number of O corresponds to the track
pre-gap. The first index point in a track MJUST have a nunber of 0 or
1, and subsequently, index point nunbers MJIST increase by 1. Index
poi nt nunbers MJUST be unique within a track

8.8. Picture

The picture netadata bl ock contains imge data of a picture in some
way belonging to the audio contained in the FLAC file. Its format is
derived fromthe Attached Picture (APIC) franme in the 1D3v2
specification; see [I1D3v2]. However, contrary to the APIC frane in

I D3v2, the media type and description are prepended with a 4-byte
length field instead of being Ox00 delinmted strings. A FLAC file
MAY contain one or more picture metadata bl ocks.

Note that while the length fields for nmedia type, description, and
picture data are 4 bytes in length and could code for a size up to 4
GBin theory, the total netadata bl ock size cannot exceed what can
be described by the netadata bl ock header, i.e., 16 MB.

Instead of picture data, the picture netadata bl ock can al so contain
a URl as described in [ RFC3986].

The structure of a picture netadata block is enunerated in the
foll owi ng table.

[ oo e s s s oo s oo oo e et o}
| Data | Description |
[ s s e s s s s e s s s s s s s s s s e s s e s s s s s s s s s s s s s st
| u(32) | The picture type according to Table 13. |
R e m o e e e e e e e e e e e e e e e e e e e e e e e e e e e eem e +
| u(32) | The length of the nedia type string in bytes. |
Fomm oo o m e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e mm e e +
| u(n*8) | The media type string as specified by [ RFC2046], |
| | or the text string --> to signify that the data |
| | part is a URI of the picture instead of the |
| | picture data itself. This field nmust be in |
| | printable ASCI1 characters 0x20-0x7E. |
Fomm oo o m e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e mm e e +
| u(32) | The length of the description string in bytes. |
T e m m e e e e e e e e e e e e e e e e e e e e e e e e e e e eeme e +
| u(n*8) | The description of the picture in UTF-8. |
R e m o e e e e e e e e e e e e e e e e e e e e e e e e e e e eem e +
| u(32) | The width of the picture in pixels. |
Fomm oo o m e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e mm e e +
| u(32) | The height of the picture in pixels. |
T e m m e e e e e e e e e e e e e e e e e e e e e e e e e e e eeme e +
| u(32) | The color depth of the picture in bits per |
| | pixel. |



| For indexed-color pictures (e.g., AF), the |
| nunber of colors used; 0 for non-indexed |
I I

pi ctures.
T e m e e e e e e e e e e e e e e e e e e e e e e e e e e meee e +
| u(32) | The length of the picture data in bytes. |
Fomm e - o - o m m e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e oo +
| u(n*8) | The binary picture data. |
S SRR o +

Table 12

The height, width, color depth, and "nunmber of colors" fields are for
i nformati onal purposes only. Applications MIST NOT use themin
decoding the picture or deciding howto display it, but applications
MAY use themto deci de whether or not to process a block (e.g., when
sel ecting between different picture blocks) and MAY show themto the
user. |If a picture has no concept for any of these fields (e.g.,
vector inmages may not have a height or width in pixels) or the
content of any field is unknown, the affected fields MJIST be set to
zero.

The followi ng table contains all the defined picture types. Values
other than those listed in the table are reserved. There MAY only be
one each of picture types 1 and 2 in a file. 1n general practice,
many FLAC pl ayback devi ces and software display the contents of a
picture netadata block, if present, with picture type 3 (front cover)
during pl ayback.

| Value | Picture Type |
[} ettty g —p—_—(——(———————————————————————(—(—————
| O | O her |
S D . +
| 1 | PNG file icon of 32x32 pixels (see [ RFC2083]) |
Fommma - e +
| 2 | General file icon |
R, o m e e e e e e e e e e e e e e e e e e e e e e mem o +
| 3 | Front cover |
S D . +
| 4 | Back cover |
Fommma - T e +
| 5 | Liner notes page |
R, o m e e e e e e e e e e e e e e e e e e e e e e mem o +
| 6 | Media label (e.g., CD, Vinyl or Cassette |abel) |
S D N, +
| 7 | Lead artist, |lead perforner, or soloist |
Fommma - S +
| 8 | Artist or perforner |
R, o m e e e e e e e e e e e e e e e e e e e e e e mem o +
| 9 | Conduct or |
S D . +
| 10 | Band or orchestra |
Fommma - T e +
| 11 | Comnposer |
R, o m e e e e e e e e e e e e e e e e e e e e e e mem o +
| 12 | Lyricist or text witer |
S D . +
| 13 | Recording location |
Fommma - T e +
| 14 | During recording |
R, o m e e e e e e e e e e e e e e e e e e e e e e mem o +
| 15 | During performance |
S D N +
| 16 | Movie or video screen capture |
Fommma - T e +

| 17 | A bright colored fish |



| 18 | Illustration |
S D . +
| 19 | Band or artist |ogotype |
Fommma - NN +
| 20 | Publisher or studio |ogotype |
R, o m e e e e e e e e e e e e e e e e e e e e e e mem o +

Tabl e 13

The origin and use of value 17 ("A bright colored fish") is unclear.
This was copied to maintain conpatibility with ID3v2. Applications
are discouraged fromoffering this value to users when enbedding a
pi cture.

If a URI (not a picture) is contained in this block, the follow ng
poi nts apply:

* The URI can be in either absolute or relative form If a URIl is
inrelative form it is related to the URI of the FLAC content
processed.

* Applications MIST obtain explicit user approval to retrieve inmages
via renpote protocols and to retrieve |ocal imges that are not
| ocated in the sane directory as the FLAC file being processed.

* Applications supporting |inked i nages MJUST handl e unavail ability
of URI's gracefully. They MAY report unavailability to the user

* Applications MAY reject processing URIs for any reason,
particularly for security or privacy reasons

Frame Structure

One or nore franes follow directly after the |last metadata bl ock

Each franme consists of a frame header, one or nore subfranes, padding
zero bits to achieve byte alignment, and a frame footer. The nunber
of subfranes in each frane is equal to the nunber of audi o channels.

Each frane header stores the audio sanple rate, nunber of bits per
sanmpl e, and nunber of channel s i ndependently of the streamnfo

met adat a bl ock and other frane headers. This was done to permt

mul ticasting of FLAC files, but it also allows these properties to
change m d-stream Because not all environnents in which FLAC
decoders are used are able to cope with changes to these properties
during playback, a decoder MAY choose to stop decoding on such a
change. A decoder that does not check for such a change coul d be
vul nerable to buffer overflows. See also Section 11.

Note that storing audio with changing audio properties in FLAC
results in various practical problens. For exanple, these changes of
audi o properties nust happen on a franme boundary or the process wll
not be lossless. Wen a variable block size is chosen to accomvdat e
this, note that bl ocks snmaller than 16 sanples are not all owed;
therefore, it is not possible to store an audio streamin which these
properties change within 16 sanples of the |last change or the start
of the file. Also, since the stream nfo nmetadata bl ock can only
acconmpdate a single set of properties, it is only valid for part of
such an audio stream Instead, it is RECOWENDED to store an audio
stream wi th changi ng properties in FLAC encapsul ated in a contai ner
capabl e of handling such changes, as these do not suffer fromthe
mentioned limtations. See Section 10 for details.

.1. Frane Header

Each frame MJUST start on a byte boundary and start with the 15-bit



frame sync code 0b111111111111100. Follow ng the sync code is the

bl ocki ng strategy bit, which MJUST NOT change during the audio stream
The bl ocking strategy bit is 0 for a fixed bl ock size streamor 1 for
a variable block size stream |If the blocking strategy is known, a
decoder can include this bit when searching for the start of a franme
to reduce the possibility of encountering a false positive, as the
first two bytes of a frane are either OxFFF8 for a fixed block size
stream or OxFFF9 for a variable block size stream

.1.1. Block Size Bits

Fol I owi ng the frame sync code and bl ocking strategy bit are 4 bits
(the first 4 bits of the third byte of each frame) referred to as the
bl ock size bits. Their value relates to the block size according to
the following table, where v is the value of the 4 bits as an

unsi gned nunber. |If the bl ock size bits code for an uncomon bl ock
size, this is stored after the coded nunmber; see Section 9.1.6.

[S pemesfomsbomsemsos e esosfsesos s ese sy Bes o sospsespesessesospseseepssessesesesesesssespsespesfespeesfespeesspe
| Val ue | Block Size |
S s e e e e e s s s s s s s s e s s s s s e s s s s s s s s s s s s
| Ob000O0 | Reserved |
o o m e e e e e e e e e e e e e e e e e e e e aa oo +
| 0b0001 | 192 |
o e e e oo oo e m e e e e e e e e e e e e e e e e e e e e e e e +
| Ob0010 - 0b0101 | 144 * (2"v), i.e., 576, 1152, 2304, or 4608

o e e e oo o m m e e e e e e e e e e e e e e e e e ee e eeeao o +
| Ob0O110 | Uncommon bl ock size minus 1, stored as an |
| | 8-bit nunber |
o e e e e oo - et +
| Ob0O111 | Uncommon bl ock size mnus 1, stored as a |
| | 16-bit nunber |
o e e e oo o m m e e e e e e e e e e e e e e e e e ee e eeeao o +
| 0b1000 - 0b1111 | 2*v, i.e., 256, 512, 1024, 2048, 4096, |
| | 8192, 16384, or 32768 |
o e e e e oo - et +

Table 14
.1.2. Sample Rate Bits

The next 4 bits (the last 4 bits of the third byte of each frame),
referred to as the sanple rate bits, contain the sanple rate of the
audi o according to the following table. |If the sanple rate bits code
for an unconmon sanple rate, this is stored after the uncommon bl ock
size; if no uncommon bl ock size was used, this is stored after the
coded nunber. See Section 9.1.7.

[ ety g —p—_——————————————————————————————————————————————r L
| Value | Sanple Rate |
[ el st o}
| ObO00O0 | Sanple rate only stored in the |
| | streaminfo netadata bl ock |
Fomm e - o - o m m e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e oo +
| Ob0001 | 88.2 kHz |
S SRR o +
| Ob0010 | 176.4 kHz |
T e m e e e e e e e e e e e e e e e e e e e e e e e e e e meee e +
| 0b0011 | 192 kHz |
Fomm e - o - o m m e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e oo +
| Ob0100 | 8 kHz |
S SRR o +
| Ob0101 | 16 kHz |
T e m e e e e e e e e e e e e e e e e e e e e e e e e e e meee e +



| 0b0111 | 24 kHz |

Fommme e o o o e e o e e e e e e meeeeeea - +
| 0b1000 | 32 kHz |
fome e o e o e o e e e e e e e e e e e meemee—eaooo - +
| 0b1001 | 44.1 kHz |
Fomm e e e e e e e e e e e e e e e e e e e e e e e e e e e e e +
| 0b1010 | 48 kHz |
Fommme e o o o e e o e e e e e e meeeeeea - +
| 0b1011 | 96 kHz |
fome e o e o e o e e e e e e e e e e e meemee—eaooo - +

| Ob1100 | Unconmmon sanple rate in kHz, |
| | stored as an 8-bit nunber |

Fomm oo o m e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e mm e e +
| O0b1101 | Uncommon sanple rate in Hz, stored |
| | as a 16-bit nunber |
T e m e e e e e e e e e e e e e e e e e e e e e e e e e e meee e +

| Ob1110 | Uncommon sanple rate in Hz divided |
| | by 10, stored as a 16-bit nunber |

Tabl e 15
.3. Channels Bits

The next 4 bits (the first 4 bits of the fourth byte of each frane),
referred to as the channels bits, contain both the nunber of channels
of the audio as well as any stereo decorrel ation used according to
the follow ng table.

If a channel layout different than the ones listed in the follow ng
table is used, this can be signaled with a

WAVEFORVATEXTENSI BLE_CHANNEL_MASK tag in a Vorbis coment netadata

bl ock; see Section 8.6.2 for details. Note that even when such a

di fferent channel layout is specified with a

WAVEFORVATEXTENSI BLE_CHANNEL_MASK and t he channel ordering in the
following table is overridden, the channels bits still contain the
actual nunber of channels coded in the frame. For details on the way
|l eft-side, side-right, and mid-side stereo are coded, see

Section 4. 2.

[S pemesfomsbumesbemsos e essos sl oefsosoe s osesoss e osses s ess s es s ee s eses s e s e s s s
| Val ue | Channels |
S e s e e e e e e e e s s e s s s s s e s s s s s e s s s s s s e s s s s e
| Ob000O0 | 1 channel: nono |
T T e +
| Ob0001 | 2 channels: left, right |
TS T +
| 0b0010 | 3 channels: left, right, center |
Focmmnaaann Fe e e MM e i Maeiieiaasascciasasssessaaasoaan +
| Ob0011 | 4 channels: front left, front right, back |eft, |
| | back right |
Fomm oo - o e m e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e oo +
| Ob0100 | 5 channels: front left, front right, front center,

| | back/surround | eft, back/surround right |
Focmmnaaann i +
| Ob0101 | 6 channels: front left, front right, front center,

| | LFE, back/surround left, back/surround right |
Fomm oo - o e m e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e oo +
| Ob0O110 | 7 channels: front left, front right, front center,

| | LFE, back center, side left, side right |
Focmmnaaann i +
| ObO111 | 8 channels: front left, front right, front center,

| | LFE, back left, back right, side left, side right

Fomm oo - o e m e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e oo +



| Ob1000 | 2 channels: left, right; stored as |left-side |

| | stereo |
S e m m e e e e e e e e e e e e e e e e e e e e e e eeao o +
| Ob1001 | 2 channels: left, right; stored as side-right |
| | stereo

Fomm e e e oo o m m e e e e e e e e e e e e e e e e e e e e e e e e e e e e e me i mao +
| Ob1010 | 2 channels: left, right; stored as md-side stereo
N o o o e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e oo oo +
| Ob1011 - | Reserved |
| Ob1111 | |
S o m m e e e e e e e e e e e e e e e e e e e e e e e e eaa oo +

Tabl e 16
9.1.4. Bit Depth Bits
The next 3 bits (bits 5, 6, and 7 of each fourth byte of each frane)

contain the bit depth of the audio according to the follow ng table.
The next bit is reserved and MJST be zero.

[ sl s et
| Value | Bit Depth |
| Ob0O00O | Bit depth only stored in the stream nfo metadata bl ock
R, o m e e e e e e e e e e e e e e e e e e e e e e e e e e e mm e mmma oo +
| Ob001 | 8 bits per sanple |
S D . +
| Ob010 | 12 bits per sanple |
Fommma - T T T +
| Ob011 | Reserved |
R, o m e e e e e e e e e e e e e e e e e e e e e e e e e e e mm e mmma oo +
| Obl00 | 16 bits per sanple |
S D . +
| Ob101 | 20 bits per sanple |
Fommma - T T T +
| Ob110 | 24 bits per sample |
R, o m e e e e e e e e e e e e e e e e e e e e e e e e e e e mm e mmma oo +
| Obl11 | 32 bits per sanple |
S D . +

Table 17
9.1.5. Coded Number

Foll owi ng the reserved bit (starting at the fifth byte of the frane)
is either a sanple or a frane number, which will be referred to as
the coded nunmber. Wen dealing with variable block size streans, the
sampl e nunber of the first sanple in the frame is encoded. Wen the
file contains a fixed block size stream the frame nunber is encoded.
See Section 9.1 on the bl ocking strategy bit, which signals whether a
streamis a fixed block size streamor a variable block size stream
See al so Appendi x B. 1.

The coded nunber is stored in a variable-length code |ike UTF-8 as
defined in [ RFC3629] but extended to a maxi num of 36 bits unencoded
or 7 bytes encoded.

When a frame nunber is encoded, the value MJUST NOT be | arger than
what fits a value of 31 bits unencoded or 6 bytes encoded. Please
note that as most general purpose UTF-8 encoders and decoders foll ow
[ RFC3629], they will not be able to handl e these extended codes.
Furthernore, while UTF-8 is specifically used to encode characters,
FLAC uses it to encode nunmbers instead. To encode or decode a coded
nunber, follow the procedures in Section 3 of [ RFC3629], but instead
of using a character nunmber, use a frane or sanple number. In
addition, use the extended table below instead of the table in



Section 3 of [RFC3629].

1121210xx 10XXXXXX L1OXXXXXX L1OXXXXXX |
1OXXXXXX |

11121120x 210XXXXXX LOXXXXXX LOXXXXXX
L1OXXXXXX LOXXXXXX |

11111110 210xXXXXX L1OXXXXXX 1OXXXXXX |
10XXXXXX L1OXXXXXX LOXXXXXX |

Table 18

If the coded nunber is a franme nunber, it MJST be equal to the nunber
of franmes preceding the current frane. |If the coded nunber is a
sanpl e nunber, it MJST be equal to the nunber of sanples preceding
the current frame. |n a streamwhere these requirenents are not net,
seeking is not (reliably) possible.

For exanple, for a frame that belongs to a variable bl ock size stream
and has exactly 51 billion sanples preceding it, the coded nunber is
constructed as foll ows:

Cctets 1-5
Ob11111110 0Ob10101111 0Ob10011111 0Ob10110101 0b10100011
NANNNNAN NANNNNAN NANNNNAN NANNNNAN
| | | Bits 18-13
| | Bits 24-19
| Bits 30-25
Bits 36-31
Cctets 6-7
0b10111000 0b10000000
NANNNNNN NANNNNNN
Bits 6-1
Bits 12-7

A decoder that relies on the coded nunber during seeking could be
vul nerable to buffer overflows or getting stuck in an infinite | oop
if it seeks in a streamwhere the coded nunbers are not strictly
increasing or are otherwise not valid. See also Section 11

.1.6. Uncommon Bl ock Size

If the block size bits defined earlier in this section are 0b0110 or
0b0111 (unconmmon bl ock size mnus 1 stored), the block size mnus 1
foll ows the coded nunber as either an 8-bit or 16-bit unsigned nunber
coded bi g-endian. A value of 65535 (corresponding to a bl ock size of
65536) is forbidden and MUST NOT be used, because such a bl ock size
cannot be represented in the stream nfo netadata bl ock. A value from



0 up to (and including) 14, which corresponds to a block size from1l
to 15, is only valid for the last frane in a stream and MJST NOT be
used for any other franme. See also Section 8.2.

9.1.7. Unconmmmon Sanple Rate

If the sanple rate bits are 0b1100, 0b1101, or 0b1110 (uncommon
sanple rate stored), the sanple rate follows the uncomobn bl ock size
(or the coded nunber if no unconmon bl ock size is stored) as either
an 8-bit or a 16-bit unsigned nunber coded bi g-endi an.

The sanple rate MJUST NOT be 0 when the subfrane contains audio. A
sample rate of 0 MAY be used when non-audio is represented. See
Section 8.2 for details.

9.1.8. Frane Header CRC

Finally, an 8-bit CRC follows the frame/sanpl e nunber, an unconmon
bl ock size, or an uncomon sanple rate (depending on whether the
|latter two are stored). This CRCis initialized with 0 and has the
pol ynom al x"8 + x*2 + x*1 + x*0. This CRC covers the whole frane
header before the CRC, including the sync code

9.2. Subframes

Fol | owi ng the franme header are a nunber of subfranmes equal to the
number of audi o channels. Note that subfranes contain a bitstream

t hat does not necessarily have to be a whol e nunber of bytes, so only
the first subfrane starts at a byte boundary.

9.2.1. Subfranme Header

Each subframe starts with a header. The first bit of the header MJST
be 0, followed by 6 bits that describe which subfrane type is used
according to the following table, where v is the value of the 6 bits
as an unsi gned nunber.

[ s sy e p—p—
| Val ue | Subfranme Type |
| Ob000000O | Constant subframe |
Tt o e e e e e e e e e e e e e e e e e e e e e emaeao - +
| Ob000001 | Verbatim subfrane |
o e e e e m oo oo oo e o e e e e e e e e e e e e e e e m e mm i m—— oo oo +

| Ob001000 - 0b001100 | Subframe with a fixed predictor of order |
| | v-8; i.e., 0, 1, 2, 3 or 4 |

| Ob100000 - 0b111111 | Subframe with a linear predictor of order |
| | v-31; i.e., 1 through 32 (inclusive) |

Tabl e 19

Fol I owi ng the subframe type bits is a bit that flags whether the
subfrane uses any wasted bits (see Section 9.2.2). |If the flag bit
is 0, the subframe doesn’t use any wasted bits and the subfrane
header is conplete. |If the flag bit is 1, the subframe uses wasted
bits and the nunber of used wasted bits mnus 1 appears in unary
form directly following the flag bit.

9.2.2. Wasted Bits per Sanple



Most unconpressed audio file formats can only store audi o sanpl es
with a bit depth that is an integer nunber of bytes. Sanples in
which the bit depth is not an integer nunber of bytes are usually
stored in such formats by padding themw th | east-significant zero
bits to a bit depth that is an integer nunber of bytes. For exanple,
shifting a 14-bit sample right by 2 pads it to a 16-bit sanple, which
then has two zero least-significant bits. 1In this specification,
these least-significant zero bits are referred to as wasted bits per
sanple or sinply wasted bits. They are wasted in the sense that they
contain no information but are stored anyway.

The FLAC format can optionally take advantage of these wasted bits by
signaling their presence and coding the subframe without them To do
this, the wasted bits per sanple flag in a subfrane header is set to
1 and the nunmber of wasted bits per sanple (k) mnus 1 follows the
flag in an unary encodi ng. For exanple, if k is 3, 0b001 foll ows.

If k =0, the wasted bits per sample flag is 0 and no unary-coded k
follows. In this docunment, if a subframe header signals a certain
nunber of wasted bits, it is said it "uses" these wasted bits.

If a subframe uses wasted bits (i.e., k is not equal to 0), sanples
are coded ignoring k least-significant bits. For exanple, if a frame
not enploying stereo decorrel ation specifies a sanple size of 16 bits
per sanple in the frame header and k of a subfranme is 3, sanples in
the subframe are coded as 13 bits per sanple. For nore details, see
Section 9.2.3 on how the bit depth of a subfrane is calculated. A
decoder MUST add k |east-significant zero bits by shifting left

(paddi ng) after decoding a subfrane sanple. |If the franme has left-
side, side-right, or md-side stereo, a decoder MJST perform paddi ng
on the subframes before restoring the channels to left and right.

The nunber of wasted bits per sanple MJST be such that the resulting
nunber of bits per sanple (of which the calculation is explained in
Section 9.2.3) is larger than zero.

Besi des audio files that have a certain nunber of wasted bits for the
whole file, audio files exist in which the nunber of wasted bits
varies. There are DVD Audi o discs in which blocks of samples have
had their least-significant bits selectively zeroed to slightly

i mprove the conpression of their otherw se | ossless Meridian Lossless
Packi ng codec; see [M.P]. There are also audi o processors like

| o0ssyWAV (see [l ossyWAV]) that zero a nunber of |east-significant
bits for a block of sanples, increasing the conpression in a non-

| ossl ess way. Because of this, the nunber of wasted bits k MAY
change between franes and MAY differ between subframes. |f the
nunber of wasted bits changes hal fway through a subfrane (e.g., the
first part has 2 wasted bits and the second part has 4 wasted bits),
the subframe uses the | owest nunber of wasted bits; otherw se, non-
zero bits would be discarded, and the process woul d not be | ossless.

.2.3. Constant Subfrane

In a constant subframe, only a single sanple is stored. This sanple
is stored as an integer nunmber coded big-endian, signed two's

compl enent. The nunber of bits used to store this sanple depends on
the bit depth of the current subframe. The bit depth of a subfrane
is equal to the bit depth as coded in the frane header (see

Section 9.1.4) mnus the nunmber of used wasted bits coded in the
subfrane header (see Section 9.2.2). |If a subframe is a side
subfrane (see Section 4.2), the bit depth of that subfrane is
increased by 1 bit.

.2.4. Verbatim Subfrane
A verbatim subframe stores all sanples unencoded in sequential order

See Section 9.2.3 on how a sanple is stored unencoded. The nunber of
sampl es that need to be stored in a subframe is provided by the bl ock



size in the franme header
9.2.5. Fixed Predictor Subframe

Five different fixed predictors are defined in the follow ng tabl e,
one for each prediction order O through 4. The table also contains a
derivation that explains the rationale for choosing these fixed
predictors.

| Oder | Prediction | Derivation |
| 0 | 0 | NA |
AR, T o e e e e e oo oo +
| 1 | a(n-1) | NA I
dememaas s e +
| 2 | 2 * a(n-1) - a(n-2) | a(n-1) + a'(n-1) |
N o e e e e e e e e e e e e e m e e o o e e e e e e oo +
| 3 | 3* a(n-1) - 3 * a(n-2) + a(n-3) | a(n-1) + a’(n-1) + |
I I | a " (n-1)

S D e R +
| 4 | 4 * a(n-1) - 6 * a(n-2) + 4 * | a(n-1) + a’ (n-1) + |
| | a(n-3) - a(n-4) | a’'(n-1) +a " (n-1) |
N o e e e e e e e e e e e e e m e e o o e e e e e e oo +

Tabl e 20
VWher e:

* nis the nunber of the sanple being predicted.
* a(n) is the sanple being predicted.
* a(n-1) is the sanple before the one being predicted.

* a(n-1) is the difference between the previous sanple and the
sampl e before that, i.e., a(n-1) - a(n-2). This is the cl osest
avail abl e first-order discrete derivative

* a’'(n-1) is a(n-1) - a (n-2) or the closest avail abl e second-
order discrete derivative

* a’'(n-1) is a’(n-1) - a’'(n-2) or the closest avail able third-
order discrete derivative

As a predictor nmakes use of sanples preceding the sanple that is
predicted, it can only be used when enough sanples are known. As
each subframe in FLAC is coded conpletely independently, the first
few sanpl es in each subfrane cannot be predicted. Therefore, a
nunber of so-called warmup sanples equal to the predictor order is
stored. These are stored unencoded, bypassing the predictor and
resi dual coding stages. See Section 9.2.3 on how sanples are stored
unencoded. The table bel ow defines how a fixed predictor subfrane
appears in the bitstream

[§ sl e s s oo e U
| Data | Description |
| s(n) | Unencoded warm up sanples (n = subfrane’s

| bits per sanple * predictor order). |
TS o e e e e e e e e e e e e e e e e e e e e mmmmmaa o - +
| Coded | Coded residual as defined in |
| residual | Section 9.2.7 |
S o m o e oo ieaiaaoo-- +

Table 21



Because fixed predictors are specified, they do not have to be
stored. The fixed predictor order, which is stored in the subfrane
header, specifies which predictor is used.

To encode a signal with a fixed predictor, each sanple has the
correspondi ng prediction subtracted and sent to the residual coder
To decode a signal with a fixed predictor, the residual is decoded,
and then the prediction can be added for each sanple. This neans
that decoding is necessarily a sequential process within a subfraneg,
as for each sanple, enough fully decoded previous sanpl es are needed
to cal cul ate the prediction.

For fixed predictor order 0, the prediction is always 0; thus, each
residual sanple is equal to its correspondi ng i nput or decoded
sanmple. The difference between a fixed predictor with order 0 and a
verbati m subframe is that a verbati msubframe stores all sanples
unencoded while a fixed predictor with order 0 has all its sanples
processed by the residual coder

The first-order fixed predictor is conparable to how differentia
pul se-code nodul ati on (DPCM encodi ng works, as the resulting
residual sanple is the difference between the correspondi ng sanpl e
and the sanmple before it. The higher-order fixed predictors can be
understood as polynom als fitted to the previous sanples.

.6. Linear Predictor Subfrane

Whereas fixed predictors are well suited for sinple signals, using a
(non-fixed) linear predictor on nore conplex signals can inprove
conmpression by making the residual sanples even smaller. There is a
certain trade-off, however, as storing the predictor coefficients
takes up space as well.

In the FLAC format, a predictor is defined by up to 32 predictor
coefficients and a shift. To forma prediction, each coefficient is
multiplied by its correspondi ng past sample, the results are sumed,
and this sumis then shifted. To encode a signal with a |inear

predi ctor, each sanple has the correspondi ng prediction subtracted
and sent to the residual coder. To decode a signal with a |inear
predictor, the residual is decoded, and then the prediction can be
added for each sanple. This means that decodi ng MJST be a sequenti al
process within a subfranme, as enough decoded sanples are needed to
calculate the prediction for each sanple.

The tabl e bel ow defines how a linear predictor subframe appears in
the bitstream

[} gy e p—p—p—p—(—(——(——(———————(—(—————————————(———————r
| Data | Description |
[ sl e sl
| s(n) | Unencoded warmup sanples (n =

| | subframe’s bits per sample * LPC order). |
Fomm oo - o m e e e e e e e e e e e e e e e e e e e e e e e e e o +
| u(4) | (Predictor coefficient precision in |
| | bits)-1 (Note: 0Obl111 is forbidden).
S o m e e e e e e e e e e e e e e mee—ooon +
| s(5) | Prediction right shift needed in bits |
S o m m e e e e e e e e e e e e e eee— oo s +
| s(n) | Predictor coefficients (n = predictor

| | coefficient precision * LPC order). |
TS T +
| Coded | Coded residual as defined in |

| residual | Section 9.2.7. |



Tabl e 22

See Section 9.2.3 on how the warmup sanples are stored unencoded.
The predictor coefficients are stored as an integer nunmber coded big-
endi an, signed two’'s conpl enent, where the nunmber of bits needed for
each coefficient is defined by the predictor coefficient precision
VWhile the prediction right shift is signed two's complenent, this
nunber MUST NOT be negative; see Appendix B.4 for an expl anation why
this is.

Pl ease note that the order in which the predictor coefficients appear
in the bitstream corresponds to which *past* sanple they bel ong to.
In other words, the order of the predictor coefficients is opposite
to the chronol ogical order of the sanples. So, the first predictor
coefficient has to be nmultiplied with the sanple directly before the
sanple that is being predicted, the second predictor coefficient has
to be nultiplied with the sanple before that, etc.

.2.7. Coded Residua

The first two bits in a coded residual indicate which coding nethod
is used. See the table bel ow

| Val ue | Description |
[S s sl e s s e
| O0b0OO | Partitioned Rice code with 4-bit paraneters
S o m m e e e e e e e e e e e e e e e e e em e eaao o +
| ObO1 | Partitioned Rice code with 5-bit paraneters
o m e e e oo - et +
| Ob10 - Obll | Reserved |
S oo e e e e e e e e e e e e e e e e e e e e oo +
Tabl e 23

Bot h defined codi ng met hods work the sane way but differ in the
nunber of bits used for Rice paraneters. The 4 bits that directly
follow the coding nmethod bits formthe partition order, which is an
unsi gned nunber. The rest of the coded residual consists of
2"(partition order) partitions. For exanple, if the 4 bits are
0b1000, the partition order is 8, and the residual is split up into
278 = 256 partitions.

Each partition contains a certain nunber of residual sanples. The
nunber of residual sanples in the first partition is equal to (bl ock
size >> partition order) - predictor order, i.e., the block size

di vided by the nunber of partitions mnus the predictor order. In
all other partitions, the number of residual sanples is equal to
(block size >> partition order).

The partition order MJST be such that the block size is evenly
divisible by the nunber of partitions. This neans, for exanple, that
only partition order 0 is allowed for all odd block sizes. The
partition order also MJST be such that the (block size >> partition
order) is larger than the predictor order. This nmeans, for exanple,
that with a block size of 4096 and a predictor order of 4, the
partition order cannot be | arger than 9.

Each partition starts with a parameter. |f the coded residual of a
subfrane is one with 4-bit Rice paranmeters (see Table 23), the first
4 bits of each partition are either a Rice paraneter or an escape
code. These 4 bits indicate an escape code if they are 0bl111l
otherwi se, they contain the Rice paraneter as an unsigned nunber. |If
the coded residual of the current subfranme is one with 5-bit Rice
paraneters, the first 5 bits of each partition indicate an escape
code if they are 0b11111; otherw se, they contain the Rice paraneter



as an unsi gned nunber as well.
9.2.7.1. Escaped Partition

If an escape code was used, the partition does not contain a

vari abl e-1 ength Ri ce-coded residual; rather, it contains a fixed-

| ength unencoded residual. Directly follow ng the escape code are 5
bits containing the nunber of bits with which each residual sanple is
stored, as an unsigned nunber. The residual sanples thenselves are
stored signed two’'s conplenent. For exanple, when a partition is
escaped and each residual sanmple is stored with 3 bits, the nunber -1
is represented as 0Obl11

Note that it is possible that the nunber of bits with which each
sanple is stored is 0, which neans that all residual sanples in that
partition have a value of 0 and that no bits are used to store the
sanples. In that case, the partition contains nothing except the
escape code and 0b0000O.

9.2.7.2. Rice Code

If a Rice paraneter was provided for a certain partition, that
partition contains a R ce-coded residual. The residual sanples,

whi ch are signed nunbers, are represented by unsigned nunbers in the
Ri ce code. For positive nunbers, the representation is the nunber
doubl ed. For negative nunbers, the representation is the nunber
multiplied by -2 and with 1 subtracted. This representation of
signed nunbers is al so known as zi gzag encoding. The zi gzag-encoded
residual is called the fol ded residual

Each fol ded residual sanple is then split into two parts, a nost-
significant part and a least-significant part. The Ri ce paraneter at
the start of each partition determ nes where that split lies: it is
the number of bits in the least-significant part. Each residua
sample is then stored by coding the nost-significant part as unary,
followed by the | east-significant part as binary.

For exanple, take a partition with Rice paraneter 3 containing a
fol ded residual sanple with 38 as its value, which is 0b100110 in
binary. The nobst-significant part is 0bl100 (4) and is stored in
unary formas 0b00001. The least-significant part is 0bl110 (6) and
is stored as is. The Rice code word is thus 0b00001110. The Rice
code words for all residual sanples in a partition are stored
consecutively.

To decode a Rice code word, zero bits nust be counted unti
encountering a one bit, after which a nunber of bits given by the

Ri ce paranmeter nust be read. The count of zero bits is shifted left
by the Rice paraneter (i.e., multiplied by 2 raised to the power Rice
paraneter) and bitwise ORed with (i.e., added to) the read val ue.
This is the folded residual value. An even folded residual value is
shifted right 1 bit (i.e., divided by 2) to get the (unfolded)
residual value. An odd folded residual value is shifted right 1 bit
and then has all bits flipped (1 added to and divided by -2) to get
the (unfol ded) residual value, subject to negative nunbers being
signed two's conpl enent on the decodi ng nmachi ne.

Appendi x D shows decodi ng of a conpl ete coded residual
9.2.7.3. Residual Sample Value Limt

Al'l residual sanple values MJIST be representable in the range offered
by a 32-bit integer, signed one's conplenent. Equivalently, al
residual sanple values MJST fall in the range offered by a 32-bit

i nteger signed two’s conpl ement, excluding the nost negative possible
val ue of that range. This neans residual sanple values MJST NOT have
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an absol ute value equal to, or larger than, 2 to the power 31. A
FLAC encoder MJUST nmeke sure of this. |f a FLAC encoder is, for a
certain subfrane, unable to find a suitable predictor for which all
residual sanples fall within said range, it MJST default to witing a
verbati m subframe. Appendi x A explains in which circunstances
residual sanples are already inplicitly representable in said range;
thus, an additional check is not needed.

The reason for this limt is to ensure that decoders can use 32-bit

i nt egers when processing residuals, sinplifying decoding. The reason
the nmost negative value of a 32-bit integer signed two's conpl enent
is specifically excluded is to prevent decoders fromhaving to

i npl ement specific handling of that value, as it cannot be negated
within a 32-bit signed integer, and nost library routines calculating
an absol ute val ue have undefi ned behavi or for processing that val ue.

Frame Footer

Foll owi ng the |l ast subfranme is the frame footer. |If the |ast
subframe is not byte aligned (i.e., the nunmber of bits required to
store all subfranes put together is not divisible by 8), zero bits
are added until byte alignnment is reached. Following this is a
16-bit CRC, initialized with O, with the polynonial x"16 + x"15 + x"2
+ x*0. This CRC covers the whole frame, excluding the 16-bit CRC but
i ncluding the sync code.

Cont ai ner Mappi ngs

The FLAC format can be used without any container, as it already
provi des for the nost basic features normally associated with a
container. However, the functionality this basic container provides
is rather limted, and for nore advanced features (such as conbining
FLAC audio with video), it needs to be encapsul ated by a nore capable
container. This presents a problem because of these container
features, the FLAC format m xes data that belongs to the encoded data
(l'i ke block size and sanple rate) with data that belongs to the
container (like checksum and tinmecode). The choice was nmade to
encapsul ate FLAC frames as they are, which neans sone data will be
duplicated and potentially deviating between the FLAC frames and the
encapsul ati ng cont ai ner

As FLAC franes are conpl etely i ndependent of each other, container
format features handling dependencies do not need to be used. For
exanpl e, all FLAC frames enbedded in Matroska are marked as keyfranes
when they are stored in a SinpleBlock, and tracks in an MP4 file
contai ning only FLAC frames do not need a sync sanpl e box.

1. Ogg Mapping

The Ogg container format is defined in [RFC3533]. The first packet
of a logical bitstreamcarrying FLAC data is structured according to
the follow ng table.

| Data | Description |
[ b pusesfemsfumeley s s sy o}
| 5 | Bytes Ox7F 0x46 0x4C 0x41 0x43 (as al so defined by |
| bytes | [ RFC5334]). |
S o m m e e e e e e e e e e e e e e e e e e e e e e e e e ee oo +
| 2 | Version number of the FLAC-in-Qgg mappi ng. These bytes

| bytes | are 0x01 0x00, neaning version 1.0 of the nmapping. |
R S +
| 2 | Nurber of header packets (excluding the first header |
| bytes | packet) as an unsigned nunber coded bi g-endi an. |
S o m m e e e e e e e e e e e e e e e e e e e e e e e e e ee oo +
| 4 | The flLaC signature. |
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R S +
| 4 | A netadata bl ock header for the stream nfo netadata |
| bytes | bl ock. |
S o m o o e e +
| 34 | A streamnminfo netadata bl ock |
| bytes | |
R S +
Tabl e 24

The nunber of header packets MAY be 0, which neans the number of
packets that follow is unknown. This first packet MJUST NOT share a
Qgg page with any other packets. This nmeans the first page of a

| ogi cal stream of FLAC-in-Qgg is always 79 bytes.

Fol I owi ng the first packet are one or nore header packets, each of

whi ch contains a single netadata bl ock. The first of these packets
SHOULD be a Vorbis comrent netadata bl ock for historic reasons. This
is contrary to unencapsul ated FLAC streans, where the order of

nmet adata bl ocks is not inportant except for the stream nfo netadata
bl ock and where a Vorbis conment netadata block is optional

Fol I owi ng the header packets are audi o packets. FEach audi o packet
contains a single FLAC frame. The first audi o packet MJST start on a
new Ogg page, i.e., the last netadata bl ock MIUST finish its page

bef ore any audi o packets are encapsul at ed.

The granul e position of all pages containing header packets MJST be

0. For pages containing audi o packets, the granule position is the

nunber of the last sanple contained in the |ast conpl eted packet in

the franme. The sanpl e nunbering considers interchannel sanmples. |If
a page contains no packet end (e.g., when it only contains the start
of a large packet that continues on the next page), then the granule
position is set to the nmaxi mum val ue possible, i.e., OxFF OxFF OxFF

OxFF OxFF OxFF OxFF OxFF

The granul e position of the first audio data page with a conpl eted
packet MAY be |arger than the nunber of sanples contained in packets
that conplete on that page. In other words, the apparent sanple
number of the first sanple in the streamfollowing fromthe granule
position and the audio data MAY be larger than 0. This allows, for
exanple, a server to cast a live streamto several clients that
joined at different nonents without rewiting the granule position
for each client.

If an audio streamis encoded where audi o properties (sanple rate,
nunber of channels, or bit depth) change at sone point in the stream
this should be dealt with by finishing encoding of the current Ogg
stream and starting a new Ogg stream concatenated to the previous
one. This is called chaining in Ogg. See the Ogg specification

[ RFC3533] for details.

2. Matroska Mapping

The Matroska container format is defined in [RFCO559]. The codec ID
(EBML path \ Segnent\ Tracks\ TrackEnt ry\ Codecl D) assigned to signa
tracks carrying FLAC data is A FLAC in ASCII. Al FLAC data before
the first audio frame (i.e., the fLaC ASCI| signature and all

met adat a bl ocks) is stored as CodecPrivate data (EBM. path

\ Segment \ Tr acks\ Tr ackEnt r y\ CodecPri vate).

Each FLAC frane (including all of its subfranes) is treated as a
single frane in the context of Matroska.

If an audio streamis encoded where audi o properties (sanple rate,
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nunber of channels, or bit depth) change at sone point in the stream
this should be dealt with by finishing the current Matroska segnent
and starting a new one with the new properti es.

3. 1SO Base Media File Format (MP4) Mapping

The full encapsul ation definition of FLAC audio in MP4 files was
deemed too extensive to include in this docunent. A definition
docunent can be found at [ FLAGC i n-MP4-specification].

Security Considerations

Li ke any other codec (such as [RFC6716]), FLAC should not be used
with insecure ciphers or cipher nodes that are vul nerable to known
pl ai ntext attacks. Sone of the header bits, as well as the padding,
are easily predictable.

I mpl enent ati ons of the FLAC codec need to take appropriate security
considerations into account. Section 2.1 of [RFC4732] provides
general information on DoS attacks on end systens and descri bes sone
mtigation strategies. Areas of concern specific to FLAC foll ow.

It is extrenmely inportant for the decoder to be robust against
mal f or med payl oads. Payl oads that do not conformto this

speci ficati on MUST NOT cause the decoder to overrun its allocated
menory or take an excessive anpount of resources to decode. An
overrun in allocated nmenory could lead to arbitrary code execution by
an attacker. The same applies to the encoder, even though probl ens
with encoders are typically rarer. Ml forned audi o streanms MJST NOT
cause the encoder to m sbehave because this would allow an attacker
to attack transcodi ng gat eways.

As with all conpression al gorithns, both encodi ng and decodi ng can
produce an output mnuch larger than the input. For decoding, the nopst
extreme possible case of this is a frane with ei ght constant
subfranes of block size 65535 and coding for 32-bit PCM This frame
is only 49 bytes in size but codes for nore than 2 negabytes of
unconpressed PCM data. For encoding, it is possible to have an even
| arger size increase, although such behavior is generally considered
faulty. This happens if the encoder chooses a Rice paraneter that
does not fit with the residual that has to be encoded. |In such a
case, very long unary-coded synbols can appear (in the nost extreme
case, nore than 4 gi gabytes per sanple). Decoder and encoder

i npl ementors are advised to take precautions to prevent excessive
resource utilization in such cases.

Where netadata is handl ed, inplenentors are advised to either
thoroughly test the handling of extrene cases or inpose reasonable
limts beyond the imts of this specification. For exanple, a
single Vorbis coment netadata bl ock can contain mllions of valid
fields. It is unlikely such alinmt is ever reached except in a
potentially malicious file. Likew se, the nedia type and description
of a picture nmetadata bl ock can be millions of characters I|ong,
despite there being no reasonabl e use of such contents. One possible
use case for very long character strings is in lyrics, which can be
stored in Vorbis coment netadata bl ock fields

Various kinds of netadata bl ocks contain length fields or field
counts. Wile reading a block follow ng these |lengths or counts, a
decoder MJST meke sure higher-level |engths or counts (nost
inmportantly, the length field of the nmetadata bl ock itself) are not
exceeded. As sone of these length fields code string | engths and
menory nust be allocated for that, parsers MJST first verify that a
block is valid before allocating nenory based on its contents, except
when explicitly instructed to sal vage data froma mal formed file.
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Met adat a bl ocks can al so contain references, e.g., the picture

met adata bl ock can contain a URI. When following a URI, the security
consi derations of [RFC3986] apply. Applications MJST obtain explicit
user approval to retrieve resources via renote protocols. Follow ng
external URIs introduces a tracking risk fromon-path observers and
the operator of the service hosting the URI. Likew se, the choice of
schenme, if it isn't protected |ike https, could also introduce
integrity attacks by an on-path observer. A malicious operator of
the service hosting the URI can return arbitrary content that the
parser will read. Al so, such retrievals can be used in a DDoS attack
when the URI points to a potential victim Therefore, applications
need to ask user approval for each retrieval individually, take extra
precautions when parsing retrieved data, and cache retrieved
resources. Applications MJIST obtain explicit user approval to
retrieve local resources not |ocated in the sane directory as the
FLAC file being processed. Since relative URIs are pernitted,
appl i cations MJST guard against directory traversal attacks and guard
against a violation of a sane-origin policy if such a policy is being
enf or ced.

Seeking in a FLAC streamthat is not in a container relies on the
coded nunber in frane headers and optionally a seek table netadata
bl ock. Parsers MJST enpl oy thorough checks on whether a found coded
nunber or seek point is at all possible, e.g., whether it is within
bounds and not directly contradicting any other coded nunber or seek
poi nt that the seeking process relies on. Wthout these checks,
seeki ng mght get stuck in an infinite | oop when nunbers in franes
are non-consecutive or otherw se not valid, which could be used in
DoS att acks.

I mpl enentors are advised to enploy fuzz testing conbined with
different sanitizers on FLAC decoders to find security problens.
Ignoring the results of CRC checks inproves the efficiency of decoder
fuzz testing.

See [ FLAC- decoder-testbench] for a non-exhaustive list of FLAC files
with extreme configurations that |lead to crashes or reboots on sone
known inpl enentations. Besides providing a starting point for
security testing, this set of files can also be used to test
conformance with this specification.

FLAC files may contain executabl e code, although the FLAC format is
not designed for it and it is uncommon. One use case where FLAC is
occasionally used to store executabl e code is when conpressing i nages
of m xed-nmode CDs, which contain both audio and non-audi o data, the
non- audi o portion of which can contain executable code. In that

case, the executable code is stored as if it were audio and is
potentially obscured. O course, it is also possible to store
execut abl e code as netadata, for example, as a Vorbis comrent with
hel p of a binary-to-text encoding or directly in an application

nmet adat a bl ock. Applications MJUST NOT execute code contained in FLAC
files or present parts of FLAC files as executable code to the user,
except when an application has that explicit purpose, e.g.,
applications reading FLAC files as disc images and presenting it as a
virtual disc drive.

I ANA Consi derations
Per this docunent, | ANA has regi stered one new nedia type ("audio/
flac") and created a new | ANA registry, as described in the
subsecti ons bel ow.

1. Media Type Registration

I ANA has registered the "audio/flac" nmedia type as follows. This
media type is applicable for FLAC audio that is not packaged in a
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contai ner as described in Section 10. FLAC audi o packaged in such a
container will take on the nedia type of that container, for exanple,
"audi o/ ogg" when packaged in an Ogg contai ner or "video/ np4" when
packaged in an MP4 contai ner alongside a video track

Type name: audio

Subtype name: flac

Required paraneters: NA

Optional parameters: NA

Encodi ng considerations: as per RFC 9639

Security considerations: See the security considerations in
Section 11 of RFC 9639.

Interoperability considerations: See the descriptions of past format
changes in Appendix B of RFC 9639

Publ i shed specification: RFC 9639

Applications that use this nmedia type: FFnpeg, Apache, Firefox
Fragnment identifier considerations: NA

Addi tional infornation:

Deprecated alias names for this type: audio/x-flac

Magi ¢ nunber(s): fLaC

File extension(s): flac

Maci ntosh file type code(s): NA

Uniform Type ldentifier: org.xiph.flac confornms to public.audio
W ndows Cipboard Format Nane: audio/flac

Person & emai|l address to contact for further information: |ETF
CELLAR Working Group (cellar@etf.org)

I ntended usage: COMVON

Restrictions on usage: NA

Aut hor: | ETF CELLAR Wirki ng G oup

Change controller: Internet Engineering Task Force (iesg@etf.orqg)
2. FLAC Application Metadata Block I Ds Registry

I ANA has created a new registry called the "FLAC Application Metadata
Bl ock I Ds" registry. The values correspond to the 32-bit identifier
described in Section 8.4.

To register a new application IDin this registry, one needs an
application ID, a description, an optional reference to a docunent
describing the application ID, and a Change Controller (IETF or enmil
of registrant). The application IDs are allocated according to the
"First Cone First Served" policy [RFC8126] so that there is no

i mpedi ment to registering any application IDs the FLAC conmunity
encounters, especially if they were used in audio files but were not
regi stered when the audio files were encoded. An application ID can
be any 32-bit value but is often conposed of 4 ASCI|I characters that
are human-readabl e.

The initial contents of "FLAC Application Metadata Bl ock |Ds"
registry are shown in the table below. These initial values were



taken fromthe registration page at xiph.org (see

[ID-registrat

E oo e e g el st oo
| Appl i cation| ASCI | | Descri ption| Ref erence

| 1D | Rendition | |

I | (1f I I

| | Avai | abl e) | |

E e el e el et oo e
| 0x41544348 | ATCH | Fl acFil e | [Fl acFil e],

| | | | 9639
R TS R +

| 0x42534F4C | BSCL | beSol o | RFC 9639

Fomm e Fomm e o Fomm e oo
| 0x42554753 | BUGS | Bugs Pl ayer | RFC 9639
R o R S
| 0x43756573 | Cues | Gol dwave | RFC 9639

| | | cue points |

S TS S R
| 0x46696361 | Fica | CUE | RFC 9639

| | | Splitter |

R o R S
| 0x46746F6C | Ft ol | flac-tools | RFC 9639
R TS R o e e -
| Ox4D4F5442 | MOTB | MOTB | RFC 9639

| | | Met aCzar |

S o a S oo
| 0x4D505345 | MPSE | MP3 Stream | RFC 9639

| | | Edi t or |

R TS R o e e -
| 0x4D754D4C | MUML | Musi cM: | RFC 9639

| | | Musi c |

| | | Met adat a |

| | | Language |

N Fomm oo - N S
| 0x52494646 | Rl FF | Sound | RFC 9639

| | | Devi ces |

| | | REFF chunk |

| | | st orage |

R o R S
| 0x5346464C | SFFL | Sound Font | RFC 9639

| | | FLAC |

S TS S R
| OX534F4E59 | SONY | Sony | RFC 9639

| | | Creative |

| | | Sof t war e |

N Fomm oo - N S
| 0x5351455A | SQEZ | fl acsqueeze| RFC 9639
S TS S R
| O0x54745776 | Tt W | Twi st edWave| RFC 9639
S o a S oo
| 0x55495453 | U TS |UTS | RFC 9639

| | | Enbeddi ng |

| | | t ool s |

S TS S R
| 0x61696666 |aiff | FLAC Al FF | [ For ei gn- net adat a] ,
| | | chunk | RFC 9639

| | | st orage |

N Fomm oo - N S
| 0x696D6167 |i mag | fl ac-i mge | RFC 9639
S TS S R
| 0Xx7065656D | peem | Par seabl e | RFC 9639

| | | Enbedded |

| | | Ext ensi bl e |

i on- page]),

which is no |longer being nmaintained as it
has been replaced by this registry.

| Met adat a |

Change
Controller

m
_|
M

+ -III-____ +
1]
1]
1]
1]
1]
1]
1]
1]
]

+

+
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| 0x71667374 | gf st | QFLAC | RFC 9639 | 1 ETF

| | | St udi o | |

S S S Fom oo S

| 0x72696666 |riff | FLAC RIFF |[Foreign-netadata], || ETF

| | | chunk | RFC 9639 |

| | | st orage |

S TS S o e e e e oo TS

| OX74756E65 |tune | TagTuner | RFC 9639 | 1 ETF

S S L Fom oo S

| 0x77363420 | w64 | FLAC Wave64| [ Forei gn- et adata], | | ETF

| | | chunk | RFC 9639 |

| | | st orage |

S TS S o e e e e oo TS

| 0x78626174 | xbat | XBAT | RFC 9639 | 1 ETF

S S S Fom oo S

| 0x786D6364 | xncd | xned | RFC 9639 | 1 ETF

N Fomm oo - N o e e e e oo oo Fomm oo -
Tabl e 25
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Appendi x A.  Nurerical Considerations

In order to maintain |ossless behavior, all arithnetic used in
encodi ng and decodi ng sanpl e val ues nust be done with integer data
types to elinmnate the possibility of introducing rounding errors
associated with floating-point arithmetic. Use of floating-point
representations in analysis (e.g., finding a good predictor or Rice
paraneter) is not a concern as long as the process of using the found
predi ctor and Rice paraneter to encode audi o sanmples is inplenented
with only integer math.

Furthernore, the possibility of integer overflow can be elimnated by
usi ng data types that are | arge enough. Choosing a 64-bit signed
data type for all arithmetic involving sanple val ues woul d nake sure
the possibility for overflowis elimnated, but usually, smaller data
types are chosen for increased perfornmance, especially in enbedded
devices. This appendi x provi des guidelines for choosing the
appropriate data type for each step of encodi ng and decodi ng FLAC
files.

In this appendi x, signed data types are signed two’'s conpl enent.
A.1. Deternmining the Necessary Data Type Size

To find the smallest data type size that is guaranteed not to
overflow for a certain sequence of arithnetic operations, the

combi nation of val ues producing the |argest possible result should be
consi der ed.

For exanple, if two 16-bit signed integers are added, the |argest
possible result fornms if both values are the |argest number that can
be represented with a 16-bit signed integer. To store the result, a
signed integer data type with at least 17 bits is needed. Simlarly,
when adding 4 of these values, 18 bits are needed; when adding 8, 19
bits are needed, etc. 1In general, the nunber of bits necessary when
addi ng nunbers together is increased by the | og base 2 of the nunber
of values rounded up to the nearest integer. So, when adding 18
unknown val ues stored in 8-bit signed integers, we need a signed
integer data type of at least 13 bits to store the result, as the |og
base 2 of 18 rounded up is 5.

When mul tiplying two nunbers, the nunber of bits needed for the
result is the size of the first number plus the size of the second
nunber. For example, if a 16-bit signed integer is nultiplied by
anot her 16-bit signed integer, the result needs at least 32 bits to
be stored wi thout overflowing. To showthis in practice, the |argest
signed value that can be stored in 4 bits is -8. (-8)*(-8) is 64,

whi ch needs at least 8 bits (signed) to store.

A.2. Stereo Decorrelation

When stereo decorrelation is used, the side channel will have one
extra bit of bit depth; see Section 4.2.

This means that while 16-bit signed integers have sufficient range to
store sanples froma fully decoded FLAC frane with a bit depth of 16
bits, the decoding of a side subframe in such a file will need a data
type with at least 17 bits to store decoded subfrane sanpl es before
undoi ng stereo decorrel ation

Most FLAC decoders store decoded (subframe) sanples as 32-bit val ues,
which is sufficient for files with bit depths up to (and incl uding)
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31 bits.
Predi ction

A prediction (which is used to calcul ate the residual on encodi ng or
added to the residual to calculate the sanmple value on decoding) is
formed by multiplying and summ ng precedi ng sanple values. In order
to elimnate the possibility of integer overflow the conbination of
precedi ng sanpl e val ues and predictor coefficients producing the

| ar gest possi bl e val ue shoul d be consi dered.

To determine the size of the data type needed to calculate either a
resi dual sanple (on encoding) or an audi o sanpl e val ue (on decodi ng)
in a fixed predictor subfranme, the nmaxi num possi bl e val ue for these
is calculated as described in Appendix A 1 and in the follow ng
table. For exanple, if a frane codes for 16-bit audio and has sone
formof stereo decorrelation, the subfrane coding for the side
channel would need 16+1+3 bits if a third-order fixed predictor is
used.

[ Rttty el pl ety Pl pp—p—j—_—
| Order | Calculation of Residual | Sanple Values | Extra

| | | Summed | Bits

[ el eyl Ll Ll o
| O | a(n) | 1 | O I
+------- I T i i I +------- +
| 1 | a(n) - a(n-1) | 2 | 1 I
+------- T e I A N I I T +------- +
| 2 | a(n) - 2 * a(n-1) + a(n-2) | 4 | 2 |
+------- I e i +------- +
| 3 | a(n) - 3 * a(n-1) + 3 * | 8 | 3 |
I | a(n-2) - a(n-3) I I I
+------- I T T I I i +------- +
| 4 | a(n) - 4 * a(n-1) + 6 * | 16 | 4 |
| | a(n-2) - 4 * a(n-3) + a(n-4) | | |
+------- I e i +------- +

Tabl e 26
Wher e:

* nis the nunber of the sanple being predicted.
* a(n) is the sanple being predicted.

* a(n-1) is the sanple before the one being predicted, a(n-2) is the
sampl e before that, etc.

For subfranes with a linear predictor, the calculationis alittle
nmore conplicated. Each prediction is the sumof severa

mul tiplications. Each of these multiply a sanple value with a

predi ctor coefficient. The extra bits needed can be cal cul ated by
addi ng the predictor coefficient precision (in bits) to the bit depth
of the audio samples. To account for the summ ng of these
multiplications, the | og base 2 of the predictor order rounded up is
added.

For exanple, if the sanple bit depth of the source is 24, the current
subfrane encodes a side channel (see Section 4.2), the predictor
order is 12, and the predictor coefficient precision is 15 bits, the
m ni mum required size of the used signed integer data type is at

least (24 + 1) + 15 + ceil (1 0g2(12)) = 44 bits. As another exanple,
with a side-channel subfrane bit depth of 16, a predictor order of 8,
and a predictor coefficient precision of 12 bits, the m ninum

requi red size of the used signed integer data type is (16 + 1) + 12 +
ceil (10g2(8)) = 32 bhits.
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B. 1.

Resi dua

As stated in Section 9.2.7, an encoder nust make sure residua

sanmpl es are representable by a 32-bit integer, signhed tw's

compl enent, excluding the nost negative value. As in the previous
section, it is possible to cal cul ate when residual sanples already
inmplicitly fit and when an additional check is needed. This inplicit
fit is achieved when residuals would fit a theoretical 31-bit signed
integer, as that satisfies both of the nentioned criteria. Wen this
inmplicit fit is not achieved, all residual values nust be cal cul ated
and checked i ndi vi dual | y.

For the residual of a fixed predictor, the maxi nrumresidual sanple
size was already calculated in the previous section. However, for a
linear predictor, the prediction is shifted right by a certain
amount.  The number of bits needed for the residual is the nunber of
bits calculated in the previous section, reduced by the prediction
right shift, and increased by one bit to account for the subtraction
of the prediction fromthe current sanple on encoding.

Taki ng the | ast exanple of the previous section, where 32 bits were
needed for the prediction, the required data type size for the
residual sanples in case of a right shift of 10 bits would be 32 - 10
+ 1 = 23 bits, which means it is not necessary to performthe

af orenenti oned check.

As anot her exanpl e, when encoding 32-bit PCMwith fixed predictors,
all predictor orders nmust be checked. While the zero-order fixed
predictor is guaranteed to have residual sanples that fit a 32-bit
signed integer, it mght produce a residual sanple value that is the
nost negative representabl e value of that 32-bit signed integer

Note that on decoding, while the residual sanple values are limted
to the aforenmenti oned range, the predictions are not. This nmeans
that while the decoding of the residual sanples can happen fully in
32-bit signed integers, decoders must be sure to execute the addition
of each residual sanple to its acconpanying prediction with a signed
i nteger data type that is w de enough, as w th encoding.

Ri ce Codi ng

When folding (i.e., zigzag encoding) the residual sanple values, no
extra bits are needed when the absol ute val ue of each residual sanple
is first stored in an unsigned data type of the size of the |ast

step, then doubl ed, and then has one subtracted dependi ng on whet her
the residual sanple was positive or negative. However, nany

i npl ement ati ons choose to require one extra bit of data type size so
zi gzag encodi ng can happen in one step without a cast instead of the
procedure described in the previous sentence.

endi x B. Past Format Changes

This informational appendi x docunments the changes made to the FLAC
format over the years. This information m ght be of use when
encountering FLAC files that were made with software foll owi ng the
format as it was before the changes docunented in this appendi x.

The FLAC format was first specified in Decenber 2000, and the
bitstream format was considered frozen with the rel ease of FLAC 1.0
(the reference encoder/decoder) in July 2001. Only changes made
since this first stable release are considered in this appendi x.
Changes nade to the FLAC streanmabl e subset definition (see Section 7)
are not consi dered.

Addition of Blocking Strategy Bit



Per haps the | argest backwards-inconpati bl e change to the
specification was published in July 2007. Before this change,

vari abl e bl ock size streans were not explicitly marked as such by a
flag bit in the frame header. A decoder had two ways to detect a
vari abl e bl ock size stream by conparing the nini mum and maxi mum

bl ock sizes in the stream nfo netadata bl ock (which are equal for a
fixed block size strean) or by detecting a change of bl ock size
during a streamif a decoder did not receive a stream nfo netadata
bl ock, which could not happen at all in theory. As the meaning of
the coded number in the frane header depends on whether or not a
stream has a variabl e bl ock size, this presented a problem the
meani ng of the coded nunber could not be reliably determned. To fix
this problem one of the reserved bits was changed to be used as a
bl ocking strategy bit. See also Section 9.1

Along with the addition of a new flag, the nmeaning of the bl ock size
bits (see Section 9.1.1) was subtly changed. Initially, block size
bits patterns 0b0001-0b0101 and 0b1000-0b1111 could only be used for
fixed block size streanms, while 0b0110 and 0b0111 coul d be used for
both fixed bl ock size and variable bl ock size streans. Wth this
change, these restrictions were lifted, and patterns 0b0001-0b1111
are now used for both variable block size and fixed bl ock size
streans.

B.2. Restriction of Encoded Residual Sanples

Anot her change to the specification was deemed necessary during
standardi zati on by the CELLAR Working G oup of the IETF. As
specified in Section 9.2.7, alimt is inposed on residual sanples.
This limt was not specified prior to the | ETF standardi zation
effort. However, as far as was known to the working group, no FLAC
encoder at that tinme produced FLAC files containing residual sanples
exceeding this limt. This is nostly because it is very unlikely to
encounter residual sanples exceeding this linmt when encoding 24-bit
PCM and encodi ng of PCMwi th higher bit depths was not yet

i npl emented in any known encoder. In fact, these FLAC encoders woul d
produce corrupt files upon being triggered to produce such residua
sanples, and it is unlikely any non-experinmental encoder would ever
do so, even when presented with crafted material. Therefore, it was
not expected that existing inplenmentations would be rendered non-
compliant by this change.

B.3. Addition of 5-Bit Rice Paraneters

One significant addition to the fornmat was the residual coding nethod
using 5-bit Rice paranmeters. Prior to publication of this addition
in July 2007, a partitioned Rice code with 4-bit Rice paraneters was
the only residual coding method specified. The range offered by this
codi ng nmet hod proved too small when encoding 24-bit PCM therefore, a
second residual coding nethod was specified that was identical to the
first, but with 5-bit Rice paraneters.

B.4. Restriction of LPC Shift to Non-negative Val ues

As stated in Section 9.2.6, the predictor right shift is a nunber
signed two's conpl enent, which MJUST NOT be negative. This is because
shifting a nunber to the right by a negative anmount is undefined
behavi or in the C programm ng | anguage standard. The intended
behavi or was that a positive nunber would be a right shift and a
negative nunber would be a left shift. The FLAC reference encoder
was changed in 2007 to not generate LPC subfranes with a negative
predictor right shift, as it turned out that the use of such
subfranes would only very rarely provide any benefit and the decoders
that were already widely in use at that point were not able to handle
such subfranes.



Appendix C. Interoperability Considerations

As docunented in Appendi x B, there have been sone changes and
additions to the FLAC format. Additionally, inplenentation of
certain features of the FLAC format took many years, neaning early
decoder inplenmentations could not be tested against files with these
features. Finally, many | ower-quality FLAC decoders only inplenent
just enough features required for playback of the nobst common FLAC
files.

Thi s appendi x provi des sone consi derations for encoder

i npl ementations aimng to create highly conpatible files. As this
topic is one that might change after this docunent is published,
consult [FLAC-wi ki-interoperability] for nore up-to-date information.

C.1. Features outside of the Streanmabl e Subset

As described in Section 7, FLAC specifies a subset of its
capabilities as the FLAC streanabl e subset. Certain decoders may
choose to only decode FLAC files confornming to the limtations

i nposed by the streanabl e subset. Therefore, naximum conpatibility
with decoders is achieved when the limtations of the FLAC streanabl e
subset are foll owed when creating FLAC fil es.

C.2. Variable Block Size

Because it is often difficult to find the optimal arrangenent of

bl ock sizes for maxi num conpressi on, nost encoders choose to create
files with a fixed block size. Because of this, many decoder

i npl ement ati ons receive mniml use when handling variable bl ock size
streans, and this can reveal bugs or reveal that inplenentations do
not decode themat all. Furthernore, as explained in Appendix B.1,
there have been sone changes to the way variable bl ock size streans
are encoded. Because of this, maximumconpatibility with decoders is
achi eved when FLAC files are created using fixed bl ock size streans.

C.3. b5-Bit Rice Paraneters

As the addition of the coding nmethod using 5-bit Rice paraneters, as
described in Appendi x B.3, occurred quite a few years after the FLAC
format was first introduced, some early decoders might not be able to
decode files containing such Rice paraneters. The introduction of
this was specifically ained at inproving conpression of 24-bit PCM
audi o, and conpression of 16-bit PCM audio only rarely benefits from
using 5-bit Rice paraneters. Therefore, maxi num conpatibility with
decoders is achi eved when FLAC files containing audio with a bit
depth of 16 bits or less are created without any use of 5-bit Rice
par anet ers

C. 4. Rice Escape Code

Escaped Rice partitions are seldomused, as it turned out their use
provides only a very small conpression inprovenent. As many encoders
do not use these by default or are not capable of producing them at
all, it is likely that many decoder inplenmentations are not able to
decode themcorrectly. Therefore, naxi mumconpatibility with
decoders is achi eved when FLAC files are created without any use of
escaped Rice partitions.

C. 5. Uncomon Bl ock Size

For unknown reasons, sone decoders have chosen to support only conmmon
bl ock sizes for all but the |ast block of a stream Therefore,

maxi mum conpatibility with decoders is achi eved when creating FLAC
files using common bl ock sizes, as listed in Section 9.1.1, for al



C. 6.

C7.

but the |ast bl ock of a stream
Uncomon Bit Depth

Most audio is stored in bit depths that are a whol e nunber of bytes,
e.g., 8, 16, or 24 bits. However, there is audio with different bit
depths. A few exanpl es:

* DVD-Audi o has the possibility to store 20-bit PCM audi o

* DAT and DV can store 12-bit PCM audi o

* N CAM 728 samples at 14 bits, which is conpanded to 10 bits.

* 8-bit -law can be losslessly converted to 14-bit (Linear) PCM
* 8-bit A-law can be |l osslessly converted to 13-bit (Linear) PCM

The FLAC format can contain these bit depths directly, but because
they are uncomon, sone decoders are not able to process the
resulting files correctly. It is possible to store these formats in
a FLAC file with a more conmon bit depth without sacrificing
conpressi on by paddi ng each sanple with zero bits to a bit depth that
is a whole byte. The FLAC format can efficiently conpress these
wasted bits. See Section 9.2.2 for details.

Theref ore, maxi mum conpatibility with decoders is achi eved when FLAC
files are created by paddi ng sanpl es of such audio with zero bits to
the bit depth that is the next whol e nunber of bytes.

In cases where the original signal is already padded, this operation
cannot be reversed | ossl essly w thout knowing the original bit depth.
To |l eave no anbiguity, the original bit depth needs to be stored, for
exanple, in a Vorbis comment field or by storing the header of the
original file. The choice of a suitable nethod is left to the

i mpl ement or .

Besi des audio with a "non-whol e byte" bit depth, sonme decoder

i npl ement ati ons have chosen to only accept FLAC files coding for PCM
audio with a bit depth of 16 bits. Many inplenmentations support bit
depths up to 24 bits, but no higher. Consult

[ FLACG-wi ki -interoperability] for nore up-to-date information

Mul ti-Channel Audi o and Uncommon Sanpl e Rates

Many FLAC audi o pl ayers are unable to render multi-channel audio or
audio with an uncommon sanple rate. While this is not a concern
specific to the FLAC format, it is of note when requiring maxi mm
compatibility with decoders. Unlike the previously nmentioned
interoperability considerations, this is one where conpatibility
cannot be inproved without sacrificing the | ossless nature of the
FLAC format.

From a non-exhaustive inquiry, it seenms that a non-negligi bl e nunmber
of players, especially hardware players, do not support audio with 3
or nore channels or sanple rates other than those considered comon;
see Section 9.1.2.

For those players that do support and are able to render nulti-
channel audi o, many do not parse and use the

WAVEFORMATEXTENSI BLE_CHANNEL_MASK tag (see Section 8.6.2). This is
al so an interoperability consideration because conpatibility cannot
be inproved wi thout sacrificing the | ossless nature of the FLAC
format.

C.8. Changing Audio Properties Md-Stream
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Each FLAC frane header stores the audio sanple rate, nunber of bits
per sanpl e, and nunber of channels independently of the stream nfo
met adat a bl ock and other frane headers. This was done to permit

mul ticasting of FLAC files, but it also allows these properties to
change md-stream However, many FLAC decoders do not handl e such
changes, as few other formats are capable of holding such streans and
changi ng pl ayback properties during playback is often not possible

wi thout interrupting playback. Also, as explained in Section 9,
using this feature of FLAC results in various practical problens.

However, even when storing an audio streamw th changi ng properties
in FLAC encapsul ated in a contai ner capable of handling such changes,
as recomrended in Section 9, many decoders are not able to decode
such a streamcorrectly. Therefore, maxi mum conpatibility with
decoders is achi eved when FLAC files are created with a single set of
audi o properties, in which the properties coded in the streamnfo

met adat a bl ock (see Section 8.2) and the properties coded in all
frame headers (see Section 9.1) are the sane. This can be achieved
by splitting up an input streamw th changi ng audi o properties at the
poi nts where these properties change into separate streans or files

endi x D. Exanples

This informational appendi x contains short exanples of FLAC files
that are decoded step by step. These exanples provide a nore
engagi ng way to understand the FLAC fornmat than the fornal
specification. The text explaining these exanpl es assunes the reader
has at least cursorily read the specification and that the reader
refers to the specification for explanation of the term nol ogy used.
These exanpl es nmostly focus on the | ayout of several netadata bl ocks,
subfranme types, and the inplications of certain aspects (e.g., wasted
bits and stereo decorrelation) on this |ayout.

The examples feature files generated by various FLAC encoders. These
are presented in hexadecimal or binary format, followed by tables and
text referring to various features by their starting bit positions in
these representations. Each starting position (shortened to "start"
in the tables) is a hexadecinal byte position and a start bit within
that byte, separated by a plus sign. Counts for these start at zero.
For exanple, a feature starting at the 3rd bit of the 17th byte is
referred to as starting at 0x10+2. The files that are explored in
these exampl es can be found at [FLAC specification-github].

Al'l data in this appendi x has been thoroughly verified. However, as
this appendix is informational, if any information here conflicts
with statements in the formal specification, the latter takes

pr ecedence.

Decodi ng Exanple 1

This very short example FLAC file codes for PCM audi o that has two
channel s, each contai ning one sanple. The focus of this exanple is
on the essential parts of a FLAC file.

1. Exanple File 1 in Hexadecinmal Representation

00000000: 664c 6143 8000 0022 1000 1000 flLaC..."...

0000000c: 0000 Of 00 O0Of Oac4 42f0 0000 ........ B...
00000018: 0001 3e84 b418 07dc 6903 0758 ..>..... i..X
00000024: 6a3d adla 2e0f fff8 6918 0000 j=...... i,
00000030: bf03 58fd 0312 8baa 9a X

2. Exanple File 1 in Binary Representation

00000000: 01100110 01001100 01100001 01000011 flLaC



00000004:
00000008:
0000000c:
00000010:
00000014:
00000018:
0000001c:
00000020:
00000024:
00000028:
0000002c:
00000030:
00000034:
00000038:

D.1.3. Sign

10000000
00010000
00000000
00000000
01000010
00000000
10110100
01101001
01101010
00101110
01101001
10111111
00000011
10011010

ature and

00000000
00000000
00000000
00001111
11110000
00000001
00011000
00000011
00111101
00001111
00011000
00000011
00010010

St r eam nf

00000000
00010000
00001111
00001010
00000000
00111110
00000111
00000111
10101101
11111111
00000000
01011000
10001011

(o]

00100010 ..."
00000000
00000000
11000100 . ...
00000000 B. ..
10000100 ..>
11011100 . ...
01011000 i..X
00011010 j =.
11111000 . ...
00000000 i ...
11111101 .. X
10101010

The first 4 bytes of the file contain the fLaC file signature.

Directly following it

is a metadata block. The signature and the

first netadata bl ock header are broken down in the follow ng table.

As the he

Tabl e

+:::::::::::::::::::::::::::+
| Description |
[ oo s s
| fLaC |
o e e e e e e e oo +
| Last netadata bl ock |
o e e e e e e eie oo n +
| Streami nfo nmetadata bl ock
Tt +
| Length of 34 bytes |
o e e e e e e e oo +
27

ader indicates that this is the |ast netadata bl ock, the
position of the first audio frame can now be cal cul ated as the

position of the first byte after the netadata bl ock header + the
|l ength of the block, i.e., 8
contains the frame sync code for fixed block size streanms -- Oxfff8.

+34 = 42

or 0x2a. Thus, Ox2a indeed

The stream nfo netadata bl ock contents are broken down in the

fol | owi ng

t abl e.

e sty e ety o}
| Contents | Description |
| 0x1000 | Mn. block size 4096 |

m e e e e S +
| 0x1000 | Max. block size 4096 |

S e +
| 0x00000f | Mn. frame size 15 bytes

chm e e eeeeieaaaas e T +
| Ox00000f | Max. frane size 15 bytes

m e e e e S +
| OxOac4, 0b0100 | Sanple rate 44100 hertz

S e +
| 0b001 | 2 channels |

chm e e eeeeieaaaas e T e +
| Ob0O1111 | Sanple bit depth 16 |

m e e e e S +
| Ob0000, 0x00000001 | Total no. of sanples 1 |

S e +
| (...) | MD5 checksum |

AU U .
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The mi ni nrum and maxi mum bl ock sizes are both 4096. This was
apparently the block size the encoder planned to use, but as only 1
i nt erchannel sanple was provided, no frames with 4096 sanples are
actually present in this file.

Not e that anywhere a nunber of sanples is nentioned (bl ock size,
total nunber of sanples, sanple rate), interchannel sanples are
nmeant .

The MD5 checksum (starting at Oxla) is 0x3e84 b418 07dc 6903 0758
6a3d adla 2e0f. This will be validated after decoding the sanples

.4. Audi o Franes

The frame header starts at position Ox2a and is broken down in the
fol l owi ng table.

[ el Sl pejgy g p—j—p———(—— g —_———(————————— o
| Start | Length | Contents | Description |
[ oo oo by oo ool s
| Ox2a+0 | 15 bits | Oxff, 0b1111100 | Frame sync |
+---- - - - F---- - - - I e I T I I I R +
| Ox2b+7 | 1 bit | ObO | Bl ocking strategy |
F-------- L I I i I I R +
| Ox2c+0 | 4 bits | 0b0110 | 8-bit block size

| | | | further down |
+-------- I I I I F- - e m - - - +
| Ox2c+4 | 4 bits | 0bl001 | Sanple rate 44.1 |
I I I | kHz I
F-------- L I I i I I R +
| Ox2d+0 | 4 bits | 0b0001 | Stereo, no |
| | | | decorrelation |
+-------- I I I I F- - e m - - - +
| Ox2d+4 | 3 bits | 0b100 | Bit depth 16 bits |
+-------- +---- - - - I i T i I I S +
| Ox2d+7 | 1 bit | OboO | Mandatory O bit |
F----- - - R I I I I IR R +
| Ox2e+0 | 1 byte | 0x00 | Frame nunber O |
+-------- I I I I F- - e m - - - +
| Ox2f+0 | 1 byte | 0x00 | Block size 1 |
+-------- +---- - - - I i T i I I S +
| Ox30+0 | 1 byte | Oxbf | Frane header CRC |
F----- - - R I I I I IR R +
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As the streamis a fixed block size stream the nunber at Ox2e
contains a frane nunber. Because the value is snaller than 128, only
1 byte is used for the encoding.

At byte Ox31, the first subframe starts, which is broken down in the
foll owi ng table.

R gl ety ey ——p——_— ol —_———(————————(—————————
| Start | Length | Contents | Description |
[ oo ey oo e e s o}
| Ox31+0 | 1 bit | ObO | Mandatory O bit |
+---- - - - F---- - - - i T B T I I +
| Ox31+1 | 6 bits | 0b000001 | Verbatim subframe |
F-------- L I I T I T T +
| O0x31+7 | 1 bit | Ob1l | Wasted bits used |
I Fo-m e - - S I A ] I T +

| Ox32+0 | 2 bits | 0bO1 | 2 wasted bits used |
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As the wasted bits flag is 1 in this subframe, a unary-coded nunber
follows. Starting at 0x32, we see 0b01, which unary codes for 1
meani ng that this subfranme uses 2 wasted bits.

As this is a verbati msubfranme, the subfrane only contains unencoded
sample values. Wth a block size of 1, it contains only a single
sample. The bit depth of the audio is 16 bits, but as the subframe
header signals the use of 2 wasted bits, only 14 bits are stored. As
no stereo decorrelation is used, a bit depth increase for the side
channel is not applicable. So, the next 14 bits (starting at
position 0x32+2) contain the unencoded sanpl e coded bi g-endi an,
signed two’s conpl enent. The val ue reads 0b011000 11111101, or 6397
This value needs to be shifted left by 2 bits to account for the
wasted bits. The value is then 0b011000 11111101 00, or 25588.

The second subfrane starts at 0x34 and is broken down in the
foll owi ng table.

[} bbb bbb ooy - el oo s
| Start | Length | Contents | Description |
R el Sy ey —p—p—_—" Lo —_———(————————(—————————
| 0x34+0 | 1 bit | ObO | Mandatory O bit |
I p—— S IR T T +
| Ox34+1 | 6 bits | 0b000001 | Verbatim subframe |
R . R S oo +
| 0x34+7 | 1 bit | Obl | Wasted bits used |
S ey S I - . +
| Ox35+0 | 4 bits | 0b0001 | 4 wasted bits used |
I p—— S IR T T +
| Ox35+4 | 12 bits | 0b0010, Ox8b | 12-bit unencoded sanpl e

R . R S o +
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The wasted bits flag is also one, but the unary-coded nunber that
follows it is 4 bits long, indicating the use of 4 wasted bits. This
means the sanple is stored in 12 bits. The sanple value is 0b0010
10001011, or 651. This value now has to be shifted left by 4 bits,
i.e., 0Ob0010 10001011 0000, or 10416

At this point, we wuld undo stereo decorrelation if that was
appl i cabl e.

As the last subframe ends byte-aligned, no padding bits followit.
The next 2 bytes, starting at 0x38, contain the frame CRC. As this
is the only frane in the file, the file ends with the CRC

To validate the MD5 checksum we line up the sanples interleaved,
byte-aligned, little-endian, signed two’'s conplenment. The first
sanple, with value 25588, translates to Oxf463, and the second
sanple, with value 10416, translates to 0xb028. Wen conputing the
MD5 checksum wi t h Oxf 463b028 as i nput, we get the MD5 checksum found
in the header, so decodi ng was | ossl ess.

D. 2. Decoding Exanple 2

This FLAC file is larger than the first exanple, but still contains
very little audio. The focus of this exanple is on decoding a
subfranme with a fixed predictor and a coded residual, but it also
contains a very short seek table, a Vorbis coment netadata bl ock



and a paddi ng net adata bl ock.
D.2.1. Example File 2 in Hexadeci nal Representation

00000000: 664c 6143 0000 0022 0010 0010 fLaC..."...
0000000c: 0000 1700 0044 Oac4 42f0 0000 ..... D..B..
00000018: 0013 d5b0 5649 75e9 8hb8d 8b93 ....Viu.....
00000024: 0422 757b 8103 0300 0012 0000 ."u{........
00000030: 0000 0000 0000 0000 0000 0000 ............
0000003c: 0000 0010 0400 003a 2000 0000 .......: ...
00000048: 7265 6665 7265 6e63 6520 6¢69 reference |
00000054: 6246 4c4l 4320 312e 332e 3320 bFLAC 1.3.3
00000060: 3230 3139 3038 3034 0100 0000 20190804....
0000006¢c: 0e00 0000 5449 544c 453d d7a9 ....TITLE=.
00000078: d79c d795 d79d 8100 0006 0000 ............
00000084: 0000 0000 fff8 6998 000f 9912 ...... [
00000090: 0867 0162 3d14 4299 8f5d f70d .g.b=.B..].

0000009c: 6fe0 0cl7 caeb 2100 Oee7 a77a oO..... l....z
000000a8: 24al 590c 1217 b603 097b 784f $.VY...... {x0O
000000b4: aa9a 33d2 85e0 70ad 5blb 4851 ..3...p.[.HQ
000000c0: b401 0d99 d2cd 1a68 fle6 b810 ....... h....
000000cc: fff8 6918 0102 a402 c382 c40b ..i.........
000000d8: cl4a 03ee 48dd 03b6 7c13 30 .J..H .. |.0

D.2.2. Example File 2 in Binary Representation (Only Audi o Franes)

00000088: 11111111 11111000 01101001 10011000 ..i.
0000008c: 00000000 00001111 10011001 00010010 ....
00000090: 00001000 01100111 00000001 01100010 .g.b
00000094: 00111101 00010100 01000010 10011001 =.B
00000098: 10001111 01011101 11110111 00001101 .]..
0000009c: 01101111 11100000 00001100 00010111 o..
000000a0: 11001010 11101011 00100001 00000000 ..!.
000000a4: 00001110 11100111 10100111 01111010 ...z
000000a8: 00100100 10100001 01011001 00001100 $.Y.
000000ac: 00010010 00010111 10110110 00OOOO11 ....
000000b0: 00001001 01111011 01111000 01001111 .{xO
000000b4: 10101010 10011010 00110011 11010010 3
000000b8: 10000101 11100000 01110000 10101101 ..p.
000000bc: 01011011 00011011 01001000 01010001 [.HQ
000000cO: 10110100 00000001 00001101 10011001 .
000000c4: 11010010 11001101 00011010 01101000 h
000000c8: 11110001 11100110 10111000 00010000 ....
000000cc: 11111111 11111000 01101001 00011000 ..i.
000000d0: 00000001 00000010 10100100 00000010
000000d4: 11000011 10000010 11000100 00001011 ....
000000d8: 11000001 01001010 00000011 11101110 .J..
000000dc: 01001000 11011101 00000011 10110110 H..
000000e0: 01111100 00010011 00110000 |.0

D.2.3. Streani nfo Metadata Bl ock
Most of the streaminfo nmetadata bl ock, including its header, is the

same as in exanple 1, so only parts that are different are listed in
the follow ng table.

B el ety ey L —p———(———(————————(————————
| Start | Length | Contents | Description |
[ el oo ooy oo oo s o s s o}
| Ox04+0 | 1 bit | ObO | Not the | ast netadata bl ock |
+---- - - - F---- - - - R I I T il +
| 0x08+0 | 2 bytes | 0x0010 | Mn. block size 16 |
F-------- L I I T +
| OxO0a+0 | 2 bytes | 0x0010 | Max. block size 16 |
I Fo-m e - - I I T +

| OxOc+0 | 3 bytes | 0x000017 | Mn. frane size 23 bytes |



| OxO0f+0 | 3 bytes | 0x000044 | Max. frame size 68 bytes |
T S Fom ek o m e e e e e iee i +
| Ox15+4 | 36 bits | 0b00O0O, | Total no. of sanples 19 |

| | 0x00000013 | |
Fomm e - o - B Fomm e oo - o e e e e e e e ememao - +
| Oxla | 16 | ( ) | MD5 checksum |
I | bytes | I I
T S Fom ek o m e e e e e iee i +
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This time, the m ni num and maxi mum bl ock sizes are reflected in the
file: there is one block of 16 sanples, and the | ast block (which has
3 sanples) is not considered for the mnimum bl ock size. The M5
checksum i s 0xd5b0 5649 75e9 8b8d 8b93 0422 757b 8103. This will be
verified at the end of this exanple.

D.2.4. Seek Table

The seek table netadata bl ock only holds one entry. It is not really
useful here, as it points to the first frame, but it is enough for
this exanple. The seek table nmetadata bl ock is broken down in the
foll owi ng table.

[ gt Cjes ety oo oo s e ey ey o}
| Start | Length | Contents | Description |
B oo oo ool s oo e e sy 3
| Ox2a+0 | 1 bit | ObO | Not the |ast |
| | | | netadata bl ock |
Fomm oo Fomm oo o e e e o e +
| Ox2a+l | 7 bits | 0b0000011 | Seek table |
| | | | netadata bl ock |
R ppe—— R ppe—— . T +
| Ox2b+0 | 3 | 0x000012 | Length 18 |
| | bytes | | bytes |
Fomm oo Fomm oo o e e e o e +
| Ox2e+0 | 8 | 0x0000000000000000 | Seek point to |
| | bytes | | sanmple O |
R ppe—— e pepe—— . T +
| Ox36+0 | 8 | O0x0000000000000000 | Seek point to |
| | bytes | | offset O |
Fomm oo Fomm oo o e e e o e +
| Ox3e+0 | 2 | 0x0010 | Seek point to

| | bytes | | block size 16 |
R ppe—— e pepe—— . T +
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D.2.5. Vorbis Comrent

The Vorbis comment netadata bl ock contains the vendor string and a

single coimment. It is broken down in the follow ng table.

[ bbb Cbumsboms s oo el s ooy oo e o}
| Start | Length | Contents | Description |
[ el Sy sl pp—j—p—_ sl ———(——(————————— o
| Ox40+0 | 1 bit | ObO | Not the | ast netadata bl ock |
I p—— T T ' +
| Ox40+1 | 7 bits | Ob0000100 | Vorbis comrent metadata bl ock

Fomm oo TS R o e e e e e e e e e e aa o - +
| 0x41+0 | 3 bytes | 0x00003a | Length 58 bytes |
S ey S I S . +
| Ox44+0 | 4 bytes | 0x20000000 | Vendor string length 32 bytes

I p—— T T ' +
| Ox48+0 | 32 bytes | (...) | Vendor string |



D. 2.

D. 2.

S R R S o m oo +

| Ox6¢c+0 | 4 bytes | 0x0e000000 | Field length 14 bytes |

S S S o m oo +

| Ox70+0 | 14 bytes | ( ) | Field contents |

Fomm oo TS R o e e e e e e e e e e aa o - +
Tabl e 34

The vendor string is reference |ibFLAC 1.3.3 20190804, and the field
contents of the only field is

TI TLE=

where in direction of reading, the sequence of characters forning the
field content is: "" (HEBREWLETTER SHI N, U+05E9), "" (HEBREW

LETTER LAMED, U+05DC), "" (HEBREW LETTER VAV, UW+05D5), "" (HEBREW
LETTER FI NAL MEM U+05DD) .

The Vorbis comment field is 14 bytes but only 10 characters in size,
because it contains four 2-byte characters.

6. Padding

The | ast netadata block is a (very short) paddi ng bl ock

B b oo oo e s s
| Start | Length | Contents | Description |
[ bl oo oo bl s s e s s s s s s sl ]
| Ox7e+0 | 1 bit | Obi | Last metadata bl ock
+-------- +---- - - - I I B R i +
| Ox7e+1 | 7 bits | 0b0000001 | Paddi ng netadata bl ock
F----- - - R I I B I I I A R +
| Ox7f+0 | 3 bytes | 0x000006 | Length 6 byte |
+-------- I R B T I +
| 0x82+0 | 6 bytes | 0x000000000000 | Padding byt es |
+-------- +---- - - - I I B R i +

Tabl e 35
7. First Audio Frane

The frame header starts at position 0x88 and is broken down in the
foll owi ng table.

Oxff, 0b1111100

8-bit block size |
further down |

| Ox8c+0 Frame nunber O |
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The first subframe starts at byte Ox8f, and it is broken down in the
followi ng table, excluding the coded residual. As this subframe

codes for a side channel, the bit depth is increased by 1 bit from 16
bits to 17 bits. This is nmost clearly present in the unencoded warm

up sanpl e.

B ety Sty gy Sl —p———(——————————
| Start | Length | Contents | Description |
B b e oo s s s oo oo
| Ox8f+0 | 1 bit | ObO | Mandatory O bit |
+---- - - - F---- - - - F-- - - - - - I i I R +
| Ox8f+1 | 6 bits | 0b001001 | Fixed subfranme, 1st order

F-------- L L i I i T I R +
| Ox8f+7 | 1 bit | ObO | No wasted bits used |
I Fo-m e - - I i I i I I T N R +
| Ox90+0 | 17 bits | 0x0867, 0bO | Unencoded warmup sanple

+---- - - - F---- - - - F-- - - - - - I i I R +
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The coded residual is broken down in the followi ng table. Al
quotients are unary coded, and all remainders are stored unencoded
with a nunber of bits specified by the Rice paraneter

B ity Sy Sy e ppp—p—p—jj—j—t o
| Start | Length | Contents | Description |
b oo el s s
| 0x92+1 | 2 bits | 0bOO | Rice code with |
| | | | 4-bit paraneter |
+---- - - - +---- - - - R I I R I I +
| O0x92+3 | 4 bits | 0b0000O | Partition order

I I I | O I
F---- - - F---- - - Fom e e e e - Fom e e e e - +
| Ox92+7 | 4 bits | 0b1011 | Rice parameter |
| | | | 11 |
+---- - - - +---- - - - R I I R I I +
| Ox93+3 | 4 bits | 0b0001 | Quotient 3 |
L L I i I I i I +
| 0x93+7 | 11 | 0b00011110100 | Remai nder 244 |
I | bits | I I
+-------- +-------- I i I I i I +
| 0x95+2 | 2 bits | 0bO1 | Quotient 1 |
F---- - - - F---- - - - B I B I +
| 0x95+4 | 11 | 0b01000100001 | Rermi nder 545

I | bits | I I
+-------- +-------- I i e I I i e I +
| Ox96+7 | 2 bits | 0bO1 | Quotient 1 |
+---- - - - +---- - - - R I I R I I +
| 0x97+1 | 11 | 0b00110011000 | Remai nder 408 |
I | bits | I I
F---- - - F---- - - Fom e e e e - Fom e e e e - +
| Ox98+4 | 1 bit | Obl | Quotient O |
+-------- +-------- I i I I i I +
| 0x98+5 | 11 | 0b11101011101 | Remminder 1885 |
I | bits | I I
L L I i I I i I +
| Ox9a+0 | 1 bit | Obl | Quotient O |
+-------- +-------- I i e I I i e I +



At this point,
resi dual ,
sampl es.

di viding by 2;
resi dua

| Ox9a+1 |

as it

Each resi dua

t he decoder should know it
received 16 sanpl es:

0b11101110000 |
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sanple value is

i nder 1904

i nder 1391

i nder 1536

i nder 1047

i nder 268

i s done decodi ng the coded
1 warmup sanpl e and 15 residua
sampl e can be cal culated fromthe quotient

and remai nder and from undoi ng the zi gzag encodi ng.
val ue of the first zigzag-encoded residua
As this is an even nunber,
t he residual
samples in the next table.

3194.

For exanpl e,
sanple is 3 * 2711 + 244
the zigzag encoding is undone by

This is done for



B e e sy e e oot
| Quotient | Remminder | Zigzag Encoded | Residual Sanple Val ue

[ ety ey pl e g ————————(—————————
| 3 | 244 | 6388 | 3194 |
R I S I A ] I T R R +
| 1 | 545 | 2593 | -1297 |
F--- - - F--- - - - i T B i e +
| 1 | 408 | 2456 | 1228 |
I I I I T I I I I I ] +
| O | 1885 | 1885 | -943 |
R I S I A ] I T R R +
| 0 | 1904 | 1904 | 952 |
F--- - - F--- - - - i T B i e +
| 0 | 1391 | 1391 | -696 |
I I I I T I I I I I ] +
| O | 1536 | 1536 | 768 |
R I S I A ] I T R R +
| 0 | 1047 | 1047 | -524 |
F--- - - F--- - - - i T B i e +
| 0 | 1198 | 1198 | 599 |
I I I I T I I I I I ] +
| O | 801 | 801 | -401 |
R I S I A ] I T R R +
| 12 | 1767 | 26343 | -13172 |
F--- - - F--- - - - i T B i e +
| 0 | 631 | 631 | -316 |
I I I I T I I I I I ] +
| 0 | 548 | 548 | 274 |
R I S I A ] I T R R +
| 0 | 533 | 533 | -267 |
F--- - - F--- - - - i T B i e +
| 0 | 268 | 268 | 134 |
I I I I T I I I I I ] +
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In this case, using a Rice code is nore efficient than storing val ues
unencoded. The Rice code (excluding the partition order and
paraneter) is 199 bits in length. The |argest residual val ue
(-13172) would need 15 bits to be stored unencoded, so storing all 15
samples with 15 bits results in a sequence with a length of 225 bits.

The next step is using the predictor and the residuals to restore the
sanple values. As this subfrane uses a fixed predictor with order 1
the residual value is added to the value of the previous sanple.

[ bbbl e e o}
| Residual | Sample Val ue

‘o4 oo —=———=——=—==+
| (warmup) | 4302 |
Fo-m - - - - B I +
| 3194 | 7496 |
I I Fomm e e e - +
| -1297 | 6199 |
I ] I ] +
| 1228 | 7427 |
Fo-m - - - - B I +
| -943 | 6484 |
I I Fomm e e e - +
| 952 | 7436 |
I ] I ] +
| -696 | 6740 |
Fo-m - - - - B I +
| 768 | 7508 |
I I Fomm e e e - +



| 599 | 7583 |
Fom e oo s +
| -401 | 7182 |
R o e e o - +
| -13172 | -5990 |
R o e e - +
| -316 | -6306 |
Fom e oo s +
| 274 | -6032 |
R o e e o - +
| -267 | -6299 |
R o e e - +
| 134 | -6165 |
Fom e oo s +
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Wth this, the decoding of the first subframe is conplete. The
decodi ng of the second subfrane is very simlar, as it also uses a
fixed predictor of order 1. This is left as an exercise for the
reader; the results are in the next table. The next step is undoing
stereo decorrelation, which is done in the following table. As the
stereo decorrelation is side-right, the sanples in the right channe
come directly fromthe second subframe, while the sanples in the left
channel are found by adding the values of both subfranes for each
sanpl e.

f oo b oo s pee et e pe e pegeg S pe g
| Subframe 1 | Subframe 2 | Left | Right
B e e sl e e pe ety o
| 4302 | 6070 | 10372 | 6070
I I F-------- +------- +
| 7496 | 10545 | 18041 | 10545
I I I +----- - +
| 6199 | 8743 | 14942 | 8743
R I R I +---- - - - +------- +
| 7427 | 10449 | 17876 | 10449
I I F-------- +------- +
| 6484 | 9143 | 15627 | 9143
I I I +----- - +
| 7436 | 10463 | 17899 | 10463
R I R I +---- - - - +------- +
| 6740 | 9502 | 16242 | 9502
I I F-------- +------- +
| 7508 | 10569 | 18077 | 10569
I I I +----- - +
| 6984 | 9840 | 16824 | 9840
R I R I +---- - - - +------- +
| 7583 | 10680 | 18263 | 10680
I I F-------- +------- +
| 7182 | 10113 | 17295 | 10113
I I I +----- - +
| -5990 | -8428 | -14418 | -8428
R I R I +---- - - - +------- +
| -6306 | -8895 | -15201 | -8895 |
I I F-------- +------- +
| -6032 | -8476 | -14508 | -8476
I I I +----- - +
| -6299 | -8896 | -15195 | -8896 |
R I R I +---- - - - +------- +
| -6165 | -8653 | -14818 | -8653
I I F-------- +------- +

Tabl e 41



As the second subframe ends byte-aligned, no padding bits followit.
Finally, the last 2 bytes of the frane contain the frame CRC

D.2.8. Second Audi o Frane

The second audio frame is very simlar to the frame decoded in the
first example, but this time, 3 sanples (not 1) are present.

The frame header starts at position Oxcc and is broken down in the
foll owi ng table.

b ool oo ool oo oo s sl s el ]
| Start | Length | Contents | Description |
[ gt b fusfus ey e pumfums oo e e gl s fums s pe e
| Oxcc+0 | 15 bits | Oxff, 0b1111100 | Frame sync |
S S Fom e Fom e +
| Oxcd+7 | 1 bit | ObO | Bl ocking strategy |
B B S o e e e e e o o e e e e m e i oo +
| Oxce+0 | 4 bits | 0bO110 | 8-bit block size
| | | | further down |
S R O Fom e Fom e +
| Oxce+4 | 4 bits | 0bl001 | Sanple rate 44.1 |
I I I | kHz I
B B S o e e e e e o o e e e e m e i oo +
| Oxcf+0 | 4 bits | 0b0001 | Stereo, no |
| | | | decorrelation |
S R O Fom e Fom e +
| Oxcf+4 | 3 bits | 0bl00 | Bit depth 16 bits
S S Fom e Fom oo +
| Oxcf+7 | 1 bit | ObO | Mandatory O bit
E S TS R o e e e e oo oo - +
| O0xdO+0 | 1 byte | 0xO01 | Frame nunber 1 |
S R S Fom e Fom e +
| Oxd1+0 | 1 byte | 0x02 | Block size 3 |
S S Fom e Fom e +
| Oxd2+0 | 1 byte | Oxa4d | Frane header CRC |
E S TS R o e e e e oo oo - +
Tabl e 42
The first subframe starts at 0xd3+0 and is broken down in the
foll owi ng table.
[ gt T ey & pofams oo pumspuely © e fuss e pupy o}
| Start | Length | Contents | Description |
B oo e e s oo ey 3
| Oxd3+0 | 1 bit | ObO | Mandatory O bit |
B B S Fomm e e e oo o e e e e e e e e aao- +
| Oxd3+1 | 6 bits | 0bO00001 | Verbatim subfrane |
E R S —— N o e e e e e oo +
| Oxd3+7 | 1 bit | OboO | No wasted bits used |
S S S oo +
| Oxd4+0 | 16 bits | 0xc382 | 16-bit unencoded sanple |
B B S Fomm e e e oo o e e e e e e e e aao- +
| Oxd6+0 | 16 bits | Oxc40b | 16-bit unencoded sanple
E R S —— N o e e e e e oo +
| Oxd8+0 | 16 bits | Oxclda | 16-bit unencoded sanple |
S S S Fom i +
Tabl e 43

The second subfrane starts at Oxda+0 and is broken down in the
fol |l owi ng table.

[ oo oo ooy s s oo e e o}
| Start | Length | Contents | Description



D. 2.

D. 3.

D. 3.

D. 3.

| Oxda+0 | 1 bit | ObO | Mandatory O bit |
S I S TRy S TRy e +
| Oxda+l | 6 bits | 0b000001 | Verbatim subfrane |
Fommmaa - T I IR o mmemeeeeeeaccaeaaaas +
| Oxda+7 | 1 bit | Obi | Wasted bits used |
Fomm oo S R o e e e o o e e e e e e oo +
| Oxdb+0 | 1 bit | Obl | 1 wasted bit used |
S I S TRy S TRy e +
| Oxdb+1 | 15 bits | 0b110111001001000 | 15-bit unencoded sanple |
Fommmaa - T I IR o meemeemeeeeacciaeaaaas +
| Oxdd+0 | 15 bits | 0b110111010000001 | 15-bit unencoded sanpl e

Fomm oo S R o e e e o o e e e e e e oo +
| Oxde+7 | 15 bits | 0b110110110011111 | 15-bit unencoded sanple |
S I S TRy S TRy e +
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As this subframe uses wasted bits, the 15-bit unencoded sanpl es need
to be shifted left by 1 bit. For exanple, sanple 1 is stored as
-4536 and becones -9072 after shifting left 1 bit.

As the last subfranme does not end on byte alignnent, 2 padding bits
are added before the 2-byte frame CRC, which follows at Oxel+O0.

9. MD5 Checksum Verification

Al samples in the file have been decoded, and we can now verify the
MD5 checksum Al sanple val ues nmust be interl eaved and stored
signed coded little-endian. The result of this follows in groups of
12 sanples (i.e., 6 interchannel sanples) per line.

0x8428 B617 7946 3129 5E3A 2722 D445 D128 0B3D B723 EB45 DF28
0x723f 1E25 9D46 4929 B841 7026 5747 BB829 8F43 8127 AECY 14DF
O0x9FCA4 41DD 54C7 EADE ASCA 40DD 1EC6 33DE 82C3 90DC 0BC4 02DD
0x4AC1 3EDB

The MD5 checksum of this is indeed the sane as the one found in the
streanm nf o netadata bl ock

Decodi ng Exanple 3

This exanple is once again a very short FLAC file. The focus of this
exanple is on decoding a subfrane with a |inear predictor and a coded
residual with nore than one partition

1. Exanple File 3 in Hexadeci mal Representation

00000000: 664c 6143 8000 0022 1000 1000 fLaC..."...
0000000c: 0000 1f00 001f 07d0 0070 0000 ......... p.
00000018: 0018 f8f9 €396 f5cb cfc6 dc80 ............
00000024: 7f99 7790 6b32 fff8 6802 0017 ..w k2..h...
00000030: €944 004f 6f31 3d10 47d2 27cb .D. Qol=.G'.
0000003c: 6d09 0831 452b dc28 2222 8057 m.1E+.("". W
00000048: a3 .

2. Exanple File 3 in Binary Representation (Only Audi o Frane)

0000002a: 11111111 11111000 01101000 00000010 .. h.
0000002e: 00000000 00010111 11101001 01000100 ...D
00000032: 00000000 01001111 01101111 00110001 . Oo1
00000036: 00111101 00010000 01000111 11010010 =.G
0000003a: 00100111 11001011 01101101 00001001 . m
0000003e: 00001000 00110001 01000101 00101011 .1E+
00000042: 11011100 00101000 00100010 00100010 . (""
00000046: 10000000 01010111 10100011 . W



D.3.3. Stream nfo Mt adata Bl ock

Most of the stream nfo netadata block, including its header, is the
same as in exanple 1, so only parts that are different are listed in
the follow ng table.

[ gt Chemsjes o gums et b fuses o usesfesspeessfesspesessfusspesesfespeesfuepufeele, s s sty o}

| Start | Length | Contents | Description

| O0xOc+0 | 3 bytes | 0x00001f | Mn. frame size 31 bytes

Fomm e - o - Fomm oo - Fom e e e e oo o o e e e e e e oo o

| OxOf+0 | 3 bytes | 0x00001f | Max. frane size 31 bytes

S SRR TS o e e e e oo o e m e e e e e oo

| Ox12+0 | 20 bits | 0x07d0, 0x0000 | Sanple rate 32000 hertz

T S o e e oo o e e e e e e e e oo s

| Ox14+4 | 3 bits | ObOO0O | 1 channe

Fomm e - o - Fomm oo - Fom e e e e oo o o e e e e e e oo o

| Ox14+7 | 5 bits | Ob0O0O111 | Sanple bit depth 8 bits

S SRR TS o e e e e oo o e m e e e e e oo

| Ox15+4 | 36 bits | 0b0O000, 0x00000018 | Total no. of sanples 24

T S o e e oo o e e e e e e e e oo s

| Oxla | 16 | ( ) | MD5 checksum

I | bytes I I

Fomm oo TS o e e e S
Tabl e 45

D.3.4. Audio Frane

The frame header starts at position Ox2a and is broken down in the
foll owi ng table.

[ oo e e e e e el e
| Start | Length | Contents | Description |
b ool oo ool oo oo s sl s el ]
| Ox2a+0 | 15 bits | Oxff, 0b1111100 | Frame sync |
S SRR R o e e e e oo o e e e e oo +
| Ox2b+7 | 1 bit | OboO | bl ocking strategy

R ppe—— S I IRy +
| Ox2c+0 | 4 bits | 0b0110 | 8-bit block size

| | | | further down |
Fomm oo S R o e e e oo o e e e o +
| Ox2c+4 | 4 bits | 0bl1000 | Sanple rate 32 |
I I I | kHz I
R ppe—— S I IRy I +
| Ox2d+0 | 4 bits | 0b0000 | Mono audio (1 |
| | | | channel) |
Fomm oo S R o e e e oo o e e e o +
| Ox2d+4 | 3 bits | 0b0O1 | Bit depth 8 bits |
S ey S I I - +
| 0x2d+7 | 1 bit | ObO | Mandatory O bit |
I p—— S IR I TR +
| Ox2e+0 | 1 byte | 0x00 | Frane nunber O |
Fomm oo S R o e e e oo o e e e o +
| Ox2f+0 | 1 byte | Ox17 | Block size 24 |
S ey S I I - +
| Ox30+0 | 1 byte | 0Oxe9 | Frane header CRC |
I p—— S IR I TR +

Tabl e 46
The first and only subframe starts at byte 0x31. It is broken down

in the following table, w thout the coded residual

[ ool ool oo el s s s s s



| Start | Length | Contents | Description |
[ ettty —————— pp—p——————— e —_—————————
| Ox31+0 | 1 bit | ObO | Mandatory O bit |
T T S o e e e e oo s +
| Ox31+1 | 6 bits | 0b100010 | Linear prediction |
| | | | subfrane, 3rd order |
Fomm oo Fomm oo TS o e e e e e oo - +
| Ox31+7 | 1 bit | 0ObO | No wasted bits used
T T S Fom e e e e e oo s +
| Ox32+0 | 8 bits | 0x00 | Unencoded warm up
I I I | sanple O I
Fomm e - o - Fomm e - o - Fomm oo - Tt +
| Ox33+0 | 8 bits | Ox4f | Unencoded war m up
I I I | sanple 79 I
T T S Fom e e e e e oo s +
| Ox34+0 | 8 bits | Ox6f | Unencoded warm up
| | I | sanple 111 |
Fomm e - o - Fomm e - o - Fomm oo - Tt +
| Ox35+0 | 4 bits | 0b001l1 | Coefficient
| | | | precision 4 bit |
T T S Fom e e e e e oo s +
| 0x35+4 | 5 bits | 0b00010 | Prediction right |
| | | | shift 2 |
Fomm e - o - Fomm e - o - Fomm oo - Tt +
| Ox36+1 | 4 bits | 0b0O1l11 | Predictor |
| | | | coefficient 7 |
T T S Fom e e e e e oo s +
| Ox36+5 | 4 bits | 0b1010 | Predictor |
| | | | coefficient -6 |
Fomm e - o - Fomm e - o - Fomm oo - Tt +
| Ox37+1 | 4 bits | 0b0010 | Predictor |
| | | | coefficient 2 |
T T S Fom e e e e e oo s +
Tabl e 47

The data stream continues with the coded residual, which is broken
down in the following table. Residual partitions 3 and 4 are left as
an exercise for the reader.

| Start | Length | Contents | Description |
[ g pumjenb Cbumsjoms s oo gl e oo e o s ey o}
| Ox37+5 | 2 bits | 0b0OO | Rice-coded residual, |
| | | | 4-bit paraneter |
T T S o m m e e e e e e e e e e e e eaao o +
| Ox37+7 | 4 bits | 0b0010 | Partition order 2 |
Fomm e - o - Fomm e - o - Fomm oo - o m e e e e e e e e e e e e e e e e e e o +
| Ox38+3 | 4 bits | 0b001l1 | Rice paranmeter 3 |
S SRR S SRR TS o e e e e e e e e e e m e ao- - +
| Ox38+7 | 1 bit | Obl | Quotient O |
T T S o m m e e e e e e e e e e e e eaao o +
| Ox39+0 | 3 bits | 0bl1l10 | Rerai nder 6 |
Fomm e - o - Fomm e - o - Fomm oo - o m e e e e e e e e e e e e e e e e e e o +
| 0x39+3 | 1 bit | Obl | Quotient O |
S SRR S SRR TS o e e e e e e e e e e m e ao- - +
| O0x39+4 | 3 bits | 0b0O1 | Rermai nder 1 |
T T S o m m e e e e e e e e e e e e eaao o +
| Ox39+7 | 4 bits | 0b0001 | Quotient 3 |
Fomm e - o - Fomm e - o - Fomm oo - o m e e e e e e e e e e e e e e e e e e o +
| Ox3a+3 | 3 bits | 0b00O1 | Rerai nder 1 |
S SRR S SRR TS o e e e e e e e e e e m e ao- - +
| Ox3a+6 | 4 bits | 0Obll1l | No Rice paraneter, |
| | | | escape code |
R R S o +
I

| Ox3b+2 5 bits | 0b00101 | Partition encoded |



| | | | with 5 bits |

S SRR S SRR TS o e e e e e e e e e e m e ao- - +
| Ox3b+7 | 5 bits | 0b10110 | Residual -10 |
T T S o m m e e e e e e e e e e e e eaao o +
| Ox3c+4 | 5 bits | 0b11010 | Residual -6 |
Fomm e - o - Fomm e - o - Fomm oo - o m e e e e e e e e e e e e e e e e e e o +
| 0x3d+1 | 5 bits | 0b00010 | Residual 2 |
S SRR S SRR TS o e e e e e e e e e e m e ao- - +
| Ox3d+6 | 5 bits | 0b01000 | Residual 8 |
T T S o m m e e e e e e e e e e e e eaao o +
| Ox3e+3 | 5 bits | 0b01000 | Residual 8 |
Fomm e - o - Fomm e - o - Fomm oo - o m e e e e e e e e e e e e e e e e e e o +
| Ox3f+0 | 5 bits | 0b00110 | Residual 6 |
S SRR S SRR TS o e e e e e e e e e e m e ao- - +
| Ox3f+5 | 4 bits | 0b0010 | Rice paranmeter 2 |
T T S o m m e e e e e e e e e e e e eaao o +
| 0x40+1 | 22 | (...) | Residual partition 3 |
I | bits | I I
Fomm oo Fomm oo TS o e e e e e e e e e e e e e e me oo +
| 0x42+7 | 4 bits | 0b0001 | Rice paranmeter 1 |
T T S T +
| 0x43+3 | 23 | (...) | Residual partition 4 |
I | bits | I I
Fomm e - o - Fomm e - o - Fomm oo - o m e e e e e e e e e e e e e e e e e e o +
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The frame ends with 6 padding bits and a 2-byte frane CRC

To decode this subframe, 21 predictions have to be cal cul ated and
added to their corresponding residuals. This is a sequenti al

process: as each prediction uses previous sanples, it is not possible
to start this decoding hal fway through a subfrane or decode a
subfrane with parallel threads.

The follow ng table breaks down the cal culation for each sanple. For
exanple, the predictor without shift value of row 4 is found by
applying the predictor with the three warmup sanples: 7*111 - 6*79 +
2*0 = 303. This value is then shifted right by 2 bits: 303 >> 2 =
75. Then, the decoded residual sanple is added: 75 + 3 = 78.

[ el s oo e sl sl el
| Residual | Predictor wo Shift | Predictor | Sample Val ue

B et ety e e el s e el e e
| (warmup) | NA | NA | O |
I I I I I I I Fom e e m - - +
| (warmup) | NVA | NA | 79 |
I I I I R R I I I i I e ] +
| (warmup) | NA | NA | 111 |
Fo-m - - I I I Fo-m - - I I I +
| 3 | 303 | 75 | 78 |
I I I I I I I Fom e e m - - +
| -1 | 38 | 9 | 8 I
I I I I R R I I I i I e ] +
| -13 | -190 | -48 | -61 |
Fo-m - - I I I Fo-m - - I I I +
| -10 | -319 | -80 | -90 |
I I I I I I I Fom e e m - - +
| -6 | -248 | -62 | -68 |
I I I I R R I I I i I e ] +
| 2 | -58 | -15 | -13 |
Fo-m - - I I I Fo-m - - I I I +
| 8 | 137 | 34 | 42 |
I I I I I I I Fom e e m - - +
| 8 | 236 | 59 | 67 |
I I I I R R I I I i I e ] +



S o e e e e m oo oo S R +
| O | 53 | 13 | 13 |
Fom e oo o e e e e oo s Fom e oo oo s +
| -3 | -93 | -24 | -27 |
N Tt N S +
| -5 | -161 | -41 | -46 |
S o e e e e m oo oo S R +
| -4 | -134 | -34 | -38 |
Fom e oo o e e e e oo s Fom e oo oo s +
| -1 | -44 | -11 | -12 |
N Tt N S +
| 1 | 52 | 13 | 14 |
S o e e e e m oo oo S R +
| 1 | 94 | 23 | 24 |
Fom e oo o e e e e oo s Fom e oo oo s +
| 4 | 60 | 15 | 19 |
N Tt N S +
| 2 | 17 | 4 | 6 |
S o e e e e m oo oo S R +
| 2 | -24 | -6 | -4 I
Fom e oo o e e e e oo s Fom e oo oo s +
| 2 | -26 | -7 | -5 I
N Tt N S +
| O | 1 | O | O |
S o e e e e m oo oo S R +
Tabl e 49

By lining up all these sanples, we get the follow ng i nput for the
MD5 checksum cal cul ati on process

0x004F 6F4E 08C3 A6BC F32A 4335 ODE5 D2DA F40E 1813 06FC FBOO

This indeed results in the MD5 checksum found in the stream nfo
met adat a bl ock.
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