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I ntroduction

The Babel routing protocol [RFC8966] does not nandate a specific
al gorithm for computing nmetrics; existing inplenmentations use a
packet -1 oss-based nmetric on wireless |links and a sinple hop-count
metric on all other types of links. Wiile this strategy works
reasonably well in many networks, it fails to select reasonable
routes in sone topol ogies involving tunnels or VPNs.
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Figure 1. Four Routers in a Di anpbnd Topol ogy

For exanpl e, consider the topology described in Figure 1, with three
routers A, B, and D located in Paris and a fourth router C located in
Tokyo, connected through tunnels in a dianond topol ogy. Wen routing
traffic fromA to D, it is obviously preferable to use the |ocal
route through B as this is likely to provide better service quality
and | ower nmonetary cost than the distant route through C. However,
the existing inplenmentati ons of Babel consider both routes as having
the sanme nmetric; therefore, they will route the traffic through Cin
roughly half the cases.

In the first part of this docunent (Section 3), we specify an
extension to the Babel routing protocol that produces a sequence of
accurate neasurenments of the round-trip time (RTT) between two Babe
nei ghbours. These nmeasurements are not directly usable as an input
to Babel’'s route selection procedure since they tend to be noisy and
to cause a negative feedback | oop, which might give rise to frequent
oscillations. 1In the second part (Section 4), we define an algorithm
that maps the sequence of RTT sanples to a link cost that can be used
for route sel ection.

Applicability

The extension defined in Section 3 provides a sequence of accurate
but potentially noisy RTT sanples. Since the RTT is a symretric
measure of delay, this protocol is only applicable in environments
where the symmetric delay is a good predictor of whether a link
shoul d be taken by routing traffic, which mght not necessarily be
the case in networks built over exotic |link technol ogi es.

The extensi on nmakes minimal requirenents on the nodes. In
particular, it does not assune synchroni sed cl ocks, and only requires
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that clock drift be negligible during the tinme interval between two
Hello TLVs. Since that is on the order of a few seconds, this
requirenent is net even with cheap crystal oscillators, such as the
ones used in consuner el ectronics.

The al gorithm defined in Section 4 depends on a number of assunptions
about the network. The assunption with the nost severe consequences

is that all links below a certain RTT (rtt-min in Section 4.2) can be
grouped in a single category of "good" links. Wile this is the case
in wide-area overlay networks, it makes the algorithminapplicable in
net wor ks where di stinguishing between |ow|atency links is inportant.

There are other assunptions, but they are less likely to linmt the

algorithms applicability. The algorithmassunes that all I|inks
above a certain RTT (rtt-nmax in Section 4.2) are equally bad, and
they will only be used as a last resort. |In addition, in order to

avoid oscillations, the algorithmis designed to react slowy to RTT
vari ations, thus causing suboptiml routing for seconds or even

m nutes after an RTT change; while this is a desirable property in
fixed networks, as it avoid excessive route oscillations, it mght be
an issue with networks with high rates of node nobility.

Speci fication of Requirements

The key words "MJST", "MJST NOT", "REQUI RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "NOT RECOMMENDED', "MAY", and
"OPTIONAL" in this docunent are to be interpreted as described in
BCP 14 [ RFC2119] [RFC8174] when, and only when, they appear in all
capital s, as shown here

RTT Sampling
1. Data Structures

We assune that every Babel speaker mmintains a |ocal clock that
counts mcroseconds froman arbitrary origin. W do not assune that
cl ocks are synchroni sed: clocks local to distinct nodes need not
share a common origin. The protocol will eventually recover if the
clock is stepped, so clocks need not persist across node reboots.

Every Babel speaker maintains a Nei ghbour Table, described in
Section 3.2.4 of [RFC8966]. This extension extends every entry in
the Nei ghbour Table with the follow ng data:

* the Oigin Tinestanp, a 32-bit tinmestanp (nodul o 2732) according
to the nei ghbour’s clock;

* the Receive Timestanp, a 32-bit tinestanp (modul o 2232) accordi ng
to the | ocal clock.

Both values are initially undefined.
2. Protocol QOperation

The RTT to a neighbour is estimated using an algorithmdue to MIls
[ RFC891], originally devel oped for the HELLO routing protocol and
| ater used in NTP [ RFC5905].

A Babel speaker periodically sends Hello nmessages to its nei ghbours
(Section 3.4.1 of [RFC8966]). Additionally, it occasionally sends a
set of IHU ("l Heard You") nessages, at nost one per nei ghbour
(Section 3.4.2 of [RFC8966]).
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Figure 2: MIIs’ Al gorithm

In order to enable the conputation of RTTs, a node A MJST include, in
every Hello that it sends, a timestanmp t1 (according to A's |oca

clock), as illustrated in Figure 2. \Wen a node B receives A's
ti mestanped Hello, it conputes the tine t1' at which the Hello was
received (according to B's local clock). It then MJST record the

value t1 in the Oigin Tinmestanp field of the Nei ghbour Table entry
corresponding to A and the value t1' in the Receive Timestamp field
of the Nei ghbour Table entry.

When B sends an IHU to A it checks whether both tinmestanps are
defined in the Neighbour Table. |If that is the case, then it MJST
ensure that its IHU TLV is sent in a packet that also contains a

ti mestanped Hello TLV (either a normally scheduled Hello or an
unschedul ed Hell o, see Section 3.4.1 of [RFC38966]). It MUST include
inthe IHU both the Origin Tinestanp and the Receive Tinestanp stored
i n the Nei ghbour Tabl e.

Upon receiving B's packet, A conputes the tine t2 (according to its
| ocal clock) at which it was received. Node A MJST then verify that
it contains both a Hello TLV with tinmestanp t2° and an IHU TLV with
two tinestanps t1 and t1'. |If that is the case, A conputes the

val ue:

RTT = (t2 - t1) - (t2' - t1')

(where all computations are done nodul o 2*32), which is a measurenent
of the RTT between A and B. (A then stores the values t2' and t2 in
its Neighbour Table, as B did before.)

Thi s al gorithm has a nunmber of desirable properties:

1. The algorithmis symretric: A and B use the same procedures for
ti mestanpi ng packets and conputing RTT sanpl es, and both nodes
produce one RTT sanple for each received (Hello, IHU) pair.

2. Since there is no requirenment that t1' and t2' be equal, the
protocol is asynchronous: the only change to Babel’'s nessage
scheduling is the requirenent that a packet containing an | HU
al so contain a Hello.

3. Since the algorithmonly ever conputes differences of tinestanps
according to a single clock, it does not require synchronised
cl ocks.



4. The algorithmrequires very little additional state: a node only
needs to store the two tinestanps associated with the last hello
recei ved from each nei ghbour

5. Since the algorithmonly requires piggybacki ng one or two
ti mestanps on each Hello and IHU TLV, it makes efficient use of
net wor k resources.

In principle, this algorithmis inaccurate in the presence of clock
drift (i.e., when A's clock and B's clock are running at different

frequencies). However, t2' - t1" is usually on the order of a few
seconds, and significant clock drift is unlikely to happen at that

tinme scale.

In order for RTT values to be consistent between inplenentations,
ti mestanps need to be conputed at roughly the sane point in the
network stack. Transmt timestanps SHOULD be conputed just before
the packet is passed to the network stack (i.e., before it is

subj ected to any queuei ng del ays); receive tinestanps SHOULD be
conmputed just after the packet is received fromthe network stack

3.3. Wap-Around and Node Restart

Ti mestanp val ues are a count of m croseconds stored as a 32-bit

unsi gned integer; thus, they wap around every 71 minutes or so.

What is nore, a node nmay occasionally reboot and restart its clock at
an arbitrary origin. For these reasons, very old tinmestanps or
nonsensi cal timestanps MJUST NOT be used to yield RTT sanpl es.

The foll owi ng al gorithm can be used to discard obsol ete sanpl es.
When a node receives a packet containing a Hello and an IHU, it
conpares the current local time t2 with the Oigin Tinestanp
contained in the IHU, if the Origin Tinestanp appears to be in the
future, or if it is in the past by nore than a time T (the value T =

3 minutes is reconmended), then the tinmestanps are still recorded in
the Nei ghbour Tabl e, but they are not used for conputation of an RTT
sanpl e.

Sinmlarly, the node conpares the Hello' s tinestanp with the Receive
Ti mestanp recorded in the Neighbour Table; if the Hello' s tinmestanp
appears to be older than the recorded tinestanp, or if it appears to
be nore recent by an interval |arger than the value T, then the

ti mestanps are not used for conputation of an RTT sanple

3.4. Inplenmentati on Notes

The accuracy of the conputed RTT sanpl es depends on Transmit

Ti mest anps being conputed as | ate as possible before a packet
containing a Hello TLV is passed to the network stack, and Receive
Ti mest anps being conputed as early as possible after reception of a
packet containing a (Hello, I1HU) pair. W have found the follow ng
i mpl ementation strategy to be useful

When a Hello TLV is buffered for transm ssion, we insert a PadN sub-
TLV (Section 4.7.2 of [RFC8966]) with a length of 4 octets within the
TLV. Wen the packet is ready to be sent, we check whether it
contains a 4-octet PadN sub-TLV; if that’'s the case, we overwite the
PadN sub-TLV with a Tinmestanmp sub-TLV with the current tine, and send
out the packet.

Conversely, when a packet is received, we i mediately conpute the
current tinme and record it with the received packet. W then process
the packet as usual and use the recorded timestanp in order to
conpute an RTT sanpl e.
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The protocol is designed to survive the clock being reset when a node
reboots; on POSI X systens, this nakes it possible to use the
CLOCK_MONOTONI C cl ock for conputing tinestanps. |f CLOCK MONOTONI C
is not available, CLOCK REALTIME nmay be used, since the protocol is
able to survive the cl ock being occasionally stepped.

RTT- Based Route Sel ection

The protocol described above yields a series of RTT sanples. Wile
these sanples are fairly accurate, they are not directly usable as an
input to the route selection procedure, for at |east three reasons:

1. In the presence of bursty traffic, routers experience transient
congestion, which causes occasional spikes in the neasured RTT.
Thus, the RTT signal may be noisy and require snoothing before it
can be used for route selection.

2. Using the RTT signal for route selection gives rise to a negative
f eedback | oop. When a route has a low RTT, it is deened to be
nmore desirable; this causes it to be used for nore data traffic,
which may |l ead to congestion, which in turn increases the RTT.

Wt hout sonme form of hysteresis, using RTT for route selection
woul d I ead to oscillations between parallel routes, which would
| ead to packet reordering and negatively affect upper-I|ayer
protocol s (such as TCP).

3. Even in the absence of congestion, the RTT tends to exhibit sone
variation. |If the RTTs of two parallel routes oscillate around a
common val ue, using the RTT as input to route selection wll
cause frequent routing oscillations, which, again, indicates the
need for some form of hysteresis.

In this section, we describe an algorithmthat integrates snoothing
and hysteresis. 1t has been shown to behave well both in simulation
and experinentally over the Internet [DELAY-BASED] and i s RECOMVENDED
when RTT information is being used for route selection. The
algorithmis structured as foll ows:

* the RIT values are first snpbothed in order to avoid instabilities
due to outliers (Section 4.1);

* the resulting snmoothed sanples are mapped to a cost using a
bounded, non-linear mapping, which avoids instabilities at the
| ower and upper end of the RTT range (Section 4.2);

* a hysteresis filter is applied in order to Iimt the amount of
oscillation in the mddle of the RTT range (Section 4.3).

Smoot hi ng

The RTT sanples provided by MIIls’ algorithmare fairly accurate, but
noi sy: experiments indicate the occasional presence of individua
sanmpl es that are nuch | arger than the expected value. Thus, sone
form of smpot hing SHOULD be applied in order to avoid instabilities
due to occasional outliers.

An i npl enentati on MAY use the exponential average algorithm which is
sinmple to inplement and appears to yield good results in practice

[ DELAY-BASED]. The algorithmis paranmeterised by a constant a, where
0 < a <1, which controls the anount of snoothing being applied. For
each nei ghbour, it maintains a snoothed value RTT, which is initially
undefined. Wen the first sanple RTTO is neasured, the snoothed

value is set to the value of RTTO. At each new sanple RTTn, the

snoot hed value is set to a weighted average of the previ ous snoot hed
val ue and the new sanpl e:



RTT := a RIT + (1 - a) RTTn

The snoot hi ng constant a SHOULD be between 0.8 and 0.9; the val ue
0.836 is the RECOWENDED def aul t.

4.2. Cost Conputation

The snoot hed RTT val ue obtained in the previous step needs to be
mapped to a link cost, suitable for input to the netric conputation
procedure (Section 3.5.2 of [RFC8966]). Obviously, the mapping
shoul d be nmonotonic (larger RTTs inply larger costs). |In addition,
the mappi ng shoul d be constant beyond a certain value (all very bad
links are equally bad) so that congested |inks do not contribute to
routing instability. The mapping should al so be constant around O,
so that small oscillations in the RTT of |ow RTT |inks do not
contribute to routing instability.

cost
n

C + max-rtt-penalty

I
I
I
I
I
I
| /
I
I
I
I
I
I
I

0 rtt-mn rtt-max RTT
Figure 3: Mapping fromRTT to Link Cost

I mpl enent ati ons SHOULD use the mapping described in Figure 3, which
is paraneterised by three paraneters: rtt-nmin, rtt-nmax, and max-rtt-
penalty. For RTT values below rtt-mn, the Iink cost is just the
nom nal cost C of a single hop. Between rtt-nmin and rtt-max, the
cost increases linearly; above rtt-nmax, the constant value max-rtt-
penalty is added to the nom nal cost.

The value rtt-mn should be slightly larger than the RTT of a |ocal,
uncongested link. The value rtt-nmax should be the RTT above which a
I'ink should be avoided if possible, either because it is a |ong-

di stance link or because it is congested; reducing the value of rtt-
max inproves stability, but prevents the protocol fromdiscrimnating
bet ween high-latency links. As for nax-rtt-penalty, it controls how
much the protocol will penalise |ong-distance |inks. The default
values rtt-min = 10 ns, rtt-max = 120 ns, and max-rtt-penalty = 150
ar e RECOMVENDED.

4.3. Hysteresis

Even after applying a bounded mappi ng fromsnoothed RTT to a cost
val ue, the cost may fluctuate when a link’s RTT is between rtt-nin
and rtt-max. | nplementati ons SHOULD use a robust hysteresis

al gorithm such as the one described in Appendix A 3 of [ RFC8966].
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Backwar ds and Forwards Conpatibility

This protocol extension stores the data that it requires within sub-
TLVs of Babel’s Hello and IHU TLVs. As discussed in Appendi x D of

[ RFC8966], inplementations that do not understand this extension wll
silently ignore the sub-TLVs while parsing the rest of the TLVs that
they contain. |In effect, this extension supports building hybrid

net wor ks consi sting of extended and unextended routers; while such
networks mnight suffer from sub-optinmal routing, they will not suffer
fromrouting | oops or other pathol ogies.

If a sub-TLV defined in this extension is |onger than expected, the
additional data is silently ignored. This provision is nmade in order
to allow a future version of this protocol to extend the packet
format with additional data, for exanple high-precision or absolute
ti mest anps.

Packet For mat

Thi s extension defines the Tinestanp sub-TLV whose Type field has the
value 3. This sub-TLV can be contained within a Hello sub-TLV, in
which case it carries a single tinmestanp, or within an | HU sub-TLV,
in which case it carries two tinmestanps.

Ti mestanps are encoded as 32-bit unsigned integers (nodulo 2732),
expressed in units of one mcrosecond, counting froman arbitrary
origin. Tinestanps wap around every 4295 seconds, or roughly 71
m nutes (see also Section 3.3).

1. Timestanp Sub-TLV in Hello TLVs

When contained within a Hello TLV, the Tinmestanp sub-TLV has the
followi ng format:

0 1 2 3
01234567890123456789012345678901
B T S i T s i i e e SEI S
| Type = 3 | Length | Transmit Ti nestanp |
I S i o T s S S S e s s T
| (conti nued) |
il s ST I S S I S T T S

Type: Set to 3 to indicate a Tinestanp sub- TLV.

Lengt h: The I ength of the body in octets, exclusive of the Type and
Length fiel ds.

Transmit Tinmestanp: The tine at which the packet containing this
sub- TLV was sent, according to the sender’s clock

If the Length field is larger than the expected 4 octets, the sub-TLV
MJUST be processed nornmally (the first 4 octets are interpreted as
descri bed above) and any extra data contained in this sub-TLV MJST be
silently ignored. |If the Length field is snmaller than the expected 4
octets, then this sub-TLV MJST be ignored (and the remai nder of the
encl osing TLV processed as usual).

2. Timestanp Sub-TLV in | HU TLVs

When contained in an I HU TLV, the Ti mestanp sub-TLV has the follow ng
format:

0 1 2 3
01234567890123456789012345678901
T T T o T i S S i oI S SEp S S S
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| Type = 3 | Length | Oigin Tinmestanp |
B T S i T s i i e e SEI S
| (conti nued) | Recei ve Ti nestanp |
T S i o I R S S i it et EIE S R R S S e i i e e s
| (conti nued) |
il s ST I S S I S T T S

Type: Set to 3 to indicate a Tinestanp sub-TLV.

Lengt h: The I ength of the body in octets, exclusive of the Type and
Length fiel ds.

Oigin Tinmestanp: A copy of the Transmt Tinestanp of the | ast
Ti mestanp sub-TLV contained in a Hello TLV received from
the node to which the enclosing | HU TLV appli es.

Receive Tinmestanp: The tinme, according to the sender’s clock, at
which the last timestanmped Hello TLV was received fromthe
node to which the enclosing I HU TLV appli es.

If the Length field is larger than the expected 8 octets, the sub-TLV
MJUST be processed nornally (the first 8 octets are interpreted as
descri bed above), and any extra data contained in this sub-TLV MJST
be silently ignored. |If the Length field is snmaller than the
expected 8 octets, then this sub-TLV MJST be ignored (and the

remai nder of the enclosing TLV processed as usual).

| ANA Consi der ati ons

| ANA has added the following entry to the "Babel Sub-TLV Types"
registry

[ ittty ety b pp—j—_—_———
| Type | Name | Reference

[ b ool e
| 3 | Timestanp | RFC 9616 |
+------ F--- - - - F--- - - - +

Security Considerations

Thi s extension adds tinestanping data to two of the TLVs sent by a
Babel router. By broadcasting the value of a reasonably accurate

| ocal clock, these additional data mi ght nake a node nore susceptible
to timng attacks.

Broadcasting an accurate time raises privacy issues. The tinestanps
used by this protocol have an arbitrary origin; therefore, they do
not | eak a node’'s boot tine or tine zone. However, having access to
accurate tinestanps could allow an attacker to deternine the physica
| ocati on of a node. Nodes might avoid disclosure of |ocation
informati on by not including Tinestanp sub-TLVs in the TLVs that they
send, which will cause their neighbours to fall back to hop-count
routing.
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