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I nt roducti on

[ RFC6040] on "Tunnelling of Explicit Congestion Notification" nade
the rules for propagation of Explicit Congestion Notification (ECN)
[ RFC3168] consistent for all fornms of IP-in-1P tunnel

A common pattern for many tunnelling protocols is to encapsul ate an

i nner | P header (v4 or v6) with one or nore shimheaders then an
outer | P header (v4 or v6). Sone of these shimheaders are designed
as generic encapsul ations, so they do not necessarily directly
encapsul ate an inner |P header. Instead, they can encapsul ate
headers such as link-layer (L2) protocols that, in turn, often
encapsul ate IP. Thus, the abbreviation 'IP-shim (L2)-1P can be used
for tunnels that are in scope of this docunent.

To clear up confusion, this specification clarifies that the scope of
[ RFC6040] includes any IP-in-1P tunnel, including those with one or
nmor e shi m headers and ot her encapsul ati ons between the | P headers.
Where necessary, it updates the specifications of the rel evant
encapsul ati on protocols with the specific text necessary to conply
with [ RFC6040] .

Thi s specification also updates [ RFC6040] to state how operators
ought to configure a | egacy tunnel ingress to avoi d unsafe system
configurations.

Ter mi nol ogy

The key words "MJST", "MJST NOT", "REQUI RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMVENDED', "NOT RECOMVENDED', "MAY", and
"OPTIONAL" in this docunment are to be interpreted as described in

BCP 14 [ RFC2119] [RFCB174] when, and only when, they appear in all
capital s, as shown here

Thi s specification uses the termi nology defined in [ RFC6040].

Scope of RFC 6040



In Section 1.1 of [RFC6040], its scope is defined as:

| ...ECN field processing at encapsul ati on and decapsul ati on for any
| IP-in-1P tunnelling, whether |IPsec or non-1Psec tunnels. It

| applies irrespective of whether IPv4 or IPv6 is used for either

| the inner or outer headers.

There are two problens with the above scopi ng statenent:

Problem 1: It was intended to include cases where one or nore shim
headers sit between the | P headers. Many tunnelling inplenmenters
have interpreted the scope of [RFC6040] as it was intended, but it is
anbi guous. Therefore, this specification updates [RFC6040] by adding
the follow ng scoping text after the sentences quoted above:

| It applies in cases where an outer |P header encapsul ates an inner
| IP header either directly or indirectly by encapsul ati ng other

| headers that in turn encapsul ate (or m ght encapsul ate) an inner

| 1P header.

Problem 2: Like many | ETF specifications, [RFC6040] is witten as a
specification that inplenentations can choose to claimconpliance
with. This nmeans it does not cover two inportant situations:

1. Cases where it is infeasible for an inplementation to access an
i nner | P header when addi ng or renoving an outer |P header

2. Cases where inplenmentations choose not to propagate ECN bet ween
| P headers

However, the ECN field is a non-optional part of the IP header (v4
and v6), so any inplenentation that creates an outer |P header has to
give the ECN field sone value. There is only one safe value a tunne
ingress can use if it does not know whether the egress supports
propagati on of the ECN field; it has to clear the ECN field in any
outer | P header to 0bO0O.

However, an RFC has no jurisdiction over inplenentations that choose
not to conply or cannot conply with the RFC, including all

i npl ementations that predated it. Therefore, it would have been
unreasonabl e to add such a requirenment to [ RFC6040]. Nonethel ess, to
ensure safe propagation of the ECN field over tunnels, it is
reasonabl e to add requirenents on operators to ensure they configure
their tunnels safely (where possible). Before resolving 'Problem?2
by stating these configuration requirenents (in Section 4), the
factors that determ ne whether propagating ECN is feasible or
desirable will be briefly introduced.

.1. Feasibility of ECN Propagati on between Tunnel Headers

In many cases, one or nore shimheaders and an outer |P header are
al ways added to (or renobved from) an inner |P packet as part of the
same procedure. We call these tightly coupled shi mheaders.
Processing a shimand outer header together is often necessary
because a shimis not sufficient for packet forwarding in its own
right; not unless conplenented by an outer header. |In these cases,
it will often be feasible for an inplenentation to propagate the ECN
field between the | P headers.

In sone cases, a tunnel adds an outer |P header and a tightly coupl ed
shim header to an inner header that is not an |IP header, but that, in
turn, encapsul ates an I P header (or mght encapsulate an | P header).
For instance, an inner Ethernet (or other |ink-Ilayer) header night
encapsul ate an inner |P header as its payload. W call this a
tightly coupled shi mover an encapsul ati ng header



Digging to arbitrary depths to find an inner I P header within an
encapsul ation is strictly a layering violation, so it cannot be a
requi red behaviour. Nonethel ess, sone tunnel endpoints already | ook
within a Layer 2 (L2) header for an |IP header, for instance, to map
the Diffserv codepoint between an encapsul ated | P header and an outer
| P header [RFC2983]. |In such cases at least, it should be feasible
to al so (independently) propagate the ECN field between the sanme IP
headers. Thus, access to the ECN field within an encapsul ati ng
header can be a useful and benign optim zation. The guidelines in
Section 5 of [RFC9599] give the conditions for this |ayering
violation to be benign

.2. Desirability of ECN Propagation between Tunnel Headers

Devel opers and network operators are encouraged to inplenment and
depl oy tunnel endpoints conpliant with [ RFC6040] (as updated by the
present specification) in order to provide the benefits of w der ECN
depl oynent [ RFC8087]. Nonethel ess, propagati on of ECN between |IP
headers, whether separated by shim headers or not, has to be optiona
to inplenent and to use, because:

* |legacy inplenmentations of tunnels without any ECN support already
exi st;

* a network mght be designed so that there is usually no bottl eneck
within the tunnel; and

* if the tunnel endpoints would have to search within an L2 header
to find an encapsul ated | P header, it might not be worth the
potential performance hit.

Maki ng a Non- ECN Tunnel Ingress Safe by Configuration

Even when no specific attenpt has been nade to inplenent propagation
of the ECN field at a tunnel ingress, it ought to be possible for the
operator to render a tunnel ingress safe by configuration. The main
safety concern is to disable (clear to zero) the ECN capability in
the outer I P header at the ingress if the egress of the tunnel does
not inplenment ECN logic to propagate any ECN markings into the packet
forwarded beyond the tunnel. Oherw se, the non-ECN egress could

di scard any ECN marking introduced within the tunnel, which would
break all the ECN based control |oops that regulate the traffic | oad
over the tunnel

Therefore, this specification updates Section 4.3 of [RFC6040] by
inserting the following text at the end of the section

VWhet her or not an ingress inplenentation clains conpliance with

[ RFC6040], [RFC4301], or [RFC3168], when the outer tunnel header
is IP (v4 or v6), if possible, the ingress MIST be configured to
zero the outer ECN field in all of the follow ng cases:

* jif it is known that the tunnel egress does not support any of
the RFCs that define propagation of the ECN field ([RFC6040],
[ RFC4301], or the full functionality node of [RFC3168]);

unknown behavi our might be dynanmically paired with the ingress
(one way for an operator of a tunnel ingress to determ ne the
behavi our of an otherw se unknown egress is described in

[ decap-test]);

* if an I P header m ght be encapsulated within a non-1P header
that the tunnel ingress is encapsulating, but the ingress does

I
|
I
I
I
I
I
I
| * if the behaviour of the egress is not known or an egress wth
I
I
I
|
I
I
I
| not inspect within the encapsul ation

I



For the avoi dance of doubt, the above only concerns the outer IP
header. The ingress MJUST NOT alter the ECN field of the arriving
| P header that will becone the inner |P header.

In order that the network operator can conply with the above
safety rules, an inplenentation of a tunnel ingress:

I

I

I

I

I

|

| * MJST NOT treat the forner Type of Service (ToS) octet (I1Pv4) or
| the former Traffic Class octet (IPv6) as a single 8-bit field.

| This is because the resulting |inkage of ECN and Diffserv field
| propagati on between inner and outer headers is not consistent

| with the definition of the 6-bit Diffserv field in [ RFC2474]

| and [ RFC3260] .

I

I

I

I

I

I

I

*  SHOULD be able to be configured to zero the ECN field of the
out er header.

These |l ast two rules apply even if an inplenentation of a tunne
i ngress does not claimto support [RFC6040], [RFC4301], or the
full functionality nbpde of [RFC3168]

For instance, if a tunnel ingress with no ECN-specific logic had a
configuration capability to refer to the last 2 bits of the old ToS
Byte of the outer (e.g., with a Ox3 nmask) and set themto zero, while
al so being able to allow the DSCP to be re-nmapped i ndependently, that
woul d be sufficient to satisfy both inplenentation requirenents
above.

There m ght be concern that the above "MJST NOT" nakes conpliant

i npl ement ati ons non-conpliant at a stroke. However, by definition,
it solely applies to equi pment that provides Diffserv configuration
Any such Diffserv equipnment that is configuring treatnment of the
fornmer ToS octet (IPv4) or the fornmer Traffic O ass octet (IPv6) as a
single 8-bit field nust have al ways been non-conpliant with the
definition of the 6-bit Diffserv field in [ RFC2474] and [ RFC3260] .

If a tunnel ingress does not have any ECN | ogic, copying the ECN
field as a side effect of copying the DSCP is a seriously unsafe bug
that risks breaking the feedback | oops that regulate | oad on a
tunnel, because it onmits to check the ECN capability of the tunne
egress.

Zeroing the outer ECN field of all packets in all circumstances woul d
be safe, but it would not be sufficient to claimconpliance with

[ RFC6040] because it would not neet the aimof introducing ECN
support to tunnels (see Section 4.3 of [RFC6040]).

ECN Propagati on and Fragnentati on/ Reassenbly

The foll owi ng requirenments update [ RFC6040], which omtted handling
of the ECN field during fragnmentation or reassenbly. These changes
m ght alter how many ECN nmarked packets are propagated by a tunne
that fragments packets, but this would not raise any backward
conpatibility issues.

If a tunnel ingress fragments a packet, it MJST set the outer ECN
field of all the fragnents to the sane value as it would have set if
it had not fragnented the packet.

Section 5.3 of [RFC3168] specifies ECN requirenents for reassenbly of
sets of 'outer fragnents’ into packets (in 'outer fragmentation’, the
fragmentation is visible in the outer header so that the tunne

egress can reassenble the fragnents [| NTAREA- TUNNELS]) .

Additionally, the follow ng requirenments apply at a tunnel egress:

* During reassenbly of outer fragnents, the packet MJUST be di scarded
if the ECN fields of the outer headers being reassenbled into a



singl e packet consist of a m xture of Not ECN Capable Transport
(Not - ECT) and ot her ECN codepoi nts.

* |f there is mx of ECT(0) and ECT(1) outer fragnents, then the
reassenbl ed packet MUST be set to ECT(1).

Reasoni ng: [RFC3168] originally defined ECT(0) and ECT(1l) as

equi val ent, but [RFC3168] has been updated by [ RFC8311] to nmke
ECT(1) avail able for congestion marking differences. The rule is
i ndependent of the current experinental use of ECT(1l) for Low
Latency, Low Loss, and Scal abl e throughput (L4S) [RFC9331]. The
rule is conpatible with Pre-Congestion Notification (PCN)

[ RFC6660], which uses 2 |l evels of congestion severity, with the
ranki ng of severity from hi ghest to | owest bei ng Congestion
Experienced (CE), ECT(1), ECT(0). The decapsulation rules in

[ RFC6040] take a simlar approach.

IP-in-1P Tunnels with Tightly Coupled Shi m Headers

Below is a |list of specifications of encapsulations with tightly
coupl ed shi m header(s) in rough chronol ogical order. This list is
confined to Standards Track or wi dely depl oyed protocols. So, for
the avoi dance of doubt, the updated scope of [RFC6040] is defined in
Section 3 and is not limted to this list.

* Point-to-Point Tunneling Protocol (PPTP) [RFC2637]

* Layer Two Tunneling Protocol (L2TP), specifically L2TPv2 [ RFC2661]
and L2TPv3 [ RFC3931], which not only includes all the L2-specific
speci al i zati ons of L2TP, but al so derivatives such as the Keyed
| Pv6 Tunnel [RFC8159]

* Ceneric Routing Encapsulation (GRE) [RFC2784] and Network
Virtualization using GRE (NVGRE) [ RFC7637]

* GPRS Tunnelling Protocol (GIP), specifically GIPvl [GIPv1l], GIP vil
User Plane [GIPv1-U], and GIP v2 Control Plane [GIPv2-(

*  Teredo [ RFC4380]

* Control And Provisioning of Wreless Access Points ( CAPWAP)
[ RFC5415]

* Locator/ldentifier Separation Protocol (LISP) [RFC9300]
* Automatic Milticast Tunneling (AMI) [RFC7450]

* Virtual eXtensible Local Area Network (VXLAN) [RFC7348] and
Generic Protocol Extensions for VXLAN (VXLAN- GPE) [ NVO3- VXLAN- GPE]

* The Network Service Header (NSH) [RFC8300] for Service Function
Chai ni ng ( SFC)

* CGeneve [ RFC8926]

* Direct tunnelling of an I P packet within a UDP/IP datagram (see
Section 3.1.11 of [RFC8085])

* TCP Encapsul ation of Internet Key Exchange Protocol (IKE) and
| Psec Packets (see Section 9.5 of [RFC9329])

Sone of the |isted protocols enable encapsul ation of a variety of
network | ayer protocols as inner and/or outer. This specification
applies to the cases where there is an inner and outer |P header as
described in Section 3. Oherw se, [RFC9599] gives gui dance on how
to design propagation of ECN into other protocols that m ght



encapsul ate | P.

Where protocols in the above |ist need to be updated to specify ECN
propagati on and are under |ETF change control, update text is given
in the followi ng subsections. For those not under |ETF control, it

i s RECOVMENDED t hat i npl enentati ons of encapsul ation and
decapsul ati on conply with [RFC6040]. It is al so RECOMMENDED t hat
their specifications are updated to add a requirenent to conply with
[ RFC6040] (as updated by the present docunent).

PPTP i s not under the change control of the IETF, but it has been
docunented in an Informational RFC [ RFC2637]. However, there is no
need for the present specification to update PPTP because L2TP has
been devel oped as a standardi zed repl acenent.

NVGRE i s not under the change control of the IETF, but it has been
docunmented in an Informational RFC [ RFC7637]. NVCRE is a specific
use case of GRE (it re-purposes the key field fromthe initial
specification of GRE [RFC1701] as a Virtual Subnet I1D). Therefore,
the text that updates GRE in Section 6.1.2 belowis also intended to
updat e NVGRE.

Al 't hough the definition of the various GIP shim headers is under the
control of the Third Generation Partnership Project (3GPP), it is
hard to determ ne whether the 3GPP or the | ETF controls
standardi zati on of the _process_of adding both a GIP and an IP
header to an inner | P header. Nonetheless, the present specification
is provided so that the 3GPP can refer to it fromany of its own
specifications of GIP and | P header processing.

The specification of CAPWAP al ready specifies [ RFC3168] ECN
propagati on and ECN capability negotiation. Wthout nodification,
the CAPWAP specification already interworks with the backward-
conpati bl e updates to [ RFC3168] in [ RFC6040].

LI SP nade the ECN propagation procedures in [ RFC3168] mandatory from
the start. [RFC3168] has since been updated by [ RFC6040], but the
changes are backwards conpatible, so there is still no need for LISP
tunnel endpoints to negotiate their ECN capabilities.

VXLAN i s not under the change control of the I ETF, but it has been
docunented in an Informational RFC. It is RECOMVENDED t hat VXLAN

i mpl ementations conply with [ RFC6040] when the VXLAN header is
inserted between (or renoved from between) |P headers. The authors
of any future update of the VXLAN spec are al so encouraged to add a
requirenent to conply with [ RFC6040] as updated by the present
specification. |In contrast, VXLAN-GPE is being docunmented under |ETF
change control and it does require conpliance with [ RFC6040].

The Network Service Header (NSH) [ RFC8300] has been defined as a
shi m based encapsulation to identify the Service Function Path (SFP)
in the Service Function Chaining (SFC) architecture [RFC7665]. A
proposal has been made for the processing of ECN when handling
transport encapsul ati on [ SFC- NSH- ECN]

The specification of Geneve already refers to [ RFC6040] for ECN
encapsul ati on.

Section 3.1.11 of [RFC8085] already explains that a tunnel that
encapsul ates an | P header within a UDP/IP datagram needs to foll ow

[ RFC6040] when propagating the ECN field between inner and outer |IP
headers. Section 3 of the present specification updates [ RFC6040] to
clarify that its scope includes cases with a shimheader between the
I P headers. So it indirectly updates the scope of [RFC8085] to

i nclude cases with a shim header as well as a UDP header between the
| P headers.



The requirenents in Section 4 update [ RFC6040], and hence al so
indirectly update the UDP usage guidelines in [ RFC8085] to add the

i mportant but previously unstated requirenent that, if the UDP tunne
egress does not, or might not, support ECN propagation, a UDP tunne
ingress has to clear the outer IP ECN field to Ob00, e.g., by

confi guration.

Section 9.5 of [RFC9329] already recommends the conpatibility nbde of
[ RFC6040] in this case because there is not a one-to-one napping
bet ween i nner and outer packets when TCP encapsul ates | KE or | Psec.

6.1. Specific Updates to Protocol s under |ETF Change Contr ol
6.1.1. L2TP (v2 and v3) ECN Extension
The L2TP terni nol ogy used here is defined in [ RFC2661] and [ RFC3931].

L2TPv3 [ RFC3931] is used as a shi m header between any packet-switched
network (PSN) header (e.g., |1Pv4, 1Pv6, and MPLS) and nany types of
L2 headers. The L2TPv3 shi m header encapsul ates an L2-specific sub-

| ayer, then an L2 header that is likely to contain an inner |P header
(v4 or v6). Then this whole stack of headers can be encapsul ated
within an optional outer UDP header and an outer PSN header that is
typically IP (v4 or v6)

L2TPv2 is used as a shi m header between any PSN header and a PPP
header, which is in turn likely to encapsul ate an | P header

Even though these shins are rather fat (particularly in the case of
L2TPv3), they still fit the definition of a tightly coupled shim
header over an encapsul ati ng header (Section 3.1) because all the
headers encapsul ating the L2 header are added (or renoved) together
L2TPv2 and L2TPv3 are therefore within the scope of [ RFC6040], as
updat ed by Section 3.

I mpl enent ati on of the ECN extension to L2TPv2 and L2TPv3 defined in
Section 6.1.1.2 is RECOVWENDED in order to provide the benefits of
ECN [ RFC8087] whenever a node within an L2TP tunnel becones the
bottl eneck for an end-to-end traffic fl ow

6.1.1.1. Safe Configuration of a "Non-ECN' |ngress LCCE

The followi ng text is appended to both Section 5.3 of [RFC2661] and
Section 4.5 of [RFC3931] as an update to the base L2TPv2 and L2TPv3
speci fications:

| The operator of an LCCE that does not support the ECN extension in
| Section 6.1.1.2 of RFC 9601 MUST follow the configuration

| requirenments in Section 4 of RFC 9601 to ensure it clears the

| outer IP ECN field to ObOO when the outer PSN header is IP (v4 or

| v6).

In particular, for an L2TP Control Connection Endpoi nt (LCCE)

i npl ementation that does not support the ECN extension, this nmeans
that configuration of howit propagates the ECN field between inner
and outer | P headers MJST be independent of any configuration of the
D ffserv extension of L2TP [ RFC3308].

6.1.1.2. ECN Extension for L2TP (v2 or v3)
When the outer PSN header and the payload inside the L2 header are
both IP (v4 or v6), an LCCE will propagate the ECN field at ingress
and egress by following the rules in Section 4 of [RFC6040].

Bef ore encapsul ati ng any data packets, [RFC6040] requires an ingress



LCCE to check that the egress LCCE supports ECN propagati on as
defined in [ RFC6040] or one of its conpatible predecessors ([RFC4301]
or the full functionality node of [RFC3168]). |If the egress supports
ECN propagation, the ingress LCCE can use the normal nopde of
encapsul ati on (copying the ECN field frominner to outer).

O herwi se, the ingress LCCE has to use conpatibility node [ RFC6040]
(clearing the outer IP ECN field to 0b0O).

An LCCE can determne the renote LCCE s support for ECN either
statically (by configuration) or by dynam c discovery during setup of
each control connection between the LCCEs using the ECN Capability
Attribute-Value Pair (AVP) defined in Section 6.1.1.2.1

Where the outer PSN header is sone protocol other than IP that
supports ECN, the appropriate ECN propagation specification will need
to be followed, e.g., [RFC5129] for MPLS. Were no specification

exi sts for ECN propagation by a particular PSN, [ RFC9599] gives
general gui dance on how to design ECN propagation into a protoco

that encapsul ates |P.

6.1.1.2.1. ECN Capability AVP for Negotiation between LCCEs

The ECN Capability AVP defined here has Attribute Type 103. The AVP
has the foll owing format:

0 1 2 3

01234567890123456789012345678901
e i S S it e S i S e e
| M H 0] 0] 0] O] Length | Vendor ID |
T i i I T T o s S O o o il S S S
|
+-

o
o

103 |
i S S T S S

Figure 1: ECN Capability AVP for L2TP (v2 or v3)

This AVP MAY be present in the Start-Control -Connection-Request
(SCCRQ and Start-Control -Connecti on-Reply (SCCRP) nessage types.
This AVP MAY be hidden (the Hbit is set to 0 or 1) and is optiona
(the Mbit is not set). The length (before hiding) of this AVP is 6
octets. The Vendor IDis the | ETF Vendor |ID of O.

When an LCCE sends an ECN Capability AVP, it indicates that it
supports ECN propagation. Wen no ECN Capability AVP is present, it
i ndi cates that the sender does not support ECN propagation

If an LCCE initiating a control connection supports ECN propagation,
it will send an SCCRQ containing an ECN Capability AVP. [If the
tunnel term nator supports ECN, it will return an SCCRP that al so
includes an ECN Capability AVP. Then, for any sessions created by
that control connection, both ends of the tunnel can use the nornal
node of [RFC6040]; i.e., they can copy the IP ECN field frominner to
out er when encapsul ati ng data packets.

On the other hand, if the tunnel termnmi nator does not support ECN, it
will ignore the ECN Capability AVP and send an SCCRP to the tunne
initiator without an ECN Capability AVP. The tunnel initiator
interprets the absence of the ECN Capability flag in the SCCRP as an
i ndication that the tunnel terminator is incapable of supporting ECN
When encapsul ati ng data packets for any sessions created by that
control connection, the tunnel initiator will then use the
compatibility node of [ RFC6040] to clear the ECN field of the outer

| P header to 0bOO.

If the tunnel term nator does not support this ECN extension, the
network operator is still expected to configure it to conply with the
safety provisions set out in Section 6.1.1.1 when it acts as an
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i ngress LCCE

I f ECN support by the ingress and egress LCCEs is configured
statically, as allowed in Section 6.1.1.2, they both ignore the
presence or absence of any ECN capability AVP.

2. GRE

The GRE term nol ogy used here is defined in [RFC2784]. GRE is often
used as a tightly coupl ed shi mheader between | P headers. Sonetines,
the CGRE shi m header encapsul ates an L2 header, which might in turn
encapsul ate an I P header. Therefore, GREis within the scope of

[ RFC6040] as updated by Section 3.

| mpl enent ati on of support for [RFC6040] as updated by the present
specification is RECOWENDED for GRE tunnel endpoints in order to
provi de the benefits of ECN [ RFC8087] whenever a node within a GRE
tunnel becones the bottleneck for an end-to-end IP traffic flow
tunnel l ed over GRE using IP as the delivery protocol (outer header).

GRE itself does not support dynam c setup and configuration of
tunnel s. However, control plane protocols, such as Next Hop

Resol uti on Protocol (NHRP) [RFC2332], Mobile IPv4d (M P4) [ RFC5944],
Mobile IPv6 (M P6) [RFC6275], Proxy Mbile IP (PMP) [RFC5845], and
| KEv2 [ RFC7296], are sonetimes used to set up GRE tunnels
dynanmi cal | y.

When these control protocols set up IP-in-1P or IPsec tunnels, it is
likely that the resulting tunnels will propagate the ECN field as
defined in [ RFC6040] or one of its conpatible predecessors ([RFC4301]
or the full functionality node of [RFC3168]). However, if they use a
GRE encapsul ation, this presunption is | ess sound.

Therefore, if the outer delivery protocol is IP (v4 or v6), the
operator is obliged to follow the safe configuration requirements in
Section 4. Section 6.1.2.1 updates the base CGRE specification with
this requirement to enphasize its inportance.

Where the delivery protocol is sone protocol other than |IP that
supports ECN, the appropriate ECN propagation specification will need
to be followed, e.g., [RFC5129] for MPLS. Were no specification

exi sts for ECN propagation by a particular PSN, [RFC9599] gives nore
general gui dance on how to propagate ECN to and from protocol s that
encapsul ate | P.

6.1.2.1. Safe Configuration of a "Non-ECN' GRE | ngress

6
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The following text is appended to Section 3 of [RFC2784] as an update
to the base GRE specification:

| The operator of a GRE tunnel ingress MJST foll ow the configuration
| requirenents in Section 4 of RFC 9601 when the outer delivery
| protocol is IP (v4 or v6).

3. Teredo

Teredo [ RFC4380] provides a way to tunnel |Pv6 over an | Pv4 network
with a UDP-based shi m header between the two.

For Teredo tunnel endpoints to provide the benefits of ECN, the
Teredo specification would have to be updated to include negotiation
of the ECN capability between Teredo tunnel endpoints. Qherwi se, it
woul d be unsafe for a Teredo tunnel ingress to copy the ECN field to
the I Pv6 outer.

Those i npl enentati ons known to the authors at the time of witing do



not support propagation of ECN, but they do safely zero the ECN field
in the outer I Pv6 header. However, the specification does not
menti on anythi ng about this.

To make existing Teredo depl oynents safe, it would be possible to add
ECN capability negotiation to those that are subject to remote OS
update. However, for those inplenentations not subject to renote OS
update, it will not be feasible to require themto be configured
correctly because Teredo tunnel endpoints are generally depl oyed on
host s.

Therefore, until ECN support is added to the specification of Teredo,
the only feasible further safety precaution avail able here is to
update the specification of Teredo inplenentations with the follow ng
text as a new section

5.1.3. Safe "Non-ECN' Teredo Encapsul ation

|
| A Teredo tunnel ingress inplementation that does not support ECN
| propagation as defined in [ RFC6040] or one of its conpatible
| predecessors ([RFC4301] or the full functionality node of

| [RFC3168]) MJST zero the ECN field in the outer |Pv6 header

6.1.4. AMI

AMI [ RFC7450] is a tightly coupl ed shimheader that encapsul ates an
| P packet and is encapsul ated within a UDP/IP datagram Therefore,
AMI is within the scope of [RFC6040] as updated by Section 3.

I mpl enent ati on of support for [RFC6040] as updated by the present
specification is RECOWENDED for AMI tunnel endpoints in order to
provide the benefits of ECN [ RFC8087] whenever a node within an AMI
tunnel becones the bottleneck for an IP traffic flow tunnelled over
AMT.

To conply with [ RFC6040], an AMI relay and gateway will follow the
rul es for propagation of the ECN field at ingress and egress,
respectively, as described in Section 4 of [RFC6040].

Bef ore encapsul ati ng any data packets, [RFC6040] requires an ingress
AMI relay to check that the egress AMI gateway supports ECN
propagati on as defined in [ RFC6040] or one of its conpatible
predecessors ([ RFC4301] or the full functionality node of [RFC3168]).
If the egress gateway supports ECN, the ingress relay can use the
normal node of encapsulation (copying the IP ECN field frominner to
outer). Oherwise, the ingress relay has to use conpatibility node,
which neans it has to clear the outer ECN field to zero [ RFC6040].

An AMI tunnel is created dynam cally (not nmanually), so the relay
will need to determine the renote gateway' s support for ECN using the
ECN capability declaration defined in Section 6.1.4.2.

6.1.4.1. Safe Configuration of a "Non-ECN' |Ingress AMI Rel ay

The followi ng text is appended to Section 4.2.2 of [RFC7/450] as an
update to the AMI specification

| The operator of an AMI relay that does not support [RFC6040] or
| one of its conpatible predecessors ([ RFC4301] or the ful

| functionality node of [RFC3168]) MUST follow the configuration
| requirenents in Section 4 of RFC 9601 to ensure it clears the

| outer IP ECN field to zero

6.1.4.2. ECN Capability Declaration of an AMI Gat eway

0 1 2 3
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Figure 2: Updated AMI Request Message For mat

Bit 14 of the AMI Request Message counting fromO (or bit 7 of the
Reserved field counting from1l) is defined here as the AMI Gat eway
ECN Capability flag (E) as shown in Figure 2. The definitions of al
other fields in the AMI Request Message are unchanged from [ RFC7450].

When the E flag is set to 1, it indicates that the sender of the
message supports [ RFC6040] ECN propagation. Wen it is cleared to
zero, it indicates the sender of the nessage does not support

[ RFC6040] ECN propagation. An AMI gateway "that supports [RFC6040]
ECN propagation” nmeans one that propagates the ECN field to the
forwarded data packet based on the conbination of arriving inner and
outer ECN fields as defined in Section 4 of [RFC6040].

The other bits of the Reserved field remain reserved. They wll
continue to be cleared to zero when sent and ignored when either
received or forwarded as specified in Section 5.1.3.3 of [RFC7450].

An AMI gateway that does not support [RFC6040] MUST NOT set the E
flag of its Request Message to 1.

An AMI gateway that supports [ RFC6040] ECN propagati on MIST set the E
flag of its Relay Discovery Message to 1.

The action of the corresponding AMI relay that receives a Request
message with the E flag set to 1 depends on whether the relay itself
supports [ RFC6040] ECN propagation

* |f the relay supports [ RFC6040] ECN propagation, it will store the
ECN capability of the gateway along with its address. Then,
whenever it tunnels datagrans towards this gateway, it MJST use
the nornmal node of [ RFC6040] to propagate the ECN field when
encapsul ating datagrams (i.e., it copies the P ECN field from
i nner to outer header).

* |f the discovered AMI relay does not support [ RFC6040] ECN
propagation, it will ignore the E flag in the Reserved field as
per Section 5.1.3.3 of [RFC7450].

If the AMI relay does not support [RFC6040] ECN propagation, the
network operator is still expected to configure it to conply with
the safety provisions set out in Section 6.1.4.1

7. 1 ANA Consi derations

| ANA has assigned the following AVP in the L2TP "Control Message
Attribute Value Pairs" registry:

=4 ————————————————+t———————————+

| Attribute Type | Description | Reference |

[ ool s s e gl

| 103 | ECN Capability | RFC 9601 |

i T i T F--- - - - +
Table 1

8. Security Considerations



The Security Considerations in [RFC6040] and [ RFC9599] apply equally
to the scope defined for the present specification.
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