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I nt roduction

The Essential Video Coding [EVC] standard, which is fornmally
designated as I SO I EC International Standard 23094-1 [EVC], was
published in 2020. One of MPEG s goals is to keep EVC s Baseline
profile essentially royalty-free by using technol ogi es published nore
than 20 years ago or otherwi se known to be avail able for use w thout
a requirenent for paying royalties, whereas nore advanced profiles
foll ow a reasonabl e and non-discrimnatory |licensing terns policy.
Both the Baseline profile and higher profiles of EVC [EVC] are
reported to provide coding efficiency gains over Hi gh Efficiency

Vi deo Coding [HEVC] and Advanced Vi deo Codi ng [ AVC] under certain
configurations.

Thi s docunent describes an RTP payload format for EVC. It shares its
basic design with the NAL unit-based RTP payl oad formats of H. 264

Vi deo Coding [ RFC6184], Scal abl e Video Coding (SVC) [RFC6190], High
Ef ficiency Video Coding (HEVC) [ RFC7798], and Versatile Video Coding
(WC) [RFC9328]. Wth respect to design phil osophy, security,
congestion control, and overall inplenentation conplexity, it has
simlar properties to those earlier payload format specifications.
This is a conscious choice, as at |east the RTP Payl oad Format for

H. 264 video as described in [RFC6184] is widely depl oyed and
generally known in the relevant inplenmenter conmunities. Certain
mechani sms described in [RFC6190] were incorporated, as EVC supports
tenmporal scalability. EVC currently does not offer higher forms of
scalability.

Overvi ew of the EVC Codec

The codi ngs described in [EVC], [AVC], [HEVC], and [WC(C] share a



simlar hybrid video codec design. |In this docunent, we provide a
very brief overview of those features of EVC that are, in sone form
addressed by the payl oad format specified herein. |Inplenenters have
to read, understand, and apply the 1SO I EC standard pertaining to EVC
[EVC] to arrive at interoperable, well-performng inplenentations.
The EVC standard has a Baseline profile and a Main profile, the
latter being a superset of the Baseline profile but including nore
advanced features. EVC also includes still image variants of both
Baseline and Main profiles, in each of which the bitstreamis
restricted to a single IDR picture. EVC facilitates certain walled
garden i nmpl enent ati ons under commerci al constraints inposed by
intellectual property rights by including syntax el enents that allow
encoders to mark a bitstreamas to what of the many i ndependent
coding tools are exercised in the bitstream in a spirit sinmlar to
the general constraint_info of [WW(.

Conceptual ly, all EVC, AVC, HEVC, and WC include a Video Coding
Layer (VCL), a termthat is often used to refer to the coding-too
features, and a Network Abstraction Layer (NAL), which usually refers
to the systens and transport interface aspects of the codecs.

.1.1. Coding-Tool Features (Infornative)

Codi ng bl ocks and transform structure
EVC uses a traditional block-based coding structure, which divides
the encoded image into blocks of up to 64x64 |uma sanples for the
Baseline profile and 128x128 | una sanples for the Main profile
that can be recursively divided into smaller blocks. The Baseline
profiles utilize HEVC-|like quad-tree-blocks partitioning that
all ows a block to be divided horizontally and vertically into four
smal | er square bl ocks. The Main profile adds two advanced codi ng
structure tools: 1) Binary Ternary Tree (BTT) partitioning that
al | ows non-square coding units and 2) Split Unit Coding O der
segnentation that changes the processing order of the blocks from
traditional left-to-right and top-to-bottom scanni ng order
processing to an alternative right-to-left and bottomto-top
scanning order. In the Main profile, the picture can be divided
into slices and tiles, which can be independently encoded and/ or
decoded in parallel

EVC al so uses a traditional video codecs prediction nodel assum ng
two general types of predictions: Intra (spatial) and Inter
(tenmporal) predictions. A residue block is calcul ated by
subtracting predicted data fromthe original (encoded) one. The
Baseline profile allows only discrete cosine transform (DCT-2) and
scal ar quantization to transform and quantize residue data,
wherein the Main profile additionally has options to use discrete
sine transform (DST-7) and anot her type of discrete cosine
transform (DCT-8). |In addition, for the Main profile, |nproved
Quanti zation and Transform (1 QI) uses a different mapping or
clipping function for quantization. An inverse zig-zag scanning
order is used for coefficient coding. Advanced Coefficient Coding
(ADCC) in the Main profile can code coefficient values nore
efficiently, for example, indicated by the | ast non-zero
coefficient. The Baseline profile uses a straightforward RLE-
based approach to encode the quantized coefficients.

Ent r opy codi ng
EVC uses a similar binary arithnetic coding nechani smas HEVC
CABAC (context adaptive binary arithnetic coding) and WC. The
mechani smincl udes a binarization step and a probability update
defined by a |l ookup table. 1In the Main profile, the derivation
process of syntax el enents based on adjacent bl ocks nmakes the
context nodeling and initialization process nore efficient.

In-loop filtering



The Baseline profile of EVC uses the deblocking filter defined in
H 263 Annex J [VIDEO CODING . |In the Main profile, an Advanced
Debl ocking Filter (ADDB) can be used as an alternative, which can
further reduce undesirable conpression artifacts. The Miin
profile also defines two additional in-loop filters that can be
used to inprove the quality of decoded pictures before output and/
or for Inter prediction. A Hadamard Transform Domain Filter
(HTDF) is applied to the |uma sanpl es before debl ocking, and a

| ookup table is used to determ ne four adjacent sanples for
filtering. An adaptive Loop Filter (ALF) allows signals of up to
25 different filters to be sent for the |luma conmponents; the best
filter can be selected through the classification process for each
4x4 block. Simlarly to WC, the filter paraneters of ALF are
signaled in the Adaptati on Paranmeter Set (APS)

Inter prediction
The basis of EVC s Inter prediction is notion conpensation using
interpolation filters with a quarter sanmple resolution. 1In the
Baseline profile, a notion vector is transmitted using one of
three spatially neighboring notion vectors and a tenporally
collocated notion vector as a predictor. A notion vector
difference may be signaled relative to the selected predictor, but
there is a case where no notion vector difference is signaled, and
there is no remaining data in the block. This node is called a
"ski p" nmode. The Main profile includes six additional tools to
provide inproved Inter prediction. Wth Advanced Mtion Vectors
Prediction (ADWP), adjacent blocks can be conceptually nerged to
i ndi cate that they use the sanme notion, but nore advanced schenes
can al so be used to create predictions fromthe basic nodel |ist
of candidate predictors. The Merge with Motion Vector Difference
(MWD) tool uses a process simlar to the concept of merging
nei ghbori ng bl ocks but also allows the use of expressions that
include a starting point, notion anplitude, and direction of
nmotion to send a notion vector signal. Using Advanced Mdti on
Vector Prediction (AM/P), candi date notion vector predictions for
the bl ock can be derived fromits neighboring blocks in the sane
pi cture and col | ocated bl ocks in the reference picture. The
Adaptive Modtion Vector Resolution (AMVR) tool provides a way to
reduce the accuracy of a notion vector froma quarter sanple to
hal f sanple, full sanple, double sanple, or quad sanple, which
provi des an efficiency advantage, such as when sending | arge
motion vector differences. The Main profile also includes the
Decoder-side Mdtion Vector Refinenment (DWR), which uses a
bilateral tenplate matching process to refine the notion vectors
wi t hout additional signaling.

Intra prediction and intra codi ng
Intra prediction in EVC is performed on adjacent sanples of coding
units in a partitioned structure. For the Baseline profile, when
all coding units are square, there are five different prediction
nodes: DC (nmean val ue of the nei ghborhood), horizontal, vertical,
and two different diagonal directions. |In the Main profile, intra
prediction can be applied to any rectangular coding unit, and 28
additional direction nodes are available in the Enhanced Intra
Prediction Directions (EIPDs). 1In the Main profile, an encoder
can also use Intra Bl ock Copy (I1BC), where previously decoded
sanpl e bl ocks of the sanme picture are used as a predictor. A
di spl acenment vector in integer sanple precision is signaled to
i ndi cate where the prediction block in the current picture is used
for this node.

Ref erence franes managenent
In EVC, decoded pictures can be stored in a decoded picture buffer
(DPB) for predicting pictures that follow themin the decoding
order. In the Baseline profile, the managenent of the DPB (i.e.,
the process of adding and deleting reference pictures) is
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controlled by a straightforward AVC-1i ke sliding wi ndow approach
with very few paraneters fromthe sequence paraneter set (SPS)
For the Main profile, DPB nanagenent can be handl ed nuch nore
flexibly using explicitly signaled Reference Picture Lists (RPLsS)
in the SPS or slice |evel

2. Systems and Transport Interfaces

EVC inherits the basic systens and transport interface designs from
AVC and HEVC. These include the NAL-unit-based syntax, hierarchica
syntax and data unit structure, and Suppl enental Enhancenent
Informati on (SEl) nessage nechanism The hierarchical syntax and
data unit structure consists of a sequence-level paraneter set (i.e.,
SPS), two picture-level paraneter sets (i.e., PPS and APS, each of
whi ch can apply to one or nore pictures), slice-level header
paraneters, and | ower-|evel paraneters

A nunber of key conponents that influenced the NAL design of EVC as
wel | as this docunent are described bel ow

Sequence paraneter set
The Sequence Paraneter Set (SPS) contains syntax el enments
pertaining to a Coded Video Sequence (CVS), which is a group of
pictures, starting with a random access point picture and foll owed
by zero or nore pictures that may depend on each other and the
random access point picture. In MPEG 2, the equivalent of a CVS
is a Goup of Pictures (GOP), which generally starts with an
frame and is followed by P and B franes. Wile nore conplex in
its options of random access points, EVC retains this basic
concept. In many TV-like applications, a CVS contains a few
hundred nilliseconds to a few seconds of video. In video
conferencing (w thout switching Miultipoint Control Units (MCUs)
i nvol ved), a CVS can be as long in duration as the whol e session

Pi cture and adaptati on parameter set
The Picture Paranmeter Set (PPS) and the Adaptation Paraneter Set
(APS) carry information pertaining to a single picture. The PPS
contains information that is likely to stay constant from picture
to picture, at least for pictures of a certain type; whereas the
APS contains information, such as adaptive loop filter
coefficients, that are likely to change from picture to picture.

Profile, level, and tool sets
Profiles and | evels follow the sanme design considerati ons known
from AVC, HEVC, and video codecs as old as MPEG 1 Video. The
profile defines a set of tools (not to be confused with the
"tool set" discussed below) that a decoder conpliant with this

profile has to support. In EVC, profiles are defined in Annex A
of [EVC]. Formally, they are defined as a set of constraints that
a bitstreamneeds to conformto. |In EVC, the Baseline profile is

much nore severely constrained than the Main profile, reducing

i mpl ementation conplexity. Levels relate to bitstreamconplexity
i n di mensi ons such as maxi nrum sanpl e decodi ng rate, nmaxi mum
picture size, and simlar paraneters directly related to

comput ational conplexity and/or nenory demands

Profiles and | evels are signaled in the highest paraneter set
avai l abl e, the SPS

EVC cont ai ns anot her nechanismrelated to the use of coding tools,
known as the tool set syntax el ements. These syntax el enents,
tool set _idc_h and toolset idc | (located in the SPS), are bitnasks
that allow encoders to indicate which coding tools they are using
within the nenu of profiles offered by the profile that is also
signal ed. No decoder conformance point is associated with the
tool set, but a bitstreamthat was using a coding tool that is
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i ndi cated as not being used in the tool set syntax el ement woul d be
non-conpliant. Wile MPEG specifically rules out the use of the
tool set syntax el ement as a confornmance point, walled garden

i npl ementations could do so without incurring the interoperability
probl ems MPEG fears and create bitstreanms and decoders that do not
support one or more given tools. That, in turn, may be useful to
mtigate certain intellectual property-related risks.

Bi tstream and el ementary stream
Above the Coded Vi deo Sequence (CVS), EVC defines a video
bitstreamthat can be used as an el enentary streamin the MPEG
systens context. For this docunment, the video bitstream syntax
| evel is not relevant.

Random access support
EVC supports random access nechani sns based on | DR and cl ean
random access (CRA) access units.

Temporal scalability support
EVC supports tenporal scalability through the generalized
reference picture sel ection approach known since AV SVC. Up to
six tenporal |layers are supported. The tenporal |ayer is signaled
in the NAL unit header (which co-serves as the payl oad header in
this docunment), in the nuh_tenporal _id field.

Ref erence pi cture nmanagenent
EVC s reference picture managenent is POC-based, simlar to HEVC
In the Main profile, substantially all reference picture |ist
mani pul ations available in HEVC are specified, including explicit
transm ssions or updates of reference picture lists. Al though for
ref erence pictures managenent purposes, EVC uses a nodern WC-1|i ke
RPL approach, which is conceptually sinpler than the HEVC one. In
the Baseline profile, reference picture nmanagenent is nore
restricted, allowing for a conparatively sinple group of picture
structures only.

SEI Message
EVC inherits nany of HEVC s SEI nessages, occasionally wth syntax
and/ or senmantics changes, nmeking them applicable to EVC. In

addition, sonme of the codec-agnostic SEI nmessages of the VSE
specification [VSEI] are al so napped.

1.3. Parallel Processing Support (Informative)

EVC s Baseline profile includes no tools specifically addressing
paral | el -processi ng support. The Main profile includes independently
decodabl e slices for parallel processing. The slices are defined as
any rectangular region within a picture. They can be encoded to have
codi ng dependencies with other slices fromthe previous picture but
not with other slices in the sane picture. No specific support for
paral |l el processing is specified in this RTP payload fornmat.

1.4. NAL Unit Header

EVC mai ntains the NAL unit concept of [WC with different parameter
options. EVC also uses a two-byte NAL unit header, as shown in
Figure 1. The payload of a NAL unit refers to the NAL unit excl uding
the NAL unit header.

01234567012345¢617

B il s S S S S I S i
| F| Type | TID| Reserve |E

Figure 1: The Structure of the EVC NAL Unit Header



The semantics of the fields in the NAL unit header are as specified
in EVC and described briefly bel ow for convenience. In addition to
the nane and size of each field, the correspondi ng syntax el enent
nane in EVC is al so provided

F: 1 bit

forbi dden_zero _bit: Required to be zero in EVC. Note that the
inclusion of this bit in the NAL unit header was included to
enabl e transport of EVC video over MPEG 2 transport systens
(avoi dance of start code emul ations) [MPERS]. In this
docunent, the value 1 may be used to indicate a syntax
violation, e.g., for a NAL unit resulting from aggregating a
nunber of fragmented units of a NAL unit but mssing the |ast
fragnment, as described in Section 4.3.3.

Type: 6 bits

nal _unit_type_plusl: This field allows the NAL Unit Type to be
conputed. The NAL Unit Type (Nal UnitType) is equal to the
value found in this field, minus 1; in other words:

Nal Uni t Type = nal _unit_type_plusl - 1.

The NAL unit type is detailed in Table 4 of [EVC]. |If the

val ue of Nal UnitType is less than or equal to 23, the NAL unit
is a VCL NAL unit. Oherwise, the NAL unit is a non-VCL NAL
unit. For a reference of all currently defined NAL unit types
and their semantics, please refer to Section 7.4.2.2 of [EVC.
Note that nal _unit_type plusl MJST NOT be zero.

TID: 3 bits

nuh_tenporal id: This field specifies the tenporal identifier of
the NAL unit. The value of Temporalld is equal to TID
Temporal Id shall be equal to O if it is an IDR NAL unit type
(NAL unit type 1).

Reserve: 5 bits

nuh_reserved_zero_5bits: This field shall be equal to the version
of the EVC standard. Values of nuh_reserved_zero 5bits greater
than O are reserved for future use by 1SO I EC. Decoders
conformng to a profile specified in Annex A of [EVC] shal
ignore (i.e., renove fromthe bitstream and discard) all NAL
units with values of nuh_reserved zero 5bits greater than O.

E: 1 bit

nuh_extension flag: This field shall be equal to the version of
the EVC standard. The value of nuh_extension flag equal to 1
is reserved for future use by ISOIEC. Decoders confornming to
a profile specified in Annex A of [EVC] shall ignore (i.e.,
renove fromthe bitstream and discard) all NAL units with
val ues of nuh_extension_flag equal to 1.

1.2. Overview of the Payl oad For mat

Thi s payl oad format defines the foll owi ng processes required for
transport of EVC- coded data over RTP [ RFC3550]:

* usage of RTP header with this payl oad fornmat
* packetization of EVC-coded NAL units into RTP packets using three

types of payload structures: a single NAL unit, aggregation, and
fragment unit



* transm ssion of EVC NAL units of the sane bitstreamw thin a
singl e RTP stream

usage of nedia type paraneters to be used with the Session
Description Protocol (SDP) [RFC8866]

* usage of RTCP feedback nessages

2. Conventions

The key words "MJST", "MJST NOT*, "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "NOT RECOMVENDED', "MAY", and
"OPTIONAL" in this docunent are to be interpreted as described in
BCP 14 [ RFC2119] [ RFCB174] when, and only when, they appear in all
capitals, as shown here.

3. Definitions and Abbrevi ations
3.1. Definitions

Thi s docunment uses the terns and definitions of EVC. Section 3.1.1
lists relevant definitions from[EVC] for convenience. Section 3.1.2
provi des definitions specific to this docunent.

3.1.1. Definitions fromthe EVC Standard

Access Unit (AU):
A set of NAL units that are associated with each other according
to a specified classification rule, are consecutive in decoding
order, and contain exactly one coded picture.

Adapt ati on Paraneter Set (APS):
A syntax structure containing syntax elements that apply to zero

or nmore slices as determ ned by zero or nore syntax el enments found
in slice headers.

Bi t st ream

A sequence of bits, in the formof a NAL unit streamor a byte
stream that forms the representation of coded pictures and
associ ated data form ng one or nore CVSs.

Coded Picture:

A coded representation of a picture containing all CTUs of the
pi cture.

Coded Vi deo Sequence (CVS):
A sequence of access units that consists, in decoding order, of an
I DR access unit, followed by zero or nore access units that are
not | DR access units, including all subsequent access units up to

but not including any subsequent access unit that is an | DR access
unit.

Codi ng Tree Bl ock (CTB):
An NxN bl ock of sanples for some value of N such that the division
of a conponent into CIBs is a partitioning.

Coding Tree Unit (CTU):
A CTB of luna sanples, two corresponding CIBs of chronma sanpl es of
a picture that has three sanple arrays, or a CIB of sanples of a
monochrome picture or a picture that is coded using three separate
col or planes and syntax structures used to code the sanpl es.

Decoded Pi cture:
A decoded picture is derived by decoding a coded picture.



Decoded Picture Buffer (DPB):
A buffer hol ding decoded pictures for reference, output
reordering, or output delay specified for the hypothetica
reference decoder in Annex C of the [EV(C] standard.

Dynam ¢ Range Adjustnent (DRA):
A mappi ng process that is applied to the decoded picture prior to
croppi ng and output as part of the decoding process; it is
controll ed by paraneters conveyed in an Adaptation Paraneter Set
(APS) .

Hypot heti cal Reference Decoder (HRD):
A hypot hetical decoder nodel that specifies constraints on the
variability of conform ng NAL unit streans or conform ng byte
streans that an encodi ng process nay produce.

I DR Access Unit:
An access unit in which the coded picture is an IDR picture.

| DR Pi cture:
The coded picture for which each VCL NAL unit has Nal Unit Type
equal to | DR_NUT.

Level :
A defined set of constraints on the values that may be taken by
the syntax el ements and vari abl es of this docunent, or the val ue
of a transformcoefficient prior to scaling.

Net wor k Abstraction Layer (NAL) Unit:
A syntax structure containing an indication of the type of data to
foll ow and bytes containing that data in the formof an RBSP
i nterspersed as necessary.

Net wor k Abstraction Layer (NAL) Unit Stream
A sequence of NAL units.

Non- 1 DR Pi ct ure:
A coded picture that is not an IDR picture.

Non-VCL NAL Unit:
A NAL unit that is not a VCL NAL unit.

Pi cture Paraneter Set (PPS)
A syntax structure containing syntax el enments that apply to zero
or nore entire coded pictures as deternined by a syntax el enent
found in each slice header

Picture Order Count (PCC):
A variable that is associated with each picture, uniquely
identifies the associated picture anong all pictures in the CVS
and (when the associated picture is to be output fromthe DPB)
i ndi cates the position of the associated picture in output order
relative to the output order positions of the other pictures in
the sane CVS that are to be output fromthe DPB.

Raw Byt e Sequence Payl oad ( RBSP)
A syntax structure containing an integer nunber of bytes that is
encapsulated in a NAL unit and that is either empty or has the
formof a string of data bits containing syntax el ements foll owed
by an RBSP stop bit and zero or nore subsequent bits equal to O.

Sequence Paraneter Set (SPS)
A syntax structure containing syntax elements that apply to zero
or nmore entire CVSs as deternined by the content of a syntax
el ement found in the PPS referred to by a syntax element found in
each slice header.



Slice:
An integer nunber of tiles of a picture in the tile scan of the
picture, exclusively contained in a single NAL unit.

Tile:
A rectangul ar region of CTUs within a particular tile colum and a
particular tile rowin a picture

Tile Col um:
A rectangul ar region of CTUs having a height equal to the height
of the picture and width specified by syntax el enents in the PPS

Til e Row
A rectangul ar regi on of CTUs having a height specified by syntax
elements in the PPS and a width equal to the width of the picture.

Til e Scan:
A specific sequential ordering of CTUs partitioning a picture in
which the CTUs are ordered consecutively in CTU raster scan in a
tile, whereas tiles in a picture are ordered consecutively in a
raster scan of the tiles of the picture.

Vi deo Codi ng Layer (VCL) NAL Unit:
A collective termfor coded slice NAL units and the subset of NAL
units that have reserved val ues of Nal Unit Type that are classified
as VCL NAL units in this docunent.

.1.2. Definitions Specific to This Docunent

Medi a- Awar e Networ k El enent ( MANE) :
A network el enent, such as a m ddl ebox, selective forwarding unit,
or application-layer gateway, that is capable of parsing certain
aspects of the RTP payl oad headers or the RTP payl oad and reacting
to their contents.

| Informative note: The concept of a MANE goes beyond nornma

| routers or gateways in that a MANE has to be aware of the

| signaling (e.g., to learn about the payl oad type nmappi ngs of
| the nedia streans), and in that it has to be trusted when

| working with Secure RTP (SRTP). The advantage of using

| MANEs is that they all ow packets to be dropped according to
| the needs of the nmedia coding. For exanple, if a MANE has

| to drop packets due to congestion on a certain link, it can
| identify and renpve those packets whose elimnation produces
| the least adverse effect on the user experience. After

| dropping packets, MANEs nust rewite RTCP packets to match

| the changes to the RTP stream as specified in Section 7 of
| [RFC3550].

NAL unit decodi ng order
A NAL unit order that conforns to the constraints on NAL unit
order given in Section 7.4.2.3 of [EVC] and foll ows the order of
NAL units in the bitstream

NALU-ti me:
The value that the RTP tinestanp woul d have if the NAL unit would
be transported in its own RTP packet.

NAL unit output order:
A NAL unit order in which NAL units of different access units are
in the output order of the decoded pictures corresponding to the
access units, as specified in [EVC], and in which NAL units within
an access unit are in their decoding order

RTP stream
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See [ RFC7656]. Wthin the scope of this docunent, one RTP stream
is utilized to transport an EVC bitstream which nay contain one
or nore tenporal sub-layers.

Transmi ssi on order:
The order of packets in ascending RTP sequence number order (in
modul o arithnetic). Wthin an Aggregati on Packet (AP), the NAL
unit transm ssion order is the sane as the order of appearance of
NAL units in the packet.

Abbr evi ati ons
AU Access Unit
AP Aggr egati on Packet
APS Adapt ati on Paraneter Set
ATS Adaptive Transform Sel ecti on
B Bi -predictive
CBR Constant Bit Rate
CPB Coded Picture Buffer
CTB Codi ng Tree Bl ock
CTu Coding Tree Unit
Cvs Coded Vi deo Sequence
DPB Decoded Picture Buffer
HRD Hypot heti cal Reference Decoder
HSS Hypot heti cal Stream Schedul er
I Intra
I DR I nst ant aneous Decodi ng Refresh
LSB Least Significant Bit
LTRP Long- Term Ref erence Picture
MWD Merge with Mtion Vector Difference
VBB Most Significant Bit
NAL Net wor k Abstraction Layer
P Predictive
pPCC Pi cture O der Count
PPS Picture Parameter Set
QP Quanti zati on Paranet er
RBSP Raw Byt e Sequence Payl oad
RGB Red, Green, and Bl ue

SAR Sanpl e Aspect Ratio



SEI Suppl erent al Enhancenent | nformation

SODB String O Data Bits

SPS Sequence Paraneter Set

STRP Short-Term Ref erence Picture
VBR Variable Bit Rate

VCL Vi deo Codi ng Layer

4. RTP Payl oad For mat
4.1. RTP Header Usage

The format of the RTP header is specified in [ RFC3550] (included as
Figure 2 for convenience). This payload format uses the fields of
the header in a manner consistent with that specification

The RTP payload (and the settings for sone RTP header bits) for APs
and Fragnmentation Units (FUs) are specified in Sections 4.3.2 and
4.3.3, respectively.

0 1 2 3
01234567890123456789012345678901
i i i T i I S i e s o o i i
|V=2|P| X] CC | M PT | sequence nunber |
R et e s i o e s i i
| ti mestamp |
B i s T T i i o S o T Ji I
| synchroni zati on source (SSRC) identifier |
e e = b e el e e e R e e e R e IR R i b B e e A e e s
| contributing source (CSRC) identifiers |
| .. |
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Figure 2: RTP Header According to RFC 3550

The RTP header information to be set according to this RTP payl oad
format is set as follows:

Marker bit (M: 1 bit

Set for the | ast packet of the access unit and carried in the
current RTP stream This is in line with the normal use of the M
bit in video formats to allow an efficient playout buffer
handl i ng.

Payl oad Type (PT): 7 bits
The assi gnnment of an RTP payl oad type for this new payl oad format
is outside the scope of this docunent and will not be specified

here. The assignment of a payl oad type has to be performed either
through the profile used or in a dynam c way.

Sequence Nunber (SN): 16 bits
Set and used in accordance with [ RFC3550].

Ti mestamp: 32 bits
The RTP tinmestanp is set to the sanpling tinestanp of the content.
A 90 kHz clock rate MJST be used. |If the NAL unit has no timng

properties of its own (e.g., paraneter sets or certain SEI NAL
units), the RTP timestanp MJST be set to the RTP tinestanp of the
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4. 3.

coded picture of the access unit in which the NAL unit is
included. For SElI nessages, this information is specified in
Annex D of [EVC]. Receivers MJST use the RTP tinestanp for the
di spl ay process, even when the bitstreamcontains picture timng
SElI nessages or decoding unit information SEI nessages as
specified in [EVC].

Synchroni zation source (SSRC): 32 bits

Used to identify the source of the RTP packets. According to this
docunent, a single SSRC is used for all parts of a single
bi t stream

Payl oad Header Usage

The first two bytes of the payload of an RTP packet are referred to
as the payl oad header. The payl oad header consists of the sane
fields (F, TID, Reserve, and E) as the NAL unit header, as shown in
Section 1.1.4, irrespective of the type of the payl oad structure.

The TI D val ue indicates (anong other things) the relative inportance
of an RTP packet, for exanple, because NAL units with larger TID

val ues are not used to decode the ones with smaller TID values. A

| ower value of TID indicates a higher inportance. Mre inportant NAL
units MAY be better protected against transm ssion | osses than |ess

i mportant NAL units.

Payl oad Structures

Three different types of RTP packet payl oad structures are specified.
A receiver can identify the type of an RTP packet payl oad through the
Type field in the payl oad header.

The three different payl oad structures are as follows:

* Single NAL unit packet: Contains a single NAL unit in the payl oad,
and the NAL unit header of the NAL unit al so serves as the payl oad
header. This payload structure is specified in Section 4.3.1.

* Aggregation Packet (AP): Contains nore than one NAL unit within
one access unit. This payload structure is specified in
Section 4.3.2.

* Fragnmentation Unit (FU): Contains a subset of a single NAL unit.
Thi s payload structure is specified in Section 4.3.3.

1. Single NAL Unit Packets

A single NAL unit packet contains exactly one NAL unit and consists
of a payl oad header as defined in Table 4 of [EVC] (denoted as

Payl oadHdr), followed by a conditional 16-bit DONL field (in network
byte order), and the NAL unit payload data (the NAL unit excluding
its NAL unit header) of the contained NAL unit, as shown in Figure 3.

0 1 2 3

01234567890123456789012345678901
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| Payl oadHdr | DONL (conditional) |
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Figure 3: The Structure of a Single NAL Unit Packet

The DONL field, when present, specifies the value of the 16 |east
significant bits of the decoding order nunber of the contained NAL
unit. |If sprop-max-don-diff (defined in Section 7.2) is greater than
0, the DONL field MJUST be present, and the variable DON for the
contained NAL unit is derived as equal to the value of the DONL
field. Oherwi se (where sprop-max-don-diff is equal to 0), the DONL
field MUST NOT be present.

.2. Aggregation Packets (APs)

Aggregati on Packets (APs) enable the reduction of packetization
overhead for small NAL units, such as npst of the non-VCL NAL units,
which are often only a few octets in size

An AP aggregates NAL units of one access unit, and it MJST NOT
contain NAL units fromnore than one AU. Each NAL unit to be carried
in an AP is encapsul ated in an aggregation unit. NAL units
aggregated in one AP are included in NAL-unit-decoding order

An AP consists of a payload header, as defined in Table 4 of [EVC
(denoted here as Payl oadHdr with Type=56), followed by two or nore
aggregation units, as shown in Figure 4.

0 1 2 3
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Payl oadHdr (Type=56) | |
O o i R i T NIE TR TR e |
|

I
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Figure 4: The Structure of an Aggregation Packet

The fields in the payl oad header of an AP are set as follows. The F
bit MJUST be equal to O if the F bit of each aggregated NAL unit is
equal to zero; otherwise, it MIST be equal to 1. The Type field MJST
be equal to 56.

The val ue of TID MJUST be the snallest value of TID of all the
aggregated NAL units. The value of Reserve and E MJST be equal to O
for this specification.

| Informative note: Al VCL NAL units in an AP have the same TID
| value since they belong to the sane access unit. However, an

| AP may contain non-VCL NAL units for which the TID value in the
| NAL unit header may be different fromthe TID val ue of the VCL
| NAL units in the same AP.

An AP MJUST carry at |east two aggregation units and can carry as nany
aggregation units as necessary; however, the total anmount of data in
an AP obviously MJUST fit into an I P packet, and the size SHOULD be
chosen so that the resulting |P packet is snaller than the path Mru
size so to avoid IP layer fragnentation. An AP MJUST NOT contain FUs
specified in Section 4.3.3. APs MJST NOT be nested; i.e., an AP
cannot contain anot her AP.

| Informative note: If a receiver encounters nested APs, which is
| against the aforenentioned requirement, it has several options,
| listed in order of ease of inplenmentation: 1) ignore the nested
| AP; 2) ignore the nested AP and report a "packet |oss" to the



| decoder, if such functionality exists in the APlI; and 3)
| inplenment support for nested APs and extract the NAL units from
| these nested APs.

The first aggregation unit in an AP consists of a conditional 16-bit
DONL field (in network byte order) followed by a 16-bit unsigned size
information (in network byte order) that indicates the size of the
NAL unit in bytes (excluding these two octets but including the NAL
unit header), followed by the NAL unit itself, including its NAL unit
header, as shown in Figure 5.
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01234567890123456789012345678901
B T S i T s i i e e SEI S

| : DONL (conditional) | NALU si ze
T S S S i S S S S it N S
NALU size | I
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Figure 5: The Structure of the First Aggregation Unit in an AP

| Informative note: The first octet of Figure 5 (indicated by the
| first colon) belongs to a previous aggregation unit. It is

| depicted to enphasize that aggregation units are octet aligned
| only. Simlarly, the NAL unit carried in the aggregation unit

| can term nate at the octet boundary.

The DONL field, when present, specifies the value of the 16 |east
significant bits of the decodi ng order nunber of the aggregated NAL
unit.

I f sprop-max-don-diff is greater than O, the DONL field MJST be
present in an aggregation unit that is the first aggregation unit in
an AP. The variable DON for the aggregated NAL unit is derived as
equal to the value of the DONL field, and the variabl e Decodi ng O der
Nunber (DON) for an aggregation unit that is not the first
aggregation unit in an AP-aggregated NAL unit is derived as equal to
the DON of the preceding aggregated NAL unit in the same AP plus 1
modul o 65536. O herw se (where sprop-max-don-diff is equal to 0),
the DONL field MJUST NOT be present in an aggregation unit that is the
first aggregation unit in an AP.

An aggregation unit that is not the first aggregation unit in an AP
will be followed i mediately by a 16-bit unsigned size informtion
(in network byte order) that indicates the size of the NAL unit in
bytes (excluding these two octets but including the NAL unit header),
followed by the NAL unit itself, including its NAL unit header, as
shown in Figure 6.

1 2 3
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Figure 6: The Structure of an Aggregation Unit That Is Not the First
Aggregation Unit in an AP



| Informative note: The first octet of Figure 6 (indicated by the
| first colon) belongs to a previous aggregation unit. It is

| depicted to enphasi ze that aggregation units are octet aligned
| only. Simlarly, the NAL unit carried in the aggregation unit

| can termnate at the octet boundary.

Figure 7 presents an exanmple of an AP that contains two aggregation
units, labeled "NALU 1" and "NALU 2", without the DONL field being
present.
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Figure 7: An Exanpl e of an AP Packet Containing Two Aggregation
Units without the DONL Field

Figure 8 presents an exanple of an AP that contains two aggregation
units, |abeled "NALU 1" and "NALU 2", with the DONL field being
present.
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Figure 8 An Exanple of an AP Contai ning Two Aggregation Units
with the DONL Field

4.3.3. Fragnmentation Units (FUs)

FUs are introduced to enable fragmenting a single NAL unit into



mul ti pl e RTP packets, possibly w thout cooperation or know edge of
the EVC encoder. A fragnent of a NAL unit consists of an integer
nunber of consecutive octets of that NAL unit. Fragnments of the sane
NAL unit MJST be sent in consecutive order with ascendi ng RTP
sequence nunbers (with no other RTP packets within the same RTP
stream being sent between the first and | ast fragment).

When a NAL unit is fragnmented and conveyed within FUs, it is referred
to as a fragnented NAL unit. APs MJST NOT be fragnented. FUs MJST
NOT be nested; i.e., an FU nust not contain a subset of another FU.

The RTP timestanmp of an RTP packet carrying an FUis set to the NALU
time of the fragnented NAL unit.

An FU consists of a payl oad header as defined in Table 4 of [EVC
(denoted as Payl oadHdr with Type=57), an FU header of one octet, a
conditional 16-bit DONL field (in network byte order), and an FU
payl oad, as shown in Figure 9.
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Figure 9: The Structure of an FU

The fields in the payl oad header are set as follows. The Type field
MJUST be equal to 57. The fields F, TID, Reserve, and E MJST be equal
to the fields F, TID, Reserve, and E, respectively, of the fragnented
NAL unit.

The FU header consists of an S bit, an E bit, and a 6-bit FuType
field, as shown in Figure 10.

01234567
L NI R R i S N s
| SIEl FuType |

Figure 10: The Structure of FU Header
The semantics of the FU header fields are as foll ows:
S: 1 bit

When set to 1, the S bit indicates the start of a fragmented NAL
unit, i.e., the first byte of the FU payload is also the first
byte of the payload of the fragmented NAL unit. Wen the FU

payl oad is not the start of the fragnented NAL unit payl oad, the S
bit MJUST be set to O.

E: 1 bit

When set to 1, the E bit indicates the end of a fragnmented NAL
unit, i.e., the last byte of the payload is also the |ast byte of
the fragnented NAL unit. When the FU payload is not the |ast
fragment of a fragmented NAL unit, the E bit MJST be set to O.



FuType: 6 bits

The field FuType MUST be equal to the field Type of the fragnented
NAL unit.

The DONL field, when present, specifies the value of the 16 |east
significant bits of the decoding order nunmber of the fragmented NAL
unit.

I f sprop-max-don-diff is greater than O and the S bit is equal to 1,
the DONL field MJUST be present in the FU, and the variable DON for
the fragnented NAL unit is derived as equal to the value of the DONL
field. Oherw se (where sprop-max-don-diff is equal to 0, or where
the S bit is equal to 0), the DONL field MJUST NOT be present in the
FU.

A non-fragmented NAL unit MJST NOT be transnitted in one FU;, i.e.,
the S-bit and E-bit MJST NOT both be set to 1 in the sane FU header.

The FU payl oad consists of fragnents of the payload of the fragnented
NAL unit so that if the FU payl oads of consecutive FUs, starting with
an FUwith the S bit equal to 1 and ending with an FUwith the E bit
equal to 1, are sequentially concatenated, the payload of the
fragmented NAL unit can be reconstructed. The NAL unit header of the
fragmented NAL unit is not included as such in the FU payl oad.
Instead, the information of the NAL unit header of the fragmented NAL
unit is conveyed in F, TID, Reserve, and E fields of the FU payl oad
headers of the FUs and the FuType field of the FU header of the FUs.
An FU payl oad MJUST NOT be enpty.

If an FUis lost, the receiver SHOULD discard all follow ng
fragnmentation units in transm ssion order corresponding to the sane
fragmented NAL unit unless the decoder in the receiver is known to
graceful ly handl e i nconplete NAL units.

A receiver in an endpoint or a MANE MAY aggregate the first n-1
fragments of a NAL unit to an (incomplete) NAL unit, even if fragnent
n of that NAL unit is not received. |In this case, the

forbi dden_zero _bit of the NAL unit MJST be set to 1 to indicate a
syntax viol ation.

4.4. Decodi ng Order Number

For each NAL unit, the variable AbsDon is derived; it represents the
decodi ng order nunber that is indicative of the NAL unit decoding
order.

Let NAL unit n be the n-th NAL unit in transm ssion order within an
RTP stream

I f sprop-max-don-diff is equal to 0, then AbsDon[n] (the val ue of
AbsDon for NAL unit n) is derived as equal to n.

O herwi se (where sprop-nmax-don-diff is greater than 0), AbsDon[n] is
derived as follows, where DONJn] is the value of the variable DON for
NAL unit n:

* |f nis equal to O (i.e., NAL unit nis the very first NAL unit in
transm ssion order), AbsDon[0] is set equal to DON 0] .

* Otherwise (where n is greater than 0), the follow ng applies for
derivation of AbsDon[n]:

If DON n] == DON[ n-1],
AbsDon[ n] = AbsDon[ n- 1]



If (DON n] > DON[n-1] and DON[n] - DON n-1] < 32768),
AbsDon[ n] = AbsDon[n-1] + DON[n] - DON n-1]

If (DON[n] < DON[n-1] and DON[ n-1] - DON[n] >= 32768),
AbsDon[ n] = AbsDon[n-1] + 65536 - DON[n-1] + DON[ n]

If (DONn] > DON[n-1] and DON[n] - DON n-1] >= 32768),
AbsDon[ n] = AbsDon[n-1] - (DON[n-1] + 65536 - DON[n])

If (DONNNn] < DON[n-1] and DON[n-1] - DON[n] < 32768),
AbsDon[ n] = AbsDon[n-1] - (DON[n-1] - DON[n])

For any two NAL units (mand n), the foll owi ng applies:

*

5.

When AbsDon[n] is greater than AbsDon[ni, the NAL unit n follows
NAL unit min NAL unit decoding order.

When AbsDon[n] is equal to AbsDon[n], the NAL unit decodi ng order
of the two NAL units can be in either order.

When AbsDon[n] is less than AbsDon[n], the NAL unit n precedes NAL
unit min decoding order.

| Informative note: When two consecutive NAL units in the NAL
| unit decoding order has different values of AbsDon, the

| absolute difference between the two AbsDon val ues may be

| greater than or equal to 1.

| Informative note: There are nultiple reasons to allow the

| absolute difference of the values of AbsDon for two consecutive
| NAL units in the NAL unit decoding order to be greater than

| one. An increment by one is not required as at the time of

| associating values of AbsDon to NAL units, it nmay not be known
| whether all NAL units are to be delivered to the receiver. For
| example, a gateway might not forward VCL NAL units of higher

| sub-layers or some SEI NAL units when there is congestion in

| the network. |In another exanple, the first intra-coded picture
| of a pre-encoded clip is transmtted in advance to ensure that

| it is readily available in the receiver. Wen transmtting the
| first intra-coded picture, the originator still determ nes how
| many NAL units will be encoded before the first intra-coded

| picture of the pre-encoded clip follows in decoding order.

| Thus, the values of AbsDon for the NAL units of the first

| intra-coded picture of the pre-encoded clip have to be

| estimted when they are transnmitted and gaps in the val ues of

| AbsDon nmay occur.

Packeti zati on Rul es

The foll owi ng packetization rules apply:

*

I f sprop-nmax-don-diff is greater than 0, the transm ssion order of
NAL units carried in the RTP stream MAY be different fromthe NAL
unit decoding order. O herw se (where sprop-max-don-diff equals
0), the transm ssion order of NAL units carried in the RTP stream
MUST be the sane as the NAL unit decodi ng order.

A NAL unit of small size SHOULD be encapsul ated in an AP together
with one or nore other NAL units to avoid the unnecessary
packetization overhead for small NAL units. For exanple, non-VCL
NAL units, such as access unit delimters, paraneter sets, or SEl
NAL units, are typically small and can often be aggregated with
VCL NAL units without violating MIU size constraints.

Each non-VCL NAL unit SHOULD, when possible froman MIU size match
Vi ewpoi nt, be encapsulated in an AP with its associated VCL NAL



unit as, typically, a non-VCL NAL unit woul d be neani ngl ess
wi t hout the associated VCL NAL unit being avail abl e.

* A single NAL unit packet MJST be used for carrying precisely one
NAL unit in an RTP packet.

De- packeti zati on Process

The general concept behi nd de-packetization is to get the NAL units
out of the RTP packets in an RTP stream and pass themto the decoder
in the NAL unit decodi ng order

The de-packetization process is inplenentation dependent. Therefore,
the follow ng description should be seen as an exanple of a suitable
i npl ementation. Oher schenmes may al so be used as |ong as the out put
for the same input is the same as the process described below. The
output is the same when the set of output NAL units and their order
are both identical. Optinizations relative to the described

al gorithnms are possible.

Al'l norrmal RTP nechanisnms related to buffer managenent apply. In
particul ar, duplicated or outdated RTP packets (as indicated by the
RTP sequence nunber and the RTP tinestanp) are renoved. To determ ne
the exact time for decoding, factors such as a possible intentiona
delay to allow for proper inter-stream synchronization nust be
consi der ed.

NAL units with NAL unit type values in the range of 0 to 55,

i nclusive, may be passed to the decoder. NAL-unit-Iike structures
with NAL unit type values in the range of 56 to 62, inclusive, MJST
NOT be passed to the decoder.

The receiver includes a receiver buffer, which is used to conpensate
for transm ssion delay jitter within individual RTP streans and to
reorder NAL units fromtransnission order to the NAL unit decoding
order. In this section, the receiver operation is described under
the assunption that there is no transm ssion delay jitter within an
RTP stream To clarify the distinction froma practical receiver
buffer, which is also used to conpensate for transni ssion del ay
jitter, the buffer in this section will henceforth be referred to as
the "de- packeti zation" buffer. Receivers should also prepare for
transm ssion delay jitter; that is, either reserve separate buffers
for transm ssion delay jitter buffering and de-packetization
buffering, or use a receiver buffer for both transm ssion del ay
jitter and de-packetization. Moreover, receivers should take
transm ssion delay jitter into account in the buffering operation,
e.g., by additional initial buffering before starting decoding and
pl ayback.

The de-packetization process extracts the NAL units fromthe RTP
packets in an RTP streamas follows. Wen an RTP packet carries a
single NAL unit packet, the payload of the RTP packet is extracted as
a single NAL unit, excluding the DONL field, i.e., third and fourth
byt es, when sprop-max-don-diff is greater than 0. When an RTP packet
carries an AP, several NAL units are extracted fromthe payl oad of
the RTP packet. In this case, each NAL unit corresponds to the part
of the payl oad of each aggregation unit that follows the NALU size
field, as described in Section 4.3.2. Wen an RTP packet carries a
Fragmentation Unit (FU), all RTP packets fromthe first FU (with the
Sfield equal to 1) of the fragmented NAL unit up to the last FU
(with the Efield equal to 1) of the fragnented NAL unit are
collected. The NAL unit is extracted fromthese RTP packets by
concatenating all FU payloads in the sane order as the correspondi ng
RTP packets and appending the NAL unit header with the fields F and
TID set to equal the values of the fields F and TID in the payl oad
header of the FUs, respectively, and with the NAL unit type set equa



to the value of the field FuType in the FU header of the FUs, as
described in Section 4.3.3.

When sprop-nax-don-diff is equal to O, the de-packetization buffer
size is zero bytes, and the NAL units carried in the single RTP
streamare directly passed to the decoder in their transm ssion
order, which is identical to their decodi ng order

When sprop-nax-don-diff is greater than 0, the process described in
the remai nder of this section applies.

The receiver has two buffering states: initial buffering and
buffering while playing. Initial buffering starts when the reception
is initialized. After initial buffering, decoding and playback are
started, and the buffering-while-playing node is used.

Regardl ess of the buffering state, the receiver stores incom ng NAL
units in reception order into the de-packetization buffer. NAL units
carried in RTP packets are stored in the de-packetization buffer

i ndividually, and the value of AbsDon is calculated and stored for
each NAL unit.

Initial buffering lasts until the difference between the greatest and
smal | est AbsDon val ues of the NAL units in the de-packetization
buffer is greater than or equal to the value of sprop-nmax-don-diff.

After initial buffering, whenever the difference between the greatest
and smal | est AbsDon values of the NAL units in the de-packetization
buffer is greater than or equal to the value of sprop-max-don-diff,
the following operation is repeatedly applied until this difference
is smaller than sprop-max-don-diff:

The NAL unit in the de-packetization buffer with the small est
val ue of AbsDon is renoved fromthe de-packetization buffer and
passed to the decoder.

VWhen no nore NAL units are flowing into the de-packetization buffer,
all NAL units remaining in the de-packetization buffer are renoved
fromthe buffer and passed to the decoder in the order of increasing
AbsDon val ues.

Payl oad Format Parameters

This section specifies the optional paraneters. A napping of the
paraneters with the Session Description Protocol (SDP) [RFC8866] is
al so provided for applications that use SDP

Paranmeters starting with the string "sprop" for stream properties can
be used by a sender to provide a receiver with the properties of the
streamthat is or will be sent. The nedia sender (and not the
receiver) selects whether, and with what val ues, "sprop" paraneters
are being sent. This uncomon characteristic of the "sprop"
parameters may not be intuitive in the context of some signaling
protocol concepts, especially with Offer/Answer. Please see

Section 7.3.2 for guidance specific to the use of sprop parameters in
the O fer/Answer case.

.1. Media Type Registration

The recei ver MJST ignore any paranmeter unspecified in this docunent.
Type name: video

Subt ype name: evc

Required paraneters: NA



Optional parameters: profile-id, level-id, toolset-id, max-recv-
| evel -id, sprop-sps, Sprop-pps, Ssprop-sei, sprop-nax-don-diff,
spr op- depack- buf - byt es, depack-buf-cap (refer to Section 7.2 for
definitions)

Encodi ng considerations: This type is only defined for transfer via
RTP [ RFC3550] .

Security considerations: See Section 9 of RFC 9584.
Interoperability considerations: NA

Publ i shed specification: Please refer to RFC 9584 and EVC standard
[ EVC .

Applications that use this nmedia type: Any application that relies
on EVC-based vi deo services over RTP

Fragnment identifier considerations: NA
Additional information: NA

Person & email address to contact for further information:
St ephan Wnger (stewe@tewe. org)

I nt ended usage: COMVON

Restrictions on usage: NA

Aut hor: See Authors’ Addresses section of RFC 9584.
Change controller: |ETF <avtcore@etf.org>

.2. Optional Paraneters Definition

profile-id, level-id, toolset-id:
These paraneters indicate the profile, the level, and constraints
of the bitstreamcarried by the RTP streamor a specific set of
the profile, the level, and constraints the receiver supports.

More specifications of these paraneters, including howthey relate
to syntax elenents specified in [EVC] are provided bel ow

profile-id:
When profile-id is not present, a value of 0 (i.e., the Baseline
profile) MIST be inferred.

VWhen used to indicate properties of a bitstream profile-id MJST
be derived fromthe profile idc in the SPS.

EVC bitstreans transported over RTP using the technol ogies of this
docunent SHOULD refer only to SPSs that have the sanme value in
profile_idc, unless the sender has a priori know edge that a

recei ver can correctly decode the EVC bitstreamwi th different
profile_idc values (for exanple, in walled garden scenarios). As
exceptions to this rule, if the receiver is known to support a
Baseline profile, a bitstreamcould safely end with CVS referring

to an SPS wherein profile_idc indicates the Baseline Still picture
profile. A simlar exception can be made for Main profile and
Main Still picture profile.

| evel -id:

When level-id is not present, a value of 90 (corresponding to
I evel 3, which allows for approximately standard-definition
television (SD TV) resolution and frane rates; see Annex A of



[EVC]) MIST be inferred.

When used to indicate properties of a bitstream |level-id MIST be
derived fromthe level _idc in the SPS

If the level-id parameter is used for capability exchange, the
followi ng applies. |If max-recv-level-id is not present, the
default level defined by level-id indicates the highest |evel the
codec wi shes to support. Oherw se, max-recv-level-id indicates
the highest |evel the codec supports for receiving. For either
receiving or sending, all levels that are | ower than the highest

| evel supported MJST al so be supported.

t ool set-id:
This paraneter is a base64-encodi ng representation (Section 4 of
[ RFC4648]) of a 64-bit unsigned integer bit nask derived fromthe
concatenation, in network byte order, of the syntax el ements

tool set _idc_h and toolset_idc_|I. When used to indicate properties
of a bitstream its value MJST be derived fromtool set_idh_h and
toolset _idc_ | in the sequence paraneter set.

max-recv-| evel -id:
This parameter MAY be used to indicate the highest level a
recei ver supports.

The val ue of max-recv-level-id MJST be in the range of 0 to 255,
i ncl usi ve.

When max-recv-level-id is not present, the value is inferred to be
equal to level-id.

max-recv-level -id MUST NOT be present when the highest |evel the
recei ver supports is not higher than the default |evel

Sprop-sps
Thi s paraneter MAY be used to convey sequence paraneter set NAL
units of the bitstream for out-of-band transm ssion of sequence
paraneter sets. The value of the paraneter is a comma-separated
(’,’) list of baseb64-encoding representations (Section 4 of
[ RFC4648]) of the sequence paraneter set NAL units as specified in
Section 7.3.2.1 of [EV(C].

Sprop- pps:
Thi s paraneter MAY be used to convey picture paraneter set NAL
units of the bitstream for out-of-band transm ssion of picture
paraneter sets. The value of the paraneter is a comma-separated
(’,’) list of base64-encoding representations (Section 4 of
[ RFC4648]) of the picture parameter set NAL units as specified in
Section 7.3.2.2 of [EV(C.

sprop- sei
Thi s paraneter MAY be used to convey one or nore SElI nessages that
describe bitstream characteristics. Wen present, a decoder can
rely on the bitstream characteristics that are described in the
SEl nessages for the entire duration of the session, independently
fromthe persistence scopes of the SEI nessages as specified in
[ VSEI].

The val ue of the paranmeter is a comma-separated (',’) list of
base64- encodi ng representations (Section 4 of [RFC4648]) of SE
NAL units as specified in [VSEl].

| Informative note: Intentionally, no Iist of applicable or

| inapplicable SEI nessages is specified here. Conveying

| certain SEI nessages in sprop-sei may be sensible in some

| application scenarios and neani ngless in others. However, a



coupl e of exanpl es are described bel ow

|
| 1. In an environnment where the bitstreamwas created from

| filmbased source material, and no splicing is going to
| occur during the lifetime of the session, the filmgrain
| characteristics SEI nessage is |likely neaningful; and

| sending it in sprop-sei rather than in the bitstream at

| each entry point may help with saving bits and all ow one
| to configure the renderer only once, avoiding unwanted

| artifacts.

I

I

|

I

I

I

I

2. Exanples for SEI messages that would be neaningless to
be conveyed in sprop-sei include the decoded picture
hash SEI nessage (it is close to inpossible that al
decoded pictures have the same hashtag) or the filler
payl oad SElI nessage (as there is no point in just having
more bits in SDP)

spr op- max-don-di ff:
If there is no NAL unit naluA that is followed in transm ssion
order by any NAL unit precedi ng nal uA in decoding order (i.e., the
transm ssion order of the NAL units is the sane as the decoding
order), the value of this paraneter MJST be equal to O.

O herwi se, this paraneter specifies the maxi num absol ute

di fference between the decodi ng order nunber (i.e., AbsDon) val ues
of any two NAL units nal uA and nal uB, where nal uA follows naluB in
decodi ng order and precedes naluB in transm ssion order

The val ue of sprop-max-don-diff MJST be an integer in the range of
0 to 32767, inclusive.

When not present, the value of sprop-nax-don-diff is inferred to
be equal to O.

spr op- depack- buf - byt es:
This paraneter signals the required size of the de-packetization
buffer in units of bytes. The value of the paraneter MJST be
greater than or equal to the maxi num buffer occupancy (in units of
byt es) of the de-packetization buffer as specified in Section 6

The val ue of sprop-depack-buf-bytes MIST be an integer in the
range of 0 to 4294967295, i nclusive.

When sprop-nax-don-diff is present and greater than 0, this
paraneter MJST be present and the value MJST be greater than O.
When not present, the value of sprop-depack-buf-bytes is inferred
to be equal to O.

| Informative note: The val ue of sprop-depack-buf-bytes

| indicates the required size of the de-packetization buffer

| only. Wen network jitter can occur, an appropriately sized
| jitter buffer has to be available as well.

depack- buf - cap:
This paraneter signals the capabilities of a receiver
i npl ementation and indicates the anmount of de-packetization buffer
space in units of bytes that the receiver has available for
reconstructing the NAL unit decoding order from NAL units carried
in the RTP stream A receiver is able to handl e any RTP stream
for which the value of the sprop-depack-buf-bytes paraneter is
smal l er than or equal to this paraneter.

When not present, the value of depack-buf-cap is inferred to be
equal to 4294967295. The val ue of depack-buf-cap MJST be an
integer in the range of 1 to 4294967295, incl usive.



| Informative note: The val ue of depack-buf-cap indicates the
|  maxi mum possi bl e size of the de-packetization buffer of the
| receiver only, without allowing for network jitter. \hen

| network jitter occurs, an appropriately sized jitter buffer
| has to be available as well.

7.3. SDP Paraneters
The receiver MJST ignore any paraneter unspecified in this docunent.
7.3.1. Mapping of Payload Type Paraneters to SDP

The nedia type video/evc string is mapped to fields in the Session
Description Protocol (SDP) [RFC8866] as follows:

* The nedia nane in the "n¥" line of SDP MJUST be vi deo.

* The encoding name in the "a=rtpmap" |line of SDP MJST be evc (the
medi a subt ype).

* The clock rate in the "a=rtprmap" |ine MJST be 90000.

* The OPTIONAL paraneters profile-id, level-id, tool set-id, max-
recv-level -id, sprop-max-don-diff, sprop-depack-buf-bytes, and
depack- buf - cap, when present, MJST be included in the "a=fntp"
line of SDP. The "a=fmp" line is expressed as a nedia type
string, in the formof a sem col on-separated |ist of
par amet er =val ue pairs.

* The OPTI ONAL parameters sprop-sps, Sprop-pps, and sprop-sei, when
present, MJIST be included in the "a=fntp" |ine of SDP or conveyed
using the "fntp" source attribute as specified in Section 6.3 of
[ RFC5576]. For a particular nmedia format (i.e., RTP payl oad
type), sprop-sps, sSprop-pps, or sprop-sei MJIST NOT be both
included in the "a=fntp" line of SDP and conveyed using the "fntp"
source attribute. When included in the "a=fnmtp" |ine of SDP
those paraneters are expressed as a nedia type string, in the form
of a sem col on-separated |ist of paraneter=value pairs. Wen
conveyed in the "a=fnmtp" Iine of SDP for a particular payl oad
type, the paranmeters sprop-sps, sprop-pps, and sprop-sei MIST be
applied to each SSRC with the payl oad type. When conveyed using
the "fntp" source attribute, these paraneters are only associ ated
with the given source and payl oad type as parts of the "fmtp"
source attribute.

| Informative note: Conveyance of sprop-sps and sprop-pps using

| the "fmtp" source attribute allows for out-of-band transport of
| paranmeter sets in topologies |ike Topo-Video-switch-MU, as

| specified in [ RFC7667].

A general usage of nedia representation in SDP is as foll ows:

mevi deo 49170 RTP/ AVP 98

a=rtpmap: 98 evc/ 90000

a=fmp:98 profile-id=1
Sprop- sps=<sequence paraneter set data>;
sprop- pps=<pi cture paraneter set data>;

A SIP Ofer/Answer exchange wherein both parties are expected to both
send and receive could |l ook Iike the following. Only the nedia
codec-specific parts of the SDP are shown.

O f erer->Answerer:
mevi deo 49170 RTP/ AVP 98
a=rt pmap: 98 evc/ 90000



a=fmp: 98 profile-id=1; |evel _id=90;

The above represents an offer for symmetric video comunication using
[EVC] and its payl oad specification at the main profile and | evel 3.
Informal |y speaking, this offer tells the receiver of the offer that
the sender is willing to receive up to xKpxx resolution at the

maxi mum bitrates specified in [EVC]. At the same time, if this offer
were accepted "as is", the offer can expect that the Answerer woul d
be able to receive and properly decode EVC nedia up to and incl uding
| evel 3.

Answer er->Of f erer:
mevi deo 49170 RTP/ AVP 98
a=rt pmap: 98 evc/ 90000
a=fmp:98 profile-id=1; |evel id=60

| Informative note: level id shall be set equal to a value of 30
| tines the level nunber specified in Table A1 of [EV(.

Wth this answer to the offer above, the systemreceiving the offer
advises the Oferer that it is incapable of handling evc at level 3
but is capable of decoding level 2. As EVC video codecs nust support
decoding at all levels below the maxi mum | evel they inplenent, the
resulting user experience would likely be that both systens send
video at level 2. However, nothing prevents an encoder from further
downgrading its sending to, for exanple, level 1 if it were short of
cycl es or bandwi dth or for other reasons.

7.3.2. Usage with SDP O f er/ Answer Model

This section describes the negotiation of unicast nmessages using the
O fer/ Answer nodel described in [RFC3264] and its updates.

This section applies to all profiles defined in [EVC], specifically
to Baseline, Main, and the associated still inage profiles.

The following limtations and rules pertaining to the nmedia
configuration apply:

The paraneters identifying a nmedia fornmat configuration for EVC are
profile-id and level-id. Profile_id MIJST be used symetrically.

The Answerer MJST structure its answer according to one of the
following two options:

* mintain all configuration paraneters with the val ues renaining
the same as in the offer for the nedia format (payload type), with
the exception that the value of level-id is changeable as |ong as
the hi ghest |evel indicated by the answer is not higher than that
i ndicated by the offer; or

* renove the nedia format (payl oad type) conpletely (when one or
nmore of the parameter val ues are not supported).

| Informative note: The above requirenent for symretric use does
| not apply for level-id and does not apply for the other

| bitstreamor RTP stream properties and capability paraneters,

| as described in Section 7.3.2.1 ("Payl oad For nmat

| Configuration").

To sinplify handling and matching of these configurations, the same
RTP payl oad type nunber used in the offer SHOULD al so be used in the
answer, as specified in [ RFC3264].

The answer MJUST NOT contain a payl oad type nunber used in the offer
for the nedia subtype unless the configuration is the same as in the



offer or the configuration in the answer only differs fromthat in
the offer with a different value of level-id.

7.3.2.1. Payload Format Configuration

The following limtations and rules pertain to the configuration of
the payl oad format buffer managenent.

*

The paraneters sprop-max-don-di ff and sprop-depack- buf - bytes
describe the properties of an RTP streamthat the Offerer or the
Answerer is sending for the media format configuration. This
differs fromthe normal usage of the O fer/Answer paraneters;
normal |y, such paraneters declare the properties of the bitstream
or RTP streamthat the Oferer or the Answerer is able to receive
When dealing with EVC, the Oferer assunes that the Answerer will
be able to receive nedia encoded using the configuration being

of f er ed.

| Informative note: The above paraneters apply for any RTP

| stream when present, sent by a declaring entity with the sane
| configuration. |In other words, the applicability of the above
| paraneters to RTP streans depends on the source endpoint.

| Rather than being bound to the payl oad type, the val ues may

| have to be applied to another payl oad type when being sent, as
| they apply for the configuration

When an Offerer offers an interleaved stream indicated by the
presence of sprop-max-don-diff with a value larger than zero, the
O ferer MJUST include the size of the de-packetization buffer

spr op- depack- buf - byt es.

To enable the Oferer and Answerer to inform each other about
their capabilities for de-packetization buffering in receiving RTP
streams, both parties are RECOWENDED to include depack-buf-cap

The parameters sprop-sps or sprop-pps, when present (included in
the "a=fntp" line of SDP or conveyed using the "fmp" source
attribute, as specified in Section 6.3 of [RFC5576]), are used for
out -of -band transport of the parameter sets (SPS or PPS,
respectively). The Answerer MAY use either out-of-band or in-band
transport of parameter sets for the bitstreamit is sending,
regardl ess of whether out-of-band paraneter sets transport has
been used in the Oferer-to-Answerer direction. Paraneter sets
included in an answer are independent of those paraneter sets
included in the offer, as they are used for decoding two different
bitstreams: one fromthe Answerer to the Oferer, and the other in
the opposite direction. In case sone RTP packets are sent before
the SDP Ofer/ Answer settles down, in-band paraneter sets MJIST be
used for those RTP streamparts sent before the SDP O fer/ Answer.

The following rules apply to transport of parameter sets in the
O ferer-to-Answerer direction.

- An offer MAY include sprop-sps and/or sprop-pps. |If none of
these paraneters are present in the offer, then only in-band
transport of paraneter sets is used

- If the level to use in the Oferer-to-Answerer direction is
equal to the default level in the offer, the Answerer MJST be
prepared to use the paraneter sets included in sprop-sps and
sprop-pps (either included in the "a=fntp" Iine of SDP or
conveyed using the "fmp" source attribute) for decoding the
incomng bitstream e.g., by passing these paranmeter set NAL
units to the video decoder before passing any NAL units carried
in the RTP streanms. Oherw se, the Answerer MJST ignore sprop-
vps, sprop-sps, and sprop-pps (either included in the "a=fntp"



l'ine of SDP or conveyed using the "fntp" source attribute), and
the Offerer MUST transmt paranmeter sets in-band

* The following rules apply to transport of parameter sets in the
Answerer-to-Offerer direction.

- An answer MAY include sprop-sps and/or sprop-pps. |f none of
these paraneters are present in the answer, then only in-band
transport of paraneter sets is used

- The Oferer MJST be prepared to use the paraneter sets included
in sprop-sps and sprop-pps (either included in the "a=fntp"
l'ine of SDP or conveyed using the "fntp" source attribute) for
decoding the inconmng bitstream e.g., by passing these
paraneter set NAL units to the video decoder before passing any
NAL units carried in the RTP streans.

* \When sprop-sps and/ or sprop-pps are conveyed using the "fmp"
source attribute, as specified in Section 6.3 of [RFC5576], the
recei ver of the paraneters MJST store the paraneter sets included
in sprop-sps and/ or sprop-pps and associate themw th the source
given as part of the "fmtp" source attribute. Paraneter sets
associated with one source (given as part of the "fntp" source
attribute) MIST only be used to decode NAL units conveyed in RTP
packets fromthe same source (given as part of the "fmp" source
attribute). Wen this nmechanismis in use, SSRC collision
detection and resolution MJST be perforned as specified in
[ RFC5576] .

Figure 11 lists the interpretation of all the parameters that MAY be
used for the various conbi nations of offer, answer, and direction
attri butes

sendonly --+
recvonly --+
sendrecv --+

profile-id

|l evel -id

tool set-id
max-recv-1level -id

spr op- max-don-di f f

spr op- depack- buf - byt es
depack- buf - cap

sprop- sei

Sprop- sps

Sprop- pps

I
||
|1
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Legend:

C. configuration for sending and receiving bitstreans

D: changeabl e configuration; sane as C, except possible to
answer with a different but consistent value (see the senmantics
of the level-id paranmeter on these paraneters being
consistent -- basically, level down-grading is all owed)

P: properties of the bitstreamto be sent
R receiver capabilities
-: not usabl e; when present MJST be ignored

Figure 11: Interpretation of Paraneters for Various Conbinations
of Ofers, Answers, and Direction Attributes

Paranmeters used for declaring receiver capabilities are, in general,
downgradabl e, i.e., they express the upper limt for a sender’s



possi bl e behavior. Thus, a sender MAY select to set its encoder
using only lower/lesser or equal values of these paraneters.

When a sender’s capabilities are declared with the configuration
paraneters, these paraneters express a configuration that is

acceptable for the sender to receive bitstreans. In order to achieve
high interoperability levels, it is often advisable to offer multiple
alternative configurations. It is inpossible to offer multiple

configurations in a single payload type. Thus, when nultiple
configuration offers are made, each offer requires its own RTP
payl oad type associated with the offer

An i nmpl enentati on SHOULD be able to understand all media type
paraneters (including all optional nedia type paraneters), even if it
doesn’t support the functionality related to the paraneter. This, in
conjunction with proper application logic in the inplenmentation,
allows the inplenmentation, after having received an offer, to create
an answer by potentially downgradi ng one or nmore of the optiona
paraneters to the point where the inplementation can cope. This

| eads to higher chances of interoperability beyond the nost basic
interop points (for which, as described above, no optional paraneters
are necessary).

| Informative note: In inplenentations of various H 26x video

| coding payload formats including those for [AVC] and [HEVC], it
| was occasionally observed that inplenentations were incapable

| of parsing nost (or all) of the optional paraneters and hence

| rejected offers other than the nbst basic offers. As a result,
| the Ofer/Answer exchange resulted in a baseline performance

| (using the default values for the optional parameters) with the
| resulting suboptiml user experience. However, there are valid
| reasons to forego the inplenentation conplexity of inplenenting
| the parsing of sone or all of the optional parameters, for

| exanple, when there is predeterni ned know edge, not negoti ated
| by an SDP-based O fer/Answer process, of the capabilities of
| the involved systens (wall ed gardens, baseline requirenents
| defined in application standards higher up in the stack, and
| simlar).

An Answerer MAY extend the offer with additional nedia format
configurations. However, to enable their usage, in nost cases, a
second offer is required fromthe Offerer to provide the bitstream
property parameters that the nmedia sender will use. This also has
the effect that the Oferer has to be able to receive this nedia
format configuration, and not only to send it.

7.3.3. Milticast

For bitstreans being delivered over nulticast, the follow ng rules
appl y:

* The media format configuration is identified by profile-id and
I evel -id. These nedia format configuration paraneters, including
| evel -id, MJST be used symetrically; that is, the Answerer MJST
either maintain all configuration paraneters or renove the nedia
format (payl oad type) conpletely. Note that this inplies that the
level-id for Ofer/Answer in nmulticast is not changeabl e.

* To sinplify the handling and natching of these configurations, the
same RTP payl oad type nunmber used in the offer SHOULD al so be used
in the answer, as specified in [RFC3264]. An answer MJST NOT
contain a payl oad type nunber used in the offer unless the
configuration is the same as in the offer

* Paraneter sets received MJST be associated with the originating
source and MUST only be used in decoding the incom ng bitstream



fromthe sane source

* The rules for other paraneters are the sane as above for unicast
as long as the three above rul es are obeyed.

7.3.4. Usage in Declarative Session Descriptions

When EVC over RTP is offered with SDP in a declarative style, as in
the Real -Tine Streaning Protocol (RTSP) [ RFC7826] or Session
Announcenent Protocol (SAP) [RFC2974], the follow ng considerations

appl y.

* Al paraneters capable of indicating both bitstream properties and
receiver capabilities are used to indicate only bitstream
properties. For exanple, in this case, the paraneters profile-id
and |l evel -id declare the values used by the bitstream not the
capabilities for receiving bitstreans. As a result, the follow ng
interpretation of the parameters MJST be used:

- Declaring actual configuration or bitstream properties:

profile-id

| evel -id

sprop-sps

Sprop- pps

spr op- max-don-di f f

spr op- depack- buf - byt es
sprop- sei

OO0OO0OO0OO0OO0OO0o

- Not usable (when present, they MJST be ignored):

0 depack-buf-cap
0 recv-sublayer-id

- Areceiver of the SDP is required to support all paraneters and
val ues of the paraneters provi ded; otherw se, the receiver MJST
reject (RTSP) or not participate in (SAP) the session. It
falls on the creator of the session to use values that are
expected to be supported by the receiving application

7.3.5. Considerations for Paraneter Sets

VWhen out -of -band transport of paraneter sets is used, paraneter sets
MAY still be additionally transported in-band unless explicitly

di sal l oned by an application, and some of these additional paraneter
sets may update sone of the out-of-band transported paraneter sets.
An update of a paraneter set refers to the sending of a paraneter set
of the sane type using the same paranmeter set ID but with different
val ues for at |east one other paraneter of the parameter set.

8. Use with Feedback Messages

The foll owi ng subsections define the use of the Picture Loss
I ndication (PLI) [RFC4585] and Full Intra Request (FIR) [RFC5104]
f eedback messages with [EV(.

In accordance with this docunent, a sender MJST NOT send Slice Loss
Indication (SLI) or Reference Picture Selection Indication (RPSI);
and a receiver MJST ignore RPSI and MJST treat a received SLI as a
received PLI, ignoring the "First", "Nunmber", and "Picturel D' fields
of the PLI.

8.1. Picture Loss Indication (PLI)

As specified in Section 6.3.1 of [RFC4585], the reception of a PLI by
a nmedi a sender indicates "the | oss of an undefined ambunt of coded



vi deo data belonging to one or nore pictures". Wthout having any
specific know edge of the setup of the bitstream (such as use and

| ocation of in-band paraneter sets, IDR picture |locations, picture
structures, and so forth), a reaction to the reception of a PLI by an
EVC sender SHOULD be to send an IDR picture and rel evant paraneter
sets, potentially with sufficient redundancy so as to ensure correct
reception. However, sonetinmes information about the bitstream
structure is known. For exanple, such information can be paraneter
sets that have been conveyed out of band through nmechani sns not
defined in this docunment and that are known to stay static for the

duration of the session. |In that case, it is obviously unnecessary
to send themin-band as a result of the reception of a PLI. O her
exanpl es coul d be devised based on a priori know edge of different
aspects of the bitstreamstructure. |In all cases, the timng and

congesti on-control nechani sns of [ RFC4585] MJST be observed.
8.2. Full Intra Request (FIR

The purpose of the FIR nmessage is to force an encoder to send an

i ndependent decoder refresh point as soon as possible while observing
appl i cabl e congestion-control -related constraints, such as those set
out in [RFC8082].

Upon reception of a FIR, a sender MJST send an | DR picture.

Par amet er sets MUST al so be sent, except when there is a priori

know edge that the paraneter sets have been correctly established. A
typical exanple for that is an understandi ng between the sender and
recei ver, established by neans outside this docunent, that paraneter
sets are exclusively sent out of band.

9. Security Considerations

The scope of this sectionis linmted to the payload format itself and
to one feature of [EVC] that nay pose a particularly serious security
risk if inplenmented naively. The payload format, in isolation, does
not forma conplete system |Inplementers are advised to read and
understand rel evant security-rel ated docunents, especially those
pertaining to RTP (see the Security Considerations in Section 14 of

[ RFC3550]) and the security of the call-control stack chosen (that
may nake use of the nedia type registration of this docunent).

I mpl ementers shoul d al so consi der known security vulnerabilities of

vi deo codi ng and decodi ng i npl enentations in general and avoid those.

Wthin this RTP payload format, and with the exception of the user
data SEI nessage as described bel ow, no security threats other than
those common to RTP payl oad formats are known. |In other words,

nei ther the various nedi a-pl ane-based mechani sms nor the signaling
part of this docunent seemto pose a security risk beyond those
common to all RTP-based systens.

RTP packets using the payload format defined in this specification
are subject to the security considerations discussed in the RTP

speci fication [ RFC3550] and in any applicable RTP profile such as
RTP/ AVP [ RFC3551], RTP/ AVPF [ RFC4585], RTP/ SAVP [ RFC3711], or RTP/
SAVPF [ RFC5124]. However, as "Securing the RTP Framework: Wiy RTP
Does Not Mandate a Single Media Security Solution" [RFC7202]

di scusses, it is not an RTP payload format’s responsibility to

di scuss or mandate what solutions are used to neet the basic security
goals like confidentiality, integrity, and source authenticity for
RTP in general. This responsibility Iies on anyone using RTP in an
application. They can find guidance on avail able security nmechani sns
and i nportant considerations in "Options for Securing RTP Sessions”

[ RFC7201]. Applications SHOULD use one or nore appropriate strong
security nechani sns. The rest of this section discusses the security
i mpacting properties of the payload format itself.
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Because the data compression used with this payload format is applied
end to end, any encryption needs to be perforned after conpression

A potential denial-of-service threat exists for data encodi ngs using
conpressi on techni ques that have non-uni formreceiver-end

comput ational |oad. The attacker can inject pathol ogical datagrans
into the bitstreamthat are conplex to decode and that cause the
recei ver to be overl oaded

EVC is particularly vulnerable to such attacks, as it is extrenely
sinple to generate datagrans containing NAL units that affect the
decodi ng process of many future NAL units. Therefore, the usage of
data origin authentication and data integrity protection of at |east
the RTP packet is RECOMVENDED based on [ RFC7202].

Li ke HEVC [ RFC7798] and WC [W(C(], EVC [ EVC] includes a user data
Suppl errent al Enhancenent Information (SEl) nessage. This SEI nessage
all ows inclusion of an arbitrary bitstring into the video bitstream
Such a bitstring could include JavaScript, machi ne code, and ot her
active content.

EVC [EVC] | eaves the handling of this SEI nmessage to the receiving
system In order to avoid harnful side effects of the user data SE
message, decoder inplenentations cannot naively trust its content.
For exanple, forwarding all received JavaScript code detected by a
decoder inplenmentation to a web browser unchecked woul d be a bad and
insecure inplenmentation practice. The safest way to deal with user
data SEI nessages is to sinply discard them but that can have
negative side effects on the quality of experience by the user

End-to-end security with authentication, integrity, or
confidentiality protection will prevent a MANE from perform ng nedi a-
awar e operations other than discarding conplete packets. In the case
of confidentiality protection, it will even be prevented from

di scardi ng packets in a nedia-aware way. To be allowed to perform
such operations, a MANE is required to be a trusted entity that is
included in the security context establishnent.

Congestion Control

Congestion control for RTP SHALL be used in accordance with RTP

[ RFC3550] and with any applicable RTP profile, e.g., AVP [ RFC3551] or
AVPF [ RFC4585]. If best-effort service is being used, an additiona
requirenent is that users of this payload format MJST nonitor packet
|l oss to ensure that the packet loss rate is within an acceptabl e
range. Packet loss is considered acceptable if a TCP fl ow across the
same network path and experiencing the same network conditions would
achi eve an average throughput, measured on a reasonabl e tinescal e,
that is not less than all RTP streans conbined. This condition can
be satisfied by inplementing congestion-control mechanisns to adapt
the transm ssion rate by inplenenting the nunber of |ayers subscribed
for a layered nmulticast session or by arranging for a receiver to

| eave the session if the loss rate is unacceptably high

The bitrate adaptation necessary for obeying the congestion contro

principle is easily achievable when real-tinme encoding is used, for
exanpl e, by adequately tuning the quantization paraneter. However,
when pre-encoded content is being transmitted, bandw dth adaptation
requires the pre-coded bitstreamto be tailored for such adaptivity.

The key mechani sm available in [EVC] is tenporal scalability. A
medi a sender can renove NAL units belonging to higher tenporal sub-
|layers (i.e., those NAL units with a large value of TID) until the
sending bitrate drops to an acceptabl e range.

The nechani sns menti oned above generally work within a defined
profile and | evel; therefore, no renegotiation of the channel is
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12.

required. Only when non-downgradabl e paraneters (such as the
profile) are required to be changed does it becone necessary to
termnate and restart the RTP streans. This nay be acconplished by
using different RTP payl oad types.

MANEs MAY renove certain unusabl e packets fromthe RTP stream when
that RTP stream was damaged due to previous packet |osses. This can
hel p reduce the network | oad in certain special cases. For exanple,
MANEs can renove those FUs where the | eading FUs bel onging to the
same NAL unit have been | ost, because the trailing FUs are

meani ngl ess to nost decoders. MANE can al so renmpve hi gher tenporal
scal able layers if the outbound transm ssion (fromthe MANE s

Vi ewpoi nt) experiences congesti on.

| ANA Consi der ati ons

The nedia type specified in Section 7.1 has been registered with
| ANA.
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