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I nt roducti on

Net wor ki ng protocols enploy a variety of transient numeric
identifiers for different protocol objects, such as IPv4 and | Pv6
Identification values [RFC0791] [RFC8200], IPv6 Interface ldentifiers
(11 Ds) [ RFC4291], transport-protocol epheneral port nunbers

[ RFC6056], TCP Initial Sequence Nunbers (ISNs) [RFC9293], NTP
Reference |1 Ds (REFI Ds) [RFC5905], and DNS | Ds [ RFC1035]. These
identifiers typically have specific requirenents (e.g., uniqueness
during a specified period of tinme) that nust be satisfied such that
they do not result in negative interoperability inplications and an
associated failure severity when such requirenents are not net.

| NOTE: Some docunents refer to the DNS ID as the DNS "Query |ID'
| or "TxID.

For nmore than 30 years, a |arge nunber of inplenentations of |ETF
protocol s have been subject to a variety of attacks, with effects
rangi ng from Denial of Service (DoS) or data injection to information
| eakages that could be exploited for pervasive nonitoring [ RFC7258].
The root cause of these issues has been, in many cases, the poor

sel ection of transient nunmeric identifiers in such protocols, usually
as a result of insufficient or msleading specifications. Wile it
is generally trivial to identify an algorithmthat can satisfy the
interoperability requirements of a given transient numeric
identifier, enpirical evidence exists that doing so w thout
negatively affecting the security and/or privacy properties of the



af orenmenti oned protocols is prone to error [ RFC9414].

For exanple, inplenentations have been subject to security and/or
privacy issues resulting from

* predictable IPv4 or IPv6 lIdentification values (e.g., see
[ Sanfilippol998a], [RFC6274], and [RFC7739]),

* predictable IPv6 IIDs (e.g., see [RFC7217], [RFC7707], and
[ RFC7721]),

* predictable transport-protocol ephemeral port numbers (e.g., see
[ RFC6056] and [ Si | bersack2005]),

* predictable TCP Initial Sequence Nunbers (ISNs) (e.g., see
[ Morris1985], [Bellovinl989], and [ RFC6528]),

* predictable initial timestanmps in TCP timestanps options (e.g.,
see [ TCPT-uptine] and [ RFC7323]), and

* predictable DNS I Ds (see, e.g., [Schubal993] and [KI ei n2007]).

Recent history indicates that, when new protocols are standardi zed or
new protocol inplenmentations are produced, the security and privacy
properties of the associated transient nuneric identifiers tend to be
overl ooked, and inappropriate algorithns to generate such identifiers
are either suggested in the specifications or selected by

i nplementers. As a result, advice in this area is warranted

We note that the use of cryptographic techniques may readily nitigate
some of the issues arising from predictable transient nuneric
identifiers. For exanple, cryptographic authentication can readily
mtigate data injection attacks even in the presence of predictable
transient nunmeric identifiers (such as "sequence nunbers"). However,
use of flawed algorithns (such as global counters) for generating
transient numeric identifiers could still result in informtion

| eakages even when cryptographi c techni ques are enpl oyed.

Thi s docunent contains a non-exhaustive survey of transient nuneric
identifiers enployed in various | ETF protocols and ains to categorize
such identifiers based on their interoperability requirenents and the
associated failure severity when such requirenents are not net.
Subsequently, it provides advice on possible algorithnms that could be
enpl oyed to satisfy the interoperability requirenents of each
category while mnimzing negative security and privacy inplications.
Finally, it analyzes several algorithnms that have been enpl oyed in
real inplenentations to neet such requirenents and anal yzes their
security and privacy properties.

Thi s docunent represents the consensus of the Privacy Enhancenents
and Assessnents Research G oup (PEARG .

Ter mi nol ogy

Transient Nunmeric ldentifier:
A data object in a protocol specification that can be used to
definitely distinguish a protocol object (a datagram network
interface, transport-protocol endpoint, session, etc.) fromal
other objects of the same type, in a given context. Transient
nuneric identifiers are usually defined as a series of bits and
represented using integer values. These identifiers are typically
dynami cal | y sel ected, as opposed to statically assigned nuneric
identifiers (see, e.g., [IANA-PROT]). W note that different
transient nunmeric identifiers may have additional requirenents or
properties depending on their specific use in a protocol. W use
the term"transient nunmeric identifier" (or sinmply "numeric



3.

identifier" or "identifier" as short fornms) as a generic termto
refer to any data object in a protocol specification that
satisfies the identification property stated above.

Failure Severity:
The interoperability consequences of a failure to conply with the
interoperability requirenments of a given identifier. Severity
considers the worst potential consequence of a failure, determ ned
by the system danmage and/or tine lost to repair the failure. In
this docunment, we define two types of failure severity: "soft
failure" and "hard failure".

Soft Failure:
A recoverable condition in which a protocol does not operate in
the prescribed manner but nornal operation can be resuned
automatically in a short period of tine. For exanple, a sinple
packet -1 oss event that is subsequently recovered with a packet
retransni ssion can be considered a soft failure.

Hard Fail ure:
A non-recoverable condition in which a protocol does not operate
in the prescribed manner or it operates with excessive degradation
of service. For exanple, an established TCP connection that is
aborted due to an error condition constitutes, fromthe point of
view of the transport protocol, a hard failure, since it enters a
state fromwhich normal operation cannot be resuned.

Threat Mbdel

Thr oughout this document, we do not consider on-path attacks. That
is, we assunme the attacker does not have physical or |ogical access
to the systen(s) being attacked and that the attacker can only
observe traffic explicitly directed to the attacker. Sinmlarly, an
attacker cannot observe traffic transferred between the sender and
the receiver(s) of a target protocol but rmay be able to interact with
any of these entities, including by, e.g., sending any traffic to
themto sanple transient nuneric identifiers enployed by the target
hosts when conmunicating with the attacker

For exanpl e, when analyzing vulnerabilities associated with TCP
Initial Sequence Numbers (1SNs), we consider the attacker is unable
to capture network traffic corresponding to a TCP connection between
two ot her hosts. However, we consider the attacker is able to
conmmuni cate with any of these hosts (e.g., establish a TCP connection
with any of them) to, e.g., sanple the TCP | SNs enpl oyed by these
hosts when conmunicating with the attacker

Simlarly, when considering host-tracking attacks based on | Pv6
Interface Identifiers, we consider an attacker may |learn the |IPv6
address enployed by a victimhost if, e.g., the address becones
exposed as a result of the victimhost communicating with an
attacker-operated server. Subsequently, an attacker may perform
host -tracki ng by probing a set of target addresses composed by a set
of target prefixes and the IPv6 Interface Identifier originally

| earned by the attacker. Alternatively, an attacker may perform
host-tracking if, e.g., the victimhost conmunicates with an
attacker-operated server as it noves fromone |ocation to another,

t hereby exposing its configured addresses. W note that none of
these scenarios require the attacker observe traffic not explicitly
directed to the attacker.

I ssues with the Specification of Transient Nunmeric ldentifiers
Whi | e assessing | ETF protocol specifications regarding the use of

transient nuneric identifiers, we have found that nmpost of the issues
di scussed in this docunent arise as a result of one of the follow ng



condi tions:

* protocol specifications that under specify their transient nuneric
identifiers

* protocol specifications that over specify their transient nuneric
identifiers

* protocol inplenentations that sinply fail to conply with the
speci fied requirenents

A nunber of | ETF protocol specifications under specified their
transient numeric identifiers, thus leading to inplenentations that
were vul nerable to nunerous off-path attacks. Exanples of themare
the specification of TCP | ocal ports in [ RFCO793] or the
specification of the DNS ID in [ RFC1035].

| NOTE: The TCP local port in an active OPEN request is comonly
| known as the "epheneral port" of the corresponding TCP
| connection [ RFC6056] .

On the other hand, there are a nunber of |ETF protocol specifications
that over specify some of their associated transient nuneric
identifiers. For example, [RFC4291] essentially overloads the
semantics of IPv6 Interface ldentifiers (11Ds) by enbedding |ink-

| ayer addresses in the I1Pv6 |1 Ds when the interoperability

requi renent of uni queness coul d be achieved in other ways that do not
result in negative security and privacy inplications [RFC7721].
Simlarly, [RFC2460] suggests the use of a global counter for the
generation of Identification values when the interoperability

requi renment of uni queness per {IPv6 Source Address, |Pv6 Destination
Address} could be achieved with other algorithns that do not result
in negative security and privacy inplications [ RFC7739].

Finally, there are protocol inplenmentations that sinply fail to
comply with existing protocol specifications. For example, some
popul ar operating systens still fail to inplenment transport-protoco
epheneral port random zation, as recomended in [ RFC6056], or TCP
Initial Sequence Nunmber randoni zation, as recomended in [ RFC9293].

Protocol Failure Severity

Section 2 defines the concept of "failure severity", along with two
types of failure severities that we enploy throughout this docunent:
soft and hard.

Qur analysis of the severity of a failure is perforned fromthe point
of view of the protocol in question. However, the corresponding
severity on the upper protocol (or application) mght not be the same
as that of the protocol in question. For exanple, a TCP connection
that is aborted m ght or might not result in a hard failure of the
upper application, i.e., if the upper application can establish a new
TCP connection w thout any inpact on the application, a hard failure
at the TCP protocol may have no severity at the application |ayer.

On the other hand, if a hard failure of a TCP connection results in
excessi ve degradation of service at the application layer, it wll
also result in a hard failure at the application

Cat egori zing Transient Nuneric ldentifiers

Thi s section includes a non-exhaustive survey of transient nuneric
identifiers, which are representative of all the possible

conbi nations of interoperability requirenents and failure severities
found in popular protocols of different layers. Additionally, it
proposes a nunber of categories that can accommodate these
identifiers based on their interoperability requirenents and their



associated failure severity (soft or hard)

| NOTE: Al other transient nuneric identifiers that were
| analyzed as part of this effort could be acconmpbdated into one
| of the existing categories from Table 1.

[} g ———— e ———————————_————————————_—— Ll pp—p—_—r
| Identifier | Interoperability Requirements | Failure Severity |
[ ety s ey el o
| I Pv6 ID | Uniqueness (for IPv6 address | Soft/Hard (1) |
| | pai r) | |
o m e e e oo - o e e e e e e e meme oo Fom e e e oo +
| IPv6 11D | Uniqueness (and stable within | Soft (3) |
| | | Pv6 prefix) (2) |

S I O +
| TCP | SN | Monotonically increasing (4) | Hard (4) |
I IRy T T TRy I +
| TCPinitial | Monotonically increasing (5) | Hard (5) |
| timestanp | | |
S o mm e e e e e e a— oo oo o e e e e oo oo +
| TCP epheneral | Uni queness (for connection | Har d |
| port | | D) | |
I I Rpip R T T TRy IR +
| I Pv6 Flow | Uni queness | None (6) |
| Label | | |
S o mm e e e e e e a— oo oo o e e e e oo oo +
| DNS | D | Uni queness | None (7) |
. ST e +

Table 1: Survey of Transient Numeric ldentifiers
NOTE:

(1) Wile a single collision of IPv6 Identification (ID) val ues
would sinply lead to a single packet drop (and hence, a "soft"
failure), repeated collisions at high data rates mght result in
sel f-propagating collisions of I1Pv6 IDs, thus possibly |eading
to a hard failure [ RFC4963].

(2) Wile the interoperability requirements are sinply that the
Interface Identifier results in a unique |Pv6 address, for
operational reasons, it is typically desirable that the
resulting I Pv6 address (and hence, the corresponding Interface
Identifier) be stable within each network [ RFC7217] [ RFC8064].

(3) Wile IPv6 Interface lIdentifiers nust result in unique |IPv6
addresses, |Pv6 Duplicate Address Detection (DAD) [ RFC4862]
all ows for the detection of duplicate addresses, and hence, such
Interface Identifier collisions can be recovered.

(4) In theory, there are no interoperability requirenents for TCP
Initial Sequence Numbers (ISNs), since the TIME-WAIT state and
TCP's "quiet time" concept take care of old segnments from
previ ous incarnations of a connection. However, a w despread
optimization allows for a new incarnation of a previous
connection to be created if the SN of the incomng SYNis
| arger than the |l ast sequence nunber seen in that direction for
the previous incarnation of the connection. Thus, nonotonically
increasing TCP I SNs allow for such optimzation to work as
expect ed [ RFC6528] and can hel p avoi d connecti on-establ i shnent
failures.

(5) Strictly speaking, there are no interoperability requirenents
for the *initial* TCP tinestanp enpl oyed by a TCP instance
(i.e., the TS Value (TSval) in a segnent with the SYN bit set).
However, some TCP inplenentations allow a new incarnation of a



previ ous connection to be created if the TSval of the incom ng
SYN is larger than the last TSval seen in that direction for the
previous incarnation of the connection (please see [ RFC6191]).
Thus, nonotonically increasing TCP initial tinestanps (across
connections to the same endpoint) allow for such optim zation to
wor k as expected [RFC6191] and can hel p avoi d connecti on-

establi shnent failures.

(6) The IPv6 Flow Label [RFC6437], along with the | Pv6 Source
Address and the | Pv6 Destination Address, is typically enployed
for load sharing [ RFC7098]. Reuse of a Flow Label value for the
same set {Source Address, Destination Address} would typically
cause both flows to be multiplexed onto the same |ink. However,
as long as this does not occur deterministically, it will not
result in any negative inplications.

(7) DNS IDs are enpl oyed, together with the | P Source Address, the
| P Destinati on Address, the transport-protocol Source Port, and
the transport-protocol Destination Port, to match DNS requests
and responses. However, since an inplenentation knows whi ch DNS
requests were sent for that set of {IP Source Address, |IP
Destination Address, transport-protocol Source Port, transport-
protocol Destination Port, DNS ID}, a collision of DNS I Ds woul d
result, if anything, in a small perfornmance penalty (the
response woul d neverthel ess be discarded when it is found that
it does not answer the query sent in the correspondi ng DNS

query).

Based on the survey above, we can categorize identifiers as foll ows:

[ b bumfemsfums ol oo oo ey s st o}
| Cat # | Cat egory | Sanpl e Nureric |
I I I | Ds I
| 1 | Uni queness (soft failure) | IPv6 Flow L., DNS |
I I I ID I
R, o e e e e e e e e e e e e e e me oo o e e e +
| 2 | Uni queness (hard failure) | | Pv6 I D, TCP |
| | | epheneral port |
Fomm o - o m m e e e e e e e e e e e e eaao o o e e oo +
| 3 | Uniqueness, stable wthin context | IPv6 11D |
| | (soft failure) | |
R, o e e e e e e e e e e e e e e me oo o e e e +
| 4 | Uni queness, nonotonically increasing | TCP | SN, TCP |
| | within context (hard failure) | initial tinmestanp |
Fomm o - o m m e e e e e e e e e e e e eaao o o e e oo +

Table 2: Identifier Categories

We note that Category #4 could be considered a generalized case of
Category #3, in which a nonotonically increasing elenment is added to
a stable (within context) elenment, such that the resulting
identifiers are nonotonically increasing within a specified context.
That is, the same algorithmcould be enployed for both #3 and #4,

gi ven appropri ate paraneters.

Conmon Al gorithns for Transient Nunmeric ldentifier Generation

The foll owi ng subsections describe sone sanple algorithnms that can be
enpl oyed for generating transient numeric identifiers for each of the
categories above while mtigating the vulnerabilities analyzed in
Section 8 of this docunent.

Al'l of the variables enployed in the algorithns of the follow ng
subsections are of "unsigned integer" type, except for the "retry"
vari abl e, which is of (signed) "integer" type.



7.1. Category #1: Uniqueness (Soft Failure)

The requirenent of uniqueness with a soft failure severity can be
conplied with a Pseudorandom Number Generator (PRNG).

| NOTE: Pl ease see [ RFC4086] regardi ng randomess requirements
| for security.

Wi |l e nost systens provide access to a PRNG nany of such PRNG

i npl ementations are not cryptographically secure and therefore might
be statistically biased or subject to adversarial influence. For
exanple, 1SO C [Cl1] rand(3) inplenmentations are not

crypt ographically secure.

| NOTE: Section 7.1 ("Uniform Deviates") of [Pressl1992] discusses
| the underlying issues affecting 1SO C [Cl11] rand(3)
| inplenentations.

On the other hand, a nunber of systens provide an interface to a
Cryptographical ly Secure PRNG (CSPRNG [ RFC4086] [ RFC8937], which
guarantees high entropy, unpredictability, and good statistica
distribution of the random val ues generated. For exanple, G\NU

Li nux’s CSPRNG i npl ementation is avail able via the getentropy(3)
interface [ GETENTROPY], while OpenBSD s CSPRNG i npl ementation is
avai l abl e via the arcd4randonm(3) and arc4random uniform(3) interfaces
[ ARCARANDOM] . Where avail able, these CSPRNGs shoul d be preferred
over, e.g., POSIX [PCSI X] random(3) or |1SO C [Cl1] rand(3)

i mpl emrent ati ons.

In scenarios where a CSPRNG is not readily available to sel ect
transient nuneric identifiers of Category #1, a security and privacy
assessnent of enploying a regular PRNG shoul d be perforned,
supporting the inplenmentation decision

| NOTE: [Aumasson2018], [Press1992], and [ Knut h1983] discuss
| theoretical and practical aspects of pseudorandom nunber
| generation and provi de guidance on how to eval uate PRNGs.

We note that, since the premse is that collisions of transient
nuneric identifiers of this category only lead to soft failures, in
many cases, the algorithmm ght not need to check the suitability of
a selected identifier (i.e., the suitable_id() function, described
bel ow, could always return "true").

In scenarios where, e.g., sinmultaneous use of a given nuneric
identifier is undesirable and an inplenentati on detects such
condition, the inplenmentation nmay opt to select the next avail able
identifier in the sane sequence or sel ect another random nunber.
Section 7.1.1 is an inplenentation of the fornmer strategy, while
Section 7.1.2 is an inplenentation of the latter. Typically, the
algorithmin Section 7.1.2 results in a nore uniformdistribution of
the generated transient nuneric identifiers. However, for transient
nuneric identifiers where an inplementation typically keeps |oca
state about unsuitable/used identifiers, the algorithmin

Section 7.1.2 may require many nore iterations than the algorithmin
Section 7.1.1 to generate a suitable transient nuneric identifier
This will usually be affected by the current usage ratio of transient
numeric identifiers (i.e., the nunber of nuneric identifiers
considered suitable / total nunber of nuneric identifiers) and other
paraneters. Therefore, in such cases, many inplenmentations tend to
prefer the algorithmin Section 7.1.1 over the algorithmin

Section 7.1.2.

7.1.1. Sinple Randomi zation Al gorithm



/* Transient Numeric |ID selection function */

id range = max_id - min_id + 1
next id =nmn_.id+ (random() % i d_range);
retry = id_range;

do {
if (suitable_id(next_id)) {
return next _id;
}

if (next_id == max_id) {
next id = mn_id;

} else {
next i d++;

}

retry--;
} while (retry > 0);
return ERROR

NOTE:

random() is a PRNG that returns a pseudorandom unsi gned i nteger
nunber of appropriate size. Beware that "adapting" the | ength of
the out put of randon() with a nodul o operator (e.g., C |anguage’s
"% ) may change the distribution of the PRNG To preserve a
uniformdistribution, the rejection sanpling technique

[ Romai | | er2020] can be used.

suitable id() is a function that checks, if possible and
desirabl e, whether a candidate nunmeric identifier is suitable
(e.g., whether it is in use or has been recently enpl oyed).
Dependi ng on how where the nuneric identifier is used, it may or
may not be possible (or even desirable) to check whether the
numeric identifier is suitable.

Al the variables (in this algorithmand all the others algorithms
di scussed in this docunent) are unsigned integers.

VWhen an identifier is found to be unsuitable, this algorithmselects
the next available nuneric identifier in sequence. Thus, even when
this algorithmsel ects nuneric identifiers randomy, it is biased
towards the first available numeric identifier after a sequence of
unavail able nurmeric identifiers. For exanple, if this algorithmis
enpl oyed for transport-protocol ephemeral port random zation

[ RFC6056] and the local list of unsuitable port nunmbers (e.g.,

regi stered port nunbers that should not be used for epheneral ports)
is significant, an attacker nmay actually have a significantly better
chance of guessing an epheneral port nunber.

Assum ng the randomess requirenments for the PRNG are nmet (see
[ RFC4086]), this algorithmdoes not suffer fromany of the issues
di scussed in Section 8.

.1.2. Another Sinmple Randoni zation Al gorithm

The foll owi ng pseudocode illustrates another algorithmfor selecting
a randomtransient nunmeric identifier where, in the event a selected
identifier is found to be unsuitable (e.g., already in use), another
identifier is randomy sel ected:

/* Transient Numeric |ID selection function */



id range = max_id - mn_id + 1
retry = id_range;

do {
next_id = mn_id + (random() % d_range);

if (suitable_id(next_id)) {
return next _id;
}

retry--;
} while (retry > 0);
return ERROR
NOTE:

random() is a PRNG that returns a pseudorandom unsi gned i nteger
nunber of appropriate size. Beware that "adapting" the |ength of
the out put of randon() with a nodul o operator (e.g., C |anguage’s
"% ) may change the distribution of the PRNG To preserve a

uni formdistribution, the rejection sanpling technique

[ Romai | | er2020] can be used.

suitable id() is a function that checks, if possible and
desirabl e, whether a candidate nuneric identifier is suitable
(e.g., if it is not already in use). Depending on how where the
numeric identifier is used, it may or may not be possible (or even
desirable) to check whether the nunmeric identifier is in use (or
whet her it has been recently enpl oyed).

When an identifier is found to be unsuitable, this algorithmselects
anot her random nuneric identifier. Thus, this algorithmnight be
unable to select a transient nuneric identifier (i.e., return
"ERROR'), even if there are suitable identifiers available, in cases
where a | arge nunber of identifiers are found to be unsuitable (e.qg.,
"in use").

Assumi ng the randomess requirenments for the PRNG are net (see
[ RFC4086]), this algorithmdoes not suffer fromany of the issues
di scussed in Section 8.

.2. Category #2: Uniqueness (Hard Failure)

One of the nost trivial approaches for generating a unique transient
nuneric identifier (with a hard failure severity) is to reduce the
identifier reuse frequency by generating the numeric identifiers with
a monotonically increasing function (e.g., linear). As a result, any
of the algorithns described in Section 7.4 ("Category #4: Uni queness,
Monotonically Increasing within Context (Hard Failure)") can be
readily enployed for conplying with the requirements of this
transient numeric identifier category.

In cases where suitability (e.g., uniqueness) of the selected
identifiers can be definitely assessed by the |ocal system any of
the algorithns described in Section 7.1 ("Category #1: Uni queness
(Soft Failure)") can be readily enployed for conplying with the
requi renents of this nuneric identifier category.

| NOTE: In the case of, e.g., TCP epheneral ports or TCP I SNs, a
| transient nuneric identifier that m ght seemsuitable fromthe
| perspective of the local systemnmight actually be unsuitable

| fromthe perspective of the remote system (e.g., because there
| is state associated with the selected identifier at the renpte
| systen). Therefore, in such cases, it is not possible to



| enploy the algorithms from Section 7.1 ("Category #1:
| Uniqueness (Soft Failure)").

7.3. Category #3: Uniqueness, Stable within Context (Soft Failure)

The goal of the following algorithmis to produce identifiers that
are stable for a given context (identified by "CONTEXT") but that
change when the aforenentioned context changes.

In order to avoid storing the transient nuneric identifiers conputed
for each CONTEXT in nmenory, the follow ng al gorithm enploys a
cal cul ated techni que (as opposed to keeping state in nenory) to
generate a stable transient nuneric identifier for each given

cont ext .

/* Transient Nuneric ID selection function */
id range = max_id - min_id + 1
retry = 0,

do {
of fset = F(CONTEXT, retry, secret_key);
next id =nmn_id + (offset %id_range);

if (suitable_id(next_id)) {
return next _id;
}

retry++;
} while (retry <= MAX RETRI ES)
return ERROR
NOTE:

CONTEXT is the concatenation of all the elenents that define a
gi ven cont ext.

F() is a pseudorandom function (PRF). It nust not be conputable
fromthe outside (wthout know edge of the secret key). F() nust
also be difficult to reverse, such that it resists attenpts to
obtain the secret key, even when given sanples of the output of

F() and know edge or control of the other input paraneters. F()
shoul d produce an output of at least as nmany bits as required for
the transient nuneric identifier. SipHash-2-4 (128-bit key,

64-bit output) [SipHash] and BLAKE3 (256-bit key, arbitrary-length
out put) [BLAKE3] are two possible options for F(). Alternatively,
F() could be inplenented with a keyed hash nessage aut hentication
code (HMAC) [ RFC2104]. HWMAC- SHA-256 [FI PS-SHS] woul d be one
possi bl e option for such inplenentation alternative. Note: Use of
HVAC- MD5 [ RFC1321] or HMAC-SHA1 [ FI PS-SHS] are not reconmended for
F() [RFC6151] [RFC6194]. The result of F() is no nore secure than
the secret key, and therefore, "secret_key" nmust be unknown to the
attacker and nust be of a reasonable length. "secret_ key" nust
remain stable for a gi ven CONTEXT, since otherw se, the nuneric
identifiers generated by this algorithmwould not have the desired
stability properties (i.e., stable for a given CONTEXT). In nost
cases, "secret_key" should be selected with a PRNG (see [ RFC4086]
for recomrendati ons on choosing secrets) at an appropriate tine
and stored in stable or volatile storage (as necessary) for future
use.

suitable_id() checks whether a candidate nuneric identifier has
sui tabl e uni queness properties.



In this algorithm the function F() provides a stateless and stable
per - CONTEXT of fset, where CONTEXT is the concatenation of all the
el ements that define the given context.

For exanple, if this algorithmis expected to produce |Pv6 |IDs that
are uni que per network interface and Statel ess Address

Aut oconfiguration (SLAAC) prefix, CONTEXT should be the concatenation
of, e.g., the network interface index and the SLAAC aut oconfiguration
prefix (please see [RFC7217] for an inplenentation of this al gorithm
for generation of stable | Pv6 addresses).

The result of F() is stored in the variable "offset”, which may take
any value within the storage type range, since we are restricting the
resulting identifier to be inthe range [min_id, max_id] in a simlar
way as in the algorithmdescribed in Section 7.1.1

As noted above, suitable_id() checks whether a candi date numeric
identifier has suitabl e uni queness properties. Collisions (i.e., an
identifier that is not unique) are recovered by increnmenting the
"retry" variable and reconputing F(), up to a nmaxi mum of MAX RETRI ES
times. However, recovering fromcollisions will usually result in
identifiers that fail to remain constant for the specified context.
This is normally acceptable when the probability of collisions is
small, as in the case of, e.g., IPv6 II1Ds resulting from SLAAC

[ RFC7217] [ RFC8981].

For obvi ous reasons, the transient numeric identifiers generated with
this algorithmallow for network activity correlation and
fingerprinting within "CONTEXT". However, this is essentially a
design goal of this category of transient numeric identifiers.

.4. Category #4: Uniqueness, Mnotonically Increasing wthin Context
(Hard Failure)

.4.1. Per-Context Counter Algorithm

One possi bl e way of selecting unique nonotonically increasing
identifiers (per context) is to enploy a per-context counter. Such
an algorithmcould be described as foll ows:

/* Transient Numeric |ID selection function */

id range = max_id - mn_id + 1

retry = id_range;

idinc = increment() %id_range;

if( (next_id = | ookup_counter( CONTEXT)) == ERROR){
next id = mn_id + random() % id_range;

}

do {

if ( (max_id - next_id) >=id_inc){
next id = next _id + id_inc;

el se {
next id =mn.id+id.inc - (max_id - next_id);
}

if (suitable_id(next_id)){
store_count er (CONTEXT, next _id);
return next _id;

}

retry =retry - id_inc;



} while (retry > 0);
return ERROR
NOTE:

CONTEXT is the concatenation of all the elenments that define a
gi ven cont ext.

increment() returns a snmall integer that is enployed to increnent
the current counter value to obtain the next transient nuneric
identifier. This value nust be larger than or equal to 1, and
much smal l er than the nunber of possible values for the numeric
identifiers (i.e., "id range"). Mst inplenentations of this

al gorithm enploy a constant increment of 1. Using a val ue other
than 1 can help mtigate sone information | eakages (pl ease see
bel ow) at the expense of a possible increase in the nuneric
identifier reuse frequency. The code above makes sure that the
increment enployed in the algorithm (id_inc) is always snaller
than the nunber of possible values for the nuneric identifiers
(i.e., "max_id - mn.d+ 1"). However, as noted above, this value
must al so be nuch snaller than the nunber of possible values for
the numeric identifiers.

| ookup_counter() is a function that returns the current counter
for a given context or an error condition if that counter does not
exi st.

random() is a PRNG that returns a pseudorandom unsi gned i nteger
nunber of appropriate size. Beware that "adapting" the | ength of
the out put of randon() with a nmodul o operator (e.g., C |anguage’s
"% ) may change the distribution of the PRNG To preserve a
uniformdistribution, the rejection sanpling technique

[ Rormmi | | er 2020] can be used.

store_counter() is a function that saves a counter value for a
gi ven cont ext.

suitabl e id() checks whether a candidate nuneric identifier has
sui tabl e uni queness properti es.

Essentially, whenever a new identifier is to be selected, the
al gorithm checks whether a counter for the correspondi ng cont ext

exists. If it does, the value of such counter is increnented to
obtain the new transient nuneric identifier, and the counter is
updated. If no counter exists for such context, a new counter is

created and initialized to a random val ue and used as the sel ected
transient numeric identifier. This algorithm produces a per-context
counter, which results in one nonotonically increasing function for
each context. Since each counter is initialized to a random val ue,
the resulting values are unpredictable by an off-path attacker

The choice of id_inc has inplications on both the security and
privacy properties of the resulting identifiers and al so on the
corresponding interoperability properties. On one hand, mnim zing
the increments generally nminimzes the identifier reuse frequency,
al beit at increased predictability. On the other hand, if the
increments are random zed, predictability of the resulting
identifiers is reduced, and the information | eakage produced by

gl obal constant increments is nitigated. However, using |arger
increments than necessary can result in higher nuneric identifier
reuse frequency.

This algorithmhas the foll ow ng drawbacks

* It requires an inplenmentation to store each per-context counter in



menory. |If, as a result of resource managenent, the counter for a
gi ven context nust be renoved, the |ast transient nuneric
identifier value used for that context will be lost. Thus, if an
i dentifier subsequently needs to be generated for the sane
context, the corresponding counter will need to be recreated and
reinitialized to a random val ue, thus possibly | eading to reuse/
collision of numeric identifiers.

* Keepi ng one counter for each possible "context" may in sone cases
be considered too onerous in terms of nenmory requirements.

O herwise, the identifiers produced by this algorithmdo not suffer
fromthe other issues discussed in Section 8.

7.4.2. Sinple PRF-Based Al gorithm

The goal of this algorithmis to produce nonotonically increasing
transient numeric identifiers (for each given context) with a
random zed initial value. For example, if the identifiers being
generated nust be nonotonically increasing for each {Source Address,
Destination Address} set, then each possible conbination of {Source
Addr ess, Destination Address} should have a separate nonotonically

i ncreasi ng sequence that starts at a different random val ue.

I nstead of mmintaining a per-context counter (as in the algorithm
fromSection 7.4.1), the follow ng al gorithm enploys a cal cul ated
technique to maintain a random of fset for each possible context.

/* Initialization code */
counter = O;

/* Transient Nuneric ID selection function */

id_range = max_id - min_id + 1
id_inc increment () %id_range;
of f set F( CONTEXT, secret_key);
retry = id_range;

do {
next id
count er

mnid+ (offset + counter) % id_range;
counter + id_inc;

if (suitable_id(next_id)) {
return next _id;

}

retry =retry - id_inc;
} while (retry > 0);

return ERROR
NOTE:

CONTEXT is the concatenation of all the elenments that define a
given context. For exanple, if this algorithmis expected to
produce identifiers that are nonotonically increasing for each set
{Source Address, Destination Address}, CONTEXT shoul d be the

concat enati on of Source Address and Destination Address.

increment () has the sane properties and requirements as those
specified for increnent() in Section 7.4.1

F() is a PRF, with the sanme properties as those specified for F()
in Section 7. 3.



suitable_id() checks whether a candidate nuneric identifier has
sui tabl e uni queness properties.

In the algorithmabove, the function F() provides a stateless,
stabl e, and unpredictable offset for each given context (as
identified by "CONTEXT"). Both the "offset” and "counter" vari abl es
may take any value within the storage type range since we are
restricting the resulting identifier to be in the range [mn_id,
max_id] in a simlar way as in the algorithmdescribed in

Section 7.1.1. This allows us to sinply increnent the "counter"
variable and rely on the unsigned integer to wap around

The result of F() is no nore secure than the secret key, and
therefore, "secret_key" nust be unknown to the attacker and nust be
of a reasonable length. "secret_key" nust renmain stable for a given
CONTEXT, since otherwi se, the nuneric identifiers generated by this
al gorithm woul d not have the desired properties (i.e., nmonotonically
increasing for a given CONTEXT). In nost cases, "secret_key" should
be selected with a PRNG (see [ RFC4086] for recomendati ons on
choosing secrets) at an appropriate time and stored in stable or

vol atil e storage (as necessary) for future use.

It should be noted that, since this algorithmuses a global counter
("counter") for selecting identifiers (i.e., all counters share the
same increment space), this algorithmresults in an information

| eakage (as described in Section 8.2). For exanple, if this

al gorithmwas used for selecting TCP epheneral ports and an attacker
could force a client to periodically establish a new TCP connecti on
to an attacker-controlled system (or through an attacker-observable
routing path), the attacker could subtract consecutive Source Port
val ues to obtain the nunber of outgoing TCP connections established
globally by the victimhost within that tinme period (up to wap-
around issues and five-tuple collisions, of course). This

i nformati on | eakage could be partially mtigated by enpl oying snall
random val ues for the increnents (i.e., increment() function),

i nstead of having increnent() return the constant "1".

We neverthel ess note that an inproved mtigation of this information
| eakage coul d be nore successfully achi eved by enpl oying the
al gorithm from Section 7.4.3, instead.

7.4.3. Doubl e-PRF Al gorithm

A trade-off between nmintaining a single global "counter" variable
and nmaintaining 2**N "counter” variables (where Nis the width of the
result of F()) could be achieved as follows. The system would keep
an array of TABLE_LENGTH val ues, which would provide a separation of
the increment space into multiple buckets. This inprovenent could be
incorporated into the algorithmfrom Section 7.4.2 as foll ows:

/* Initialization code */

for(i = 0; i
table[i]

N

TABLE_LENGTH; i++) {
random() ;

/* Transient Nuneric ID selection function */

id_range = max_id - min_id + 1

id_inc = increment() %id_range;

of fset = F(CONTEXT, secret_keyl);

i ndex = G( CONTEXT, secret_key2) % TABLE LENGTH
retry = id_range;

do {

next id =mn_id+ (offset + table[index]) % id_range;



tabl e[i ndex] = table[index] + id_inc;

if (suitable_ id(next_id)) {
return next _id;
}

retry = retry - id_inc;
} while (retry > 0);
return ERROR
NOTE:

increment () has the sane properties and requirenents as those
specified for increment() in Section 7.4.1

Both F() and () are PRFs, with the same properties as those
required for F() in Section 7.3. The results of F() and ) are
no nore secure than their respective secret keys ("secret keyl"
and "secret_key2", respectively), and therefore, both secret keys
must be unknown to the attacker and must be of a reasonable

Il ength. Both secret keys must renmain stable for the given
CONTEXT, since otherwi se, the transient nunmeric identifiers
generated by this algorithmwould not have the desired properties
(i.e., nonotonically increasing for a given CONTEXT). |In nost
cases, both secret keys should be selected with a PRNG (see

[ RFC4086] for reconmendations on choosing secrets) at an
appropriate tine and stored in stable or volatile storage (as
necessary) for future use.

"table[]" could be initialized with random val ues, as indicated by
the initialization code in the pseudocode above.

The "table[]" array assures that successive transient nuneric
identifiers for a given context will be nonotonically increasing.
Since the increnent space is separated into TABLE LENGTH different
spaces, the identifier reuse frequency will be (probabilistically)
| ower than that of the algorithmin Section 7.4.2. That is, the

generation of an identifier for one given context will not
necessarily result in increnents in the identifier sequence of other
contexts. It is interesting to note that the size of "table[]" does

not limt the nunmber of different identifier sequences but rather
separates the *increment space* into TABLE LENGIH different spaces.
The sel ected transient numeric identifier sequence will be obtained
by adding the corresponding entry from"“table[]" to the value in the
"of fset" variable, which selects the actual identifier sequence space
(as in the algorithmfrom Section 7.4.2).

An attacker can performtraffic analysis for any "increnent space"
(i.e., context) into which the attacker has "visibility" -- nanely,
the attacker can force a systemto generate identifiers for

G( CONTEXT, secret_key2), where the result of ) identifies the
target "increnment space". However, the attacker’s ability to perform
traffic analysis is very reduced when conpared to the sinmple PRF-
based identifiers (described in Section 7.4.2) and the predictable
linear identifiers (described in Appendix A 1). Additionally, an

i npl ementation can further linit the attacker’s ability to perform
traffic analysis by further separating the increnent space (that is,
using a larger value for TABLE LENGIH) and/or by random zing the
increments (i.e., increment() returning a small random nunber as
opposed to the constant "1").

O herwi se, this algorithm does not suffer fromthe issues discussed
in Section 8.



8. Common Vulnerabilities Associated with Transient Nuneric ldentifiers
8.1. Network Activity Correlation

An identifier that is predictable within a given context allows for
network activity correlation within that context.

For exanple, a stable IPv6 Interface lIdentifier allows for network
activity to be correlated within the context in which the Interface
Identifier is stable [RFC7721]. A stable per-network |Pv6 Interface
Identifier (as in [RFC7217]) allows for network activity correl ation
within a network, whereas a constant |1Pv6 Interface Identifier (which
remai ns constant across networks) allows not only network activity
correlation within the same network but al so across networks ("host -
tracki ng").

Similarly, an inplenentation that generates TCP I SNs with a gl oba
counter could allow for fingerprinting and network activity
correlation across networks, since an attacker could passively infer
the identity of the victimbased on the TCP | SNs enpl oyed for
subsequent comunication instances. Sinmilarly, an inplenentation
that generates predictable |Pv6 Identification values could be
subject to fingerprinting attacks (see, e.g., [Bellovin2002]).

8.2. Information Leakage

Transient nuneric identifiers that result in specific patterns can
produce an infornmation | eakage to other comunicating entities. For
exanple, it is conmon to generate transient nunmeric identifiers with
an al gorithm such as:

I D = of fset (CONTEXT) + nono( CONTEXT) ;

Thi s generic expression generates identifiers by adding a
nmonot oni cal 'y increasing function (e.g., linear) to a random zed
offset. offset() is constant within a given context, whereas nono()
produces a nonotonically increasing sequence for the given context.
Identifiers generated with this expression will generally be

predi ctabl e within CONTEXT

The predictability of nobno(), irrespective of the predictability of
offset(), can |leak information that may be of use to attackers. For
exanpl e, a node that selects transport-protocol epheneral port
nunmbers, as in:

epheneral _port = offset(IP_Dst_Addr) + nono()

that is, with a per-destination offset but a gl obal nmono() function
(e.g., a global counter), will leak information about the total
nunber of outgoing connections that have been issued by the

vul nerabl e i npl enent ati on.

Simlarly, a node that generates |IPv6 Identification values as in:
ID = offset(IP_Src_Addr, |P_Dst_Addr) + nono()

will leak out information about the total nunber of fragmented
packets that have been transnmitted by the vul nerable inplenmentation
The vul nerabilities described in [Sanfilippol998a],
[Sanfilippol998b], and [Sanfilippol999] are all associated with the
use of a global nono() function (i.e., with a global and constant
"CONTEXT") -- particularly when it is a linear function (constant
increments of 1).



Predicting transient nuneric identifiers can be of help for other
types of attacks. For exanple, predictable TCP I SNs can open the
door to trivial connection-reset and data injection attacks (see
Section 8.6).

8.3. Fingerprinting

Fingerprinting is the capability of an attacker to identify or
reidentify a visiting user, user agent, or device via configuration
settings or other observable characteristics. QObservable protoco
obj ects and characteristics can be enployed to identify/reidentify
various entities. These entities can range fromthe underlying
hardware or operating system (0OS) (vendor, type, and version) to the
user. [EFF] illustrates web-browser-based fingerprinting, but
simlar techniques can be applied at other |ayers and protocols,

whet her alternatively or in conjunction with it.

Transient nuneric identifiers are one of the observabl e protoco
components that could be | everaged for fingerprinting purposes. That
is, an attacker could sanple transient nuneric identifiers to infer
the algorithm (and its associated paranmeters, if any) for generating
such identifiers, possibly revealing the underlying OGS vendor, type,
and version. This information could possibly be further |everaged in
conjunction with other fingerprinting techniques and sources.

Evasi on of protocol -stack fingerprinting can prove to be a very
difficult task, i.e., npbst systens nake use of a w de variety of
protocol s, each of which have a | arge nunber of parameters that can
be set to arbitrary values or generated with a variety of algorithns
with multiple paranmeters.

| NOTE: General protocol-based fingerprinting is discussed in

| [RFC6973], along with guidelines to mtigate the associated

| wvulnerability. [Fyodor1998] and [ Fyodor2006] are classic

| references on OS detection via TCP/IP stack fingerprinting.

| Network Mapper [nmap] is probably the nost popul ar tool for

| renote OS identification via active TCP/IP stack

| fingerprinting. pOf [Zal ewski2012], on the other hand, is a

| tool for performng renmbte OS detection via passive TCP/IP

| stack fingerprinting. Finally, [TBIT] is a TCP fingerprinting
| tool that ainms at characterizing the behavior of a renpte TCP
| peer based on active probes, which has been wi dely used in the
| research community.

Algorithns that, fromthe perspective of an observer (e.g., the

| egitimate comruni cating peer), result in specific values or patterns
will allow for at |least sone |level of fingerprinting. For exanple,
the algorithmfrom Section 7.3 will typically allow fingerprinting
within the context where the resulting identifiers are stable.
Simlarly, the algorithns from Section 7.4 will result in
nmonot oni cal Iy increasing sequences within a given context, thus
allowing for at |east sone |evel of fingerprinting (when the other
communi cating entity can correlate different sanpled identifiers as
bel onging to the same nmonotonically increasing sequence).

Thus, where possible, algorithns from Section 7.1 should be preferred
over algorithnms that result in specific values or patterns.

8.4. Exploitation of the Semantics of Transient Numeric ldentifiers

Ildentifiers that are not semantically opaque tend to be nore

predi ctabl e than semantically opaque identifiers. For exanple, a
Medi a Access Control (MAC) address contains an Organizationally

Uni que Identifier (QU ), which nay identify the vendor that
manuf act ured the correspondi ng network interface card. This can be
| everaged by an attacker trying to "guess" MAC addresses, who has



some know edge about the possible Network Interface Card (N Q)
vendor .

[ RFC7707] discusses a nunber of techniques to reduce the search space
when perform ng | Pv6 address-scanni ng attacks by | everaging the
semantics of | Pv6 |IDs.

8.5. Exploitation of Collisions of Transient Nuneric ldentifiers

In many cases, the collision of transient network identifiers can
have a hard failure severity (or result in a hard failure severity if
an attacker can cause nultiple collisions determnistically, one
after another). For exanple, predictable IP Identification values
open the door to Denial of Service (DoS) attacks (see, e.g.,

[ RFC5722].).

8.6. Exploitation of Predictable Transient Nuneric ldentifiers for
I njection Attacks

Sone protocols rely on "sequence nunbers" for the validation of

i ncom ng packets. For exanple, TCP enpl oys sequence nunbers for
reassenbling TCP segnments, while |Pv4d and | Pv6 enpl oy Identification
val ues for reassenbling IPv4 and | Pv6 fragments (respectively).
Lacking built-in cryptographi c nechanisns for validating packets,
these protocols are therefore vulnerable to on-path data (see, e.g.,
[ Joncheray1995]) and/or control-information (see, e.g., [RFC4953] and
[ RFC5927]) injection attacks. The extent to which these protocols
may resist off-path (i.e., "blind") injection attacks depends on
whet her the associ ated "sequence nunbers" are predictable and the
effort required to successfully predict a valid "sequence numnber"
(see, e.g., [RFC4953] and [ RFC5927]).

We note that the use of unpredictable "sequence nunbers" is a
completely ineffective mtigation for on-path injection attacks and
also a nostly ineffective mtigation for off-path (i.e., "blind")
injection attacks. However, many |egacy protocols (such as TCP) do
not incorporate cryptographic mtigations as part of the core
protocol but rather as optional features (see, e.g., [RFC5925]), if
available at all. Additionally, ad hoc use of cryptographic
mtigations mght not be sufficient to relieve a protoco

i npl ement ati on of generating appropriate transient nuneric
identifiers. For example, use of the Transport Layer Security (TLS)
protocol [RFC3446] with TCP will protect the application protocol but
will not help to mtigate, e.g., TCP-based connection-reset attacks
(see, e.g., [RFC4953]). Simlarly, use of SEcure Nei ghbor Di scovery
(SEND) [RFC3971] will still inply reliance on the successfu
reassenbly of IPv6 fragnents in those cases where SEND packets do not
fit into the link Maxi mum Transm ssion Unit (MIU) (see [ RFC6980]).

8.7. Cryptanal ysis

A nunber of algorithms discussed in this docunent (such as those
described in Sections 7.4.2 and 7.4.3) rely on PRFs. |nplenmentations
that enpl oy weak PRFs or keys of inappropriate size can be subject to
cryptanal ysis, where an attacker can obtain the secret key enpl oyed
for the PRF, predict nuneric identifiers, etc.

Furthernore, an inplenentation that overloads the senmantics of the
secret key can result in nore trivial cryptanal ysis, possibly
resulting in the | eakage of the value enmployed for the secret key.

| NOTE: [IPID DEV] describes two vulnerable transient numeric

| identifier generators that enploy cryptographically weak hash
| functions. Additionally, one of such inplenentations enploys
| 32 bits of a kernel address as the secret key for a hash

| function, and therefore, successful cryptanalysis |eaks the



| aforenentioned kernel address, allow ng for Kernel Address
| Space Layout Random zation (KASLR) [KASLR] bypass.

9. Mulnerability Assessment of Transient Numeric ldentifiers

The foll owi ng subsections anal yze possible vulnerabilities associated
with the algorithms described in Section 7.

9.1. Category #1: Uniqueness (Soft Failure)

Possi bl e vul nerabilities associated with the algorithms from
Section 7.1 include the foll ow ng:

* use of flawed PRNGs (please see, e.g., [Zalewski2001],
[ Zal ewski 2002], [Kl ein2007], and [ CVEs])

* inadvertently affecting the distribution of an otherw se suitable
PRNG (pl ease see, e.g., [Romailler2020])

Where avail abl e, CSPRNGs shoul d be preferred over regul ar PRNGs, such
as, e.g., POSI X random(3) inplenentations. |n scenarios where a
CSPRNG is not readily available, a security and privacy assessnent of
enpl oyi ng a regul ar PRNG shoul d be performed, supporting the

i mpl ement ati on deci si on

| NOTE: Pl ease see [ RFC4086] regarding randommess requirenents
| for security. [Aunasson2018], [Press1992], and [ Knut h1983]

| discuss theoretical and practical aspects of random nunber

| generation and provide gui dance on how to eval uate PRNGs.

VWhen enpl oying a PRNG many inpl enmentations "adapt” the length of its
output with a nodul o operator (e.g., C language's "% ), possibly
changing the distribution of the output of the PRNG

For exanpl e, consider an inplenentation that enploys the follow ng
code:

id = randon() % 50000;

This exanple inplenentation nmeans to obtain a transient nuneric
identifier in the range 0-49999. |If randon() produces, e.g., a
pseudor andom nunber of 16 bits (with uniformdistribution), the
sel ected transient nunmeric identifier will have a nonuniform
distribution with the nunbers in the range 0-15535 havi ng doubl e
frequency than the nunbers in the range 15536-49999

| NOTE: For exanple, in our sanple code, both an output of 10 and
| output of 50010 fromthe randon() function will result in an
| "id" value of 10.

This effect is reduced if the PRNG produces an output that is mnuch

| onger than the length inplied by the nodul o operation. W note that
to preserve a uniformdistribution, the rejection sanpling technique
[ Romai | | er2020] can be used.

Use of algorithns other than PRNGs for generating identifiers of this
category is discouraged.

9.2. Category #2: Uniqueness (Hard Failure)

As noted in Section 7.2, this category can enploy the sanme al gorithns
as Category #4, since a nonotonically increasing sequence tends to
mnimze the transient nuneric identifier reuse frequency.

Therefore, the vulnerability analysis in Section 9.4 also applies to
this category.



Additionally, as noted in Section 7.2, sonme transient nuneric
identifiers of this category might be able to use the algorithns from
Section 7.1, in which case the sane considerations as in Section 9.1
woul d apply.

9.3. Category #3: Uniqueness, Stable within Context (Soft Fail ure)

9. 4.

Possi bl e vul nerabilities associated with the algorithns from
Section 7.3 are the follow ng:

* Use of weak PRFs or inappropriate secret keys (whether
i nappropriate selection or inappropriate size) could allow for
cryptanal ysis, which could eventually be exploited by an attacker
to predict future transient numeric identifiers.

* Since the algorithmgenerates a unique and stable identifier
within a specified context, it may allow for network activity
correlation and fingerprinting within the specified context.

Cat egory #4: Uni queness, Mnotonically Increasing wthin Context
(Hard Failure)

The al gorithm described in Section 7.4.1 for generating identifiers
of Category #4 will result in an identifiable pattern (i.e., a
nmonot oni cal |y increasi ng sequence) for the transient nuneric
identifiers generated for each CONTEXT, and thus will allow for
fingerprinting and network activity correlation within each CONTEXT.

On the other hand, a sinple way to generalize and anal yze the
al gorithms described in Sections 7.4.2 and 7.4.3 for generating
identifiers of Category #4 is as foll ows:

/* Transient Numeric |ID selection function */

id range = max_id - mn_id + 1

retry = id_range;
idinc = increment() %id_range;
do {

updat e_nono( CONTEXT, id_inc);
next id = mn_id + (offset( CONTEXT) + \
mono( CONTEXT) ) % i d_r ange;
if (suitable_ id(next_id)) {
return next _id;
}
retry = retry - id_inc;
} while (retry > 0);
return ERROR

NOTE:

increment() returns a snall integer that is enployed to generate a
monot oni cal ly increasing function. Myst inplenentations enploy a
constant value for "increnent()" (usually 1). The val ue returned
by increment() nust be nmuch smaller than the val ue computed for
"id_range".

updat e_nono( CONTEXT, id_inc) increnments the counter corresponding
to CONTEXT by "id_inc".

mono( CONTEXT) reads the counter correspondi ng to CONTEXT.
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Essentially, an identifier (next_id) is generated by adding a
nmonot oni cal ly increasing function (nono()) to an offset val ue, which
i s unknown to the attacker and stable for given context (CONTEXT).

The foll owi ng aspects of the algorithm should be consi dered:

*

For the nost part, it is the offset() function that results in
identifiers that are unpredictable by an off-patch attacker
Wile the resulting sequence is known to be nonotonically

i ncreasing, the use of a randomi zed offset value nmakes the
resulting val ues unknown to the attacker.

The nost straightforward "statel ess" inplenentation of offset() is
with a PRF that takes the values that identify the context and a
secret key (not shown in the figure above) as argunents.

One possible inmplenmentation of nmono() would be to have nmono()
internally enploy a single counter (as in the algorithmfrom
Section 7.4.2) or map the increments for different contexts into a
nunmber of counters/buckets, such that the nunber of counters that
need to be maintained in nmenory is reduced (as in the "Doubl e- PRF
Al gorithm' from Section 7.4.3).

In all cases, a nmonotonically increasing function is inplenmented
by increnenting the previous value of a counter by increnent()
units. In the nost trivial case, increment() could return the
constant "1". But increnment() could also be inplenented to return
smal | randomintegers such that the increments are unpredictable
(see Appendix A 2 of this docunent). This represents a trade-off
between the unpredictability of the resulting transient numeric
identifiers and the transient nuneric identifier reuse frequency.

Consi dering the generic algorithmillustrated above, we can identify
the follow ng possible vulnerabilities:

*

Since the algorithnms for this category are simlar to those of
Section 9.3, with the addition of a nobnotonically increasing
function, all the issues discussed in Section 9.3 ("Category #3:
Uni queness, Stable within Context (Soft Failure)") also apply to
this case.

mono() can be correlated to the number of identifiers generated
for a given context (CONTEXT). Thus, if nono() spans nore than
the necessary context, the "increnments" could be | eaked to ot her
parties, thus disclosing information about the nunber of
identifiers that have been generated by the algorithmfor al
contexts. This information disclosure becones nore evident when
an i npl ementati on enpl oys a constant increnment of 1. For exanpl e,
an i npl ementati on where nono() is actually a single global counter
wi || unnecessarily | eak information about the nunber of
identifiers that have been generated by the algorithm (globally,
for all contexts). [Fyodor2003] describes one exanple of how such
i nformati on | eakages can be exploited. W note that limting the
span of the increnent space will require a | arger numnber of
counters to be stored in nenory (i.e., a larger value for the
TABLE _LENGTH paraneter of the algorithmin Section 7.4.3).

Transient nuneric identifiers generated with the algorithms

described in Sections 7.4.2 and 7.4.3 will normally allow for
fingerprinting within CONTEXT since, for such context, the
resulting identifiers will have an identifiable pattern (i.e., a

nmonot oni cal |y increasi ng sequence).

| ANA Consi der ati ons
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12.

12.

Thi s docunent has no | ANA acti ons.

Security Considerations

This entire docunent is about the security and privacy inplications
of transient numeric identifiers. [RFC9416] recomrends that protoco
specifications specify the interoperability requirenents of their
transient nuneric identifiers, performa vulnerability assessnment of
their transient nuneric identifiers, and reconmend an al gorithm for
generating each of their transient nuneric identifiers. This
docunent anal yzes possible algorithns (and their inplications) that
could be enployed to comply with the interoperability requirenents of
the nmobst conmon categories of transient nuneric identifiers while

m nim zing the associ ated negative security and privacy inplications.
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Appendi x A. Al gorithns and Techni ques with Known | ssues

The foll owi ng subsections discuss algorithms and techni ques with
known negative security and privacy inplications.

| NOTE: As discussed in Section 1, the use of cryptographic

| techniques might allow for the safe use of sone of these

| algorithms and techni ques. However, this should be eval uated
| on a case-by-case basis.



A. 1. Predictable Linear ldentifiers Al gorithm

One of the nost trivial ways to achieve uniqueness with a | ow
identifier reuse frequency is to produce a |linear sequence. This
type of al gorithm has been enployed in the past to generate
identifiers of Categories #1, #2, and #4 (pl ease see Section 6 for an
anal ysis of these categories).

For exanple, the follow ng al gorithm has been enpl oyed (see, e.g.,

[ Morri s1985], [ Shinonmural995], [Sil bersack2005], and [CPNI-TCP]) in a
nunber of operating systens for selecting IP I Ds, TCP epheneral port
nunbers, etc.

/* Initialization code */

next _

id
id_inc=

= mn_id;
1

/* Transient Nuneric ID selection function */

id_range = max_id - min_id + 1
retry = id_range;

do {
if (next_id == nmax_id) {
next _id = mn_id,

el se {
next id = next_id + id_inc;
}

if (suitable_ id(next_id)) {
return next _id;
}

retry--;
} while (retry > 0);
return ERROR;
NOTE:

suitabl e id() checks whether a candidate nuneric identifier is
suitable (e.g., whether it is unique or not).

For obvious reasons, this algorithmresults in predictable sequences.
Since a global counter is used to generate the transient nuneric
identifiers ("next_id" in the exanple above), an entity that |earns
one nuneric identifier can infer past nuneric identifiers and predict
future values to be generated by the same algorithm Since the val ue
enpl oyed for the increnents is known (such as "1" in this case), an
attacker can sample two values and | earn the nunber of identifiers
that were generated in between the two sanpl ed val ues. Furthernore,
if the counter is initialized, to sone known value (e.g., when the
systemis bootstrapped), the algorithmw Il |eak additiona

i nformati on, such as the nunmber of transmitted fragnented datagrans
in the case of an IP ID generator [Sanfilippol998a] or the system
uptine in the case of TCP tinestanps [ TCPT-upti nme]

A. 2. RandomIncrenents Al gorithm

This algorithmoffers a mddl e ground between the al gorithms that
generate random zed transient nuneric identifiers (such as those



described in Sections 7.1.1 and 7.1.2) and those that generate
identifiers with a predictable nonotonically increasing function (see
Appendi x A 1).

/* Initialization code */

next id
idrinc

random() ; [* Initialization value */
500; /* Determines the trade-off */

/* Transient Numeric |ID selection function */

id range = max_id - mn_id + 1
retry = id_range;

do {
/* Random i ncrement */
id_inc = (random() %id_rinc) + 1

if ( (max_id - next_id) >=id_inc){
next id = next_id + id_inc;

el se {
next id =mn_id+ id_inc - (max_id - next_id);
}

if (suitable_ id(next_id)) {
return next _id;
}

retry = retry - id_inc;
} while (retry > 0);
return ERROR;
NOTE:

random() is a PRNG that returns a pseudorandom unsi gned i nteger
nunber of appropriate size. Beware that "adapting" the | ength of
the out put of randon() with a nmodul o operator (e.g., C |anguage’s
"9%) may change the distribution of the PRNG To preserve a
uniformdistribution, the rejection sanpling technique

[ Romai | | er2020] can be used.

suitable_id() is a function that checks whether a candidate
identifier is suitable (e.g., whether it is unique or not).

This algorithmains at producing a gl obal nonotonically increasing
sequence of transient nuneric identifiers while avoiding the use of
fixed increnents, which would lead to trivially predictable
sequences. The value "id_rinc" allows for direct control of the
trade-of f between unpredictability and identifier reuse frequency.
The smaller the value of "id_ rinc", the nore simlar this algorithm
is to a predicable, global linear identifier generation algorithm(as
the one in Appendix A 1). The larger the value of "id rinc", the
more simlar this algorithmis to the algorithmdescribed in

Section 7.1.1 of this document.

VWhen the identifiers wap, there is a risk of collisions of transient
nuneric identifiers (i.e., identifier reuse). Therefore, "id rinc"
shoul d be selected according to the following criteria:

* |t should nmaxim ze the wapping tine of the identifier space.



* It should mninze identifier reuse frequency.
* |t should nmaximze unpredictability.

Clearly, these are conpeting goals, and the decision of which value
of "id rinc" to use is a trade-off. Therefore, the val ue of
"id_rinc" is at times a configurable parameter so that system

adm ni strators can make the trade-off for thenselves. W note that
the alternative al gorithns di scussed throughout this docunment offer
better interoperability, security, and privacy properties than this
al gorithm and hence, inplenentation of this algorithmis

di scour aged.

A.3. Reusing ldentifiers Across Different Contexts

Enpl oyi ng the sane identifier across contexts in which stability is
not required (i.e., overloading the semantics of transient nuneric
identifiers) usually has negative security and privacy inplications.

For exanple, in order to generate transient nuneric identifiers of
Category #2 or #3, an inplenentation or specification nmght be
tenpted to enploy a source for the nuneric identifiers that is known
to provide unique values but that may al so be predictable or |eak
information related to the entity generating the identifier. This
techni que has been enployed in the past for, e.g., generating | Pv6
11 Ds by reusing the MAC address of the underlying network interface
card. However, as noted in [RFC7721] and [RFC7707], enbeddi ng |i nk-
| ayer addresses in IPv6 II1Ds not only results in predictable val ues
but also | eaks information about the manufacturer of the underlying
network interface card, allows for network activity correlation, and
makes address-based scanning attacks feasible.
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