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Abst r act

Thi s docunent describes HyStart++, a sinple nodification to the sl ow
start phase of congestion control algorithms. Slow start can

overshoot the ideal send rate in many cases, causing hi gh packet |oss
and poor performance. HyStart++ uses increase in round-trip delay as

a heuristic to find an exit point before possible overshoot. It also
adds a mtigation to prevent jitter fromcausing premature slow start
exit.
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I nt roducti on

[ RFC5681] describes the slow start congestion control algorithmfor
TCP. The slow start algorithmis used when the congestion w ndow
(cwnd) is less than the slow start threshold (ssthresh). During slow
start, in the absence of packet |oss signhals, TCP increases the cwnd
exponentially to probe the network capacity. This fast growth can
overshoot the ideal sending rate and cause significant packet |oss
that cannot al ways be recovered efficiently.

HyStart ++ builds upon Hybrid Start (HyStart), originally described in
[HyStart]. HyStart++ uses increase in round-trip delay as a signal
to exit slow start before potential packet |oss occurs as a result of
overshoot. This is one of two algorithnms specified in [HyStart] for
finding a safe exit point for slow start. After the slow start exit,
a new Conservative Slow Start (CSS) phase is used to determ ne

whet her the slow start exit was premature and to resune slow start.
This mitigation inproves performance in the presence of jitter.

HySt art ++ reduces packet |oss and retransm ssions, and inproves
goodput in |ab measurenents and real -worl d depl oynments.

Wil e this docunent describes HyStart++ for TCP, it can al so be used
for other transport protocols that use slow start, such as QU C

[ RFC9002] or the Stream Control Transm ssion Protocol (SCTP)

[ RFC9260] .

Ter mi nol ogy

The key words "MJST", "MJST NOT", "REQUI RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMVENDED', "NOT RECOMMVENDED', "MAY", and
"OPTIONAL" in this document are to be interpreted as described in
BCP 14 [ RFC2119] [RFC8174] when, and only when, they appear in all
capitals, as shown here.

Definitions
To aid the reader, we repeat sone definitions from|[RFC5681]:

SENDER MAXI MUM SEGVENT SI ZE (SMBS): The size of the | argest segnent
that the sender can transnit. This value can be based on the
maxi mum transm ssion unit of the network, the Path MIU Di scovery
al gorithm [ RFC1191] [ RFC4821], RMBS (see next item), or other
factors. The size does not include the TCP/IP headers and
options.

RECElI VER MAXI MUM SEGMVENT SI ZE (RMSS): The size of the | argest
segnent that the receiver is willing to accept. This is the val ue
specified in the MSS option sent by the receiver during connection
startup. O, if the MSS option is not used, it is 536 bytes
[ RFC1122]. The size does not include the TCP/IP headers and
options.

RECEI VER W NDOW (rwnd): The nost recently advertised receiver
wi ndow.

CONGESTI ON W NDOW (cwnd): A TCP state variable that limts the
anmount of data a TCP can send. At any given tine, a TCP MJST NOT
send data with a sequence nunber higher than the sum of the
hi ghest acknow edged sequence nunber and the mini num of the cwnd
and rwnd.
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HyStart++ Al gorithm
Summary

[HyStart] specifies two algorithnms (a "Delay |ncrease" algorithm and
an "Inter-Packet Arrival" algorithm to be run in parallel to detect
that the sending rate has reached capacity. |In practice, the Inter-
Packet Arrival algorithmdoes not performwell and is not able to
detect congestion early, primarily due to ACK conpression. The idea
of the Delay Increase algorithmis to ook for spikes in RTT (round-
trip tinme), which suggest that the bottleneck buffer is filling up.

In HyStart++, a TCP sender uses standard slow start and then uses the
Del ay Increase algorithmto trigger an exit fromslow start. But

i nstead of going straight fromslow start to congestion avoi dance,
the sender spends a number of RTTs in a Conservative Slow Start (CSS)
phase to determine whether the exit fromslow start was premature.
During CSS, the congestion wi ndow is grown exponentially in a fashion
simlar to regular slow start, but with a snaller exponential base,
resulting in | ess aggressive growh. [If the RTT reduces during CSS,
it's concluded that the RTT spike was not related to congestion
caused by the connection sending at a rate greater than the ideal
send rate, and the connection resunes slow start. |If the RTT
inflation persists throughout CSS, the connection enters congestion
avoi dance.

Al gorithm Details

The foll owi ng pseudocode uses a linmt, L, to control the

aggressi veness of the cwnd increase during both standard sl ow start
and CSS. Wiile an arriving ACK may newly acknow edge an arbitrary
nunber of bytes, the HyStart++ algorithmlimts the nunber of those
bytes applied to increase the cwnd to L*SMSS byt es.

| ast RoundM nRTT and current RoundM nRTT are initialized to infinity at
the initialization tine. currRTIT is the RIT sanpled fromthe | atest
incomng ACK and initialized to infinity.

| ast RoundM nRTT = infinity

current RoundM nRTT = infinity

currRTT = infinity

HySt art ++ neasures rounds usi ng sequence nunbers, as follows:

*  Define wi ndowEnd as a sequence nunber initialized to SND. NXT.

*  When wi ndowend is ACKed, the current round ends and w ndowknd is
set to SND. NXT.

At the start of each round during standard slow start [RFC5681] and
CSS, initialize the variables used to conpute the last round s and
current round’ s m ni mum RTT:

| ast RoundM nRTT = current RoundM nRTT

current RoundM nRTT = infinity

rtt Sanpl eCount = 0

For each arriving ACK in slow start, where N is the nunber of
previ ously unacknow edged bytes acknow edged in the arriving ACK

Updat e t he cwnd:
cwnd = cwnd + min(N, L * SMSS)

Keep track of the m ni mum observed RTT:



current RoundM nRTT = mi n(current RoundM nRTT, currRTT)
rtt Sanpl eCount += 1

For rounds where at |least N RTT_SAMPLE RTT sanpl es have been obt ai ned
and current RoundM nRTT and | ast RoundM nRTT are valid, check to see if
del ay increase triggers slow start exit:

if ((rttSanpleCount >= N _RTT_SAMPLE) AND
(current RoundM nRTT !'= infinity) AND
(last RoundM nRTT !'= infinity))
Rtt Thresh = max(M N_RTT_THRESH,
m n(l ast RoundM nRTT / M N_RTT_DI VI SOR, MAX_RTT_THRESH))
if (current RoundM nRTT >= (| ast RoundM nRTT + Rtt Thresh))
cssBasel ineM nRtt = current RoundM nRTT
exit slow start and enter CSS

For each arriving ACK in CSS, where N is the nunber of previously
unacknow edged bytes acknow edged in the arriving ACK

Updat e t he cwnd:
cwnd = cwnd + (min(N, L * SM8S) / CSS_GROMH DI VI SOR)
Keep track of the m ni mum observed RITT:

current RoundM nRTT = mi n(current RoundM nRTT, currRTT)
rtt Sanpl eCount += 1

For CSS rounds where at | east N RTT_SAMPLE RTT sanpl es have been
obt ai ned, check to see if the current round’' s m nRTT drops bel ow
basel ine (cssBaselineMnRtt) indicating that slow start exit was
spuri ous:

i f (currentRoundM nRTT < cssBaselineMnRtt)

cssBaselineM nRtt = infinity

resune slow start including HyStart ++
CSS | asts at npbst CSS ROUNDS rounds. |If the transition into CSS
happens in the mddle of a round, that partial round counts towards
the limt.

I f CSS_ROUNDS rounds are conplete, enter congestion avoi dance by
setting the ssthresh to the current cwnd.

ssthresh = cwnd

If loss or Explicit Congestion Notification (ECN) marking is observed
at any tine during standard slow start or CSS, enter congestion

avoi dance by setting the ssthresh to the current cwnd.

ssthresh = cwnd

4.3. Tuning Constants and O her Considerations

It is RECOVWENDED that a HyStart++ inplementation use the foll ow ng

const ant s:

M N_RTT_THRESH = 4 nsec
MAX_RTT_THRESH = 16 nsec
M N_RTT DI VI SOR = 8

N_RTT_SAMPLE = 8

CSS_GROMH_DI VI SOR = 4

CSS_ROUNDS = 5

L=infinity if paced, L = 8 if non-paced

These constants have been determned with | ab nmeasurenents and real -



wor | d depl oyments. An inplenmentation MAY tune them for different
networ k characteristics.

The del ay increase sensitivity is deternmined by MN RTT_THRESH and
MAX_RTT_THRESH. Snualler values of M N _RTT_THRESH nay cause spuri ous
exits fromslow start. Larger values of MAX RTT_THRESH may result in
slow start not exiting until loss is encountered for connections on

| arge RTT paths.

MNRTT_DVISOR is a fraction of RTT to conpute the delay threshol d.
A snmal l er value would nmean a | arger threshold and thus |ess
sensitivity to delay increase, and vice versa.

While all TCP inplenentations are REQU RED to take at | east one RTT
sanpl e each round, inplenentations of HyStart++ are RECOVMENDED t o
take at | east N RTT_SAMPLE RTT sanples. Using | ower val ues of
N_RTT_SAMPLE will |ower the accuracy of the neasured RTT for the
round; higher values will inprove accuracy at the cost of nore
processi ng.

The mi ni mum val ue of CSS GROMH DI VI SOR MUST be at |east 2. A value
of 1 results in the sane aggressive behavior as regular slow start.

Val ues larger than 4 will cause the algorithmto be | ess aggressive
and maybe | ess performant.

Smal | er val ues of CSS ROUNDS nmay m ss detecting jitter, and | arger
values may |imt performance.

Packet pacing [ASA00] is a possible nechanismto avoid |arge bursts
and their associated harm A paced TCP inpl ementati on SHOULD use L =
infinity. Burst concerns are mtigated by pacing, and this setting
all ows for optimal cwnd growth on nodern networKks.

For TCP inpl enentations that pace to mitigate burst concerns, L

val ues snmaller than infinity nmay suffer performance probl ens due to
sl ow cwnd grow h in high-speed networks. For non-paced TCP

i mpl ementations, L values smaller than 8 may suffer performance
probl ens due to slow cwnd growh in high-speed networks; L val ues

| arger than 8 may cause an increase in burstiness and thereby |oss
rates, and result in poor performance.

An i mpl enentati on SHOULD use HyStart++ only for the initial slow
start (when the ssthresh is at its initial value of arbitrarily high
per [ RFC5681]) and fall back to using standard slow start for the
remai nder of the connection lifetime. This is acceptabl e because
subsequent slow starts will use the discovered ssthresh value to exit
sl ow start and avoid the overshoot problem An inplenentation MAY
use HyStart++ to grow the restart w ndow [ RFC5681] after a long idle
peri od.

In application-limted scenarios, the anbunt of data in flight could
fall bel ow the bandw dth-delay product (BDP) and result in snaller
RTT sanpl es, which can trigger an exit back to slow start. It is
expected that a connection m ght oscillate between CSS and sl ow start
in such scenarios. But this behavior will neither result in a
connection prematurely entering congestion avoi dance nor cause
overshooting conpared to slow start.

Depl oynent s and Performance Eval uations

At the time of this witing, HyStart++ as described in this docunent
has been default enabled for all TCP connections in the W ndows
operating systemfor over two years with pacing di sabled and an
actual L = 8.

In ab measurements with Wndows TCP, HyStart++ shows goodput
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i mprovenents as well as reductions in packet |oss and retransm ssions
conpared to standard slow start. For exanple, across a variety of
tests on a 100 Mips link with a bottleneck buffer size of bandw dt h-
del ay product, HyStart++ reduces bytes retransmtted by 50% and
retransm ssion tinmeouts (RTGs) by 36%

In an A/B test where we conpared an inplenentation of HyStart++
(based on an earlier draft version of this docunent) to standard sl ow
start across a | arge Wndows device popul ation, out of 52 billion TCP
connections, 0.7% of connections nove from1l RTOto 0 RTGs and

anot her 0.7% of connections nove from2 RTGCs to 1 RTOwith HyStart ++.
This test did not focus on send-heavy connections, and the inmpact on
send- heavy connections is likely nmuch higher. W plan to conduct
nmore such production experinments to gather nore data in the future.

Security Considerations

HySt art ++ enhances slow start and inherits the general security
consi derations discussed in [ RFC5681].

An attacker can cause HyStart++ to exit slow start prematurely and
impair the performance of a TCP connection by, for exanple, dropping
dat a packets or their acknow edgnents.

The ACK division attack outlined in [ SCWA99] does not affect

HySt art ++ because the congestion wi ndow i ncrease in HyStart++ is
based on the nunber of bytes newly acknow edged in each arriving ACK
rat her than by a particular constant on each arriving ACK

I ANA Consi derati ons
Thi s document has no | ANA acti ons.
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