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Abst r act

A Routing Information Base (RIB) is a list of routes and their
correspondi ng admi ni strative data and operational state.

RFC 8349 defines the basic building blocks for the R B data nodel,
and this nodel augnents it to support nultiple next hops (aka paths)
for each route as well as additional attributes.
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I ntroduction
Thi s docunent defines a YANG data nodel [RFC7950] that extends the
RI B data nodel defined in the ietf-routing YANG nodul e [ RFC8349] with
nmore route attributes.
A RIBis a collection of routes with attributes controlled and
mani pul ated by control plane protocols. Each R B contains only
routes of one address fanmly [RFC8349]. Wthin a protocol, routes
are sel ected based on the netrics in use by that protocol, and the
protocol installs the routes to the RIB. The RIB selects the
preferred or active route by comparing the route preference (aka
adm nistrative distance) of the candidate routes installed by
different protocols.
The nodul e defined in this docunent extends the RIB to support nore
route attributes, such as multiple next hops, route netrics, and
adm ni strative tags.

The YANG nodul es defined and di scussed in this document conformto
the Network Managenent Datastore Architecture (NVDA) [ RFC8342].

Term nol ogy and Notation
The following terns are defined in [ RFC8342]:
* configuration
* system state
* operational state
The following terns are defined in [ RFC7950]:
* action
* augnment
* contai ner
* container with presence
* data nodel
* data node
* | eaf
* |ist
* mandat ory node
*  nodul e
* schema tree
The following termis defined in [ RFC8349], Section 5.2:

* RB
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1. Tree Diagrans

Tree diagrans used in this docunent follow the notation defined in
[ RFC8340] .

2. Prefi xes in Data Node Nanes

In this docunent, nanes of data nodes, actions, and other data nodel
objects are often used without a prefix, as long as it is clear from
the context in which YANG nodul e each nane is defined. Oherw se,
nanes are prefixed using the standard prefix associated with the
correspondi ng YANG nodul e, as shown in Table 1.

[ el e s ey e p—_—
| Prefix | YANG Modul e | Reference

E oo oo oo e e e e e
| if | ietf-interfaces | [ RFC8343]

B o m e e e e e e e maaaoo- o m e e e - +
| rt | ietf-routing | [ RFC3349]

E o e e e e e e e oo - M +
| vaur | ietf-ipva-unicast-routing | [RFC8349] |
S oo S +
| véur | ietf-ipv6-unicast-routing | [RFC8349] |
B o m e e e e e e e maaaoo- o m e e e - +
| inet | ietf-inet-types | [RFC6991] |
E o e e e e e e e oo - M +
| ospf | ietf-ospf | [ RFC9129] |
S o m oo S +
| isis | ietf-isis | [ RFC9130] |
B o m e e e e e e e maaaoo- o m e e e - +

Table 1. Prefixes and Correspondi ng YANG Modul es
Desi gn of the Model

The YANG nodul e defined in this document augments the ietf-routing,
ietf-ipv4-unicast-routing, and ietf-ipv6-unicast-routing YANG nodul es
defined in [ RFC8349], which provide a basis for routing systemdata
nmodel devel opment. Together with the ietf-routing YANG nodul e and

ot her YANG nodul es defined in [ RFC8349], a generic RI B YANG data
nodel is defined herein to inplenment and nmonitor a RIB.

The nodul es in [RFC8349] al so define the basic configuration and
operational state for both IPv4 and I Pv6 static routes. This
docunent provides augnmentations for static routes to support nultiple
next hops and nore next-hop attri butes.

1. Tags and Preferences

I ndi vidual route tags are supported at both the route and next-hop
|l evel. A preference per next hop is al so supported for selection of
the nost preferred reachable static route.

The foll owi ng tree snapshot shows tag and preference entries that
augnment static |IPv4 unicast route and I Pv6 unicast route next hops.

augnent /rt:routing/rt:control-plane-protocols
/rt:control-plane-protocol/rt:static-routes/vaur:ipv4d
[ v4ur :rout e/ v4ur: next - hop/ v4ur : next - hop- opti ons
[ v4ur : si npl e- next - hop:
+--rw preference? ui nt 32
+--rw tag? ui nt 32
augnent /rt:routing/rt:control-plane-protocols
/rt:control-plane-protocol/rt:static-routes/vaur:ipv4d
[ v4ur :rout e/ v4ur: next - hop/ v4ur : next - hop- opti ons
[ vaur : next - hop-1ist/v4ur: next-hop-1|ist/v4ur: next-hop



+--rw preference? ui nt 32
+--rw tag? ui nt 32
augnent /rt:routing/rt:control-plane-protocols
/rt:control -plane-protocol/rt:static-routes/véur:ipveé
/véur: rout e/ vbur: next-hop/ veur: next - hop-opti ons
[ v6ur: si npl e- next - hop
+--rw preference? ui nt 32
+--rw tag? ui nt 32
augnent /rt:routing/rt:control-plane-protocols
/rt:control -plane-protocol/rt:static-routes/véur:ipveé
/véur: rout e/ véur: next-hop/ veur: next - hop-options
[ v6ur: next - hop-1ist/v6ur: next-hop-1ist/v6ur: next-hop
+--rw preference? ui nt 32

+--rw tag? ui nt 32

augnent /rt:routing/rt:ribs/rt:rib/rt:routes/rt:route:
+--ro nmetric? ui nt 32
+--ro tag* ui nt 32

+--ro application-tag? ui nt 32
3.2. Repair Path

The I P Fast Reroute (IPFRR) cal cul ati on by routing protoco
preconputes repair paths [ RFC5714], and the repair paths are
installed in the RIB.

Each route next hop in the RIBis augnmented with a repair path and is
shown in the follow ng tree snapshot.

augrment /rt:routing/rt:ribs/rt:rib/rt:routes/rt:route
/rt:next-hop/rt:next-hop-options/rt:sinple-next-hop
+--ro0 repair-path

+--r0 outgoing-interface? if:interface-state-ref
+--r0 next-hop-address? i net:i p-address-no-zone
+--ro nmetric? ui nt 32

augrment /rt:routing/rt:ribs/rt:rib/rt:routes/rt:route
[rt:next-hop/rt:next-hop-options/rt:next-hop-Iist
[rt:next-hop-list/rt:next-hop
+--r0 repair-path

+--ro0 outgoing-interface? if:interface-state-ref
+--r0 next-hop-address? i net:i p-address-no-zone
+--ro metric? ui nt 32

4, R B Mbdel Tree

The ietf-routing.yang tree with the augnentations herein is included
in Appendi x A. The neani ngs of the synbols can be found in
[ RFC8340] .

5. RI B Ext ensi on YANG Modul e

Thi s YANG nodul e references [ RFC6991], [RFC8343], [RFC8349],
[ RFC9129], [RFC9130], and [ RFC5714].

<CODE BEG@ NS> file "ietf-rib-extensi on@023-11-20.yang"
modul e ietf-rib-extension {
yang-version 1.1;
nanespace "urn:ietf:parans:xm:ns:yang:ietf-rib-extension";
prefix rib-ext;

inmport ietf-inet-types {
prefix inet;
ref erence
"RFC 6991: Common YANG Data Types";
}

inmport ietf-interfaces {
prefix if;



ref erence
"RFC 8343: A YANG Data Moddel for Interface

Managenment " ;
}
import ietf-routing {
prefix rt;
ref erence
"RFC 8349: A YANG Data Model for Routing
Managenent (NVDA Version)";
}

import ietf-ipv4-unicast-routing {
prefix vdur;
ref erence
"RFC 8349: A YANG Data Model for Routing
Managenent (NVDA Version)";
}
import ietf-ipv6-unicast-routing {
prefix véur;
ref erence
"RFC 8349: A YANG Data Model for Routing
Managenent (NVDA Version)";

}

i mport ietf-ospf {

prefix ospf;

reference "RFC 9129: YANG Dat a Model for the OSPF Protocol";
}

inmport ietf-isis {

prefix isis;

reference "RFC 9130: YANG Data Moydel for the IS IS Protocol";
}

organi zati on
"I ETF RTGAG (Routing Area Wirking G oup)"

cont act
"WG Web: <https://datatracker.ietf.org/wg/rtgwy/>
WG List: <mailto:rtgw@etf.org>

Aut hor : Acee Lindem
<mai |l to: acee.ietf @nmuail.conp
Aut hor : Yi ngzhen Qu
<mai | t 0: yi ngzhen. qu@ ut ur ewei . cone";
description
"This YANG nodul e extends the RIB defined in the ietf-routing
YANG nodul e with additional route attributes.

Thi s YANG nmodul e conforms to the Network Managenent
Dat astore Architecture (NVDA) as described in RFC 8342

Copyright (c) 2023 | ETF Trust and the persons identified as
authors of the code. Al rights reserved.

Redi stribution and use in source and binary forns, with or

wi t hout nodification, is permtted pursuant to, and subject to
the license terns contained in, the Revised BSD License set
forth in Section 4.c of the | ETF Trust’'s Legal Provisions

Rel ating to | ETF Documents
(https://trustee.ietf.org/license-info).

This version of this YANG nodule is part of RFC 9403; see the
RFC itself for full legal notices.";

revision 2023-11-20 {
description
"Initial version.";



ref erence
"RFC 9403: A YANG Dat a Model for RIB Extensions";
}

[* Groupings */

grouping rib-statistics {
description
"Statistics grouping used for RI B augnentation.";
contai ner statistics {
config fal se;
description
"Container for RIB statistics."
| eaf total-routes {
type uint32;
description
"Total nunber of routes in the RIB.";

| eaf total-active-routes {
type uint32;
description
"Total number of active routes in the RIB. An active
route is the route that is preferred over other routes
to the same destination prefix."”;

| eaf total-route-nenory {
type uint 64;
units "bytes";
description
"Total menory for all routes in the RIB.";
}

list protocol-statistics {
description
"RIB statistics for routing protocols installing
routes in the RIB.";
| eaf protocol {
type identityref {
base rt:routing-protocol;
}
description
"Routing protocol installing routes in the RIB.";
}
| eaf routes {
type uint32;
description
"Total number of routes in the RIB for the routing
protocol identified by the 'protocol’ entry.";

| eaf active-routes {
type uint32;
description
"Total nunmber of active routes in the RIB for the
routing protocol identified by the 'protocol’ entry.
An active route is preferred over other routes to the
same destination prefix.”;
}
| eaf route-nenory {
type ui nt 64;
units "bytes";
description
"Total menory for all routes in the RIB for the
routing protocol identified by the ’protocol
entry.";



}

groupi ng repair-path {
description
"Grouping for the IP Fast Reroute (IPFRR) repair path.";
contai ner repair-path {
description
"I PFRR next-hop repair path.";
| eaf outgoing-interface {
type if:interface-state-ref;
description
"Name of the outgoing interface.";

| eaf next-hop-address {
type inet:ip-address-no-zone;
description
"I P address of the next hop.";

| eaf metric {
type uint32;
description
"The metric for the repair path. Wile the reroute
repair is local and the nmetric is not advertised
externally, the metric for the repair path is usefu
for troubl eshooting purposes.”;
}
reference
"RFC 5714: | P Fast Reroute Franework";
}

}

augnment "/rt:routing/rt:control-plane-protocols/”
+ "rt:control -plane-protocol/rt:static-routes/vdur:ipvd/"
+ "vdur:rout e/ vdur: next - hop/ vdur : next - hop-options/"
+ "vdur: si npl e- next - hop" {
description
"Augnent ’sinple-next-hop’ case in |IPv4 unicast route.”;
| eaf preference {
type uint32;
default "1";
description
"The preference is used to select anobng nultiple static
routes. Routes with a | ower next-hop preference val ue
are preferred, and equal -preference routes result in
Equal - Cost Multipath (ECWP) static routes.";
}
| eaf tag {
type uint32;
default "0";
description
"The tag is a 32-bit opaque val ue associated with the
route that can be used for policy decisions such as
advertisenent and filtering of the route.";

}
}

augrment "/rt:routing/rt:control-plane-protocols/”
+ "rt:control -plane-protocol /rt:static-routes/vdur:ipval"
+ "vdur:rout e/ vadur: next - hop/ vdur: next - hop-options/"
+ "vdur:next-hop-1list/vaur: next-hop-Ilist/vdur: next-hop" {
description
"Augnent static route configuration 'next-hop-list’.";
| eaf preference {
type uint32;
default "1";
description



"The preference is used to select anobng nultiple static
routes. Routes with a | ower next-hop preference val ue
are preferred, and equal -preference routes result in
ECMP static routes.”;

| eaf tag {
type uint32;
default "0";
description
"The tag is a 32-bit opaque val ue associated with the
route that can be used for policy decisions such as
advertisenent and filtering of the route.”;

}
}

augrment "/rt:routing/rt:control-plane-protocols/”
+ "rt:control -plane-protocol /rt:static-routes/véur:ipveé/"
+ "v6ur:rout e/ véur: next - hop/ véur: next - hop-options/"
+ "v6ur: si npl e- next - hop" {
description
"Augnent ’sinple-next-hop’ case in |IPv6 unicast route.";
| eaf preference {
type uint32;
default "1";
description
"The preference is used to select anbng nmultiple static
routes. Routes with a | ower next-hop preference val ue
are preferred, and equal -preference routes result in
ECVMP static routes.”;

| eaf tag {
type uint32;
default "0";
description
"The tag is a 32-bit opaque value associated with the
route that can be used for policy decisions such as
advertisenent and filtering of the route.”;

}
}

augrment "/rt:routing/rt:control-plane-protocols/”
+ "rt:control -plane-protocol /rt:static-routes/véur:ipv6é/"
+ "v6ur:rout e/ veur: next-hop/ véur: next - hop-options/"
+ "véur: next-hop-1list/v6ur:next-hop-Ilist/v6ur:next-hop" {
description
"Augnent static route configuration 'next-hop-list’.";
| eaf preference {
type uint32;
default "1";
description
"The preference is used to select anbng nmultiple static
routes. Routes with a | ower next-hop preference val ue
are preferred, and equal -preference routes result in
ECVMP static routes.”;

| eaf tag {
type uint32;
default "0";
description
"The tag is a 32-bit opaque value associated with the
route that can be used for policy decisions such as
advertisenent and filtering of the route.”;

}
}

augrment "/rt:routing/rt:ribs/rt:rib" {



description
"Augnent a RIB with statistics.";
uses rib-statistics;

}

augrment "/rt:routing/rt:ribs/rt:rib/"
+ "rt:routes/rt:route” {
description
"Augnent a route in the RIB with comon attributes.";
| eaf metric {
when "not (derived-fron("

+ "../rt:source-protocol, 'ospf:ospf’)) "
+ "and not (derived-from( "
+ "../rt:source-protocol, "isis:isis’))" {

description
"This augnmentation is only valid for routes that don’t
have OSPF or 1S-1S as the source protocol. The YANG
data nodels for OSPF and 1S-1S already include a
"metric’ augnentation for routes.”;
}
type uint 32;
description
"The metric is a nuneric value indicating the cost
of the route fromthe perspective of the routing
protocol installing the route. |In general, routes with
a lower netric installed by the same routing protocol
are lower cost to reach and are preferable to routes
with a higher metric. However, nmetrics fromdifferent
routing protocols are not conparable.";

leaf-list tag {
when "not (derived-fron("

+ "../rt:source-protocol, 'ospf:ospf’)) "
+ "and not (derived-from "
+ "../rt:source-protocol, 'isis:isis’))" {

description
"This augnentation is only valid for routes that don’'t
have OSPF or 1S-1S as the source protocol. The YANG
data nodels for OSPF and 1S-1S already include a 'tag’
augnentation for routes.”;
}
type uint32;
description
"Atag is a 32-bit opaque val ue associated with the
route that can be used for policy decisions such as
advertisenent and filtering of the route.”;

| eaf application-tag {
type uint32;
description
"The application-specific tag is an additional tag that
can be used by applications that require semantics and/or
policy different fromthat of the tag. For exanple,
the tag is usually automatically advertised in OSPF
AS- External Link State Advertisenents (LSAs) while this
application-specific tag is not advertised inplicitly.";
}
}

augrment "/rt:routing/rt:ribs/rt:rib/"
+ "rt:routes/rt:route/rt: next-hop/rt:next-hop-options/™
+ "rt:sinple-next-hop" {
description
"Augnent '’ sinple-next-hop’ with 'repair-path .";
uses repair-path;

}



augnment "/rt:routing/rt:ribs/rt:rib/"
+ "rt:routes/rt:route/rt: next-hop/rt: next-hop-options/"
+ "rt:next-hop-list/rt:next-hop-list/rt:next-hop" {
description
"Augnent the next hop with a repair path.";
uses repair-path;

}
}
<CODE ENDS>

Security Consi derations

The YANG nodul e specified in this docunent defines a schema for data
that is designed to be accessed via network nmanagenent protocols such
as NETCONF [ RFC6241] or RESTCONF [ RFC8040]. The | owest NETCONF | ayer
is the secure transport |ayer, and the mandatory-to-inpl ement secure
transport is Secure Shell (SSH) [RFC6242]. The | owest RESTCONF | ayer
is HITPS, and the mandatory-to-inpl enent secure transport is TLS

[ RFCB8446] .

The Network Configuration Access Control Mdel (NACM [RFC8341]

provi des the means to restrict access for particular NETCONF or
RESTCONF users to a preconfigured subset of all avail abl e NETCONF or
RESTCONF protocol operations and content.

There are a nunber of data nodes defined in the ietf-rib-

ext ensi on.yang nodul e that are witabl e/ creatable/deletable (i.e.,
config true, which is the default). These data nodes may be

consi dered sensitive or vulnerable in some network environnents.
Wite operations (e.g., edit-config) to these data nodes without
proper protection can have a negative effect on network operations.
These are the subtrees and data nodes and their sensitivity/

vul nerability:

* [vdur: next - hop- opti ons/v4ur: si npl e- next - hop/ ri b-ext: preference
* [ vdur: next - hop-options/v4ur: si npl e-next-hop/rib-ext:tag

* [ vdur: next - hop-options/v4ur: next-hop-1ist/v4ur: next-hop-Iist
[ vaur: next - hop/rib-ext: preference

* | vdur: next - hop- opti ons/ v4ur: next-hop-1i st/v4ur: next-hop-Iist
[ vadur: next-hop/rib-ext:tag

* [ v6ur: next - hop-options/veur: sinpl e-next-hop/rib-ext:preference
* [veur: next - hop-options/veéur: sinpl e-next-hop/rib-ext:tag

* [ v6ur: next-hop-options/v6éur: next-hop-Ilist/v6ur:next-hop-Iist
/v6ur: next-hop/rib-ext: preference

* [v6ur: next-hop-options/veur: next-hop-1ist/veur:next-hop-1list
/v6ur: next-hop/rib-ext:tag

For these augnentations to ietf-routing.yang, the ability to
del ete, add, and nodify IPv4 and I Pv6 static route preferences and
tags would allow traffic to be m srouted

Sone of the readable data nodes in the ietf-rib-extension.yang nodul e
may be considered sensitive or vulnerable in some network
environments. It is thus inportant to control read access (e.g., via
get, get-config, or notification) to these data nodes. These are the
subtrees and data nodes and their sensitivity/vulnerability:

* frt:routing/rt:ribs/rt:rib/rib-ext:statistics
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* frt:routing/rt:ribs/rt:rib/rt:routes/rt:route/rib-ext:nmetric
* Jrtirouting/rt:ribs/rt:rib/rt:routes/rt:route/rib-ext:tag

* frtirouting/rt:ribs/rt:rib/rt:routes/rt:route/rib-ext:application-
tag

* [rt:route/rt:next-hop/rt:next-hop-options/rt:sinple-next-hop/rib-
ext:repair-path

* frt:routes/rt:route/rt:next-hop/rt:next-hop-options/rt:next-hop-
list/rt:next-hop-list/rt:next-hop/rib-ext:repair-path

Exposing the RIB will expose the routing topol ogy of the network.
This may be undesirable due to the fact that such exposure may
facilitate other attacks. Additionally, network operators may
consider their topologies to be sensitive confidential data.

Al'l the security considerations for witable and readabl e data nodes
defined in [ RFC8349] apply to the augnentations described herein.

| ANA Consi der ati ons

Thi s docunent registers the followwng URI in the "I ETF XM. Regi stry"
[ RFC3688] .

URI: wurn:ietf:paranms:xm:ns:yang:ietf-rib-extension
Regi strant Contact: The |ESG
XM.: N A; the requested URI is an XM. namespace.

| ANA has registered the foll owing YANG nodule in the "YANG Mdul e
Nanes" registry [ RFC6020].

Nanme: ietf-rib-extension

Nanmespace: urn:ietf:params: xm:ns:yang:ietf-rib-extension
Prefix: rib-ext

Reference: RFC 9403
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Appendi x A, Conbi ned Tree Di agram

Thi s appendi x provi des the conbined ietf-routing.yang, ietf-ipv4-
uni cast-routing.yang, ietf-ipv6-unicast-routing.yang, and ietf-rib-
ext ensi on. yang tree di agram

modul e: ietf-routing
+--rw routing
+--rw router-id? yang: dotted-quad {router-id}?
+--ro interfaces
| +--ro interface* if:interface-ref
+--rw control - pl ane- protocol s
| +--rw control-pl ane-protocol * [type nane]

+--rw type identityref
+--rw nane string
+--rw description? string

+--rw static-routes
+--rw vdur:ipv4
| +--rw vdur:route* [destination-prefix]
| +--rw v4ur:destination-prefix inet:ipvé4-prefix
| +--rw v4ur: description? string
| +--1rw v4ur: next - hop
| +--rw (vd4ur: next - hop-options)
| +--:(vdur: si npl e- next - hop)
| | +--rw vdur:outgoing-interface?
| | if:interface-ref
| |  +--rw vdur: next - hop- addr ess?
| | i net:ipv4-address
| |  +--rwrib-ext:preference? ui nt 32
| | +--rwrib-ext:tag? ui nt 32
| +--: (vdur: speci al - next - hop)
| | +--rw vdur:speci al -next-hop? enumeration
| +--:(vdur: next-hop-1list)
| +--rw v4ur: next-hop-Iist
| +--rw v4ur: next - hop* [index]
| +--rw v4dur:index string
| +--rw v4ur: out goi ng-interface?
| | if:interface-ref
| +--rw v4ur: next - hop- addr ess?
| | i net:ipv4-address
| +--rw rib-ext:preference? ui nt 32
| +--rwrib-ext:tag? ui nt 32
+--rw veéur:ipve
+--rw véur:route* [destination-prefix]
+--rw véur: destination-prefix i net:ipv6-prefix
+--rw véur: description? string
+--rw véur: next - hop
+--rw (v6ur: next - hop-options)
+--:(v6ur: sinpl e- next - hop)
| +--rw v6ur:outgoing-interface?
| if:interface-ref
| +--rw v6ur: next-hop-address?
| i net:ipv6-address
|  +--rwrib-ext:preference? ui nt 32
| +--rwrib-ext:tag? ui nt 32
+--: (v6ur: speci al - next - hop)
|  +--rw v6ur: speci al - next - hop? enuneration
+--:(v6ur: next-hop-1list)
+--rw veéur: next-hop-Iist
+--rw véur: next - hop* [index]
+--rw v6ur: i ndex string
+--rw véur: out goi ng-interface?
| if:interface-ref
+--rw véur: next - hop- addr ess?
| i net:ipv6-address
+--rw rib-ext:preference? ui nt 32



| +--rwrib-ext:tag?

+--rwribs
+--rw rib* [nane]

+--rw name
+--rw address-famly
+--ro default-rib?
+--r0 routes
| +--ro route* []

+--ro route-preference?

ui nt 32

string
i dentityref
bool ean {multiple-ribs}?

rout e- pref erence

I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
+-
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I

+--1r0 next-hop
| +--ro (next-hop-options)

+- -

+- -
I
+- -

: (si nmpl e- next - hop)
+--ro0 outgoing-interface?
| if:interface-ref
+--1r0 v4ur: next-hop-address?
| i net:ipv4-address
+--r0 v6ur: next-hop-address?
| i net:ipv6-address
+--ro0 rib-ext:repair-path
+--r0 rib-ext:outgoing-interface?
| if:interface-state-ref
+--r0 rib-ext:next-hop-address?
| i net:i p-address-no-zone
+--ro rib-ext:nmetric?
. (speci al - next - hop)
+--r0 speci al - next-hop?
:(next-hop-list)
+--ro next-hop-1|i st
+--ro0 next-hop* []
+--ro0 outgoing-interface?
| if:interface-ref
+--ro v4dur: address?
| i net:i pv4-address
+--ro vé6ur:address?
| i net:ipv6-address
+--ro0 rib-ext:repair-path
+--r0 rib-ext:outgoing-interface?
| if:interface-state-ref
+--1r0 rib-ext:next-hop-address?
| i net:i p-address-no-zone
+--ro rib-ext:nmetric?

ui nt 32

enuner ati on

ui nt 32

+--ro0 source- protocol i dentityref

+--ro active? enpty

+--ro | ast-updat ed? yang: dat e-and-ti ne
+--r0 vdur:destination-prefix? i net:ipvé-prefix
+--ro v6ur:destination-prefix? i net:ipv6-prefix
+--ro rib-ext:metric? ui nt 32

+--ro0 rib-ext:tag* ui nt 32

+--ro0 rib-ext:application-tag? ui nt 32

--X active-route
+---w i nput

| +---w vdur:destination-address?
| +---w v6ur:destination-address?

+--1r0 out put
+--r0 route
+--1r0 next-hop

+- -

i net:ipv4-address
i net:ipv6-address

ro (next-hop-options)

+- - (si npl e- next - hop)

| +--ro outgoing-interface?
| if:interface-ref

| +--ro vdur:next-hop-address?
| i net:ipv4-address

| +--ro v6ur:next-hop-address?
| i net:ipv6-address

+--: (speci al - next - hop)

I

+--ro speci al - next-hop? enumer ati on



| +--:(next-hop-1list)

| +--ro next-hop-1|ist

| +--r0 next-hop* []

| +--ro0 outgoing-interface?

| | if:interface-ref

| +--r0 vdur: next - hop- address?
| | i net:ipv4-address

| +--ro véur: next-hop-address?
| | i net:ipv6-address

+--r0 source- protocol i dentityref
+--ro active? enpty
+--ro | ast-updat ed? yang: dat e-and-ti ne
+--ro0 vdur:destination-prefix? inet:ipvéd-prefix
+--1r0 v6ur:destination-prefix? inet:ipv6-prefix
+--rw description? string
+--ro rib-ext:statistics
+--ro rib-ext:total -routes? ui nt 32
+--ro rib-ext:total -active-routes? ui nt 32
+--ro0 rib-ext:total -route-nenory? ui nt 64
+--1r0 rib-ext:protocol-statistics* []
+--1r0 rib-ext:protocol ? i dentityref
+--1r0 rib-ext:routes? ui nt 32
+--ro0 rib-ext:active-routes? ui nt 32
+--1r0 rib-ext:route-nenory? ui nt 64
Appendi x B. ietf-rib-extension.yang exanpl e

The following is an XM. exanpl e [ WBC. REC- xm - 20081126] using the RI B
ext ensi on nodul e and RFC 8349

| Note: '\" line wapping per [ RFC8792].

<routing xm ns="urn:ietf:parans:xm :ns:yang:ietf-routing">
<control - pl ane- pr ot ocol s>
<control - pl ane- pr ot ocol >
<type>static</type>
<nanme>st ati c-routi ng- prot ocol </ nane>
<static-routes>
<i pv4 xm ns="urn:ietf:parans: xm:ns:yang:\
i etf-ipv4-unicast-routing">
<r out e>
<destination-prefix>0.0.0.0/0</destination-prefix>
<next - hop>
<next - hop- addr ess>192. 0. 2. 2</ next - hop- addr ess>
<preference xm ns="urn:ietf:parans: xnl:ns:yang:\
i etf-rib-extension">30</preference>
<tag xmi ns="urn:ietf:parans: xm :ns:yang:\
ietf-rib-extension">99</tag>
</ next - hop>
</route>
<lipva>
<i pv6 xm ns="urn:ietf:parans: xn :ns:yang:\
i etf-ipv6-unicast-routing">
<r out e>
<destination-prefix>::/0</destination-prefix>
<next - hop>
<next - hop- addr ess>2001: db8: aaaa: : 1111</ next - hop- addr ess>
<preference xm ns="urn:ietf:paramnms: xm : ns: yang: \
i etf-rib-extension">30</preference>
<tag xm ns="urn:ietf:parans: xm : ns: yang:\
ietf-rib-extension">66</tag>
</ next - hop>
</route>
</ipv6>
</static-routes>
</ control - pl ane-protocol >



</ control - pl ane- prot ocol s>
<ribs>
<rib>
<nane>i pv4- pri mary</ name>
<address-fam |y xm ns:v4ur="urn:ietf:parans: xm :ns:yang:\
i etf-ipv4-unicast-routing">v4ur:ipv4-unicast</address-famly>
<defaul t-ri b>true</defaul t-rib>
<r out es>
<rout e>
<destination-prefix xm ns="urn:ietf:parans: xnm : ns: yang: \
i etf-ipv4-unicast-routing">0.0.0.0/0</destination-prefix>
<next - hop>
<next - hop- address xm ns="urn:ietf:parans: xm : ns: yang: \
i etf-ipv4d-unicast-routing">192.0. 2. 2</ next-hop- addr ess>
</ next - hop>
<rout e- pr ef erence>5</r out e- pr ef er ence>
<sour ce- prot ocol >st ati c</ sour ce- prot ocol >
<l ast - updat ed>2015- 10- 24T18: 02: 45+02: 00</ | ast - updat ed>
</route>
<rout e>
<destination-prefix xm ns="urn:ietf:parans: xnl:ns:yang:\
i etf-ipv4d-unicast-routing">198.51.100. 0/ 24\
</ destination-prefix>
<next - hop>
<next - hop- address xm ns="urn:ietf:parans: xm : ns: yang: \
i etf-ipv4d-unicast-routing">192.0. 2. 2</ next -hop- addr ess>
<repair-path xm ns="urn:ietf:parans: xn : ns: yang:\
ietf-rib-extension">
<next - hop- addr ess>203. 0. 113. 1</ next - hop- addr ess>
<metric>200</nmetric>
</ repair-path>
</ next - hop>
<rout e- pref erence>120</rout e- pr ef er ence>
<source-protocol xmns:rip="urn:ietf:parans:xm:ns:yang:\
ietf-rip">rip:rip</source-protocol >
<l ast - updat ed>2015- 10- 24T18: 02: 45+02: 00</ | ast - updat ed>
</route>
</routes>
</rib>
<ri b>
<nane>i pv6- pri mar y</ name>
<address-famly xm ns:v6ur="urn:ietf:parans: xm : ns: yang:\
ietf-ipv6-unicast-routing”">v6ur:ipv6-unicast</address-famly>
<defaul t-rib>true</default-rib>
<r out es>
<rout e>
<destination-prefix xmns="urn:ietf:parans: xnm : ns: yang: \
i etf-ipv6-unicast-routing">0::/0</destination-prefix>
<next - hop>
<next - hop- address xm ns="urn:ietf:parans: xn : ns: yang: \
i etf-ipv6-unicast-routing">2001: db8: aaaa: : 1111\
</ next - hop- addr ess>
</ next - hop>
<r out e- pr ef er ence>5</r out e- pr ef er ence>
<sour ce- prot ocol >st ati c</ sour ce- prot ocol >
<l ast - updat ed>2015- 10- 24T18: 02: 45+02: 00</ | ast - updat ed>
</route>
<rout e>
<destination-prefix xmns="urn:ietf:parans: xm : ns: yang: \
i etf-ipv6-unicast-routing">2001: db8: bbbb: :/ 64\
</ desti nation-prefix>
<next - hop>
<next - hop- address xm ns="urn:ietf:parans: xn : ns: yang: \
i etf-ipv6-unicast-routing">2001: db8: aaaa:: 1111\
</ next - hop- addr ess>
<repair-path xmns="urn:ietf:parans: xm : ns: yang:\



ietf-rib-extension">
<next - hop- addr ess>2001: db8: cccc: : 2222</ next - hop- addr ess>
<metric>200</netric>
</repair-path>
</ next - hop>
<rout e- pr ef erence>120</r out e- pr ef erence>
<source-protocol xmns:rip="urn:ietf:parans: xm :ns:yang:\
ietf-rip">rip:rip</source-protocol >
<l ast - updat ed>2015- 10- 24T18: 02: 45+02: 00</ | ast - updat ed>
</route>
</rout es>
</rib>
</ribs>
</routing>

The following is the sanme exanple using JSON format [ RFC7951].
{

"ietf-routing:routing": {
"control - pl ane-protocol s": {
"control -plane-protocol ": |

"type": "static",
"name": "static-routing-protocol”,
"static-routes": {
"ietf-ipv4-unicast-routing:ipv4d": {
"route": [

"destination-prefix": "0.0.0.0/0",
"next - hop": {
"next - hop-address”: "192.0. 2. 2",
"ietf-rib-extension:preference": 30,
"ietf-rib-extension:tag": 99

}
}
]
"ietf-ipv6-unicast-routing:ipve": {
"route": [
"destination-prefix": "::/0",
"next - hop": {
"next - hop- address": "2001: db8: aaaa::1111",
"ietf-rib-extension:preference": 30,
"ietf-rib-extension:tag": 66
}
}
]
}
}
}
]
},
"ribs": {
"rib": [
{ . .
"name": "ipv4-primry"
"address-fam ly": "ietf-ipv4-unicast-routing:ipv4-unicast",

"default-rib": true,
"routes": {
"route": [

"next - hop": {
"ietf-ipv4-unicast-routing: next-hop-address": \
"192.0.2.2"

} i)



"rout e-preference": 5,

"source-protocol": "static",

"| ast -updated": "2015-10-24T18: 02: 45+02: 00",
"ietf-ipv4-unicast-routing:destination-prefix": \
"0.0.0.0/0"

"next - hop": {
"ietf-rib-extension:repair-path": {
"next - hop-address": "203.0.113.1",
"metric": 200
}

zetf—ipv4—unicast—routing:next—hop—address": \
"192.0.2. 2"
}

out e-preference": 120,

"source-protocol": "ietf-rip:rip",

"l ast-updat ed": "2015-10-24T18: 02: 45+02: 00",
"ietf-ipv4-unicast-routing:destination-prefix": \
"198. 51. 100. 0/ 24"

"name": "ipv6-primary"
"address-fam ly": "ietf-ipv6-unicast-routing:ipv6-unicast",
"default-rib": true,
"routes": {
"route": [

"next - hop": {
"ietf-ipv6-uni cast-routing: next-hop-address": \
"2001: db8: aaaa: : 1111"

}

out e-preference": 5,

"source-protocol": "static",

"l ast-updat ed": "2015-10-24T18: 02: 45+02: 00",
"ietf-ipv6-unicast-routing:destination-prefix": "::/0"

"next - hop": {
"ietf-rib-extension:repair-path":
"next - hop-address": "2001: db8: cccc: : 2222",
"metric": 200
1
"ietf-ipv6-uni cast-routing: next-hop-address": \
"2001: db8: aaaa: : 1111"
}

out e- preference": 120,

"source-protocol": "ietf-rip:rip",

"| ast -updated": "2015-10-24T18: 02: 45+02: 00",
"ietf-ipv6-unicast-routing:destination-prefix": \
"2001: db8: bbbb: : / 64"
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