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1. Introduction

The LI SP data plane is defined in [RFC9300]. It specifies an
encapsul ation format that carries | Pv4 or | Pv6 packets (henceforth
jointly referred to as IP) in a LISP header and outer UDP/IP
transport.

The LI SP data pl ane header does not specify the protocol being
encapsul ated and, therefore, is currently linted to encapsul ating
only I P packet payloads. Oher protocols, nobst notably the Virtua
eXtensi bl e Local Area Network (VXLAN) protocol [RFC7348] (which
defines a header format simlar to LISP), are used to encapsul ate
Layer 2 (L2) protocols, such as Ethernet.

Thi s document defines an extension for the LI SP header, as defined in
[ RFC9300], to indicate the inner protocol, enabling the encapsul ation
of Ethernet, IP, or any other desired protocol, all the while
ensuring conpatibility with existing LI SP depl oynents.

A flag in the LI SP header -- the P-bit -- is used to signal the
presence of the 8-bit 'Next Protocol’ field. The 'Next Protocol
field, when present, uses 8 bits of the field that was allocated to

t he Echo- Nonci ng and Map-Versioning features in [RFC9300]. Those two
features are no | onger avail able when the P-bit is used. However,
appropriate LI SP Generic Protocol Extension (LISP-GPE) shi mheaders
can be defined to specify capabilities that are equival ent to Echo-
Nonci ng and/ or Map- Ver si oni ng.

Since all of the reserved bits of the LISP data pl ane header have
been all ocated, LISP-GPE can al so be used to extend the LISP data

pl ane header by defining Next Protocol shimheaders that inplenent
new data plane functions not supported in the LI SP header. For
exanpl e, the use of the G oup-Based Policy (GBP) header [ VXLAN LI SP]
or of the In situ Operations, Adnministration, and Mi ntenance (1 CAM
header [ VXLAN-GPE] with LISP-GPE can be considered an extension to
add support in the data plane for GBP functionalities or | QAM

met adat a.

1.1. Conventions
The key words "MJST", "MJST NOT", "REQUI RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "NOT RECOMMENDED', "MAY", and
"OPTIONAL" in this docunent are to be interpreted as described in BCP
14 [ RFC2119] [ RFC8174] when, and only when, they appear in al
capitals, as shown here

1.2. Definitions of Terns
Thi s docunent uses terns already defined in [ RFC9300].

2. LI SP Header without Protocol Extensions

As described in Section 1, the LI SP header has no protocol identifier



that indicates the type of payl oad being carried. Because of this,
LISPis Iimted to carrying |IP payl oads.

The LI SP header [RFC9300] contains a series of flags (sone defined,
some reserved), a 'Nonce/ Map-Version' field, and an 'Instance |ID
Locator-Status-Bits' field. The flags provide flexibility to define
how the various fields are encoded. Notably, Flag bit 5 is the |ast
reserved bit in the LI SP header.
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Figure 1: LISP Header

LI SP Generic Protocol Extension (LISP-GPE)

Thi s docunent defines two changes to the LISP header in order to
support rmultiprotocol encapsul ation: the introduction of the P-bit
and the definition of a 'Next Protocol’ field. This docunent
specifies the protocol behavior when the P-bit is set to 1; no
changes are introduced when the P-bit is set to 0. The LISP-GPE
header is shown in Figure 2 and descri bed bel ow.
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Fi gure 2: LI SP-GPE Header

P-Bit: Flag bit 5 is defined as the Next Protocol bit. The P-bit is
set to 1 to indicate the presence of the 8-bit ' Next Protocol’
field.

If the P-bit is clear (0), the LISP header is bit-by-bit equival ent
to the definition in [ RFCO300].

When the P-bit is set to 1, bits N, E, and V, and bits 8-23 of the

" Nonce/ Map- Ver si on/ Next Protocol’ field MIST be set to zero on
transm ssion and MJST be ignored on receipt. Features equivalent to
those that were inplenented with bits N, E, and V in [ RFC9300], such
as Echo- Nonci ng and Map-Versioni ng, can be inplenmented by defining
appropri ate LI SP-GPE shi m headers.

Wien the P-bit is set to 1, the LISP-GPE header is encoded as:
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Figure 3: LISP-GPE with P-bit Set to 1



Next Protocol: Wen the P-bit is set to 1, the lower 8 bits of the
first 32-bit word are used to carry a Next Protocol. This ' Next
Protocol’ field contains the protocol of the encapsul ated payl oad
packet .

Thi s docunent defines the follow ng Next Protocol values:
0x00: Reserved

0x01: |1Pv4

0x02: | Pvb

0x03: Et hernet

0x04: Network Service Header (NSH) [RFC8300]

0x05 to Ox7D: Unassi gnhed

OX7E and Ox7F: Experinentation and testing

0x80 to OxFD: Unassi gned (shi m headers)

OXFE, OxFF: Experinentation and testing (shimheaders)

The values are tracked in the | ANA "LI SP-GPE Next Protocol" registry,
as described in Section 6.1

Next Protocol values Ox7E, Ox7F, OxFE, and OxFF are assigned for
experinentation and testing, as per [RFC3692].

Next Protocol values from 0x80 to OxFD are assigned to protocols
encoded as generic shimheaders. Al shimprotocols MJIST use the
header structure in Figure 4, which includes a 'Next Protocol’ field.
When shim headers are used with other protocols identified by Next
Prot ocol values from0Ox00 to Ox7F, all the shimheaders MJST cone
first.

Shi m headers can be used to increnentally depl oy new GPE features,
keepi ng the processing of shim headers known to a given Tunnel Router
(xTR) inplementation in the 'fast’ path (typically an Application-
Specific Integrated Circuit (ASIC)) while punting the processing of
the remaining new GPE features to the "slow path.

Shim protocols MUST have the first 32 bits defined as:
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Fi gure 4: Shim Header

VWher e:
Type: This field identifies the different nessages of this protocol

Length: This field indicates the length, in 4-octet units, of this
prot ocol message, not including the first 4 octets.



4.

4.

4.

Reserved: The use of this field is reserved to the protocol defined
in this nessage

Next Protocol: This field contains the protocol of the encapsul ated
payl oad. The values are tracked in the | ANA "LI SP- GPE Next
Protocol " registry, as described in Section 6.1

| mpl enent ati on and Depl oynment Consi derati ons
1. Applicability Statenent

LI SP- GPE conforns, as a UDP-based encapsul ati on protocol, to the UDP
usage gui delines specified in [ RFC8085]. The applicability of these
gui delines is dependent on the underlay |IP network and the nature of
t he encapsul at ed payl oad.

[ RFC8085] outlines two applicability scenarios for UDP applications:
1) the general Internet and 2) a controlled environment. A
controll ed environnment nmeans a single adm nistrative donmain or

adj acent set of cooperating donains. A network in a controlled

envi ronnment can be nanaged to operate under certain conditions,
whereas, in the general Internet, this cannot be done. Hence,
requirenents for a tunnel protocol operating under a controlled

envi ronment can be |less restrictive than the requirenents of the
general Internet.

The LI SP-GPE scope of applicability is the same set of use cases
covered by [RFC9300] for the LISP data plane protocol. The conmmon
property of these use cases is a |arge set of cooperating entities
seeking to comuni cate over the public Internet or other |arge
underlay IP infrastructures while keeping the addressing and topol ogy
of the cooperating entities separate fromthe underlay and Internet

t opol ogy, routing, and addressing.

LI SP-GPE is nmeant to be depl oyed in network environments operated by
a single operator or adjacent set of cooperating network operators
that fit with the definition of controlled environnents in [ RFC8085].

For the purpose of this docunent, a Traffic-Managed Controlled
Envi ronment (TMCE), outlined in [RFC8086], is defined as an IP
network that is traffic-engi neered and/ or otherw se nmanaged (e.g.,
via the use of traffic rate limters) to avoid congestion
Significant portions of the text in this section are based on

[ RFCB8086] .

It is the responsibility of the network operators to ensure that the
gui delines/requirenments in this section are followed as applicable to
their LI SP-GPE depl oynents.

2. Congestion-Control Functionality

LI SP- GPE does not provide congestion-control functionality and relies
on the payl oad protocol traffic for congestion control. As such,

LI SP- GPE MUST be used with congestion-controlled traffic or within a
network that is traffic nmanaged to avoid congestion (TMCE). An
operator of a traffic-nanaged network (TMCE) nmay avoi d congestion by
careful provisioning of their networks, rate limting of user data
traffic, and traffic engineering according to path capacity.

Keeping in mnd the recommendati on above, new encapsul ated payl oads,
when registered with LI SP-GPE, MJST be acconpani ed by a set of

gui delines derived from Section 5 of [RFC9300]. Such new protocols
shoul d be designed for explicit congestion signals to propagate
consistently fromlower-layer protocols into IP. Then, the IP
internetwork | ayer can act as a portability layer to carry congestion



notifications fromnon-IP-aware congested nodes up to the transport
|ayer (L4). By follow ng the guidelines in [ ENCAP-GU DE], subnetwork
desi gners can enable a Layer 2 protocol to participate in congestion
control without dropping packets, via propagation of Explicit
Congestion Notification (ECN) data [ RFC3168] to receivers

4. 3. UDP Checksum

For | P payl oads, Section 5.3 of [RFC9300] specifies how to handl e UDP
checksuns, encouraging inplementors to consider UDP checksum usage
guidelines in Section 3.4 of [RFC8085] when it is desirable to
protect UDP and LI SP headers agai nst corruption

In order to protect the integrity of LISP-GPE headers, options, and
payl oads (for exanple, to avoid msdelivery of payloads to different
tenant systens in the case of data corruption), the outer UDP
checksum SHOULD be used with LI SP-GPE when transported over | Pv4.

The UDP checksum provides a statistical guarantee that a payl oad was
not corrupted in transit. These integrity checks are not strong from
a coding or cryptographic perspective and are not designed to detect
physical -1 ayer errors or nalicious nodifications of the datagram (see
Section 3.4 of [RFC8085]). In deploynents where such a risk exists,
an operator SHOULD use additional data integrity mechani sms, such as
those offered by | Psec.

An operator MAY choose to disable a UDP checksum and use a zero
checksumif LISP-GPE packet integrity is provided by other data
integrity mechani snms, such as | Psec or additional checksuns, or if
one of the conditions in Section 4.3.1 (a, b, or c) is net.

4.3.1. UDP Zero Checksum Handling with | Pv6

By default, a UDP checksum MJUST be used when LISP-GPE is transported
over I Pv6. A tunnel endpoint MAY be configured for use with a zero
UDP checksum if additional requirenents described in this section are
met .

When LI SP-GPE is used over |IPv6, a UDP checksumis used to protect

| Pv6 headers, UDP headers, and LI SP-GPE headers and payl oads from
potential data corruption. As such, by default, LISP-GPE MJST use a
UDP checksum when transported over |Pv6. An operator MAY choose to
configure to operate with a zero UDP checksumif operating in a
traffic-managed controlled environnent, as stated in Section 4.1, if
one of the followi ng conditions is net:

a. It is known that packet corruption is exceptionally unlikely
(perhaps based on an operator’s know edge of equi pment types in
their underlay network), and the operator is willing to take the

ri sk of undetected packet corruption

b. It is deternmi ned through observational neasurenents (perhaps
through historic or current traffic flows that use a non-zero
checksum) that the | evel of packet corruption is tolerably | ow,
and the operator is willing to take the risk of undetected
corruption.

c. LISP-GPE payl oads are carrying applications that are tol erant of
m sdel i vered or corrupted packets (perhaps through higher-1ayer
checksum val idation and/or reliability through retransm ssion).

In addition, LISP-GPE tunnel inplenentations using a zero UDP
checksum MUST neet the follow ng requirenents:

1. Use of a UDP checksum over |Pv6 MJUST be the default configuration
for all LISP-GPE tunnels.



2. If LISP-GPE is used with a zero UDP checksum over |Pv6, then such
XTR i npl enent ati ons MJUST neet all the requirenents specified in
Section 4 of [RFC6936] and requirenment 1 specified in Section 5
of [ RFC6936].

3. The Egress Tunnel Router (ETR) that decapsul ates the packet
SHOULD check that the source and destination |Pv6 addresses are
valid for the LISP-GPE tunnel that is configured to receive a
zero UDP checksum and di scard other packets that fail such
checks.

4. The Ingress Tunnel Router (ITR) that encapsul ates the packet MAY
use different |Pv6 source addresses for each LI SP-GPE tunnel that
uses zero UDP checksum node in order to strengthen the
decapsul ator’s check of the I Pv6 source address (i.e., the sane
| Pv6 source address is not to be used with nore than one | Pv6
destination address, irrespective of whether that destination
address is a unicast or nulticast address). Wien this is not
possible, it is RECOWENDED to use each source address for as few
LI SP-GPE tunnel s that use a zero UDP checksum as is feasible.

5. Measures SHOULD be taken to prevent LISP-GPE traffic over |Pv6
with a zero UDP checksum from escaping into the general Internet.
Exanpl es of such measures include enpl oyi ng packet filters at the
Proxy Egress Tunnel Router (PETR) and/or keeping | ogical or
physi cal separation of the LISP network fromnetworks in the
general Internet.

The above requirenents do not change the requirenents specified in
[ RFC6935], [RFC6936], or [RFC8200].

The requirenent to check the source IPv6 address in addition to the
destination |IPv6 address, plus the recommendati on agai nst the reuse
of source | Pv6 addresses anong LI SP-GPE tunnels, collectively provide
sone mitigation for the absence of UDP checksum coverage of the |Pv6
header. A traffic-managed controlled environment that satisfies at

| east one of the three conditions listed at the beginning of this
section provides additional assurance.

.4. DSCP, ECN, TTL, and 802.1Q

When encapsul ating I P (including over Ethernet) packets, [RFC2983]
provi des gui dance for mappi ng packets that contain Differentiated
Servi ces Code Point (DSCP) information between inner and outer |IP
headers. The Pipe nodel typically fits better with network
virtualization. The DSCP val ue on the tunnel header is set based on
a policy (which may be a fixed val ue, one based on the inner traffic
cl ass, or sonme other mechanismfor grouping traffic). Some aspects
of the Uniformmnmodel (which treats the inner and outer DSCP val ue as
a single field by copying on ingress and egress) nmay al so apply, such
as the ability to remark the inner header on tunnel egress based on
transit marking. However, the Uniform nodel is not conceptually
consistent with network virtualization, which seeks to provide strong
i sol ati on between encapsul ated traffic and the physical network.

[ RFC6040] describes the mechani sm for exposing ECN capabilities on IP
tunnel s and propagating congestion markers to the inner packets.

Thi s behavi or MUST be followed for | P packets encapsulated in LISP-
GPE.

Though the Uniform nodel or the Pipe nodel could be used for TTL (or
Hop Limt in the case of IPv6) handling when tunneling |IP packets,
the Pipe nodel is nore aligned with network virtualization

[ RFC2003] provi des gui dance on handling TTL between inner |P headers
and outer IP tunnels; this model is nore aligned with the Pipe nodel
and is recomended for use with LI SP-GPE for network-virtualization



5.

6

6

appl i cations.

When a LI SP-GPE router perforns Ethernet encapsul ation, the inner
802.1Q 3-bit Priority Code Point ('PCP') field [|EEE 802.1Q 2014] MAY
be mapped fromthe encapsul ated frame to the DSCP codepoi nt of the
Differentiated Services ('DS') field defined in [ RFC2474].

When a LI SP-GPE router perforns Ethernet encapsul ation, the inner-
header 802.1Q VLAN ldentifier (VID) [I|EEE.802.1Q 2014] MAY be nmapped
to, or used to determine, the LISP 'Instance ID (11D field.

Refer to Section 7 for considerations about the use of integrity
protection for deployments, such as the public Internet, concerned
with on-path attackers.

Backward Compatibility
LI SP- GPE uses the same UDP destination port (4341) allocated to LISP

When encapsul ating | P packets to a non-LI SP-GPE-capabl e router, the
P-bit MJST be set to 0. That is, the encapsulation fornat defined in
thi s docunent MUST NOT be sent to a router that has not indicated
that it supports this specification, because such a router would
ignore the P-bit (as described in [RFC9300]) and so woul d

m sinterpret the other LISP header fields, possibly causing
significant errors.

1. Detection of ETR Capabilities

The di scovery of XTR capabilities to support LISP-GPE is out of the
scope of this docunent. Gven that the applicability domain of LISP-
GPE is a traffic-managed controlled environnent, | TR ETR (XTR)
configuration nechani sns may be used for this purpose.

| ANA Consi der ati ons

1. LISP-GPE Next Protocol Registry

| ANA has created a registry called "LISP-GPE Next Protocol". These
are 8-bit values. Next Protocol values in the table bel ow are
defined in this docunment. New val ues are assigned under the

Speci fication Required policy [RFC8126]. The protocols that are
bei ng assi gned val ues do not thensel ves need to be | ETF Standards
Track protocols.

| Next Protocol | Description | Reference

[ e ————— L pp—p—p————————————————————————— Ll pp—p—p—_————r
| 0x00 | Reserved | RFC 9305 |
S I O S +
| 0x01 | 1Pv4 | RFC 9305 |
I IRy T T re e S IR +
| 0x02 | 1Pv6 | RFC 9305 |
T o e e e e e e e e m o R +
| 0x03 | Ethernet | RFC 9305 |
S I O S +
| 0x04 | NSH | RFC 9305 |
I IRy T T re e S IR +
| Ox05-0x7D | Unassigned | |
T o e e e e e e e e m o R +
| Ox7E-Ox7F | Experinentation and testing | RFC 9305 |
S I e S +
| 0x80-0xFD | Unassigned (shi m headers) | |
I IRy T T T re e S IR +
| OXFE- OXFF | Experinentation and testing | RFC 9305 |



| (shim headers)

Table 1
7. Security Considerations

LI SP- GPE security considerations are sinlar to the LISP security
considerations and mtigation techniques docunented in [ RFC7835].

As is the case for many encapsul ati ons that use optional extensions,
LI SP-GPE is subject to on-path adversaries that can nake arbitrary
nmodi fications to the packet (including the P-bit) to change or renove
any part of the payload, or claimto encapsul ate any protocol payl oad
type. Typical integrity protection nmechanisns (such as |Psec) SHOULD
be used in conbination with LI SP-GPE by those protocol extensions
that want to protect against on-path attackers.

Wth LI SP-GPE, issues such as data plane spoofing, flooding, and
traffic redirection nmay depend on the particular protocol payl oad
encapsul at ed.
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