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Sequence Nunber Extension for Wndowed Protocols
Abst r act

Slidi ng wi ndow protocols use finite sequence nunbers to determ ne
segnment placenent and order. These sequence number spaces wap
around and are reused during the operation of such protocols. This
docunent describes a way to extend the size of these sequence nunbers
at the endpoints to avoid the inpact of that wap and reuse without
transmtting additional information in the packet header. The

resul ting extended sequence nunbers can be used at the endpoints in
encryption and authentication algorithns to ensure input bit patterns
do not repeat over the lifetinme of a connection
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1.

I nt roduction

Prot ocol s use sequence nunbers to naintain ordering and, in sliding
wi ndow systens, to control the anpbunt of outstandi ng unacknow edged
i nformati on. These sequence nunbers are finite and thus comonly
wap around during | ong connections, reusing past val ues.

It can be useful for protocols to keep track of this wap around in a
separate counter, such that the sequence nunber and counter together
form an equival ent nunber space that need not wap. This technique
was introduced as "Sequence Nunmber Extension" in the TCP

Aut henti cation Option (TCP-AO [RFC5925]. The exanple provided there
was i ntended to introduce the concept, but the pseudocode provided is
not conpl ete.

Thi s docunent presents the formal requirenments for Sequence Number
Extensi on (SNE), a code exanple, and a check sequence that can be
used to validate this and alternate inplenentations. Sequence
nunbers are used in a variety of protocols to support |oss detection,
reordering, flow control, and congestion control. Limtations in the
size of a sequence number protocol field can limt the ways in which
these capabilities can be support ed.

Under certain conditions, it is possible for both endpoints of a
protocol to keep track of sequence nunber rollover and effectively
extend the sequence nunber space w thout requiring nodification of
the sequence nunber field used within protocol nessages. These
conditions assume that the received sequence nunbers never vary by
nmore than half the size of the space of the field used in nmessages,
i.e., they never hop forward or backward by nore than half that
space. This constraint is typical in sliding window protocols, such
as TCP. However, although both ends can track rollover

unanbi guously, doing so can be surprisingly conplex. This docunent
provi des exanpl es and test cases to sinplify that process.

Thi s docunent is intended for protocol designers who seek to use

| ar ger sequence nunbers at the endpoints w thout needing to extend
the sequence nunber field used in nessages, such as for

aut hentication protocols, e.g., TCP-AO [RFC5925]. Use of extended
sequence nunbers should be part of a protocol specification so that
bot h endpoi nts can ensure they conply with the requirenents needed to
enable their use in both I ocations.

The remai nder of this docunent describes how SNE can be supported and
provi des the pseudocode to denonstrate how recei ved nessages can
unanbi guously determ ne the appropriate extension value, as |long as
the reordering is constrained. Section 2 provides background on the
concept. Section 3 discusses currently known uses of SNE. Section 4
di scusses how SNE is used in protocol design and how it differs from
i n-band use of sequence nunbers. Section 5 provides a framework for
testing SNE i npl ementations, including exanple code for the SNE
function, and Section 6 provides a sequence that can be used by that
code for validation. Section 7 concludes with a discussion of
security issues.

Backgr ound

Prot ocol s use sequence nunbers to naintain nessage order. The
transmitter typically increnents themeither once per nmessage or by
the length of the message. The receiver uses themto reorder
messages and detect gaps due to inferred | oss.

Sequence nunbers are represented within those nessages (e.g., in the
headers) as values of a finite, unsigned nunber space. This space is
typically represented in a fixed-length bit string, whose val ues
range fromO..(2"N)-1, inclusive.



The use of finite representations has repercussions on the use of
these values at both the transmtter and receiver. Wthout

addi tional constraints, when the number space "w aps around”, it
woul d be inmpossible for the receiver to distinguish between the uses
of the sane val ue.

As a consequence, additional constraints are required. Transmtters
are typically required to limt reuse until they can assune that
receivers woul d successfully differentiate the two uses of the sane
val ue. The receiver always interprets values it sees based on the
assunption that successive values never differ by just under half the
nunber space. A receiver cannot detect an error in that sequence,

but it will incorrectly interpret nunbers if reordering violates this
constraint.

The constraint requires that "forward" val ues advance the val ues by
| ess than hal f the sequence nunber space, ensuring that receivers
never experience a series of values that violate that rule.

We define a sequence space as foll ows:

* An unsigned integer within the range of 0..(2"N)-1, i.e., for N
bits.

* An operation that increnents values in that space by K, where K <
2"(N-1), i.e., less than half the range. This operation is used
exclusively by the transmitter.

* An operation that conpares two values in that space to determ ne
their order, e.g., where X < Y inplies that X comes before Y

We assune that both sides begin with the same initial value, which
can be anywhere in the space. That value is either assuned (e.g., 0)
before the protocol begins or coordinated before other nessages are
exchanged (as with TCP Initial Sequence Numbers (1SNs) [RFC0793]).

It is assuned that the receiver always receives values that are
always within (2*N)-1, but the successive received val ues never junp
forward or backward by nore than 2*(N-1)-1, i.e., just under half the
range.

No ot her operations are supported. The transmitter is not permtted
to "backup", such that values are always used in "increnent"” order
The receiver cannot experience |oss or gaps |larger than 2*(N-1)-1,
which is typically enforced either by assunption or by explicit
endpoi nt coordination

An SNE is a separate nunber space that can be conbined with the
sequence nunber to create a | arger nunber space that need not wap
around during a connection

On the transnmit side, SNEis trivially acconplished by incrementing a
| ocal counter once each time the sequence nunber increnent "w aps"
around or by keeping a larger |ocal sequence nunber whose | east-
significant part is the nessage sequence nunber and nost-significant
part can be considered the SNE. The transnmitter typically does not
need to nmmintain an SNE except when used in |ocal conputations, such
as for Message Authentication Codes (MACs) in TCP-AO [ RFC5925].

The goal of this document is to denonstrate that SNE can be
acconpl i shed on the receiver side without transmtting additiona
information in nessages. It defines the stateful function
conmpute_sne() as foll ows:

SNE = comput e_sne(seqno)



The conpute_sne() function accepts the sequence nunber seen in a
recei ved nessage and conputes the corresponding SNE. The function
i ncludes persistent |ocal state that tracks the largest currently
recei ved SNE and segno conbi nation. The concatenation of SNE and
segno emul ates the equival ent | arger sequence nunber space that can
avoid wap around.

Note that the function defined here is capable of receiving any
series of seqno val ues and conputing their correct correspondi ng SNE
as long as the series never "junps" nore than half the nunber space
"backward" fromthe | argest value seen "forward"

Rel ated Di scussi on

The DNS uses sequence nunbers to determ ne when a Start of Authority
(SOA) serial nunber is nore recent than a previous one, even

consi deri ng sequence space wap [ RFC1034][ RFC1035]. The use of

wr apped sequence nunbers for sliding windows in network protocols was
first described as a sequence nunber space [I|EN74].

A nore recent discussion describes this as "serial nunber arithmetic"”
and defines a conparison operator it clainmed was nmissing in | EN-74

[ RFC1982]. That document defines two operations: addition
(presumably shifting the wi ndow forward) and comnpari son (defining the
order of two values). Addition is defined in that docunment as
limted to values within the range of 0..w ndowsize/2-1. Conparison
is defined in that docunent by a set of equations therein, but that
docunent does not provide a way for a receiver to conpute the correct
equi val ent SNE, especially including the potential for sequence
nunber reordering, as is denonstrated in this docunent.

Using SNE in Protocol Design

As noted in the introduction, nmessage sequence nunbers enabl e
reordering, |oss detection, flow control, and congestion control
They are also used to differentiate otherwi se potentially identica
messages that mght repeat as part of a sequence or stream

The size of the sequence nunber field used within transferred
messages defines the ability of a protocol to tolerate reordering and
gaps, nhotably limted to half the space of that field. For exanple,
a field of 8 bits can reorder and detect |osses of smaller than 27,
i.e., 127 messages. Wen used for these purposes -- reordering, |oss
detection, flow control, and congestion control -- the size of the
field defines the linmts of those capabilities.

Sequence nunbers are al so used to differentiate nessages; when used
this way, they can be problematic if they repeat for otherw se

i dentical messages. Protocols using sequence nunbers tol erate that
repetition because they are aware of the rollover of these sequence
nunber spaces at both endpoints. |n some cases, it can be useful to
track this rollover and use the rollover count as an extension to the
sequence nunber, e.g., to differentiate authentication MACs. This
SNE i s never transmtted in nessages; the existing rules of sequence
nunbers ensure both ends can keep track unambi guously -- both for new
nmessages and reordered nmessages.

The constraints required to use SNE have al ready been presented as
background in Section 2. The transmitter nust never send nessages
out of sequence beyond half the range of the sequence nunber field
used in messages. A receiver uses this assunption to interpret

whet her received nunbers are part of pre-wap sequences or post-w ap
sequences. Note that a receiver cannot enforce or detect if the
transmtter has violated these assunptions on its own; it relies on
explicit coordination to ensure this property is maintained, such as
the exchange of acknow edgenents.



SNEs are intended for use when it is helpful for both ends to

unanbi guousl y determ ne whet her the sequence nunber in a nessage has
wr apped and whether a received nessage is pre-wap or post-wap for
each such wap. This can be used by both endpoints to ensure al
messages of arbitrarily |long sequences can be differentiated, e.g.,
ensuring uni que MACs.

SNE does not extend the actual sequence space of a protocol or (thus)
its tolerance to reordering or gaps. It also cannot inprove its
dynani c range for flow control or congestion control, although there
are ot her somewhat rel ated nethods that can, such as w ndow scaling

[ RFC7323] (which increases range at the expense of granularity).

SNE i s not needed if nessages are already unique over the entirety of
a transfer sequence, e.g., either because the sequence nunber field
used in its nessages never wap around or because other fields
provi de that di sanbi guation, such as timnestanps.

Exanpl e Code

The following C code is provided as a verified exanple of SNE from 16
to 32 bits. The code includes both the framework used for validation
and the compute_sne() function, the latter of which can be used
operationally.

A correct test will indicate "OK' for each test. An incorrect test
wi Il indicate "ERROR' where applicable.

<CODE BEG NS> file "compute_sne.c"
#i ncl ude <stdio. h>
#i ncl ude <sys/param h>

#define distance(x,y)  (((x)<(y))?((y)-(x)):((x)-(y)))
#def i ne SNEDEBUG 1

/1 This is the core code, stand-alone, to conpute SNE from segno
/1 >> replace this function with your own code to test alternates
unsi gned | ong conpute_sne(unsi gned | ong segno) {

/1 I'NPUT: 32-bit unsigned sequence nunber (|l ow bits)

/1 QUTPUT: 32-bit unsigned SNE (high bits)

/1 variables used in this code exanple to conpute SNE

static unsigned | ong
RCV_SNE = 0; /1 hi gh-wat ermark SNE
static int
RCV_SNE _FLAG = 1; /1 set during first half rollover
/'l (prevents re-rollover)
static unsigned | ong
RCV_PREV_SEQ = 0; /1 hi gh-wat ermark SEQ
unsi gned | ong
hol dSNE; /1 tenp copy of output

hol dSNE = RCV_SNE; /1 use current SNE to start
i f (distance(seqgno, RCV_PREV_SEQ < 0x80000000) {
/1 both in sane SNE range?
if ((segno >= 0x80000000) && (RCV_PREV_SEQ < 0x80000000)) {
/1 jumps fwd over N 27
RCV_SNE_FLAG = 0; /1 reset wap increnent flag

}
RCV_PREV_SEQ = MAX(segno, RCV_PREV_SEQ) ;
/1 nove prev forward if needed
} else {
/1 both in diff SNE ranges



i nt

if (segno < 0x80000000) {
/1 junps forward over zero?
RCV_PREV_SEQ = seqgno; // update prev
if (RCV_SNE_FLAG == 0) {
[l first junp over zero? (wap)
RCV_SNE_FLAG = 1;
/1 set flag so we increnment once

RCV_SNE = RCV_SNE + 1;
/1 increment w ndow
hol dSNE = RCV_SNE;
/1 use updated SNE val ue
} else {

/1 junp backward over zero
hol dSNE = RCV_SNE - 1;
/1 use pre-rollover SNE val ue

}

}

#i f def SNEDEBUG

fprintf(stderr,"state RCV_SNE FLAG
RCV_SNE_FLAG) ;

%dd\ n",

fprintf(stderr,"state RCV_SNE = 9%08I x\ n", RCV_SNE);
fprintf(stderr,"state RCV_PREV_SEQ = %08l x\ n", RCV_PREV_SEQ) ;
#endi f

return hol dSNE;

mai n() {

/1 variabl es used as input and output:

unsi gned | ong SEG SEQ [l input - received SEQ

unsi gned | ong SNE; /1 output - SNE correspondi ng

/1 to received SEQ

/1 variables used to validate the conputed SNE:
unsi gned | ong SEG HI GH; /] input - xmitter side SNE

!/l -> SNE should natch this val ue

unsigned long long BIG PREV; [/ prev 64-bit total seqgno

unsigned long long BIGTH S = 0; // current 64-bit total segno
/[l -> TH'S, PREV shoul d never junp
/1 nmore than hal f the SEQ space

char *pronpt = "Input hex numbers only (Ox is optional)\n\n")
"\'t Hex input\n”
"\t (2 hex nunbers separated by whitespace,"
"each with 8 or fewer digits)";

fprintf(stderr,"%\n", pronpt);

while (scanf ("% x % x", &EG H GH, &SEG SEQ == 2) {
BIG PREV = BIG TH S;
BIGTH S = (((unsigned |long | ong) SEG H GH) << 32)
| ((unsigned | ong | ong)SEG SEQ ;

/1 given SEG SEQ conmpute SNE
SNE = comput e_sne( SEG_SEQ) ;

fprintf(stderr,"” SEG SEQ = 9%098I x\ n", SEG SEQ ;

fprintf(stderr,"” SNE = %08l x\ n", SNE);

fprintf(stderr,"” SEG HI CH = %98l x %\ n", SEG H GH,
(SEGHGH == SNE)? " - OK' : " - ERRO?!!!!!!! ");

fprintf(stderr,"\t\tthe junp was %6l 1lx % %\n"
di stance( Bl G_PREV, Bl G_THI S)

((BIGPREV < BIG THI S) 2" +":"-"),
(((di stance(BI G_PREV, BI G_THI S)) > Ox7FFFFFFF)
2 "I LLEGAL JUMP" : "."));

fprintf(stderr,"\n");
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fprintf(stderr,”\n");
fprintf(stderr,"%\n", pronpt);

}
}
<CODE ENDS>

Val i dation Suite

The foll owi ng nunbers are used to validate SNE variants and are shown
in the order they legitimately could be received. Each line
represents a single 64-bit nunber, represented as two hexadeci ma
32-bit nunbers with a space between. The nunbers are formatted for
use in the exanple code provided in Section 5.

A correctly operating extended sequence nunber system can receive the
| east-significant half (the right side) and conpute the correct nost-
significant half (the left side) correctly. It specifically tests
both forward and backward junps in received val ues that represent

| egitimate reordering.

00000000 00000000
00000000 30000000
00000000 90000000
00000000 70000000
00000000 a0000000
00000001 00000001
00000000 e0000000
00000001 00000000
00000001 7fffffff
00000001 00000000
00000001 50000000
00000001 80000000
00000001 00000001
00000001 40000000
00000001 90000000
00000001 b00O00000
00000002 Of ffffff
00000002 20000000
00000002 90000000
00000002 70000000
00000002 A0000000
00000003 00004000
00000002 DO0O0O0000O
00000003 20000000
00000003 90000000
00000003 70000000
00000003 A0000000
00000004 00004000
00000003 DO0O0O0000O

Security Considerations

Sequence nunbers and their extensions can be useful in a variety of
security contexts. Because the extension part (nost-significant
hal f) is determined by the previously exchanged sequence val ues
(least-significant half), the extension should not be considered as
addi ng entropy for the purposes of nessage authentication or
encrypti on.

I ANA Consi derations
Thi s document has no | ANA acti ons.
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