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I nt roducti on

A successful protocol [SUCCESS] needs to change in ways that allow it
to continue to fulfill the changing needs of its users. New use
cases, conditions, and constraints on the deploynent of a protoco
can render a protocol that does not change obsol ete.

Usage patterns and requirenents for a protocol shift over tine. In
response, inplenentations mght adjust usage patterns within the
constraints of the protocol, the protocol could be extended, or a
repl acenent protocol might be devel oped. Experience with Internet-
scal e protocol deploynment shows that each option cones with different
costs. [TRANSI TI ONS] exami nes the problem of protocol evolution nore
broadly.

An extension point is a nechanismthat allows a protocol to be
changed or enhanced. This docunent exam nes the specific conditions
that determ ne whether protocol naintainers have the ability to
desi gn and depl oy new or nodified protocols via their specified
extension points. Section 2 highlights sonme historical exanples of
difficulties in transitions to new protocol features. Section 3
argues that ossified protocols are nore difficult to update and
descri bes how successful protocols nake frequent use of new

ext ensi ons and code points. Section 4 outlines several additiona
strategies that might aid in ensuring that protocol changes renain
possi bl e over tine.

The experience that infornms this docunent is predom nantly at

"hi gher" | ayers of the network stack, in protocols with [imted
nunbers of participants. Though simlar issues are present in many
protocol s that operate at scale, the trade-offs involved with
appl yi ng sone of the suggested techni ques can be nore conpl ex when
there are many participants, such as at the network layer or in
routing systens.

I nperfect Inplenentations Limt Protocol Evol ution

It can be extrenely difficult to deploy a change to a protocol if

i npl ementations with which the new depl oynent needs to interoperate
do not operate predictably. Variation in how new code points or
extensions are handl ed can be the result of bugs in inplenmentation or
specifications. Unpredictability can nanifest as errors, crashes,
timeouts, abrupt termination of sessions, or disappearances of
endpoi nt s.

The risk of interoperability problens can in turn make it infeasible
to deploy certain protocol changes. |f deploying a new code point or
ext ensi on nmakes an inplenentation less reliable than others, even if
only inrare cases, it is far less likely that inplenentations wll
adopt the change.



Depl oyi ng a change to a protocol could require inplenentations to fix
a substantial proportion of the bugs that the change exposes. This
can involve a difficult process that includes identifying the cause
of these errors, finding the responsible inplenentation(s),
coordinating a bug fix and rel ease plan, contacting users and/or the
operator of affected services, and waiting for the fix to be

depl oyed.

G ven the effort involved in fixing problens, the existence of these
sorts of bugs can outright prevent the deploynent of sone types of
prot ocol changes, especially for protocols involving multiple parties
or that are considered critical infrastructure (e.g., |IP, BGP, DNS,
or TLS). It could even be necessary to conme up with a new protoco
design that uses a different method to achieve the sane result.

Thi s docunent only addresses cases where extensions are not

deli berately bl ocked. Sone depl oynents or inplenentations apply
policies that explicitly prohibit the use of unknown capabilities.
This is especially true of functions that seek to make security
guarantees, like firewalls.

The set of interoperable features in a protocol is often the subset
of its features that have sonme value to those inplenmenting and

depl oying the protocol. It is not always the case that future
extensibility is in that set.

.1. Good Protocol Design Is Not Itself Sufficient

It is often argued that the careful design of a protocol extension
poi nt or version-negotiation capability is critical to the freedom
that it ultimately offers.

RFC 6709 [ EXTENSI BI LI TY] contains a great deal of well-considered
advice on designing for extensions. It includes the follow ng
advi ce:

| This neans that, to be useful, a protocol version-negotiation

| mechani sm shoul d be sinple enough that it can reasonably be

| assunmed that all the inplenenters of the first protocol version at
| least managed to inplenment the version-negotiation mechani sm

| correctly.

There are a nunber of protocols for which this has proven to be
insufficient in practice. These protocols have inperfect

i npl ementations of these nechanisns. Mechanisns that aren’t used are
the ones that fail nbst often. The sane paragraph from RFC 6709
acknow edges the existence of this problembut does not offer any
remedy:

| The nature of protocol version-negotiation nmechanisns is that, by
| definition, they don't get w despread real-world testing unti

| *after* the base protocol has been deployed for a while, and its
| deficiencies have becone evident.

I ndeed, basic interoperability is considered critical early in the
depl oynent of a protocol. A desire to deploy can result in early
focus on a reduced feature set, which could result in deferring

i npl ement ati on of version-negotiati on and extensi on nechani sns. This
| eads to these nechanisns being particularly affected by this
probl em

.2. Disuse Can Hi de Probl ens
There are many exanpl es of extension points in protocols that have

been either conpletely unused or their use was so infrequent that
they could no I onger be relied upon to function correctly.



Appendi x A includes exanples of disuse in a nunber of w dely depl oyed
I nternet protocols.

Even where extension points have multiple valid values, if the set of
permitted val ues does not change over time, there is still a risk
that new values are not tolerated by existing inplementations. |If
the set of values for a particular field of a protocol or the order
in which these val ues appear remains fixed over a |long period, sone

i npl ementations might not correctly handle a new value when it is

i ntroduced. For exanple, inplenmentations of TLS broke when new

val ues of the signature_al gorithns extension were introduced.

2.3. Milti-party Interactions and M ddl eboxes

One of the key challenges in deploying new features is ensuring
conmpatibility with all actors that could be involved in the protocol
Even the nost superficially sinple protocols can often involve nore
actors than is i mMmedi atel y apparent.

The design of extension points needs to consider what actions
m ddl eboxes m ght take in response to a protocol change as well as
the effect those actions could have on the operation of the protocol

Depl oyments of protocol extensions also need to consider the inpact
of the changes on entities beyond protocol participants and

m ddl eboxes. Protocol changes can affect the behavior of
applications or systens that don't directly interact with the
protocol, such as when a protocol change nodifies the formatti ng of
data delivered to an application.

3. Active Use

The design of a protocol for extensibility and eventual replacenent

[ EXTENSI BI LI TY] does not guarantee the ability to exercise those
options. The set of features that enable future evolution need to be
interoperable in the first inplenmentations and depl oynents of the
protocol. [Inplenentation of nechani sns that support evolution is
necessary to ensure that they renain avail able for new uses, and

hi story has shown this occurs al nost exclusively through active
mechani sm use

Only by using the extension capabilities of a protocol is the
availability of that capability assured. "Using" here includes

speci fying, inplenenting, and depl oying capabilities that rely on the
extension capability. Protocols that fail to use a nmechanism or a
protocol that only rarely uses a nechanism could |lead to that
mechani sm bei ng unreliable.

I npl enentations that routinely see new values are nore likely to
correctly handl e new values. Mre frequent changes will inprove the
I'i kelihood that incorrect handling or intolerance is discovered and
rectified. The longer an intolerant inplenentation is deployed, the
more difficult it is to correct.

Protocol s that routinely add new extensions and code points rarely
have troubl e addi ng additional ones especially when the handling of
new versi ons or extensions are well defined. The definition of
mechani sms alone is insufficient; it is the assured inplenmentation
and active use of those nmechani sns that determnes their
availability.

What constitutes "active use" can depend greatly on the environnent
in which a protocol is deployed. The frequency of changes necessary
to saf eguard some mechani sms m ght be sl ow enough to attract
ossification in another protocol deploynment, while being excessive in



3.

3.

ot hers.
1. Dependency |Is Better

The easiest way to guarantee that a protocol mechanismis used is to
make the handling of it critical to an endpoint participating in that
protocol. This means that inplenmentations nust rely on both the

exi stence of extension nechanisns and their continued, repeated
expansi on over tine.

For exanple, the nmessage format in SMIP relies on header fields for
most of its functions, including the nost basic delivery functions.

A depl oynent of SMIP cannot avoid including an inplenentation of
header field handling. 1In addition to this, the regularity with

whi ch new header fields are defined and used ensures that depl oynents
frequently encounter header fields that they do not yet (and may
never) understand. An SMIP inplenmentation therefore needs to be able
to both process header fields that it understands and ignore those
that it does not.

In this way, inplenenting the extensibility nechanismis not nerely

mandat ed by the specification, it is crucial to the functioning of a
protocol deploynent. Should an inplenmentation fail to correctly

i mpl ement the mechanism that failure would quickly becone apparent.

Caution is advised to avoid assum ng that building a dependency on an
extension nechanismis sufficient to ensure availability of that
mechanismin the long term |If the set of possible uses is narrowy
constrai ned and depl oynents do not change over tinme, inplenentations
m ght not see new variations or assune a narrower interpretation of
what is possible. Those inplementations mght still exhibit errors
when presented with new vari ations.

2. Version Negotiation

As noted in Section 2.1, protocols that provide version-negotiation
mechani sms mi ght not be able to test that feature until a new version
is deployed. One relatively successful design approach has been to
use the protocol selection nmechanisns built into a | ower-I|ayer
protocol to select the protocol. This could allow a version-

negoti ati on nechanismto benefit fromactive use of the extension
poi nt by ot her protocols.

For instance, all published versions of | P contain a version nunber
as the four high bits of the first header byte. However, version
sel ection using this field proved to be unsuccessful. Utinmately,
successful depl oynent of |1Pv6 over Ethernet [RFC2464] required a
different EtherType fromIPv4. This change took advantage of the
al ready di verse usage of EtherType

O her exanples of this style of design include Application-Layer
Prot ocol Negotiation ([ALPN]) and HTTP content negoti ation
(Section 12 of [HITPF]).

This technique relies on the code point being usable. For instance,
the I P protocol nunmber is known to be unreliable and therefore not
sui tabl e [ NEW PROTOCOLS] .

3.3. Falsifying Active Use

"Grease" was originally defined for TLS [ GREASE] but has been adopted
by other protocols such as QUC [QUC]. Gease identifies |ack of
use as an issue (protocol mechanisns "rusting" shut) and proposes
reserving values for extensions that have no semantic val ue attached.

The design in [GREASE] is aimed at the style of negotiation nost used



in TLS, where one endpoint offers a set of options and the other
chooses the one that it nost prefers fromthose that it supports. An
endpoi nt that uses grease randomly offers options, usually just one,
froma set of reserved values. These values are guaranteed to never
be assigned real neaning, so its peer will never have cause to

genui nely sel ect one of these val ues.

More generally, greasing is used to refer to any attenpt to exercise
ext ensi on points w thout changi ng endpoi nt behavior other than to
encourage participants to tolerate new or varying val ues of protoco
el ement s.

The principle that grease operates on is that an inplementation that
is regularly exposed to unknown values is less likely to be

i ntol erant of new val ues when they appear. This depends |argely on
the assunption that the difficulty of inplementing the extension
mechani smcorrectly is as easy or easier than inplenenting code to
identify and filter out reserved values. Reserving random or
unevenly distributed values for this purpose is thought to further
di scourage special treatnent.

Wt hout reserved greasing code points, an inplenentation can use code
points from spaces used for private or experinmental use if such a

range exists. In addition to the risk of triggering participation in
an unwant ed experinment, this can be less effective. Incorrect
i npl ementations mght still be able to identify these code points and

i gnore them

In addition to advertising bogus capabilities, an endpoint mght also
sel ectively disable noncritical protocol elements to test the ability
of peers to handl e the absence of certain capabilities.

This style of defensive design is limted because it is only
superficial. As greasing only nmimcs active use of an extension
point, it only exercises a snmall part of the mechani snms that support
extensibility. Mre critically, it does not easily translate to al
forns of extension points. For instance, highest nutually supported
versi on (HVBV) negotiation cannot be greased in this fashion. O her
techni ques mi ght be necessary for protocols that don’t rely on the
particul ar style of exchange that is predominant in TLS

Grease is deployed with the intent of quickly revealing errors in

i mpl ementing the nechanisns it safeguards. Though it has been
effective at revealing problens in sone cases with TLS, the efficacy
of greasing isn't proven nore generally. \Were inplenentations are
able to tolerate a non-zero error rate in their operation, greasing
offers a potential option for safeguarding future extensibility.
However, this relies on there being a sufficient proportion of
participants that are willing to invest the effort and tolerate the
risk of interoperability failures.

3.4. Exanples of Active Use

Header fields in email [SMIP], HTTP [HTTP], and SIP [SIP] all derive
fromthe sane basic design, which amounts to a |list of nane/val ue
pairs. There is no evidence of significant barriers to depl oying
header fields with new names and senmantics in email and HITP as
clients and servers generally ignore headers they do not understand
or need. The wi despread depl oynent of SIP back-to-back user agents
(B2BUAs), which generally do not ignore unknown fields, neans that
new SI P header fields do not reliably reach peers. This does not
necessarily cause interoperability issues in SIP but rather causes
features to remain unavail able until the B2BUA is updated. All three
protocols are still able to deploy new features reliably, but SIP
features are deployed nore slowy due to the | arger nunber of active
participants that need to support new features.



As anot her exanple, the attribute-value pairs (AVPs) in D aneter

[ DI AMETER] are fundanmental to the design of the protocol. Any use of
D ameter requires exercising the ability to add new AVPs. This is
routinely done without fear that the new feature night not be
successful |y depl oyed.

These exanpl es show extension points that are heavily used are al so
being relatively unaffected by depl oynent issues preventing addition
of new val ues for new use cases.

These exanpl es show that a good design is not required for success.
On the contrary, success is often despite shortconmings in the design
For instance, the shortcom ngs of HITP header fields are significant
enough that there are ongoing efforts to i nprove the syntax

[ HTTP- HEADERS] .

3.5. Restoring Active Use
Wth enough effort, active use can be used to restore capabilities.

Ext ensi on Mechani sns for DNS ([ EDNS]) was defined to provide
extensibility in DNS. Intolerance of the extension in DNS servers
resulted in a fallback nethod being w dely depl oyed (see

Section 6.2.2 of [EDNS]). This fallback resulted in EDNS bei ng

di sabled for affected servers. Over tine, greater support for EDNS
and increased reliance on it for different features notivated a flag
day [ DNSFLAGDAY] where the workaround was renoved

The EDNS exanpl e shows that effort can be used to restore
capabilities. This is in part because EDNS was actively used with
nost resol vers and servers. It was therefore possible to force a
change to ensure that extension capabilities would always be
avai l abl e. However, this required an enornous coordi nation effort.
A smal |l nunber of inconpatible servers and the nanmes they serve al so
becane inaccessible to nost clients.

4. Conpl enentary Techni ques

The protections to protocol evolution that cone from active use
(Section 3) can be inproved through the use of other defensive
techni ques. The techniques listed here m ght not prevent
ossification on their own, but they can nake active use nore

ef fective.

4.1. Fewer Extension Points

A successful protocol will include many potential types of
extensions. Designing nmultiple types of extension nmechani sms, each
suited to a specific purpose, night |eave sone extension points |ess
heavily used than others.

D suse of a specialized extension point mght render it unusable. In
contrast, having a smaller number of extension points with w de
applicability could inprove the use of those extension points. Use
of a shared extension point for any purpose can protect rarer or nore
speci al i zed uses.

Bot h extensi ons and core protocol elenments use the same extension
points in protocols |ike HTTP [HTTP] and DI AMETER [ DI AVETER]; see
Section 3.4.

4.2. Invariants

Docurnenti ng aspects of the protocol that cannot or will not change as
extensi ons or new versions are added can be a useful exercise.



Section 2.2 of [RFC5704] defines invariants as:

| Invariants are core properties that are consistent across the
| network and do not change over extrenely |ong tinme-scales.

Under st andi ng what aspects of a protocol are invariant can hel p guide
the process of identifying those parts of the protocol that m ght
change. [QUI G-I NVARI ANTS] and Section 9.3 of [TLS13] are both
exanpl es of docunented invariants.

As a nmeans of protecting extensibility, a declaration of protocol
invariants is useful only to the extent that protocol participants

are willing to allow new uses for the protocol. A protocol that
decl ares protocol invariants relies on inplenentations understandi ng
and respecting those invariants. |f active use is not possible for

all non-invariant parts of the protocol, greasing (Section 3.3) night
be used to inmprove the chance that invariants are respected.

Protocol invariants need to be clearly and concisely docunent ed.

I ncl udi ng exanpl es of aspects of the protocol that are not invariant,
such as Appendi x A of [QU C I NVARI ANTS], can be used to clarify

i ntent.

4.3. Limting Participation

Reduci ng the nunber of entities that can participate in a protocol or
limting the extent of participation can reduce the nunber of
entities that mght affect extensibility. Using TLS or other
cryptographic tools can therefore reduce the nunber of entities that
can influence whether new features are usabl e.

[ PATH- SI GNALS] al so recommends the use of encryption and integrity
protection to linmit participation. For exanple, encryption is used
by the QU C protocol [QUC] to limt the information that is

avail abl e to middl eboxes and integrity protection prevents
nmodi fi cati on.

4.4, Effective Feedback

Wiile not a direct neans of protecting extensibility mechani sns,
f eedback systems can be inportant to di scovering problens.

The visibility of errors is critical to the success of techniques
|ike grease (see Section 3.3). The grease design is nost effective
if a depl oynent has a neans of detecting and reporting errors.
Ignoring errors could allow problens to becone entrenched.

Feedback on errors is nore inportant during the devel opnent and early
depl oynent of a change. 1t mght also be helpful to disable
automatic error recovery nethods during devel opnent.

Aut omat ed feedback systens are inportant for automated systens, or
where error recovery is also automated. For instance, connection
failures with HITP alternative services [ALT-SVC] are not pernitted
to affect the outcone of transactions. An automated feedback system
for capturing failures in alternative services is therefore necessary
for failures to be detected.

How errors are gathered and reported will depend greatly on the
nature of the protocol deployment and the entity that receives the
report. For instance, end users, devel opers, and network operations
each have different requirenents for how error reports are created,
managed, and acted upon.

Aut omat ed delivery of error reports can be critical for rectifying
depl oynent errors as early as possible, as seen in [ DMARC] and



[ SMIP- TLS- REPORTI NG .
Security Considerations

Many of the problens identified in this docunent are not the result
of deliberate actions by an adversary but nore the result of

m st akes, decisions nade wi thout sufficient context, or sinple
neglect, i.e., problens therefore not the result of opposition by an
adversary. In response, the recomended neasures generally assune
that other protocol participants will not take deliberate action to
prevent protocol evol ution.

The use of cryptographic techniques to exclude potential participants
is the only strong neasure that the docunent recommends. However,
aut hori zed protocol peers are npst often responsible for the

i dentified problens, which can nean that cryptography is insufficient
to exclude them

The ability to design, inplement, and depl oy new protocol nechanisns
can be critical to security. In particular, it is inportant to be
abl e to replace cryptographic algorithns over tine [AGLITY]. For
exanmpl e, preparing for the replacenent of weak hash al gorithnms was
made nore difficult through m suse [ HASH].
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Appendi x A.  Exanpl es

Thi s appendi x contains a brief study of problens in a range of
Internet protocols at different |ayers of the stack.

A 1. DNS

Cssified DNS code bases and systens resulted in new Resource Record
Codes (RRCodes) being unusable. A new code point would take years of
coordi nati on between inpl enentations and depl oynents before it could
be relied upon. Consequently, use of the TXT record was overl oaded
in order to avoid the effort and del ays involved in allocating new
code points; this approach was used in the Sender Policy Framework

[ SPF] and ot her protocols.

It was not until after the standard nechanismfor dealing with new
RRCodes [ RRTYPE] was consi dered w dely depl oyed that new RRCodes
could be safely created and used.

A 2. HITP

HTTP has a nunber of very effective extension points in addition to
the af orementi oned header fields. It also has some exanpl es of
extension points that are so rarely used that it is possible that
they are not at all usable.

Extensi on points in HITP that might be unwi se to use include the
extension point on each chunk in the chunked transfer coding
(Section 7.1 of [HTTP11]), the ability to use transfer codi ngs other
than the chunked coding, and the range unit in a range request



A 3.

(Section 14 of [HITP]).
I P

The version field in | P was rendered usel ess when encapsul at ed over
Et hernet, requiring a new EtherType with | Pv6 [ RFC2464], due in part
to Layer 2 devices nmaking version-independent assunptions about the
structure of the |Pv4 header

Protocol identifiers or code points that are reserved for future use
can be especially problematic. Reserving values w thout attributing
semantics to their use can result in diverse or conflicting semantics
being attributed without any hope of interoperability. An exanple of
this is the 224/ 3 address space in |IPv4 that [RFC0O791] reserved

wi t hout assigning any senantics. [RFC1112] partially reclained that
reserved address space for use in multicast (224/4), but the
remai ni ng address space (240/4) has not been successfully reclai ned
for any purpose.

For protocols that can use negotiation to attribute semantics to
val ues, it is possible that unused code points can be reclained for
active use, though this requires that the negotiation include all
protocol participants. For sonething as fundanental as addressing,
negotiation is difficult or even inpossible, as all nodes on the
network path plus potential alternative paths would need to be

i nvol ved.

IP Router Alerts [RAv4][ RAv6] use | P options or extension headers to
indicate that data is intended for consunption by the next-hop router
rat her than the addressed destination. |In part, the depl oynent of
router alerts was unsuccessful due to the realities of processing IP
packets at line rates, conbined with bad assunptions in the protoco
desi gn about these perfornance constraints. However, this was not
excl usively down to design problens or bugs, as the capability was

al so deliberately bl ocked at sonme routers.

SNVP
As a counter exanple, the first version of the Sinple Network

Managenment Protocol (SNWMP) [SNWPvl1l] states that unparseabl e or
unaut henti cated nmessages are sinply discarded wi thout response:

| It then verifies the version nunber of the SNMP nessage. |If there
| is a msmtch, it discards the datagram and perforns no further
| actions.

When SNMWP versions 2, 2c, and 3 cane along, older agents did exactly
what the protocol specifies. Deploynment of new versions was |ikely
successful because the handling of newer versions was both clear and

si npl e.
TCP

Extension points in TCP [ TCP] have been rendered difficult to use
| argely due to m ddl ebox interactions; see [ EXT-TCP]

For instance, nmultipath TCP ([ MPTCP]) can only be depl oyed
opportuni stically; see [ MPTCP-HOMHARD]. Since MPTCP is a protoco
enhancenent that doesn’t inpair the connection if it is blocked,
network path intol erance of the extension only results in the

mul tipath functionality beconm ng unavail abl e.

In conparison, the deployment of TCP Fast Open ([TFQ) critically
depends on extension capability being w dely available. Though very
few network paths were intolerant of the extension in absolute termns,
TCP Fast Open could not be deployed as a result.



A 6. TLS

Transport Layer Security (TLS) [TLS12] provides exanpl es of where a
design that is objectively sound fails when incorrectly inplenented.
TLS provi des exanples of failures in protocol version negotiation and
extensibility.

Versi on negotiation in TLS 1.2 and earlier uses the "H ghest nmutually
supported version (HVSV)" schene exactly as it is described in

[ EXTENSIBILITY]. However, clients are unable to advertise a new
versi on wi thout causing a non-trivial proportion of sessions to fail
due to bugs in server and m ddl ebox i npl ementations.

Intolerance to new TLS versions is so severe [I NTOLERANCE] that TLS
1.3 [TLS13] abandoned HMBV version negotiation for a new mechani sm

The server name indication (SNI) [TLS-EXT] in TLS is another

excel l ent exanple of the failure of a well-designed extensibility
point. SN uses the sane technique for extensions that is used
successfully in other parts of the TLS protocol. The original design
of SNI anticipated the ability to include multiple nanes of different
types.

SNI was originally defined with just one type of nane: a domain nane.
No ot her type has ever been standardi zed, though several have been
proposed. Despite an ot herw se exenplary design, SNl is so

i nconsistently inplenented that any hope for using the extension
point it defines has been abandoned [SNI].
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