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I nt roduction

Thi s docunent defines a YANG data nodel that can be used to configure
and manage Bidirectional Forwardi ng Detection (BFD) [RFC5880]. BFD
is a network protocol that is used for |iveness detection of
arbitrary paths between systems. Some exanples of different types of
pat hs over which we have BFD are as fol |l ows:

1. Two systens directly connected via IP. This is known as BFD over
single-hop IP, a.k.a. BFD for |IPv4 and | Pv6 [ RFC5881].

2. Two systems connected via nultiple hops as described in
"Bi directional Forwarding Detection (BFD) for Miltihop Paths”
[ RFC5883] .

3. Two systens connected via MPLS Label Switched Paths (LSPs) as
described in "Bidirectional Forwarding Detection (BFD) for MPLS
Label Switched Paths (LSPs)" [RFC5884].

4. Two systens connected via a Link Aggregation Goup (LAG
interface as described in "Bidirectional Forwardi ng Detection
(BFD) on Link Aggregation Goup (LAG Interfaces" [RFC7130].

5. Two systems connected via pseudowires (PW). This is known as
Virtual Grcuit Connectivity Verification (VCCV), as described in
"Bi directional Forwarding Detection (BFD) for the Pseudowi re
Virtual Grcuit Connectivity Verification (VCCV)" [ RFC5885].
This scenario is not addressed in this document.

BFD typically does not operate on its own. Various contro



protocol s, also known as BFD clients, use the services provided by
BFD for their own operation, as described in "Generic Application of
Bi di rectional Forwarding Detection (BFD)" [RFC5882]. The obvious
candi dates that use BFD are those that do not have "hellos" to detect
failures, e.g., static routes, and routing protocols whose "hell os"
do not support sub-second failure detection, e.g., OSPF and IS-1S

The YANG nodul es in this docunent conformto the Network Managenent
Dat astore Architecture (NVDA) [RFC8342]. This neans that the data
nmodel s do not have separate top-level or sibling containers for
configuration data and operational state data.

.1. Tree Diagrans

Thi s docunent uses the graphical representation of data nodels, as
defined in [ RFC8340].

Desi gn of the Data Model

Since BFD is used for liveness detection of various forwarding paths,
there is no uniformkey to identify a BFD session, and so the BFD
data nodel is split into nmultiple YANG nodul es where each nodul e
corresponds to one type of forwarding path. For exanple, BFD for IP
single-hop is in one YANG nodul e, and BFD for MPLS is in another YANG
modul e.  The main difference between these nodules is how a BFD
session is uniquely identified, i.e., the key for the |ist containing
the BFD sessions for that forwarding path. To avoid duplication of
BFD definitions, we have common types and groupi ngs that are used by
all the nodul es.

A new control -plane protocol, "bfdvl", is defined, and a "bfd"
container is created under "control -plane-protocol" as specified in
"A YANG Data Model for Routing Managenent (NVDA Version)" [ RFC8349].
This new "bfd" container is augnented by the followi ng YANG nodul es
for their respective specific information:

1. The "ietf-bfd-ip-sh” nodule (Section 2.14) augnments "/routing/
control -pl ane-protocol s/ control -pl ane-protocol /bfd/" with the
"i p-sh" container for BFD sessions over |P single-hop

2. The "ietf-bfd-ip-mh" nodule (Section 2.15) augnments "/routing/
control - pl ane- protocol s/ control -pl ane-protocol /bfd/" with the
"i p-mh" container for BFD sessions over |IP nultihop

3. The "ietf-bfd-l1ag" nodule (Section 2.16) augnents "/routing/
control - pl ane- protocol s/ control -pl ane-protocol/bfd/" with the
"l ag" container for BFD sessions over a LAG

4. The "ietf-bfd-npls" nodule (Section 2.17) augnments "/routing/
control -pl ane-protocol s/ control -pl ane-protocol /bfd/" with the
"npl s" contai ner for BFD-over-MPLS LSPs.

BFD can operate in the follow ng contexts:
1. At the network device |evel

2. In logical network elements (LNEsS) as described in "YANG Mde
for Logical Network El ements" [RFC8530].

3. In network instances as described in "YANG Data Mdel for Network
I nst ances” [ RFC8529].

Wien used at the network device |level, the BFD YANG data nodel is
used "as is". Wen the BFD YANG data nodel is used in an LNE or
networ k i nstance, the BFD YANG data nodel augnents the nounted
routi ng nmodel for the LNE or network instance.
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1. Design of the Configuration Mde

The configuration nodel consists mainly of the parameters specified
in BFD [ RFC5880] -- for exanple, desired mininumtransmit interval,
required mnimumreceive interval, and detection nultiplier.

BFD clients are applications that use BFD for fast detection of
failures. Sone inplenentations have BFD session configuration under
the BFD clients -- for exanple, BFD session configuration under
routing applications such as OSPF, IS-1S, or BGP. O her

i mpl ement ati ons have BFD session configuration centralized under BFD
i.e., outside the multiple BFD clients.

The nmain BFD paraneters of interest to a BFD client are those rel ated
to the multiplier and interval (s), since those paranmeters inpact the
convergence tine of the BFD clients when a failure occurs. O her
paraneters, such as BFD authentication, are not specific to the
requirenents of the BFD client. Configuration of BFD for all clients
shoul d be centralized. However, this is a problemfor BFD clients
that auto-discover their peers. For exanple, |GPs do not have the
peer address configured; instead, the IGP is enabled on an interface,
and the | GP peers are auto-di scovered. So, for an operator to
configure BFD to an | GP peer, the operator would first have to
determ ne the peer addresses. And when a new peer is discovered, BFD
configuration would need to be added. To avoid this issue, we define
the grouping "client-cfg-parns” in Section 2.12 for BFD clients to
configure BFD: this allows BFD clients, such as the | GPs, to have
configuration (multiplier and intervals) for the BFD sessions they
need. For exanple, when a new | GP peer is discovered, the |IGP woul d
create a BFD session to the newy discovered peer; simlarly, when an
| GP peer goes away, the I GP would renove the BFD session to that

peer. The nmechani smfor how the BFD sessions are created and renoved
by the BFD clients is outside the scope of this docunment, but this
woul d typically be done by using an APl inplenented by the BFD nodul e
on the system |In the case of BFD clients that create BFD sessions
via their own configuration, authentication parameters (if required)
are still specified in BFD

1.1. Conmon BFD Configuration Paraneters
The basi c BFD configuration paraneters are as foll ows:

| ocal -mul tiplier
This is the detection tinme nultiplier as defined in BFD [ RFC5880].

desired-min-tx-interval
This is the Desired Mn TX Interval as defined in BFD [ RFC5880].

required-mn-rx-interva
This is the Required Mn RX Interval as defined in BFD [ RFC5880] .

Al t hough BFD [ RFC5880] allows for different values for transnmt and
receive intervals, some inplenmentations allow users to specify just
one interval that is used for both transmt and receive intervals, or
separate values for transmt and receive intervals. The BFD YANG
data nodel supports this: there is a choice between "mn-interval",
used for both transmt and receive intervals, and "desired-mn-tx-
interval" and "required-min-rx-interval". This is supported via the
"base- cfg-parns" grouping (Section 2.12), which is used by the YANG
modul es for the various forwardi ng paths.

For BFD aut hentication, we have the foll ow ng:

key-chain
This is a reference to "key-chain" as defined in "YANG Data Mde
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for Key Chains" [RFC8177]. The keys, cryptographic algorithns,
key lifetime, etc. are all defined in the "key-chain" nodel.

met i cul ous
Thi s enables a meticul ous node as per BFD [ RFC5880] .

1.2. Single-Hop IP

For single-hop IP, there is an augnent of the "bfd" data node, as
described in Section 2. The "ip-sh" node contains a list of IP

singl e-hop sessi ons where each session is uniquely identified by the
interface and destination address pair. W use the configuration
paraneters defined in Section 2.1.1. The "ip-sh”" node al so contains
a list of interfaces and is used to specify authentication paraneters
for BFD sessions that are created by BFD clients. See Section 2.1

[ RFC5880] and [ RFC5881] do not specify whether the Echo function
operates continuously or on demand. Therefore, the mechani smused to
start and stop the Echo function is inplementation specific and
shoul d be done by augnentation

1. Configuration. This is suitable for an Echo function that
operates continuously. An exanple is provided in Appendi x A

2. RPC. This is suitable for an Echo function that operates on
demand.

1.3. Miltihop IP

For multihop IP, there is an augment of the "bfd" data node, as
described in Section 2.

Because of multiple paths, there could be nultiple multihop IP
sessi ons between a source and a destination address. We identify
this set of sessions as a "session-group". The key for each
"session-group” consists of the foll ow ng:

Sour ce address
Address belonging to the | ocal systemas per "Bidirectiona
Forwardi ng Detection (BFD) for Miltihop Paths" [RFC5883].

Destinati on address
Address belonging to the renmbte system as per [RFC5883].

We use the configuration paraneters defined in Section 2.1.1
Thi s docunent al so provides the followi ng parameters

tx-ttl
TTL of outgoing BFD control packets.

rx-ttl
M ni num TTL of incomi ng BFD control packets.

1. 4. MPLS Label Swi tched Paths

Here, we address MPLS LSPs whose Forwardi ng Equi val ence O ass (FEC)

[ RFC3031] is an I P address. The "bfd" node (Section 2) is augnented
with "npls", which contains a list of sessions uniquely identified by
an | P prefix. Because of multiple paths, there could be multiple
MPLS sessions to an MPLS FEC. We identify this set of sessions as a
"sessi on-group".

Since these LSPs are unidirectional, there is no LSP configuration on
the egress node.
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The BFD paraneters for the egress node are added under "npls".

1.5. Link Aggregation G oups

2

3.

4.

Per "Bidirectional Forwarding Detection (BFD) on Link Aggregation

G oup (LAG Interfaces" [RFC7130], configuring BFD on a LAG consi sts
of having m cro-BFD sessions on each LAG menber |ink. Since the BFD
paraneters are an attribute of the LAG they should be under the LAG
However, there is no LAG YANG data nodel that we can augnent. So, a
"l ag" data node is added to the "bfd" node; see Section 2. The
configuration is per LAG we have a list of LAGs. The destination IP
address of the mcro-BFD sessions is configured per LAG and per
address famly (1Pv4 and |1Pv6).

Desi gn of the Operational State Model

The operational state nodel contains both the overall statistics for
the BFD sessions running on the device and the per-session
operational information

The overall statistics for the BFD sessions consist of the nunber of
BFD sessions, the nunber of BFD sessions that are up, etc. This
information is available globally (i.e., for all BFD sessions) under
the "bfd" node (Section 2) and al so per type of forwarding path.

For each BFD session, three main categories of operational state data
are shown.

1. The first category includes fundamental information regarding a
BFD session, such as the local discrimnator, the renote
discrimnator, and the ability to support Dermand node.

2. The second category includes BFD "session-running" information,
e.g., the renote BFD state and the di agnostic code received.
Anot her exanple is the actual transnmit interval between the
control packets, which may be different fromthe configured
desired minimumtransmt interval. Simlar exanples include the
actual receive interval between the control packets and the
actual transmt interval between the Echo packets.

3. The third category contains the detailed statistics for the
session, e.g., when the session transitioned up/down and how | ong
it has been in that state.

For sonme path types, there nmay be nore than one session on the
virtual path to the destination. For exanple, with I[P nultihop and
MPLS LSPs, there could be nultiple BFD sessions fromthe source to
the sane destination to test the various paths (ECWP) to the
destination. This is represented by having multiple "sessions" under
each "session-group".

Notifications

Thi s YANG data nodel defines notifications to informend users of

i mportant events detected during the protocol operation. The loca
discrimnator identifies the correspondi ng BFD session on the | oca
system and the renote discrimnator identifies the BFD session on
the renote system Notifications also give nore inportant details
about BFD sessions, e.g., new state, time in previous state, network
i nstance, and the reason that the BFD session state changed. The
notifications are defined for each type of forwardi ng path but use
groupi ngs for comon infornation

RPC Operations

None.
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BFD Top-Level Hierarchy
there is no

The operationa
for BFD

At the "bfd" node under "control-pl ane-protocol",
configuration data -- only operational state data.
state data consists of overall BFD session statistics, i.e.,
on all types of forwarding paths.

nmodul e: ietf-bfd
augnment /rt:routing/rt:control-plane-protocols
[rt:control-plane-protocol
+--rw bfd
+--r0 sunmary

+--ro0 nunber - of - sessi ons?

+--ro0 nunber - of - sessi ons-up?

+--ro0 nunber - of - sessi ons- down?

+--ro nunber - of - sessi ons- admi n- down?

yang: gauge32
yang: gauge32
yang: gauge32
yang: gauge32

BFD | P Singl e-Hop Hi erarchy

An "ip-sh" node is added under the "bfd" node in "control -plane-
protocol". The configuration data and operational state data for
each BFD I P single-hop session are under this "ip-sh" node.

modul e: ietf-bfd-ip-sh
augnent /rt:routing/rt:control-plane-protocols
/rt:control-pl ane- protocol / bfd: bfd:
+--rw ip-sh
+--r0 sunmmary
| +--ro numnber - of - sessi ons?
| +--ro nunber-of - sessi ons-up?
| +--ro nunber-of - sessi ons-down?
| +--ro nunber-of - sessi ons-adm n-down?
+--rw sessions
| +--rw session* [interface dest-addr]
+--rwinterface
+--rw dest - addr
+--rw sour ce-addr?

yang: gauge32
yang: gauge32
yang: gauge32
yang: gauge32

if:interface-ref
i net:ip-address
i net:ip-address

+--rw local-multiplier? mul tiplier
+--rw (interval -config-type)?
|  +--:(tx-rx-intervals)

| +--rw desired-mn-tx-interval ? ui nt 32

| +--rwrequired-mn-rx-interval ? ui nt 32

I

| rw req
| +--:(single-interval) {single-mnimminterval}?
I

+--rw mn-interval ? ui nt 32
+--rw demand- enabl ed? bool ean
| {demand- node} ?
+--rw adnm n- down? bool ean

+--rw aut henti cati on
| +--rw key-chain?
|  +--rw neticul ous?
+--ro0 path-type?
+--ro0 ip-encapsul ati on?
+--ro |l ocal -discrininator?
+--ro0 renpte-di scrimnator?
+--ro renpte-multiplier?
+--ro demand-capability?

| {demand- node} ?
+--ro source-port?

+--ro dest-port?

+--1r0 session-running

| +--ro session-index?

| +--ro local-state?

| +--ro renmpte-state?

| +--ro local-diagnostic?
I

bool ean

| i ana- bf d-types: di agnosti c

{aut henti cation}?
key- chai n: key- chai n-r ef

i dentityref
bool ean

di scri m nat or
di scri m nat or
mul tiplier
bool ean

i net: port-nunber
i net: port-nunber

ui nt 32
state
state
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+--ro renote-di agnosti c?

| i ana- bf d-t ypes: di aghosti c

+--ro renote-aut henti cated? bool ean

+--ro0 renpote-authentication-type?

| i ana- bf d-types: auth-type {authentication}?

+--ro detection-node? enuner ati on
+--r0 negotiated-tx-interval ? ui nt 32
+--1r0 negotiated-rx-interval? ui nt 32
+--ro detection-tinme? ui nt 32
+--ro echo-tx-interval -in-use? ui nt 32

{echo- node} ?

f—

I
I
I
I
I
I
I
I
I
I
I
I
| +--ro0 create-tine?
I
I
I
I
I
I
I
I
I
I
I

--ro session-statistics
| yang: dat e-and-ti ne
+--ro | ast-down-tinme?
| yang: dat e-and-ti ne
+--ro last-up-tinme?
| yang: dat e-and-ti ne
+--ro down-count ? yang: count er 32
+--ro0 adm n- down- count ? yang: count er 32
+--ro receive- packet-count ? yang: count er 64
+--ro0 send- packet - count ? yang: count er 64
+--ro0 receive-invalid-packet-count? yang: count er 64
+--ro send-fail ed-packet-count? yang: count er 64
+--rwinterfaces* [interface]
+--rwinterface if:interface-ref
+--rw aut hentication! {authentication}?
+--rw key- chai n? key- chai n: key- chai n-r ef

+--rw neticul ous? bool ean

notifications:
+---n singl ehop-notification

+--ro |l ocal -discr? di scri m nat or
+--ro renote-discr? di scri m nat or
+--1r0 new state? state
+--ro state-change-reason? i ana- bf d-types: di agnosti c
+--ro time-of-1ast-state-change? yang: dat e-and-ti ne
+--ro0 dest-addr? i net:ip-address
+--r0 source-addr? i net:ip-address
+--ro session-index? ui nt 32
+--ro path-type? i dentityref
+--ro interface? if:interface-ref
+--ro echo-enabl ed? bool ean
BFD | P Mul ti hop Hierarchy
An "ip-nmh" node is added under the "bfd" node in "control-plane-
protocol". The configuration data and operational state data for
each BFD I P nmulti hop session are under this "ip-nmh" node. 1In the

operational state nodel, we support nultiple BFD nultihop sessions
per renote address (ECVMP); the local discrimnator is used as the
key.

modul e: ietf-bfd-ip-nmh
augnment /rt:routing/rt:control-pl ane-protocols
[rt:control-pl ane- protocol / bf d: bf d:

+--rw ip-mh
+--ro summrary
| +--ro numnber - of -sessi ons? yang: gauge32
| +--ro nunber - of - sessi ons-up? yang: gauge32
| +--ro number - of - sessi ons- down? yang: gauge32

| +--ro nunber-of-sessions-adni n-down? yang: gauge32
+--rw sessi on- groups
+--rw sessi on- group* [source-addr dest-addr]
+--rw sour ce-addr i net:ip-address
+--rw dest - addr i net:ip-address



+- -
+- -

I
I
I
I
+- -
I
+- -
+- -

notifications:

rwlocal-multiplier? mul tiplier
rw (interval -config-type)?
+--:(tx-rx-intervals)

| +--rw desired-mn-tx-interval? ui nt 32

| +--rwrequired-mn-rx-interval? ui nt 32

+--:(single-interval) {single-mnimminterval}?

+--rw mn-interval ? ui nt 32
rw demand- enabl ed? bool ean
{denmand- node} ?
rw admi n- down? bool ean
rw aut henti cation! {authentication}?
+--rw key-chai n? key- chai n: key- chai n-r ef
+--rw neticul ous? bool ean
rwitx-ttl? bf d-t ypes: hops
rwrx-ttl bf d-t ypes: hops
ro sessions* []
+--ro path-type? i dentityref
+--ro0 ip-encapsul ati on? bool ean
+--ro | ocal -discrimnmnator? di scri m nat or
+--ro renote-discrimnator? di scri m nat or
+--ro renote-multiplier? mul tiplier
+--ro demand-capability? bool ean {demand- node}?
+--ro0 source-port? i net: port-nunber
+--ro dest-port? i net: port-nunber
+--1r0 session-running
| +--ro session-index? ui nt 32
| +--ro local-state? state
| +--ro renmpte-state? state
| +--ro local-diagnostic?
| i ana- bf d-types: di agnhosti c
| +--ro remote-diagnostic?
| i ana- bf d-types: di aghosti c
| +--ro renote-authenticated? bool ean
| +--ro renpte-authentication-type?
| ] i ana- bf d-types: auth-type {authentication}?
| +--ro detection-node? enumer ati on
| +--ro negotiated-tx-interval? ui nt 32
| +--ro negotiated-rx-interval? ui nt 32
| +--ro detection-tine? ui nt 32
| +--ro echo-tx-interval -in-use? ui nt 32
| {echo- node} ?
+--ro0 session-statistics

+--ro0 create-tine?

| yang: dat e-and-ti ne
+--ro | ast-down-tinme?

| yang: dat e-and-ti ne

+--ro last-up-tinme?
| yang: dat e-and-ti ne
+--ro down-count ?

| yang: count er 32

+--ro adm n-down- count ?

| yang: count er 32

+--1r0 receive-packet-count ?

| yang: count er 64

+--ro send- packet - count ?

| yang: count er 64

+--r0 receive-invalid-packet-count?

| yang: count er 64

+--ro send-fail ed-packet-count?
yang: count er 64

+---n multihop-notification

+--ro local -discr?
+--ro renote-discr?
+--ro new- st ate?

di scri m nat or
di scri m nat or
state



+--ro state-change-reason? i ana- bf d-types: di agnosti c
+--ro tinme-of-1ast-state-change? yang: date-and-ti ne

+--ro0 dest-addr? i net:ip-address
+--ro0 source-addr? i net:ip-address
+--ro0 session-index? ui nt 32

+--ro path-type? i dentityref

2.8. BFD-over-LAG Hierarchy

A "lag" node is added under the "bfd" node in "control-plane-
protocol". The configuration data and operational state data for
each BFD LAG session are under this "l ag" node.

nmodul e: ietf-bfd-Ilag
augnent /rt:routing/rt:control-plane-protocols
[rt:control-pl ane- protocol /bfd: bfd:
+-rw lag
+--rw mcro-bfd-ipv4-session-statistics
| +--ro summary

+--ro0 nunber - of - sessi ons? yang: gauge32
+--ro0 nunber - of - sessi ons-up? yang: gauge32
+--ro0 nunber - of - sessi ons- down? yang: gauge32

I
I
I
| +--ro nunber - of - sessi ons- admi n- down? yang: gauge32
+--rw mcro-bfd-ipv6-session-statistics
| +--ro summary
| +--r0 nunber - of - sessi ons? yang: gauge32
| +--ro0 nunber - of - sessi ons- up? yang: gauge32
| +--ro0 nunber - of - sessi ons- down? yang: gauge32
| +--ro nunber - of - sessi ons- admi n- down? yang: gauge32
+--rw sessions
+--rw session* [l ag-nane]
+--rw | ag- nane if:interface-ref
+--rw i pv4-dest - addr ?
| i net:ipv4-address
+--rw i pv6- dest - addr ?
| i net:ipv6-address
+--rw local-multiplier? mul tiplier
+--rw (interval -config-type)?
|  +--:(tx-rx-intervals)
| | +--rwdesired-mn-tx-interval? ui nt 32
| | +--rwrequired-mn-rx-interval? ui nt 32
| +--:(single-interval) {single-mninmminterval}?
I

+--rw mn-interval ? ui nt 32
+--rw demand- enabl ed? bool ean
| {denmand- node} ?
+--rw adni n- down? bool ean
+--rw aut hentication! {authentication}?
| +--rw key-chain? key- chai n: key- chai n-r ef
| +--rw neticul ous? bool ean
+--rw use-ipv4? bool ean
+--rw use-ipv6? bool ean
+--ro menber-1inks* [menber-Iink]
+--ro menber-1ink if:interface-ref
+--ro mcro-bfd-ipv4d
| +--ro path-type? identityref
| +--ro ip-encapsul ation? bool ean
| +--ro local-discrimnator? di scrim nator
| +--ro renpote-discrimnnator? di scrim nator
| +--ro remote-multiplier? mul tiplier
| +--ro demand-capability? bool ean
| {demand- node} ?
| +--ro source-port? i net: port-nunber
| +--ro dest-port? i net: port-nunber
| +--ro session-running
| | +--ro session-index? ui nt 32
I

| +--ro local-state? state



y -

y

+--T0
+--T0
I

+--T0
I

+--T0
+--T0

renote-state?
| ocal - di agnostic?
i ana- bf d-t ypes: di agnosti c
renot e- di agnostic?
i ana- bf d-types: di agnhosti c
r enot e- aut hent i cat ed?
renot e- aut henti cati on-type?
i ana- bf d-types: aut h-type
{aut hentication}?

state

bool ean

+--ro detection-node? enumer ation

+--r0 negotiated-tx-interval ? ui nt 32

+--r0 negotiated-rx-interval ? ui nt 32

+--ro0 detection-time? ui nt 32

+--ro echo-tx-interval-in-use? ui nt 32
{echo- node}?

ro session-statistics

+--ro create-tine?

| yang: dat e-and-ti ne

+--ro |l ast-down-time?

| yang: dat e-and-ti ne

+--ro last-up-tine?

| yang: dat e-and-ti ne

+--ro down-count ?

| yang: count er 32

+--ro adm n- down- count ?

| yang: count er 32

+--1r0 receive-packet-count?

| yang: count er 64

+--ro send- packet - count ?

| yang: count er 64

+--ro0 receive-invalid-packet-count?

| yang: count er 64

+--ro send-fail ed-packet-count?
yang: count er 64

m cro-bfd-i pv6é

ro path-type? i dentityref

ro i p-encapsul ati on? bool ean

ro local -discrimnator?

ro renote-discrinnator?

ro remote-nultiplier?

ro demand- capability?
{demand- node} ?

ro source-port?

ro dest-port?

ro session-running

+--r10
+--10
+-T10
+--10
I
+--10
I
+--10
+-r10
I
I

+--10
+--10
+--10

+-r10
+--10

sessi on-i ndex?
| ocal -state?
renote-state?
| ocal - di agnostic?
i ana- bf d-t ypes: di aghosti c
r enot e- di agnostic?
i ana- bf d-types: di agnhosti c
r enot e- aut henti cat ed?
renot e- aut henti cati on-type?
i ana- bf d-types: aut h-type
{aut hentication}?
det ecti on- nnde?
negoti ated-tx-interval ?
negoti ated-rx-interval ?
detection-tine?
echo-tx-interval -in-use?
{echo- node}?

ro session-statistics

+--r0

+--10

create-tinme?
yang: dat e-and-ti ne
| ast -down-ti nme?

di scri m nat or
di scri m nat or
mul tiplier
bool ean

i net: port-nunber
i net: port-nunber

ui nt 32
state
state

bool ean

enuner ati on
ui nt 32
ui nt 32
ui nt 32
ui nt 32



| yang: dat e-and-ti ne

+--ro last-up-tine?

| yang: date-and-ti ne

+--ro down-count ?

| yang: count er 32

+--ro adm n- down- count ?

| yang: count er 32

+--1r0 receive-packet-count?

| yang: count er 64

+--ro0 send- packet - count ?

| yang: count er 64

+--ro0 receive-invalid-packet-count?

| yang: count er 64

+--ro send-fail ed-packet-count?
yang: count er 64

notifications:
+---n lag-notification

+--ro | ocal -discr? di scri m nat or
+--ro renote-discr? di scri m nat or
+--1r0 new state? state

+--ro state-change-reason? i ana- bf d-types: di agnosti c
+--ro time-of-1ast-state-change? yang: dat e-and-ti ne
+--ro dest-addr? i net:ip-address
+--ro0 source-addr? i net:ip-address
+--ro session-index? ui nt 32

+--ro0 path-type? i dentityref

+--ro | ag- name? if:interface-ref
+--ro menber-1ink? if:interface-ref

2.9. BFD-over-MPLS-LSPs Hierarchy

An "npls" node is added under the "bfd" node in "control-plane-
protocol". The configuration is per MPLS FEC under this "npls" node.
In the operational state nodel, we support multiple BFD sessions per
MPLS FEC (ECWP); the local discrimnator is used as the key. The
"npl s" node can be used in a network device (top |level) or can be
mounted in an LNE or network instance.

nmodul e: ietf-bfd-npls
augrment /rt:routing/rt:control-pl ane-protocols
/rt:control-pl ane-protocol /bfd: bfd
+--rw npls
+--ro sumrary

| +--ro nunber-of -sessi ons? yang: gauge32
| +--ro nunber - of - sessi ons-up? yang: gauge32
| +--ro nunber - of - sessi ons- down? yang: gauge32

| +--ro number - of - sessi ons-adm n- down? yang: gauge32
+--rw egress

+--rw enabl ed? bool ean
+--rw local-multiplier? mul tiplier
+--rw (interval -config-type)?

|  +--:(tx-rx-intervals)

| | +--rwdesired-mn-tx-interval? ui nt 32

| | +--rwrequired-mn-rx-interval? ui nt 32

| +--:(single-interval) {single-mnimminterval}?
| +--rw mn-interval ? ui nt 32
+

--rw aut hentication! {authentication}?
+--rw key- chai n? key- chai n: key- chai n-r ef

+--rw neticul ous? bool ean

+--rw sessi on- groups

+--rw sessi on-group* [npls-fec]
+--rw npl s-fec inet:ip-prefix
+--rw local -multiplier? mul tiplier
+--rw (interval -config-type)?
| +--:(tx-rx-intervals)



+--rw desired-m n-tx-interval ?
+--rw required-mn-rx-interval ?

ui nt 32
ui nt 32

+--:(single-interval) {single-mninmminterval}?
+--rw mn-interval ? ui nt 32
--rw demand- enabl ed? bool ean
| {demand- node} ?
+--rw adm n- down? bool ean
+--rw aut hentication! {authentication}?
| +--rw key-chai n? key- chai n: key- chai n-r ef
| +--rw meticul ous? bool ean
+--ro0 sessions* []
+--ro path-type? i dentityref
+--ro0 i p-encapsul ati on? bool ean
+--ro |l ocal -di scrimnator? di scri m nat or
+--ro renote-discrimnator? di scri m nat or
+--ro remote-nultiplier? mul tiplier
+--ro demand-capability? bool ean {demand- node}?
+--ro0 source-port? i net: port-nunber
+--ro0 dest-port? i net: port-nunber
+--r0 session-running
| +--ro session-index? ui nt 32
| +--ro local-state? state
| +--ro renpte-state? state
| +--ro local-diagnostic?
| i ana- bf d-types: di agnosti c
| +--ro renote-diagnostic?
| i ana- bf d-t ypes: di agnhosti c
| +--ro renote-authenticated? bool ean
| +--ro rempote-authentication-type?
| i ana- bf d-types: auth-type {authentication}?
| +--ro detection-node? enumer ati on
| +--ro negotiated-tx-interval? ui nt 32
| +--ro negotiated-rx-interval? ui nt 32
| +--ro detection-tine? ui nt 32
| +--ro echo-tx-interval -in-use? ui nt 32
| {echo- node} ?
+--ro0 session-statistics

+--ro create-tine?

| yang: date-and-ti ne
+--ro |l ast-down-tinme?

| yang: dat e-and-ti ne

+--ro last-up-time?
| yang: dat e-and-ti ne
+--ro down- count ?

I
I
I
I
I
I
I
| yang: count er 32
| +--ro adm n-down-count ?
| ] yang: count er 32
| +--ro receive-packet-count?
| yang: count er 64
| +--ro send-packet-count?
| yang: count er 64
| +--ro receive-invalid-packet-count?
| ] yang: count er 64
| +--ro send-fail ed-packet-count?
| yang: count er 64
+--ro0 npl s-dest -address? i net:ip-address
notifications:
+---n npl s-notification
+--ro local -discr?
+--ro rempte-discr?
+--ro newstate?
+--ro state-change-reason?
+--ro time-of-|ast-state-change?
+--ro dest-addr?
+--ro0 source-addr?

di scri m nator

di scrim nat or

state

i ana- bf d-types: di agnosti c
yang: date-and-ti ne

i net:ip-address

i net:ip-address



+--ro0 session-index? ui nt 32
+--ro0 path-type? identityref
+--ro0 npl s-dest -address? i net:ip-address

2.10. Interaction with O her YANG Mdul es

"Generic YANG Data Mddel for the Managenent of Operati ons,

Adm ni stration, and Mai ntenance (OAM Protocols That Use
Connecti onl ess Communi cati ons" [ RFC8532] describes how the Layer-
I ndependent OAM Managenent in the Multi-Layer Environnment (LIME)
connecti onl ess OAM nodel coul d be extended to support BFD

Al so, the operation of the BFD data nodel depends on configuration
paraneters that are defined in other YANG nodul es.

2.10.1. "ietf-interfaces" Mdul e

The foll owi ng bool ean configuration is defined in "A YANG Data Mbdel
for Interface Managenent" [ RFC8343]:

lif:interfaces/if:interface/if:enabl ed
If this configuration is set to "false", no BFD packets can be
transmtted or received on that interface.

2.10.2. “ietf-ip" Mdule

The foll owi ng bool ean configuration is defined in "A YANG Data Mbdel
for I P Managenent" [RFC8344]:

[if:interfaces/if:interface/ip:ipv4/ip:enabled
If this configuration is set to "false", no BFD | Pv4 packets can
be transmitted or received on that interface.

lif:interfaces/if:interfacel/ip:ipval/ip:forwarding
If this configuration is set to "false", no BFD | Pv4 packets can
be transmitted or received on that interface.

[if:interfaces/if:interface/ip:ipv6/ip:enabled
If this configuration is set to "false", no BFD | Pv6 packets can
be transmitted or received on that interface.

[if:interfaces/if:interface/ip:ipv6/ip:forwarding
If this configuration is set to "false", no BFD | Pv6 packets can
be transmitted or received on that interface.

2.10.3. "ietf-npls" Mdule

The foll owi ng bool ean configuration is defined in "A YANG Data Mbdel
for MPLS Base" [RFCB8960]:

[rt:routing/npls:nmpls/nmpls:interfaces/npls:interface/

nmpl s: npl s- enabl ed
If this configuration is set to "false", no BFD MPLS packets can
be transmitted or received on that interface.

2.11. 1 ANA BFD YANG Modul e

Thi s YANG nodul e i nports definitions from[RFC5880]. It references
[ RFC5880] and [ RFC6428] .

<CODE BEG NS> file "iana-bfd-types@021-10-21. yang"
nmodul e i ana- bfd-types {
yang-version 1.1;
nanespace "urn:ietf:parans: xnl:ns:yang:iana- bfd-types";
prefix iana-bfd-types;



organi zati on
| ANA"
cont act
"Internet Assigned Nunmbers Authority

Postal : | CANN
12025 Waterfront Drive, Suite 300
Los Angel es, CA 90094- 2536
United States of America
Tel : +1 310 301 5800
<mai | t 0: i ana@ ana. or g>";
description
"This nodul e defines YANG data types for |ANA-registered
BFD par aneters

Thi s YANG nodul e is nmaintained by | ANA and reflects the
" BFD Di agnosti ¢ Codes’ and ' BFD Aut henti cation Types
registries.

Copyright (c) 2021 | ETF Trust and the persons identified as
authors of the code. All rights reserved.

Redi stri bution and use in source and binary forms, with or

wi t hout nodification, is permtted pursuant to, and subject to
the license ternms contained in, the Sinplified BSD Li cense set
forth in Section 4.c of the | ETF Trust’'s Legal Provisions

Rel ating to | ETF Docunents
(https://trustee.ietf.org/license-info).

This version of this YANG nodule is part of RFC 9127; see the
RFC itself for full legal notices.";
reference
"RFC 9127: YANG Data Mddel for Bidirectional Forwarding
Detection (BFD)";

revision 2021-10-21 {
description
"Initial revision.";
ref erence
"RFC 9127: YANG Data Mddel for Bidirectional Forwarding
Detection (BFD)";

}

/*
* Type definitions
*/

typedef diagnostic {
type enuneration {
enum none {
val ue 0;
description
"No Di agnostic.";
}

enum control -expiry {
val ue 1;
description
"Control Detection Tinme Expired.";
}

enum echo-failed {
val ue 2;
description
"Echo Function Failed.";
}

enum nei ghbor - down {
val ue 3;



description
"Nei ghbor Si gnal ed Sessi on Down.";
}

enum f orwar di ng-reset {
val ue 4;
description
"Forwardi ng Pl ane Reset.";

enum pat h-down {
val ue 5;
description
"Pat h Down.";
}
enum concat enat ed- pat h-down {
val ue 6;
description
"Concat enated Path Down.";
}
enum adm n- down {
val ue 7;
description
"Admi ni stratively Down.";
}
enum r ever se- concat enat ed- pat h- down {
val ue 8;
description
"Reverse Concatenated Path Down.";
}
enum mi s-connectivity-defect {
val ue 9;
description
"M s-connectivity defect.";
ref erence
"RFC 5880: Bidirectional Forwardi ng Detection (BFD)
RFC 6428: Proactive Connectivity Verification, Continuity
Check, and Rempte Defect Indication for the MPLS Transport
Profile";

}
}

description
"BFD di agnostic codes as defined in RFC 5880. Val ues are
mai ntained in the ' BFD Di agnostic Codes’ | ANA registry.
Range is 0 to 31.";
ref erence
"RFC 5880: Bidirectional Forwarding Detection (BFD)";
}

typedef auth-type {
type enuneration {
enum reserved {
val ue 0;
description
"Reserved.";
}
enum si npl e- password {
val ue 1;
description
"Si npl e Password. ";

}
enum keyed- md5 {
val ue 2;
description
"Keyed MD5.";
}
enum et i cul ous- keyed- nd5 {
val ue 3;



description
"Meticul ous Keyed MD5.";
}
enum keyed-shal {
val ue 4;
description
"Keyed SHAL.";
}
enum neti cul ous- keyed-shal {
val ue 5;
description
"Meticul ous Keyed SHA1.";

}
}
description
"BFD aut hentication type as defined in RFC 5880. Values are
mai ntai ned in the ' BFD Authentication Types’ |ANA registry.
Range is 0 to 255.";
reference
"RFC 5880: Bidirectional Forwarding Detection (BFD)";

}
}
<CCDE ENDS>
.12. BFD Types YANG Mdul e

Thi s YANG nodul e i nports typedefs from[RFC6991] and [ RFC8177]. It
al so inports definitions from|[RFC5880], [RFC5881], [RFC5883],

[ RFC5884], and [ RFC7130], as well as the "control -pl ane-protocol"
identity from][RFC38349].

<CODE BEG NS> file "ietf-bfd-types@021-10-21. yang"
nmodul e ietf-bfd-types {
yang-version 1.1;
nanespace "urn:ietf:paranms: xn:ns:yang:ietf-bfd-types";
prefix bfd-types;

i mport iana-bfd-types {
prefix iana-bfd-types;
ref erence
"RFC 9127: YANG Data Mddel for Bidirectional Forwarding
Detection (BFD)";
}
inmport ietf-inet-types {
prefix inet;
ref erence
"RFC 6991: Common YANG Data Types";

}
import ietf-yang-types {
prefi x yang;
ref erence
"RFC 6991: Common YANG Data Types";
}
inmport ietf-routing {
prefix rt;
ref erence
"RFC 8349: A YANG Data Model for Routing Managenent
(NVDA Version)";
}

import ietf-key-chain {
prefix key-chain;
ref erence
"RFC 8177: YANG Data Mddel for Key Chains";

}

organi zati on



"| ETF BFD Wor ki ng G oup”;

cont act
"WG Web: <https://datatracker.ietf.org/wy/ bfd/>
WG List: <nmailto:rtg-bfd@etf.org>

Edi t or: Reshad Rahman
<mai | t o: reshad@ahoo. conw

Edi t or: Li anshu Zheng
<mai | t 0: ver oni que_cheng@ot mai | . con

Edi t or: Mahesh Jet hanandani
<mai | t o: nj et hanandani @mai | . con®";
description
"This nodul e contains a collection of BFD specific YANG data type
definitions, as per RFC 5880, and al so groupi ngs that are comon
to other BFD YANG nodul es.

Copyright (c) 2021 I ETF Trust and the persons identified as
authors of the code. All rights reserved.

Redi stribution and use in source and binary forms, with or

wi thout nodification, is permitted pursuant to, and subject to
the license ternms contained in, the Sinplified BSD License set
forth in Section 4.c of the I ETF Trust’s Legal Provisions

Rel ating to | ETF Docunents
(https://trustee.ietf.org/license-info).

This version of this YANG nodule is part of RFC 9127; see the
RFC itself for full legal notices.";
ref erence
"RFC 5880: Bidirectional Forwardi ng Detection (BFD)
RFC 9127: YANG Data Mddel for Bidirectional Forwarding
Detection (BFD)";

revision 2021-10-21 {
description
"Initial revision.";
ref erence
"RFC 9127: YANG Data Mddel for Bidirectional Forwarding
Detection (BFD)";

}

/*
* Feature definitions
*/

feature single-mnimuminterval ({
description
"This feature indicates that the server supports configuration
of one mnimuminterval value that is used for both transnmit
and receive mnimumintervals.";

}

feature authentication {
description
"This feature indicates that the server supports BFD
aut hentication.";

reference
"RFC 5880: Bidirectional Forwarding Detection (BFD),
Section 6.7";

}

feature demand- node {
description
"This feature indicates that the server supports BFD Demand



nmode. ";

ref erence
"RFC 5880: Bidirectional Forwarding Detection (BFD),
Section 6.6";

}

feature echo-node {
description
"This feature indicates that the server supports BFD Echo

node. ";
reference
"RFC 5880: Bidirectional Forwarding Detection (BFD),
Section 6.4";
}
/*
* ldentity definitions
*/

identity bfdvl {
base rt:control -pl ane-protocol ;
description
"BFD protocol version 1.";
ref erence
"RFC 5880: Bidirectional Forwarding Detection (BFD)";

}

identity path-type {
description
"Base identity for the BFD path type. The path type indicates
the type of path on which BFD is running."”;

}

identity path-ip-sh {
base pat h-type;
description
"BFD on | P single-hop.";
ref erence
"RFC 5881: Bidirectional Forwardi ng Detection (BFD)
for IPv4 and I Pv6 (Single Hop)";

}

identity path-ip-nm {
base pat h-type;
description
"BFD on I P multihop paths.";
reference
"RFC 5883: Bidirectional Forwarding Detection (BFD) for
Mul ti hop Pat hs";

}

identity path-npls-te {
base pat h-type;
description
"BFD on MPLS Traffic Engineering.";
ref erence
"RFC 5884: Bidirectional Forwardi ng Detection (BFD)
for MPLS Label Switched Paths (LSPs)";

}

identity path-nmpls-1Isp {
base pat h-type;
description
"BFD on an MPLS Label Switched Path.";
reference
"RFC 5884: Bidirectional Forwardi ng Detection (BFD)



for MPLS Label Switched Paths (LSPs)";
}

identity path-lag {
base pat h-type;
description
"M cro-BFD on LAG nmenber |inks.";
ref erence
"RFC 7130: Bidirectional Forwarding Detection (BFD) on
Li nk Aggregation G oup (LAG Interfaces";

}

identity encap-type {
description
"Base identity for BFD encapsul ation type.";

}

identity encap-ip {
base encap-type;
description
"BFD with | P encapsul ation."

}

/*
* Type definitions
*/

typedef discrininator {
type uint32;
description
"BFD Di scrimnator as described in RFC 5880.";
ref erence
"RFC 5880: Bidirectional Forwarding Detection (BFD)";

}

typedef state {
type enuneration {
enum adm nDown {
val ue 0;
description
"’ adm nDown’ state.";
}
enum down {
val ue 1;
description
"' Down’ state.";

enuminit {
val ue 2;
description
"Init’ state.";

}
enum up {
val ue 3;
description
""Up' state.";
}

}

description
"BFD states as defined in RFC 5880.";

}

typedef multiplier {
type uint8 {
range "1..255";
}



description
"BFD nmul tiplier as described in RFC 5880.";

}

typedef hops {
type uint8 {
range "1..255";
}
description
"This corresponds to Time To Live for |Pv4 and corresponds to
the hop limt for I1Pv6.";

}

/*
* &roupi ngs
*/

groupi ng aut h-parns {
description
"Grouping for BFD authentication paraneters
(see Section 6.7 of RFC 5880).";
cont ai ner authentication {
i f-feature "authentication";
presence "Enabl es BFD aut hentication (see Section 6.7
of RFC 5880).";
description
"Paranmeters for BFD authentication.";

ref erence
"RFC 5880: Bidirectional Forwarding Detection (BFD),
Section 6.7";

| eaf key-chain {
type key-chai n: key-chai n-ref;
description
"Name of the 'key-chain' as per RFC 8177.";
}

| eaf meticul ous {
type bool ean;
description

"Enabl es a neticul ous nbde as per Section 6.7 of
RFC 5880.";
}
}
}

groupi ng base-cfg-parms {
description
"BFD groupi ng for base configuration parameters."”;
| eaf local-multiplier {
type multiplier;
default "3";
description
"Multiplier transnitted by the | ocal system?";
}

choi ce interval -config-type {
default "tx-rx-interval s";
description
"Two interval values or one value used for both transmt and
receive.";
case tx-rx-intervals {
| eaf desired-mn-tx-interval {
type uint32;
units "m croseconds";
default "1000000";
description
"Desired minimumtransmt interval of control packets.";



| eaf required-mn-rx-interval {
type uint32;
units "m croseconds”;
default "1000000";
description
"Required mninumreceive interval of control packets.";
}
}

case single-interval {
if-feature "single-mninuminterval";
| eaf min-interval {
type uint32;
units "m croseconds”;
default "1000000";
description
"Desired minimumtransnit interval and required
m ni mum recei ve interval of control packets.";

}
}
}
}

groupi ng client-cfg-parms {
description
"BFD grouping for configuration parameters
used by BFD clients, e.g., IGP or MPLS.";
| eaf enabl ed {
type bool ean;
default "false";
description
"I ndi cates whether BFD is enabled.";
}

uses base-cf g- parns;

}

groupi ng common- cf g- parms {
description
"BFD groupi ng for common configuration paraneters.”;
uses base-cf g- parns;
| eaf denand- enabl ed {
i f-feature "denand-node";
type bool ean;
default "fal se";
description
"To enabl e Demand node. ";
}

| eaf adm n-down {
type bool ean;
default "fal se";
description
"I ndi cates whether the BFD session is adm nistratively
down.";

}

uses aut h- par ms;

}

groupi ng all-session {
description
"BFD session operational information.";
| eaf path-type {
type identityref {
base pat h-type;

config fal se;
description
"BFD path type. This indicates the path type that BFD is



running on.";
}
| eaf ip-encapsul ation {
type bool ean;
config fal se;
description
"I ndi cat es whet her BFD encapsul ati on uses IP.";

| eaf | ocal-discrimnator {
type discrininator
config fal se;
description
"Local discrimnator.";
}
| eaf renote-discrinmnator {
type discrininator
config fal se;
description
"Renmote discrimnator."”;
}
| eaf renpte-multiplier {
type multiplier;
config fal se;
description
"Rermote multiplier.”;

| eaf denand-capability {
i f-feature "denand-node";
type bool ean;
config fal se;
description
"Local Denand node capability.";

}
| eaf source-port {
when "../ip-encapsulation = "true " {
description
"Source port valid only when IP encapsul ation is used.";
}

type inet: port-nunber;
config fal se;
description

"Source UDP port.";

| eaf dest-port {
when "../ip-encapsulation = "true " {
description
"Destination port valid only when | P encapsul ati on
is used.";
}
type inet:port-nunber;
config fal se;
description
"Destination UDP port.";
}

cont ai ner session-running {
config fal se;
description
"BFD ' session-running’ information.";
| eaf session-index {
type uint32;
description
"An index used to uniquely identify BFD sessions.";

| eaf | ocal-state {
type state;
description



"Local state.";
}
| eaf renpte-state {
type state;
description
"Renote state.";

| eaf | ocal-diagnostic {
type iana-bfd-types: di agnosti c;
description
"Local diagnostic.";
}

| eaf renote-diagnostic {
type iana-bfd-types: di agnosti c;
description
"Renot e diagnostic.";
}

| eaf renote-authenticated {
type bool ean;
description
"I ndi cates whether incom ng BFD control packets are
aut henti cated. ";
}
| eaf renote-authentication-type {
when "../renote-authenticated = "true’ " {
description
"Only valid when incom ng BFD control packets are
aut henti cated. ";

if-feature "authentication";
type iana-bfd-types: auth-type;
description
"Aut hentication type of incom ng BFD control packets."

| eaf detection-node {
type enuneration {
enum async-wi t h-echo {
val ue 1;
description
"Async with echo.";
}
enum async-wi t hout - echo {
val ue 2;
description
"Async without echo.";
}
enum demand-w t h- echo {
val ue 3;
description
"Demand with echo.";

enum demand- wi t hout - echo {
val ue 4;
description
"Demand w t hout echo.";

}
}

description
"Det ection node.";
}
| eaf negotiated-tx-interval ({
type uint32;
units "mcroseconds”;
description
"Negotiated transnit interval.";



| eaf negotiated-rx-interval ({
type uint32;
units "mcroseconds”;
description
"Negoti ated receive interval.";
}

| eaf detection-tine {
type uint32;
units "mcroseconds”;
description
"Detection tine.";

| eaf echo-tx-interval-in-use {
when "../../path-type = ’bfd-types:path-ip-sh " {
description
"Echo is supported for |IP single-hop only.";
}
if-feature "echo-node";
type uint32;
units "m croseconds";
description
"Echo transmt interval in use.";
}
}

cont ai ner session-statistics {
config fal se;
description
"BFD per-session statistics.";
| eaf create-time {
type yang: date-and-ti ne;
description
"Time and date when this session was created.";

| eaf | ast-down-tine {
type yang: date-and-ti ne;
description
"Time and date of the last time this session went down.";

| eaf last-up-tine {
type yang: date-and-ti ne;
description
"Time and date of the last tinme this session went up.";

| eaf down-count {
type yang: count er 32;
description
"The nunber of tines this session has transitioned to the
"down’ state.";

| eaf adm n-down-count {
type yang: count er 32;
description
"The nunber of tines this session has transitioned to the
"adm n-down’ state.";
}
| eaf receive-packet-count {
type yang: count er 64;
description
"Count of received packets in this session. This includes
valid and invalid received packets.";

| eaf send- packet-count {
type yang: count er 64;
description
"Count of sent packets in this session.";



| eaf receive-invalid-packet-count {
type yang: count er 64;
description
"Count of invalid received packets in this session.";

| eaf send-fail ed- packet-count {
type yang: count er 64;
description
"Count of packets that failed to be sent in this session.”;

}
}
}

groupi ng session-statistics-sunmary {
description
"Grouping for session statistics sunmary.";
contai ner summary {
config fal se;
description
"BFD session statistics summary.";
| eaf nunber-of -sessions {
type yang: gauge32;
description
"Nurmber of BFD sessions.";

| eaf nunber - of -sessions-up {
type yang: gauge32;
description
"Nurmber of BFD sessions currently in the 'Up' state
(as defined in RFC 5880).";

| eaf nunber - of - sessi ons-down {
type yang: gauge32;
description
"Number of BFD sessions currently in the 'Down’ or 'lInit’
state but not 'admi nDown’ (as defined in RFC 5880).";

| eaf nunber - of - sessi ons-adm n-down {
type yang: gauge32;
description

"Number of BFD sessions currently in the 'admi nDown’ state
(as defined in RFC 5880).";
}
}
}

groupi ng notification-parns {
description
"This group describes comopn paraneters that will be sent
as part of BFD notifications.";
| eaf | ocal-discr {
type discrininator
description
"BFD | ocal discrimnator.";
}

| eaf renote-discr {
type discrin nator
description
"BFD rempte di scrimnator.";
}

| eaf new state {
type state;
description
"Current BFD state.";

| eaf state-change-reason {



type iana-bfd-types: di agnosti c;
description
"Reason for the BFD state change.";

| eaf tine-of-I|ast-state-change {
type yang: date-and-ti ne;
description
"Cal endar time of the nbst recent previous state change.";

}
| eaf dest-addr ({
type inet:ip-address;
description
"BFD peer address.";
}

| eaf source-addr {
type inet:ip-address;
description
"BFD | ocal address.";
}

| eaf session-index {
type uint32;
description
"An index used to uniquely identify BFD sessions.";
}

| eaf path-type {
type identityref {
base pat h-type;
}
description
"BFD path type.";
}

}
}
<CCDE ENDS>

2.13. BFD Top-Level YANG Mdul e

Thi s YANG nodul e i nports and augnents "/routing/control -plane-
protocol s/ control -pl ane-protocol"” from |[RFC8349]. It also references
[ RFC5880] .

<CODE BEG@ NS> file "ietf-bfd@021-10-21. yang"
modul e ietf-bfd {
yang-version 1.1;
nanespace "urn:ietf:parans: xnm :ns:yang:ietf-bfd";
prefix bfd;

import ietf-bfd-types {
prefix bfd-types;
ref erence
"RFC 9127: YANG Data Mddel for Bidirectional Forwarding
Detection (BFD)";
}
inmport ietf-routing {
prefix rt;
ref erence
"RFC 8349: A YANG Data Model for Routing Managenent
(NVDA Version)";

}

organi zati on
"I ETF BFD Worki ng G oup";

cont act
"WG Web: <https://datatracker.ietf.org/wy/ bfd/>
WG List: <mailto:rtg-bfd@etf.org>



Edi t or: Reshad Rahman
<mai | t o: reshad@ahoo. conr

Edi t or: Li anshu Zheng
<mai | t 0: ver oni que_cheng@ot mai | . con»

Edi t or: Mahesh Jet hanandani
<mai | t 0: nj et hanandani @nai | . con®";
description
"This nodul e contains the YANG definition for BFD paraneters as
per RFC 5880.

Copyright (c) 2021 | ETF Trust and the persons identified as
authors of the code. All rights reserved.

Redi stribution and use in source and binary forms, with or

wi t hout nodification, is permitted pursuant to, and subject to
the license ternms contained in, the Sinplified BSD License set
forth in Section 4.c of the I ETF Trust’s Legal Provisions

Rel ating to | ETF Docunents
(https://trustee.ietf.org/license-info).

This version of this YANG nodule is part of RFC 9127; see the
RFC itself for full legal notices.";
ref erence
"RFC 5880: Bidirectional Forwarding Detection (BFD)
RFC 9127: YANG Data Mddel for Bidirectional Forwarding
Detection (BFD)";

revision 2021-10-21 {
description
"Initial revision.";
ref erence
"RFC 9127: YANG Data Mddel for Bidirectional Forwarding
Detection (BFD)";

}

augnent "/rt:routing/rt:control-plane-protocols/”
+ "rt:control -pl ane-protocol " {
when "derived-fromor-self(rt:type, 'bfd-types:bfdvl )" {
description
"This augnentation is only valid for a control-plane protoco
instance of BFD (type 'bfdvl).";
}
description
"BFD augnent ation.";
cont ai ner bfd {
description
"BFD t op-| evel container.";
uses bfd-types: session-statistics-sunmary;

}
}

}
<CODE ENDS>
2.14. BFD I P Single-Hop YANG Mdul e

Thi s YANG nodul e inports "interface-ref" from|[RFC8343] and typedefs
from[RFC6991]. It also inports and augnents "/routing/control -

pl ane- prot ocol s/ control - pl ane-protocol” from[RFC8349], and it

ref erences [ RFC5881].

<CODE BEG NS> file "ietf-bfd-ip-sh@021-10-21. yang"
modul e ietf-bfd-ip-sh {

yang-version 1.1;

nanmespace "urn:ietf:paranms: xnm :ns:yang:ietf-bfd-ip-sh”;



prefix bfd-ip-sh;

import ietf-bfd-types {
prefix bfd-types;
ref erence
"RFC 9127: YANG Data Mddel for Bidirectional Forwarding
Detection (BFD)";
}
inmport ietf-bfd {
prefix bfd;
ref erence
"RFC 9127: YANG Data Mddel for Bidirectional Forwarding
Detection (BFD)";
}
inmport ietf-interfaces {
prefix if;
ref erence
"RFC 8343: A YANG Data Mddel for Interface Managenent";
}
inmport ietf-inet-types {
prefix inet;
ref erence
"RFC 6991: Common YANG Data Types";
}
inmport ietf-routing {
prefix rt;
reference
"RFC 8349: A YANG Data Model for Routing Managenent
(NVDA Version)"

}

organi zati on
"I ETF BFD Wor ki ng Group”;

cont act
"W Web: <https://datatracker.ietf.org/wy/ bfd/>
WG List: <mailto:rtg-bfd@etf.org>

Edi t or: Reshad Rahman
<mai | t 0: reshad@ahoo. con®

Edi t or: Li anshu Zheng
<mai | t 0: ver oni que_cheng@ot mai | . con»

Edi t or: Mahesh Jet hanandani
<mai | t 0: nj et hanandani @nsi | . con®";
description
"Thi s nodul e contains the YANG definition for BFD I P singl e-hop
as per RFC 5881.

Copyright (c) 2021 | ETF Trust and the persons identified as
authors of the code. All rights reserved.

Redi stri bution and use in source and binary forms, with or

wi t hout nodification, is permtted pursuant to, and subject to
the license ternms contained in, the Sinplified BSD License set
forth in Section 4.c of the | ETF Trust’'s Legal Provisions

Rel ating to | ETF Docunents
(https://trustee.ietf.org/license-info).

This version of this YANG nodule is part of RFC 9127; see the
RFC itself for full legal notices.";
ref erence
"RFC 5881: Bidirectional Forwardi ng Detection (BFD)
for 1Pv4 and | Pv6 (Single Hop)
RFC 9127: YANG Data Mdel for Bidirectional Forwarding
Detection (BFD)";



revision 2021-10-21 {
description
"Initial revision.";
reference
"RFC 9127: YANG Data Mddel for Bidirectional Forwarding
Detection (BFD)";

}

/*
* Augnent s
*/

augnment "/rt:routing/rt:control-plane-protocols/”
+ "rt:control -pl ane-protocol / bfd: bfd" {
description
"BFD augnentation for |IP single-hop.";
container ip-sh {
description
"BFD I P single-hop top-level container.";
uses bfd-types: session-statistics-sunmary;
cont ai ner sessions {
description
"BFD | P single-hop sessions.";
list session {
key "interface dest-addr”;
description
"List of IP single-hop sessions.”;
| eaf interface {
type if:interface-ref;
description
"Interface on which the BFD session is running.";

}
| eaf dest-addr {
type inet:ip-address;
description
"I P address of the peer.";
}

| eaf source-addr {
type inet:ip-address;
description
"Local IP address.";

uses bfd-types: common- cf g- par ns;
uses bfd-types:all-session;
}
}

list interfaces {
key "interface";
description
"List of interfaces.";
| eaf interface {
type if:interface-ref;
description
"BFD information for this interface.";

uses bfd-types: aut h- parns;

}
}
}

/*
* Notifications
*/

notification singlehop-notification {



description
"Notification for BFD single-hop session state change. An
i nplementation nay rate-limt notifications, e.g., when a
session is continuously changing state.";
uses bfd-types:notification-parnmns;
| eaf interface {
type if:interface-ref;
description
"Interface to which this BFD session bel ongs.";
}

| eaf echo-enabl ed {
type bool ean;
description
"I ndi cat es whet her Echo was enabled for BFD.";
}

}
}
<CODE ENDS>

2.15. BFD IP Miultihop YANG Modul e

Thi s YANG nodul e i nports typedefs from[RFC6991]. It also inports
and augnents "/routing/control-plane-protocol s/control -pl ane-
protocol " from [RFC8349], and it references [ RFC5883].

<CODE BEG NS> file "ietf-bfd-ip-mh@021-10-21. yang"
nmodul e ietf-bfd-ip-mh {
yang-version 1.1;
namespace "urn:ietf:paramnms: xm :ns:yang:ietf-bfd-ip-nm";
prefix bfd-ip-nmh;

inmport ietf-bfd-types {
prefix bfd-types;
ref erence
"RFC 9127: YANG Data Mddel for Bidirectional Forwarding
Detection (BFD)";
}
inmport ietf-bfd {
prefix bfd;
ref erence
"RFC 9127: YANG Data Mddel for Bidirectional Forwarding
Detection (BFD)";
}
inmport ietf-inet-types {
prefix inet;
ref erence
"RFC 6991: Common YANG Data Types";
}
inmport ietf-routing {
prefix rt;
ref erence
"RFC 8349: A YANG Data Model for Routing Managenent
(NVDA Version)"

}

organi zati on
"I ETF BFD Wor ki ng Group”;

cont act
"W Web: <https://datatracker.ietf.org/wy/ bfd/ >
WG List: <mailto:rtg-bfd@etf. org>

Edi t or: Reshad Rahman
<mai | t o: reshad@ahoo. con®

Edi t or: Li anshu Zheng
<mai | t 0: ver oni que_cheng@ot mai | . con»



Edi t or: Mahesh Jet hanandani
<mai | t 0: nj et hanandani @nai | . con®";
description
"This nodul e contains the YANG definition for BFD I P mul ti hop
as per RFC 5883.

Copyright (c) 2021 | ETF Trust and the persons identified as
authors of the code. All rights reserved.

Redi stribution and use in source and binary forms, with or

wi t hout nodification, is permtted pursuant to, and subject to
the license ternms contained in, the Sinplified BSD License set
forth in Section 4.c of the | ETF Trust’'s Legal Provisions

Rel ating to | ETF Docunents
(https://trustee.ietf.org/license-info).

This version of this YANG nodule is part of RFC 9127; see the
RFC itself for full legal notices.";
reference
"RFC 5883: Bidirectional Forwarding Detection (BFD) for
Mul ti hop Pat hs
RFC 9127: YANG Data Mdel for Bidirectional Forwarding
Detection (BFD)";

revision 2021-10-21 {
description
"Initial revision.";
reference
"RFC 9127: YANG Data Mddel for Bidirectional Forwarding
Detection (BFD)";

}

/*
* Augnent s
*/

augnent "/rt:routing/rt:control-plane-protocols/”
+ "rt:control -pl ane-protocol / bfd: bfd" {
description
"BFD augnentation for |IP nultihop.";
container ip-mh {
description
"BFD I P mul ti hop top-Ilevel container.";
uses bfd-types: session-statistics-sunmary;
cont ai ner sessi on-groups {
description
"BFD I P rmul ti hop session groups.";
list session-group {
key "source-addr dest-addr”;
description
"Group of BFD IP nultihop sessions (for ECWP). A
group of sessions is between one source and one
destination. Each session has a different field
in the UDP/I P header for ECWP.";
| eaf source-addr {
type inet:ip-address;
description
"Local | P address.";
}

| eaf dest-addr ({
type inet:ip-address;
description
"I P address of the peer.";

uses bfd-types: common- cf g- par is;



leaf tx-ttl {
type bfd-types: hops;
default "255";
description
"Hop count of outgoing BFD control packets.";
}

leaf rx-ttl {
type bfd-types: hops;
mandat ory true;
description
"M ni mum al | oned hop count val ue for incom ng BFD
control packets. Control packets whose hop count is
| ower than this value are dropped.”;
}
l'ist sessions {
config fal se;
description
"The mul tiple BFD sessions between a source and a
destination.";
uses bfd-types:all-session;

/*
* Notifications
*/

notification multihop-notification {
description
"Notification for BFD nultihop session state change. An
inplementation nmay rate-limt notifications, e.g., when a
session is continuously changing state.";
uses bfd-types:notification-parnmns;

}
}
<CODE ENDS>

2.16. BFD-over-LAG YANG Modul e

Thi s YANG nodul e inports "interface-ref" from|[RFC8343] and typedefs
from[RFC6991]. It also inports and augnments "/routing/control -

pl ane- prot ocol s/ control - pl ane-protocol" from [ RFC38349].

Additionally, it references [ RFC7130].

<CODE BEG@ NS> file "ietf-bfd-1ag@021-10-21.yang"
modul e ietf-bfd-1ag {
yang-version 1.1;
nanespace "urn:ietf:parans:xm:ns:yang:ietf-bfd-lag";
prefix bfd-Iag;

import ietf-bfd-types {
prefix bfd-types;
ref erence
"RFC 9127: YANG Data Mddel for Bidirectional Forwarding
Detection (BFD)";
}
inmport ietf-bfd {
prefix bfd;
ref erence
"RFC 9127: YANG Data Mddel for Bidirectional Forwarding
Detection (BFD)";
}

inmport ietf-interfaces {



prefix if;
ref erence
"RFC 8343: A YANG Data Model for Interface Managenent";
}
inmport ietf-inet-types {
prefix inet;
ref erence
"RFC 6991: Common YANG Data Types";
}
inmport ietf-routing {
prefix rt;
reference
"RFC 8349: A YANG Data Model for Routing Managenent
(NVDA Version)";

}

organi zati on
"I ETF BFD Wor ki ng Group”;

cont act
"WG Web: <https://datatracker.ietf.org/wy/ bfd/>
WG List: <mailto:rtg-bfd@etf.org>

Edi t or: Reshad Rahman
<mai | t o: reshad@ahoo. conw

Edi t or: Li anshu Zheng
<mai | t 0: ver oni que_cheng@ot nai | . con»

Edi t or: Mahesh Jet hanandan
<mai | t 0: nj et hanandani @mai | . con®";
description
"This nodul e contains the YANG definition for BFD over-LAG
interfaces as per RFC 7130.

Copyright (c) 2021 | ETF Trust and the persons identified as
authors of the code. All rights reserved.

Redi stribution and use in source and binary forns, with or

wi thout nodification, is pernmitted pursuant to, and subject to
the license ternms contained in, the Sinplified BSD License set
forth in Section 4.c of the | ETF Trust’'s Legal Provisions

Rel ating to | ETF Docunents
(https://trustee.ietf.org/license-info).

This version of this YANG nodule is part of RFC 9127; see the
RFC itself for full legal notices.";
reference
"RFC 7130: Bidirectional Forwarding Detection (BFD) on
Li nk Aggregation Group (LAG Interfaces
RFC 9127: YANG Data Mbdel for Bidirectional Forwarding
Detection (BFD)";

revision 2021-10-21 {
description
"Initial revision.";
ref erence
"RFC 9127: YANG Data Mddel for Bidirectional Forwarding
Detection (BFD)";

}

/*
* Augnent s
*/

augrment "/rt:routing/rt:control-plane-protocols/”
+ "rt:control -pl ane-protocol / bf d: bf d" {



description
"BFD augnentation for a LAG";
container lag {
description
"BFD- over - LAG top-1evel container.";
cont ai ner mcro-bfd-ipv4-session-statistics {
description
"M cro-BFD | Pv4 session counters.";
uses bfd-types: session-statistics-sunmary;
}
contai ner micro-bfd-ipv6-session-statistics {
description
"M cro-BFD | Pv6 session counters.”;
uses bfd-types:session-statistics-sunmary;
}
cont ai ner sessions {
description
"BFD- over - LAG sessions.";
list session {
key "l ag- nane";
description
"Li st of BFD-over-LAG sessions.";
| eaf | ag-nane {
type if:interface-ref;
description
"Name of the LAG";

}

| eaf ipv4-dest-addr {
type inet:ipv4-address;
description

"I Pv4 address of the peer, for IPv4 mcro-BFD. ";

}
| eaf ipv6-dest-addr {

type inet:ipv6-address;
description

"I Pv6 address of the peer, for I Pv6 mcro-BFD.";

uses bfd-types: common- cf g- par ns;
| eaf use-ipv4d {
type bool ean;
description
"Using | Pv4 micro-BFD.";
}
| eaf use-ipv6 {
type bool ean;
description
"Using I Pv6 micro-BFD.";

l'ist menber-1links {
key "menber-1|ink";
config fal se;
description

"M cro-BFD over a LAG This represents one

menber |ink.";
| eaf menber-1ink {
type if:interface-ref;
description

"Menmber link on which micro-BFD is running.";

}

contai ner mcro-bfd-ipvéd {
when "../../use-ipvd = "true " {
description
"Needed only if IPv4 is used.";
}

description

"M cro-BFD | Pv4 session state on a nmenber

link.";



uses bfd-types:all-session;
}
contai ner mcro-bfd-ipv6 {
when "../../use-ipv6 = "true " {
description
"Needed only if IPv6 is used."”;
}

description
"M cro-BFD | Pv6 session state on a nenber link.";
uses bfd-types:all-session;

}
}
}
}

}
}
/*

* Notifications
*/

notification |lag-notification {
description
"Notification for BFD over-LAG session state change.
An inmplenentation may rate-limt notifications, e.g., when a
session is continuously changing state.”;
uses bfd-types:notification-parns;
| eaf | ag-nane {
type if:interface-ref;
description
"LAG interface nane.";
}

| eaf menber-1ink {
type if:interface-ref;
description
"Menmber link on which BFD is running.";
}

}
}
<CODE ENDS>
2.17. BFD- over - MPLS YANG Mbdul e

Thi s YANG nodul e i nports typedefs from[RFC6991]. It also inports
and augnments "/routing/control-plane-protocol s/control -pl ane-
protocol"” from|[RFC8349]. Additionally, it references [RFC5586] and
[ RFC5884] .

<CODE BEG NS> file "ietf-bfd-npl s@021-10-21. yang"
nmodul e ietf-bfd-nmpls {
yang-version 1.1;
nanespace "urn:ietf:parans: xn:ns:yang:ietf-Dbfd-npls";
prefix bfd-npls;

import ietf-bfd-types {
prefix bfd-types;
ref erence
"RFC 9127: YANG Data Mddel for Bidirectional Forwarding
Detection (BFD)";
}
inmport ietf-bfd {
prefix bfd;
ref erence
"RFC 9127: YANG Data Mddel for Bidirectional Forwarding
Detection (BFD)";



inmport ietf-inet-types {
prefix inet;
reference
"RFC 6991: Common YANG Data Types";
}
inmport ietf-routing {
prefix rt;
ref erence
"RFC 8349: A YANG Data Model for Routing Managenent
(NVDA Version)";

}

organi zati on
"I ETF BFD Worki ng G oup";

cont act
"WG Web: <https://datatracker.ietf.org/wy/ bfd/>
WG List: <mailto:rtg-bfd@etf.org>

Edi t or: Reshad Rahman
<mai | t o: reshad@ahoo. conr

Edi t or: Li anshu Zheng
<mai | t 0: ver oni que_cheng@ot mai | . con»

Edi t or: Mahesh Jet hanandani
<mai | t 0: nj et hanandani @mai | . con®";
description
"This nodul e contains the YANG definition for BFD paraneters for
MPLS LSPs as per RFC 5884.

Copyright (c) 2021 | ETF Trust and the persons identified as
authors of the code. All rights reserved.

Redi stribution and use in source and binary forms, with or

wi thout nodification, is permitted pursuant to, and subject to
the license ternms contained in, the Sinplified BSD Li cense set
forth in Section 4.c of the I ETF Trust’s Legal Provisions

Rel ating to | ETF Docunents
(https://trustee.ietf.org/license-info).

This version of this YANG nodule is part of RFC 9127; see the
RFC itself for full legal notices.";
ref erence
"RFC 5884: Bidirectional Forwardi ng Detection (BFD)
for MPLS Label Switched Paths (LSPs)
RFC 9127: YANG Data Mdel for Bidirectional Forwarding
Detection (BFD)";

revision 2021-10-21 {
description
"Initial revision.";
ref erence
"RFC 9127: YANG Data Mddel for Bidirectional Forwarding
Detection (BFD)";

}

/*
* ldentity definitions
*/

identity encap-gach {
base bfd-types: encap-type;
description
"BFD with G ACh encapsul ati on as per RFC 5586."
ref erence
"RFC 5586: MPLS Generic Associ ated Channel ";



}

identity encap-ip-gach {
base bfd-types: encap-type;
description

"BFD with I P and G ACh encapsul ati on as per RFC 5586."

}

/*
* &roupi ngs
*/

groupi ng encap-cfg {
description
"Configuration for BFD encapsul ation.";
| eaf encap {
type identityref {
base bfd-types: encap-type;

}
default "bfd-types:encap-ip";
description
"BFD encapsul ation.";
}

}

groupi ng npl s-dest -address {
description
"Destination address as per RFC 5884.";
ref erence

"RFC 5884: Bidirectional Forwardi ng Detection (BFD)

for MPLS Label Switched Paths (LSPs)";
| eaf npl s-dest-address {
type inet:ip-address;
config fal se;
description
"Destination address as per RFC 5884.
Needed if I P encapsulation is used.";

}
}

/*
* Augnent s
*/

augrment "/rt:routing/rt:control-plane-protocols/”
+ "rt:control -pl ane-protocol / bfd: bfd" {
description
"BFD augnentation for MPLS.";
contai ner nmpls {
description
"BFD MPLS top-|evel container.";
uses bfd-types: session-statistics-sunmary;
cont ai ner egress {
description
"Egress configuration.";
uses bfd-types:client-cfg-parns;
uses bfd-types: aut h- parns;
}
cont ai ner sessi on-groups {
description
" BFD- over - MPLS sessi on groups."”;
|ist session-group {
key "npls-fec";
description
"Group of BFD MPLS sessions (for ECWP)
sessions is for one FEC. Each session

A group of
has a different



field in the UDP/IP header for ECWP.";
| eaf nmpls-fec {
type inet:ip-prefix;
description
"MPLS FEC. ";

uses bfd-types: common- cf g- par s;
|ist sessions {
config fal se;
description
"The BFD sessions for an MPLS FEC. The | oca
discrimnator is unique for each session in the
group.";
uses bfd-types:all-session;
uses bfd-npls: npl s-dest - addr ess;

/*
* Notifications
*/

notification npls-notification {
description
"Notification for BFD over-MPLS FEC sessi on state change.
An inplementation may rate-limt notifications, e.g., when a
session is continuously changing state.”;
uses bfd-types:notification-parnmns;
| eaf npl s-dest-address {
type inet:ip-address;
description
"Destination address as per RFC 5884.
Needed if | P encapsulation is used.";
}
}

}
<CODE ENDS>
3. Data Mdel Exanples

This section presents sone sinple and illustrative exanples of howto
configure BFD

The exampl es are represented in XM [ WBC. REC- xm - 20081126] .
3.1. IP Single-Hop

The following is an exanple configuration for a BFD | P singl e-hop
session. The desired transnit interval and the required receive
interval are both set to 10 ns.

<?xm version="1.0" encodi ng="UTF-8"?>
<config xm ns="urn:ietf:parans: xm : ns: netconf: base: 1. 0" >
<interfaces xm ns="urn:ietf:parans: xn :ns:yang:ietf-interfaces">
<interface>
<nane>et h0</ nanme>
<type xmns:ianaift="urn:ietf:params:xm :ns:yang:iana-if-type">
i anai ft: et hernet Csmacd
</type>
</interface>
</interfaces>
<routing xm ns="urn:ietf:parans: xm :ns:yang:ietf-routing">
<control - pl ane- pr ot ocol s>



<control - pl ane- pr ot ocol >
<type xnml ns: bfd-types=
"urn:ietf:parans: xm:ns:yang:ietf-bfd-types">
bf d-types: bf dvl
</type>
<nane>narne: BFD</ nane>
<bfd xm ns="urn:ietf:parans: xm :ns:yang:ietf-bfd">
<i p-sh xm ns="urn:ietf:paranms: xm :ns:yang:ietf-bfd-ip-sh">
<sessi ons>
<sessi on>
<interface>ethO</interface>
<dest - addr >2001: db8: 0: 113: : 101</ dest - addr >
<desired-mn-tx-interval >
10000
</ desired-mn-tx-interval >
<requi red-ni n-rx-interval >
10000
</required-mn-rx-interval >
</ sessi on>
</ sessi ons>
</ip-sh>
</ bf d>
</ control - pl ane- prot ocol >
</ control - pl ane- prot ocol s>
</routing>
</ config>

3.2. IP Miltihop

The following is an exanple configuration for a BFD I P mul ti hop
session group. The desired transmt interval and the required
receive interval are both set to 150 ms.

<?xm version="1.0" encodi ng="UTF-8"?>
<config xm ns="urn:ietf:parans: xnm : ns: net conf: base: 1. 0" >
<routing xm ns="urn:ietf:params:xm :ns:yang:ietf-routing">
<control - pl ane- pr ot ocol s>
<control - pl ane- pr ot ocol >
<type xnl ns: bfd-types=
"urn:ietf:parans: xm:ns:yang:ietf-bfd-types">
bf d-types: bf dvil
</type>
<name>narme: BFD</ nane>
<bfd xm ns="urn:ietf:parans: xnm :ns:yang:ietf-bfd">
<i p-mh xm ns="urn:ietf:paranms: xm :ns:yang:ietf-bfd-ip-nmh">
<sessi on- gr oups>
<sessi on- gr oup>
<sour ce-addr>2001: db8: 0: 113: : 103</ sour ce- addr >
<dest - addr >2001: db8: 0: 114: : 100</ dest - addr >
<desired-m n-tx-interval >
150000
</ desired-nin-tx-interval >
<requi red-ni n-rx-interval >
150000
</required-mn-rx-interval >
<rx-ttl>240</rx-ttl>
</ sessi on- group>
</ sessi on- gr oups>
</ip-nmh>
</ bf d>
</ control - pl ane- prot ocol >
</ control - pl ane- prot ocol s>
</routing>
</ config>

3.3. LAG



The following is an exanple of BFD configuration for a LAG session
In this case, an interface named "Bundl e- Et her1" of interface type
"i eee8023adLag" has a desired transmt interval and required receive
interval set to 10 ns.

<?xm version="1. 0" encodi ng="UTF-8"?>
<config xm ns="urn:ietf:parans: xm : ns: netconf: base: 1. 0" >
<interfaces xm ns="urn:ietf:parans: xnm :ns:yang:ietf-interfaces">
<interface>
<nane>Bundl| e- Et her 1</ nane>
<type xmns:ianaift="urn:ietf:params:xm :ns:yang:iana-if-type">
i anai ft:i eee8023adLag
</type>
</interface>
</interfaces>
<routing xm ns="urn:ietf:parans: xm :ns:yang:ietf-routing">
<control - pl ane- pr ot ocol s>
<control - pl ane- pr ot ocol >
<type xnml ns: bfd-types=
"urn:ietf:parans: xm:ns:yang:ietf-bfd-types">
bf d-types: bf dvl
</type>
<name>narme: BFD</ nane>
<bfd xm ns="urn:ietf:parans: xm :ns:yang:ietf-bfd">
<lag xm ns="urn:ietf:parans: xnm :ns:yang:ietf-bfd-Iag">
<sessi ons>
<sessi on>
<l ag- nane>Bundl e- Et her 1</ | ag- nane>
<i pv6- dest - addr >2001: db8: 112: : 16</i pv6- dest - addr >
<desired-m n-tx-interval >
100000
</ desired-mn-tx-interval >
<requi red-ni n-rx-interval >
100000
</required-mn-rx-interval >
<use-i pv6>t rue</ use-i pv6>
</ sessi on>
</ sessi ons>
</l ag>
</ bf d>
</ control - pl ane-protocol >
</ control - pl ane- prot ocol s>
</routing>
</ config>

3.4. MPLS

The followi ng is an example of BFD configured for an MPLS LSP. In
this case, the desired transmt interval and required receive
interval are both set to 250 ns.

<?xm version="1.0" encodi ng="UTF-8"?>
<config xm ns="urn:ietf:parans: xm : ns: net conf: base: 1. 0" >
<routing xm ns="urn:ietf:paranms:xm :ns:yang:ietf-routing">
<control - pl ane- pr ot ocol s>
<control - pl ane- pr ot ocol >
<type xnl ns: bfd-types=
"urn:ietf:parans: xm:ns:yang:ietf-bfd-types">
bf d-types: bf dvil
</type>
<nane>nane: BFD</ nane>
<bfd xm ns="urn:ietf:parans: xm :ns:yang:ietf-bfd">
<nmpl s xm ns="urn:ietf:params:xm :ns:yang:ietf-bfd-npls">
<sessi on- gr oups>
<sessi on- gr oup>



<nmpl s-fec>2001: db8: 114: :/116</ npl s-fec>
<desired-m n-tx-interval >
250000
</ desired-mn-tx-interval >
<requi red-ni n-rx-interval >
250000
</required-mn-rx-interval >
</ sessi on- group>
</ sessi on- groups>
</ npl s>
</ bf d>
</ control - pl ane-protocol >
</ control - pl ane- prot ocol s>
</routing>
</ config>

Security Considerations

The YANG nodul es specified in this docunent define a schema for data
that is designed to be accessed via network managenent protocols such
as NETCONF [ RFC6241] or RESTCONF [ RFC8040]. The | owest NETCONF | ayer
is the secure transport |ayer, and the mandatory-to-inpl ement secure
transport is Secure Shell (SSH) [ RFC6242]. The | owest RESTCONF | ayer
is HITPS, and the mandatory-to-inpl enent secure transport is TLS

[ RFC8446] .

The Network Configuration Access Control Mdel (NACM [RFC8341]
provides the nmeans to restrict access for particular NETCONF or
RESTCONF users to a preconfigured subset of all avail abl e NETCONF or
RESTCONF protocol operations and content.

There are a nunber of data nodes defined in these YANG nodul es that
are writable/creatable/deletable (i.e., config true, which is the
default). These data nodes may be considered sensitive or vul nerable
in some network environnents. Wite operations (e.g., edit-config)
to these data nodes w thout proper protection can have a negative
effect on network operations. These are the subtrees and data nodes
and their sensitivity/vulnerability froma wite access perspective:

/routing/control -pl ane-protocol s/control -pl ane- protocol / bfd/i p-sh/
sessi ons:
This list specifies the IP single-hop BFD sessions.

Data nodes "local-multiplier", "desired-mn-tx-interval",
"required-mn-rx-interval", and "mn-interval" all inpact the BFD
| P single-hop session. The "source-addr" and "dest-addr" data
nodes can be used to send BFD packets to unwitting recipients.

[ RFC5880] describes how BFD mitigates such threats.

Aut henti cation data nodes "key-chain" and "neticul ous" inpact the
security of the BFD I P single-hop session.

/routing/control-pl ane-protocol s/control -pl ane-protocol / bfd/ip-nmh/
sessi on- gr oup:
This list specifies the P nultihop BFD sessi on groups.

Data nodes "local-multiplier", "desired-mn-tx-interval",
"required-mn-rx-interval", and "mn-interval" all inpact the BFD
I P multihop session. The "source-addr" and "dest-addr" data nodes
can be used to send BFD packets to unwitting recipients.

[ RFC5880] describes how BFD nmitigates such threats.

Aut henti cation data nodes "key-chain" and "neticul ous" imnpact the
security of the BFD IP nultihop session.

/routing/control -pl ane-protocol s/control -pl ane-protocol / bfd/l ag/
sessi ons:
This list specifies the BFD sessions over a LAG



Data nodes "local-multiplier", "desired-mn-tx-interval",
"required-mn-rx-interval", and "mn-interval" all inpact the BFD
over-LAG session. The "ipv4-dest-addr" and "ipv6-dest-addr" data
nodes can be used to send BFD packets to unwitting recipients.

[ RFC5880] describes how BFD nmitigates such threats.

Aut henti cation data nodes "key-chain" and "meticul ous" inpact the
security of the BFD-over-LAG session

/routing/control-pl ane-protocol s/control -pl ane- prot ocol / bf d/ npl s/
sessi on- gr oup:
This list specifies the session groups for BFD over MPLS

Data nodes "local-multiplier", "desired-mn-tx-interval",
"required-mn-rx-interval", and "mn-interval" all inpact the BFD
over- MPLS-LSPs session. Authentication data nodes "key-chain" and
"meticul ous" inpact the security of the BFD-over-MPLS-LSPs

sessi on.

/routing/control -pl ane-protocol s/control -pl ane- prot ocol / bf d/ npl s/

egress:
Data nodes "local-multiplier", "desired-mn-tx-interval",
"required-mn-rx-interval”, and "min-interval” all inpact the BFD

over-MPLS-LSPs sessions for which this device is an MPLS LSP
egress node. Authentication data nodes "key-chain" and
"meticul ous" inpact the security of the BFD-over-MPLS-LSPs
sessions for which this device is an MPLS LSP egress node.

The YANG nodul es have writabl e data nodes that can be used for the
creation of BFD sessions and the nodification of BFD session
paraneters. The system should "police" the creation of BFD sessions
to prevent new sessions from causing existing BFD sessions to fail.
In the case of BFD session nodification, the BFD protocol has
mechani snms in place that allow for in-service nodification

When BFD clients are used to nodify BFD configuration (as described
in Section 2.1), the BFD clients need to be included in an anal ysis
of the security properties of the systemthat uses BFD (e.g., when
considering the authentication and authorization of control actions).
In many cases, BFD is not the nost vul nerable portion of such a
conposite system since BFDis limted to generating well-defined
traffic at a fixed rate on a given path; in the case of an I GP acting
as a BFD client, attacking the I GP could cause nore broad-scal e

di sruption than woul d (de)configuring a BFD session

Sone of the readabl e data nodes in these YANG nodul es nay be

consi dered sensitive or vulnerable in some network environnents. It
is thus inportant to control read access (e.g., via get, get-config,
or notification) to these data nodes. These are the subtrees and
data nodes and their sensitivity/vulnerability froma read access
perspecti ve:

/routing/control-plane-protocol s/control -pl ane- protocol /bfd/ip-sh/

sumeary:
Access to this information discloses the nunber of BFD I P single-
hop sessions that are in the "up", "down", or "adm n-down" state.

The counters include BFD sessions for which the user does not have
read access.

/routing/control -pl ane-protocol s/control -pl ane-protocol /bfd/ip-

sh/ sessi ons/ sessi on/:
Access to data nodes "l ocal -discrimnator" and "renote-
discrimnator" (conbined with the data nodes in the authentication
container) provides the ability to spoof BFD IP single-hop
packets.



/routing/control-plane-protocol s/control -pl ane- protocol /bfd/ip-nmh/
summary:
Access to this information discloses the nunber of BFD I P nultihop
sessions that are in the "up", "down", or "adm n-down" state. The
counters include BFD sessions for which the user does not have
read access.

/routing/control -pl ane-protocol s/control -pl ane- protocol / bfd/i p-nh/
sessi on- groups/ sessi on- group/ sessi ons:
Access to data nodes "l ocal -discrimnator"” and "renote-
di scrimnator” (conbined with the data nodes in the session
group’ s authentication container) provides the ability to spoof
BFD I P mul ti hop packets.

/routing/control -pl ane-protocol s/control -pl ane-protocol /bfd/l ag/

m cro- bf d-i pv4- session-statistics/sumrary:
Access to this information discloses the nunber of nicro-BFD | Pv4
LAG sessions that are in the "up", "down", or "adm n-down" state.
The counters include BFD sessions for which the user does not have
read access.

/routing/control-plane-protocol s/control -pl ane-

prot ocol / bf d/ | ag/ sessi ons/ sessi on/ menber - | i nks/ menber-1i nk/ m cro-

bf d-i pv4:
Access to data nodes "local -discrimnator” and "renote-
discrimnator"” (conbined with the data nodes in the session’s
aut hentication container) provides the ability to spoof BFD | Pv4
LAG packet s.

/routing/control -pl ane-protocol s/control -pl ane- protocol / bfd/| ag/

m cro-bfd-i pv6-session-statistics/sunmary:
Access to this information discloses the nunber of micro-BFD | Pv6
LAG sessions that are in the "up", "down", or "adm n-down" state.
The counters include BFD sessions for which the user does not have
read access.

/routing/control-plane-protocol s/control -pl ane-
prot ocol / bf d/ | ag/ sessi ons/ sessi on/ menber - | i nks/ menber-1ink/ m cro-
bf d-i pv6:
Access to data nodes "l ocal -discrimnator" and "renote-
di scrimnator” (conbined with the data nodes in the session’s
aut henti cation container) provides the ability to spoof BFD | Pv6
LAG packet s.

/routing/control -pl ane-protocol s/control -pl ane- prot ocol / bf d/ npl s/

summary:
Access to this information discloses the nunber of BFD sessions
over MPLS LSPs that are in the "up", "down", or "adn n-down"

state. The counters include BFD sessions for which the user does
not have read access.

/routing/control -pl ane-protocol s/control -pl ane- prot ocol / bf d/ npl s/
sessi on- groups/ sessi on- group/ sessi ons:
Access to data nodes "local -discrimnator"” and "renote-
discrimnator"” (combined with the data nodes in the session
group’s authentication container) provides the ability to spoof
BFD- over - MPLS- LSPs packets.

Thi s docunent does not define any RPC operations.
I ANA Consi derati ons

| ANA has registered the foll owing nanespace URIs in the "I ETF XM
Regi stry" [ RFC3688]:

URI: wurn:ietf:paramnms: xm :ns:yang:iana-bfd-types



Regi strant Contact: The | ESG
XM.: N A; the requested URI is an XM. nanmespace.

URI: wurn:ietf:paranms:xm:ns:yang:ietf-bfd-types
Regi strant Contact: The |ESG
XM.: N A; the requested URI is an XM. namespace.

URI: wurn:ietf:parans: xm:ns:yang:ietf-bfd
Regi strant Contact: The | ESG
XM: N A; the requested URI is an XML nanespace.

URI: wurn:ietf:params:xm:ns:yang:ietf-bfd-ip-sh
Regi strant Contact: The | ESG
XM.: N A; the requested URI is an XM. nanmespace.

URI: wurn:ietf:paramnms:xm:ns:yang:ietf-bfd-ip-mh
Regi strant Contact: The |ESG
XM.: N A; the requested URI is an XM. namespace.

URI: wurn:ietf:parans:xm:ns:yang:ietf-bfd-Iag
Regi strant Contact: The | ESG
XM: N A; the requested URI is an XML nanespace.

URI: wurn:ietf:params:xm:ns:yang:ietf-bfd-npls
Regi strant Contact: The | ESG
XM.: N A; the requested URI is an XM. nanmespace.

I ANA has registered the following YANG nodul es in the "YANG Mdul e
Nanes" registry [ RFC6020]:

Nane: iana-bfd-types

Nanmespace: urn:ietf:parans: xnl:ns:yang:iana-bfd-types
Prefix: iana-bfd-types

Ref erence: RFC 9127

Nane: ietf-bfd-types

Nanespace: urn:ietf:parans:xn:ns:yang:ietf-bfd-types
Prefix: bfd-types

Reference: RFC 9127

Name: ietf-bfd

Nanmespace: urn:ietf:paranms: xn:ns:yang:ietf-bfd
Prefix: bfd

Reference: RFC 9127

Nanme: ietf-bfd-ip-sh

Nanmespace: urn:ietf:paramnms:xm:ns:yang:ietf-bfd-ip-sh
Prefix: bfd-ip-sh

Ref erence: RFC 9127

Nane: ietf-bfd-ip-mh

Nanespace: urn:ietf:params: xn:ns:yang:ietf-bfd-ip-nmh
Prefix: Dbfd-ip-nh

Ref erence: RFC 9127

Nane: ietf-bfd-Iag

Nanespace: urn:ietf:params:xm:ns:yang:ietf-bfd-Iag
Prefix: Dbfd-Iag

Ref erence: RFC 9127

Nane: ietf-bfd-npls

Nanespace: urn:ietf:paranms:xn:ns:yang:ietf-bfd-npls
Prefix: bfd-npls

Ref erence: RFC 9127

5.1. | ANA- Mai ntai ned "iana-bfd-types" Mdul e



This docunent defines the initial version of the | ANA-mai ntai ned
"i ana- bfd-types" YANG nodul e.

The "iana-bfd-types" YANG nodule mirrors the "BFD Di agnostic Codes"
and "BFD Aut hentication Types" registries at

<https://wwv. i ana. or g/ assi gnnent s/ bf d- paraneters/>. \Whenever these
regi stries change, | ANA nust update the "iana-bfd-types"” YANG nodul e.
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Appendi x A, Echo Function Configuration Exanple

As nentioned in Section 2.1.2, the mechanismto start and stop the
Echo function, as defined in [ RFC5880] and discussed in [ RFC5881], is
i mpl ementation specific. 1In this appendi x, we provide an exanpl e of
how t he Echo function can be inplenented via configuration

nmodul e: exanpl e- bf d- echo
augnment /rt:routing/rt:control-plane-protocols
/rt:control -pl ane-protocol /bfd: bfd/ bfd-ip-sh:ip-sh
/ bf d-i p-sh: sessi ons:
+--rw echo {bfd-types: echo-node}?
+--rw desired-mn-echo-tx-interval ? ui nt 32
+--rw requi red-nm n-echo-rx-interval ? ui nt 32

A. 1. Exanple YANG Modul e for BFD Echo Function Configuration

Thi s appendi x provi des an exanpl e YANG nodul e for configuration of
the BFD Echo function. It inports and augnents "/routing/control -
pl ane- protocol s/ control - pl ane-protocol” from[RFC8349], and it

ref erences [ RFC5880] .

modul e exanpl e- bf d-echo {
nanespace "tag: exanpl e. com 2021: exanpl e- bf d- echo”;
prefix exanpl e- bf d-echo;

import ietf-bfd-types {
prefix bfd-types;
}

inmport ietf-bfd {
prefix bfd;
}

import ietf-bfd-ip-sh {
prefix bfd-ip-sh;
}

inmport ietf-routing {
prefix rt;
}

organi zati on
"1 ETF BFD Wor ki ng Group”;



cont act
"WG Web: <https://datatracker.ietf.org/wy/ bfd/>
WG List: <mailto:rtg-bfd@etf.org>

Edi t or: Reshad Rahman
<mai | t o: reshad@ahoo. conw

Edi tor: Li anshu Zheng
<mai | t 0: ver oni que_cheng@ot mai | . con>

Edi t or: Mahesh Jet hanandani
<mai | t 0: nj et hanandani @mai | . con®";
description
"This nodul e contai ns an exanpl e YANG augnentation for
configuration of the BFD Echo function

Copyright (c) 2021 | ETF Trust and the persons identified as
authors of the code. All rights reserved.

Redi stribution and use in source and binary forns, with or

wi thout nodification, is pernmitted pursuant to, and subject to
the license ternms contained in, the Sinplified BSD License set
forth in Section 4.c of the | ETF Trust’'s Legal Provisions

Rel ating to | ETF Docunents
(https://trustee.ietf.org/license-info).

This version of this YANG nodule is part of RFC 9127; see the
RFC itself for full legal notices.";

revision 2021-09-03 {
description
"Initial revision.";
ref erence
"RFC 9127: YANG Data Mddel for Bidirectional Forwarding
Detection (BFD)";

}

/*
* &roupi ngs
*/

groupi ng echo-cfg-parms {
description
"BFD groupi ng for Echo configuration paraneters.";
| eaf desired-m n-echo-tx-interval {

type uint32;
units "m croseconds";
default "0";

description
"This is the mninuminterval that the |local systemwould
like to use when transmitting BFD Echo packets. |If O,
the Echo function as defined in BFD (RFC 5880) is
di sabl ed. ";
}
| eaf required-mn-echo-rx-interval {
type uint32;
units "m croseconds";
default "0";
description
"This is the Required M n Echo RX Interval as defined in BFD
(RFC 5880).";
}
}

augrment "/rt:routing/rt:control-plane-protocols/”
+ "rt:control -pl ane- protocol / bf d: bf d/ bf d-i p-sh:i p-sh/"



+ "bfd-ip-sh:sessions” {
description
"Augnentation for the BFD Echo function.";
cont ai ner echo {
if-feature "bfd-types: echo-node";
description
"BFD Echo function container.";
uses echo-cf g- par ns;
}
}
}
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