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1. I nt roducti on

A core routing YANG data nodel is defined in [ RFC8349]; it provides a
basis for the devel opnment of routing data nodels for specific Address
Fam lies (AFs). Specifically, [RFC8349] defines a nodel for a
generic Routing Information Base (RIB) that is AF agnostic.

[ RFC8349] al so defines two instances of RIBs based on the generic RIB
nmodel for 1Pv4 and | Pv6 AFs.

The MPLS base npdel defined in this docunent augnents the generic RIB
nmodel defined in [ RFC8349] with additional data that enables MPLS
forwarding for one or nmore specific destination prefixes present in
one or more AF RIBs, as described in the MPLS architecture docunent

[ RFC3031] .

The MPLS base npdel al so defines a new instance of the generic R B
YANG data nodel as defined in [ RFC8349] to store native MPLS routes
The native MPLS RIB instance stores one or nore routes that are not
associated with other AF instance RIBs (such as |IPv4 or |IPv6 instance
RI Bs) but are enabled for MPLS forwarding. Exanples of such native
MPLS routes are routes programred by RSVP on one or nore transit MPLS
routers along the path of a Label Switched Path (LSP). O her
exanpl es are MPLS routes that cross-connect to specific Layer 2

adj acenci es, such as Layer 2 Attachnent G rcuits (ACs); or Layer 3
adj acenci es, such as Segnment Routing (SR) Adjacency Segments (Adj-
SIDs) as described in [ RFC8402].

The MPLS base YANG data nodel serves as a basis for future

devel opment of MPLS YANG data nodel s covering MPLS features and
subsystens that are nore sophisticated. The nmain purpose is to
provi de essential building blocks for other YANG data nobdels
involving different control-plane protocols and MPLS functi ons.
To this end, it is expected that the MPLS base data nodel will be
augnment ed by a nunber of other YANG nodul es devel oped by the | ETF
(e.g., by the TEAS and MPLS Wbrki ng G oups).

The YANG npdul e defined in this docunent conforns to the Network
Managenent Datastore Architecture (NVDA) [ RFC8342].

1.1. Term nol ogy

The term nol ogy for describing YANG data nodels is found in
[ RFC7950] .

1.2. Acronynms and Abbreviations
MPLS: Ml tiprotocol Label Switching
RIB: Routing Information Base
LSP: Label Switched Path

LSR: Label Switching Router



NHLFE: Next Hop Label Forwarding Entry
2. MPLS Base Model

Thi s docunent describes the "ietf-npls" YANG nodul e, which provides
base conponents of the MPLS data nodel. It is expected that other
MPLS YANG nodul es wi |l augnent the "ietf-npls” YANG nodul e for other
MPLS extensions to provision LSPs (e.g., MPLS static, MPLS LDP, or
MPLS RSVP- TE LSPs).

2. 1. Model Overvi ew

Thi s docunent nodels MPLS-|abel ed routes as an augnentation of the
generic routing RIB data nodel as defined in [ RFC8349]. For exanple,
IP prefix routes (e.g., routes stored in IPv4 or IPv6 RIBs) are
augnented to carry additional data to enable themfor MPLS

f orwar di ng.

Thi s docunent al so defines a new instance of the generic R B nodel
defined in [ RFC8349] to store one or nore native MPLS routes
(described further in Section 2.3) by extending the identity
"address-fam | y" defined in [RFC8349] with a new "npls" identity; see
Section 3 of [RFC8349].

2.2. Model Organization

Rout i ng R + v: inport
YANG nodul e | ietf-routing | 0: augnent
oo +
0
|
%
MPLS base R + v: inport
YANG nodul e | ietf-nmpls | 0: augnent
R +
0 0------ +
| \
% %
o e e o s o +
MPLS static | ietf-npls-static@| | ietf-npls-l1dp.yang@]| .
LSP YANG A L R +
nmodul e
@ not in this docunent; shown for illustration only

Figure 1: Rel ationship between MPLS Mdul es

The "ietf-npls" YANG nodul e defines the followi ng identities:

npl s:
Identity that extends the "address-fanm|ly" identity of RIB
i nstances, as defined in [ RFC8349], to represent the native MPLS
RI B i nst ance.

| abel - bl ock-al | oc- node:
A base YANG identity for one or nore supported | abel -bl ock
al | ocati on nodes.

The "ietf-npls" YANG nodul e contains the follow ng high-Ievel types
and groupi ngs:

nmpl s- oper ati ons-type:
An enuneration type that represents support for possible MPLS
operation types (inpose-and-forward, pop-and-forward, pop-inpose-
and- f orward, and pop-and-| ookup).



nhl fe-rol e:
An enuneration type that represents the role of the Next Hop Labe
Forwardi ng Entry ( NHLFE)

nhl f e- si ngl e-cont ent s:
A YANG groupi ng that describes a single NHLFE and its associ at ed
paraneters as described in the MPLS architecture docunent
[ RFC3031]. This grouping is specific to the case when a single
next hop is associated with the route.

The NHLFE i s used when forwarding a | abel ed packet. It contains the
foll owi ng information:

1. The packet’s next hop. For "nhlfe-single-contents", only a
single next hop is expected, while for "nhlfe-multiple-contents"”,
mul ti pl e next hops are possible.

2. The operation to performon the packet’s |abel stack. This can
be one of the follow ng operations:

a. Replace the label at the top of the |abel stack with one or
nmore specified new | abel s.

b. Pop the | abel stack

c. Replace the label at the top of the label stack with a
specified new | abel, and then push one or nore specified new
| abel s onto the | abel stack.

d. Push one or nore |abels onto an unl abel ed packet.
The NHLFE nmay al so cont ai n:
1. The data-link encapsulation to use when transmtting the packet.
2. The way to encode the | abel stack when transmitting the packet.

3. Any other information needed in order to properly dispose of the
packet .

nhl fe-mul tipl e-contents:
A YANG groupi ng that describes a set of NHLFEs and their
associ ated parameters as described in the MPLS architecture
docunent [RFC3031]. This grouping is used when nultiple next hops
are associated with the route.

i nterfaces-npls:
A YANG groupi ng that describes the Iist of MPLS-enabled interfaces
on a device

| abel - bl ocks:
A YANG groupi ng that describes the list of assigned MPLS | abe
bl ocks and their properties.

ri b-npl s-properties:
A YANG grouping for the augnmentation of the generic RIB with MPLS
| abel forwarding data as defined in [ RFC3031].

ri b-active-route-npls-input:
A YANG grouping for the augnentation to the "active-route" RPC
that is specific to the MPLS RI B instance.
Model Design

The MPLS routing nodel is based on the core routing data nodel
defined in [RFC8349]. Figure 2 shows the extensions introduced by
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the MPLS base nodel on defined Rl Bs.

o e e e oo +
| MPLS base nodel |
o +
1 I
/ | \ \
/ | \ \

0 0 0 +
S . +  H--ee-- - R S +
| RIB(v4) | | RIB(v6) | | RIB(x) | | RB(npls) |
B I T, I G S +

+: created by the MPLS base nodel
0: augnented by the MPLS base nodel

Fi gure 2: Rel ationship between MPLS Mbdel and RI B | nstances

As shown in Figure 2, the MPLS base YANG data mnpodel augnents defined
i nstances of AF RIBs with additional data that enables MPLS
forwarding for destination prefixes stored in such RIBs. For
exanple, an IPv4 prefix stored in RIB(v4) is augnented to carry an
MPLS | ocal | abel and one or nore per-next-hop renote | abels to enable
MPLS forwardi ng for such a prefix.

The MPLS base npdel al so creates a separate instance of the generic
RI B nodel defined in [ RFC8349] to store one or nore MPLS native
routes that are enabled for MPLS forwarding but are not stored in one
or nore other AF RIBs.

Sone exanpl es of such native MPLS routes are:

* Routes programed by RSVP on Label Switching Routers (LSRs) al ong
the path of an LSP,

* Routes that cross-connect an MPLS | ocal |abel to a Layer 2 or
Layer 3 Virtual Routing and Forwarding (VRF) entity,

* Routes that cross-connect an MPLS local |abel to a specific Layer
2 adjacency or interface, such as Layer 2 Attachment Circuits
(ACs), or

* Routes that cross-connect an MPLS | ocal |abel to a Layer 3
adj acency or interface, such as MPLS Segnent Routing (SR)
Adj acency Segnents (Adj-SIDs) or SR MPLS Binding SIDs as defined
in [ RFC8402] .

Model Tree Di agram

The MPLS base tree diagram which follows the notation defined in
[ RFC8340], is shown in Figure 3.

nmodul e: ietf-npls
augnment /rt:routing:
+--rw npls
+--rw ttl-propagate? bool ean
+--rw npl s-1 abel - bl ocks
| +--rw npl s-1abel -bl ock* [index]

| +--rw i ndex string

| +--rw start-| abel ? rt-types: npl s-1 abel
| +--rw end- | abel ? rt-types: npl s-1 abel
| +--rw bl ock-al | ocati on- nbde? i dentityref

| +--ro0 inuse-| abel s-count? yang: gauge32
+--rwinterfaces

+--rw interface* [nane]
+--rw nane if:interface-ref



+--rw npl s-enabl e
+--rw maxi mum| ab
augnent /rt:routing/rt:ribs/
+--ro npl s-enabl ed?
+--ro npls-1local -1abel ?
+--ro destination-prefix?
+--ro route-context?
augnent /rt:routing/rt:ribs/
[rt:next-hop-optio
mpl s- 1 abel - st ack
ro entry* [id]
+-roid
+--ro | abel ?
+--ro ttl?
+--ro traffic-class?
augnment /rt:routing/rt:ribs/
[rt:next-hop-optio
/rt:next-hop:

+--10
+- -

+--ro i ndex?

+--ro0 backup-i ndex?
+--ro | oadshare?

+--ro rol e?

+--ro npl s-1abel -stack

+--ro entry* [id]

+--ro id

+--ro | abel ?

+--ro ttl?

+--ro traffic-class?

augrment /rt:routing/rt:ribs/
+---w destination-address?
+---w npl s-1ocal -1 abel ?

d? bool ean
el ed- packet ? ui nt 32
rt:rib/rt:routes/rt:route:

bool ean

rt-types: npl s-1 abel

-> ../ npls-local -Iabel

string
rt:rib/rt:routes/rt:route/rt:next-hop
ns/rt: sinpl e-next-hop

uint8

rt-types: npl s-1 abel

uint8

uint8
rt:rib/rt:routes/rt:route/rt:next-hop
ns/rt:next-hop-list/rt:next-hop-Iist

string
string
ui nt 16
nhlfe-role

uint8

rt-types: npl s-1 abel

uint8

uint8
rib/rt:active-route/rt:input:
-> ../ npls-local -Iabel
rt-types: npl s-1 abel

rt:

augnent /rt:routing/rt:ribs/rt:rib/rt:active-route/rt: output
/rt:routel/rt: next-hop/rt:next-hop-options
/rt:sinple-next-hop

+-- npl s-1 abel - stack
+-- entry* [id]
+--id uint8
+-- | abel ? rt-types: npl s-1abe
+-- ttl? uint8
+-- traffic-class? uint8

augrment /rt:routing/rt:ribs/rt:rib/rt:active-route/rt:output
/rt:route/rt:next-hop/rt:next-hop-options
[rt:next-hop-list/rt:next-hop-list/rt:next-hop

+-- index? string

+- - backup-index? string

+-- | oadshare? uintl6

+-- role? nhlfe-role

+-- npl s-1 abel - stack

+-- entry* [id]

+--id uint8
+-- | abel ? rt-types: npl s-1abe
+- ttl? uint8
+-- traffic-class? uint8

Figure 3: MPLS Base Tree Di agram

2.5. MPLS Base YANG Mbdul e

This section describes the "ietf-npls" YANG nodul e, which provides
base conponents of the MPLS data nodel. O her YANG nodul es may
i mport and augnment the MPLS base nodul e to add feature-specific data.

The "ietf-npls" YANG nodul e inports the followi ng YANG nodul es:

*

"ietf-routing" as defined in [ RFC8349]



* "jetf-routing-types" as defined in [ RFC8294]
* "jetf-yang-types" as defined in [ RFC6991]
* "jetf-interfaces" as defined in [ RFC8343]

Thi s YANG nodul e al so references the following RFCs in defining the
types, YANG groupi ngs, and other features of the YANG nodul e:
[ RFC3031], [RFC3032], [RFC4090], [RFC5714], and [RFC7424].

<CCODE BEG NS> file "ietf-npls@020-12-18. yang"
modul e ietf-npls {

yang-version 1.1;

nanespace "urn:ietf:parans: xm:ns:yang:ietf-npls";

prefix npls;

inmport ietf-routing {
prefix rt;
ref erence
"RFC 8349: A YANG Data Model for Routing Managenent
(NVDA Version)";
}
import ietf-routing-types {
prefix rt-types;
ref erence
"RFC 8294: Common YANG Data Types for the Routing Area";

}
import ietf-yang-types {
prefix yang;
ref erence
"RFC 6991: Common YANG Data Types";
}
inmport ietf-interfaces {
prefix if;
ref erence
"RFC 8343: A YANG Data Mddel for Interface Managenent"”;
}

organi zati on
"I ETF MPLS Worki ng G oup”;

cont act
"WG Web: <https://datatracker.ietf.org/wg/ npls/>
WG List: <mailto:npls@etf.org>

Edi t or: Tar ek Saad
<mai | t 0: t saad@ uni per. net >

Edi t or: Kanr an Raza
<mmi | t o: skraza@i sco. cone

Edi t or: Rakesh Gandhi
<mai | t o: rgandhi @i sco. con

Edi t or: Xufeng Liu
<mailto: xufeng.liu.ietf@mail.conp

Edi t or: Vi shnu Pavan Beer am
<mai | t 0: vbeer am@ uni per . net >";
description
"This YANG nodul e defines the essential conponents for the
managenment of the MPLS subsystem The nodel fully conforns
to the Network Managenent Datastore Architecture (NVDA)

Copyright (c) 2020 | ETF Trust and the persons identified as
authors of the code. All rights reserved.



Redi stribution and use in source and binary forns, with or

wi thout nodification, is pernmitted pursuant to, and subject to
the license ternms contained in, the Sinplified BSD License set
forth in Section 4.c of the | ETF Trust’'s Legal Provisions

Rel ating to | ETF Docunents
(https://trustee.ietf.org/license-info).

This version of this YANG nodule is part of RFC 8960; see the
RFC itself for full legal notices.";

revision 2020-12-18 {
description
"Initial revision.";
ref erence
"RFC 8960: A YANG Data Model for MPLS Base";

}
/* ldentities */

identity npls {
base rt:address-famly;
description
"This identity represents the MPLS address famly.";

}

identity npls-unicast {
base npls: npl s;
description
"This identity represents the MPLS unicast address famly.";

}

identity | abel -bl ock-all oc-node {
description
"Base identity for |abel-block allocation node.";

}

i dentity | abel -bl ock-all oc-node-manager {
base | abel - bl ock-al | oc- node;
description
"Label - bl ock all ocation on the reserved bl ock
i s managed by the | abel manager.";

}

i dentity | abel -bl ock-all oc-node-application {
base | abel - bl ock-al | oc- node;
description
"Label -bl ock allocation on the reserved bl ock
is managed by the application.”;

}
/**

* Typedefs
*/

typedef npls-operations-type {
type enuneration {
enum i npose- and-forward {
description
"QOperation to i mpose one or nore outgoing |abels and
forward to the next hop.";
}
enum pop-and-forward {
description
"Qperation to pop the incoming | abel and forward to the
next hop.";



}
enum pop- i npose-and-forward {
description
"Operation to pop the incomng |abel, inpose one or nore
outgoing | abels, and forward to the next hop.";
}
enum swap- and-forward {
description
"Operation to swap the incom ng |abel with the outgoing
| abel and forward to the next hop.";
}
enum pop- and- | ookup {
description
"Operation to pop the incomng |abel and perform
a | ookup.";
}
}

description
"Types of MPLS operations.”;

typedef nhlfe-role {
type enuneration {
enum primary {
description
"The next hop acts as the primary for carrying traffic.";

enum backup {
description
"The next hop acts as the backup.";
}

enum pri mary-and- backup {
description
"The next hop simultaneously acts as both the primary and
the backup for carrying traffic.";

}
}

description
"Rol e of the next hop.";

}

groupi ng nhl fe-singl e-contents {
description
"A grouping that describes a single Next Hop Label Forwarding
Entry (NHLFE) and its associ ated paranmeters as described in
the MPLS architecture. This grouping is specific to the case
when a single next hop is associated with the route.”;
uses rt-types: npl s-1 abel - st ack;

}

groupi ng nhl fe-multiple-contents {
description
"A grouping that describes a set of NHLFEs and their
associ ated parameters as described in the MPLS
architecture. This grouping is used when multiple next hops
are associated with the route.";
| eaf index {
type string;
description
"A user-specified identifier utilized to uniquely
reference the next-hop entry in the next-hop list.
The val ue of this index has no semantic neani ng
other than for referencing the entry.";
}
| eaf backup-index {
type string;



description
"A user-specified identifier utilized to uniquely
ref erence the backup next-hop entry in the NHLFE |ist.
The value of this index has no senantic meani ng
other than for referencing the entry.";
ref erence
"RFC 4090: Fast Reroute Extensions to RSVP-TE for LSP Tunnel s
RFC 5714: | P Fast Reroute Framework";

| eaf | oadshare {
type uint 16;
default "1";
description
"This value is used to conpute a | oad share to perform
unequal | oad bal anci ng when nultipl e outgoing next hops are
specified. A share is conputed as a ratio of this nunber to
the total under all next hops.";
reference
"RFC 3031: Multiprotocol Label Switching Architecture,
Sections 3.11 and 3.12
RFC 7424: Mechanisns for Optimzing Link Aggregation G oup
(LAG and Equal - Cost Multipath (ECMP) Conponent Link
Utilization in Networks, Section 5.4";
}
| eaf role {
type nhlfe-role;
description
"Rol e of the NHLFE. ";

uses nhl f e-singl e-contents;

}

grouping interfaces-nmpls {
description
"List of MPLS interfaces.";
contai ner interfaces {
description
"List of MPLS-enabled interfaces.";
list interface {
key "nane";
description
"MPLS-enabl ed interface entry.";
| eaf nane {
type if:interface-ref;
description
"A reference to the nane of an interface in the system
that is to be enabled for MPLS.";

}
| eaf npl s-enabl ed {
type bool ean;
default "false";
description
""true' if MPLS encapsulation is enabled on the
i nterface.
"false’ if MPLS encapsulation is disabled on the
interface.";
}
| eaf maxi mum | abel ed- packet {
type uint32;
units "octets";
description
"Maxi mum | abel ed packet size.";
reference
"RFC 3032: MPLS Label Stack Encoding, Section 3.2";



}
}

groupi ng gl obal s {
description
"MPLS gl obal configuration grouping.";
| eaf ttl-propagate {
type bool ean;
default "true";
description
"Propagate TTL between I P and MPLS.";
}

}

groupi ng | abel -bl ocks {
description
"Label - bl ock all ocation grouping.";
cont ai ner mpl s-1 abel - bl ocks {
description
"Label - bl ock all ocation container.";
list npls-Iabel-block {
key "index";
description
"List of MPLS | abel bl ocks.";
| eaf index {
type string;
description
"A user-specified identifier utilized to uniquely
reference an MPLS | abel bl ock.";

| eaf start-1abel {
type rt-types: npl s-I abel;
must '. <= ../end-label’ {
error-nessage "'start-label’ nmust be |l ess than or equa
+ "to 'end-1|abel’";
}

description
"Label - bl ock start."”;
}
| eaf end-1abel ({
type rt-types: npl s-I abel;
must '. >= ../start-label’ {
error-nessage "’ end-|abel’ nust be greater than or

}

+ "equal to ’start-I|abel
description

"Label -bl ock end.";

| eaf bl ock-all ocation-node {
type identityref {
base | abel - bl ock-al | oc- node;
}
description
"Label -bl ock al |l ocation node.";
}
| eaf inuse-labels-count {
when "derived-fromor-self(../block-allocation-node,
+ "’ npl s: | abel - bl ock-al | oc- node- manager’)";
type yang: gauge32;
config fal se;
description
"Nunber of labels in use in the |abel block.";



grouping rib-npls-properties {
description
"A grouping of native MPLS RIB properties.";
| eaf destination-prefix {
type leafref {
path "../npls-1local -Iabel";
}

description
"MPLS destination prefix.";

| eaf route-context {
type string;
description
"A context associated with the native MPLS route."”;
}

}

grouping rib-active-route-npls-input {
description
"A grouping applicable to native MPLS RIB "active-route’
RPC i nput augnentation.";
| eaf destination-address {
type leafref {
path "../npls-1local -Iabel";
}

description
"MPLS native 'active-route’ destination.";

| eaf npls-1ocal-1abel {
type rt-types: npl s-1 abel;
description
"MPLS | ocal | abel.";
}

}

augnment "/rt:routing” {
description
"MPLS augnentation.”;
contai ner npls {
description
"MPLS container to be used as an augmentation target node
for the configuration of other MPLS sub-features, e.g.,
MPLS static Label Switched Paths (LSPs), MPLS LDP LSPs,
and Traffic Engi neering MPLS LSP Tunnels.";
uses gl obal s;
uses | abel - bl ocks;
uses interfaces-npls;

}
}

/* Augnentation of MPLS routes */

augrment "/rt:routing/rt:ribs/rt:rib/rt:routes/rt:route" {
description
"This augnentation is applicable to all MPLS routes.”;
| eaf npl s-enabl ed {
type bool ean;
default "false";
description
"Indi cates whether MPLS is enabled for this route.”;

| eaf npl s-1ocal-1abel {
when "../npls-enabled = "true'";
type rt-types: npl s-Iabel;
description



"MPLS | ocal |abel associated with the route.”;
}
uses rib-npls-properties {
/* MPLS Address Family (AF) augrmentation to the
native MPLS RIB */
when "derived-fromor-self(../../rt:address-famly
+ "'npls:nmpls’ )" {
description
"This augnent is valid only for routes of the native MPLS
RIB.",;

}
}
}

/* MPLS si npl e- next - hop augnentation */

augrment "/rt:routing/rt:ribs/rt:rib/rt:routes/rt:route/"
+ "rt:next-hop/rt:next-hop-options/rt:sinple-next-hop" {
description
"Augnents the 'sinple-next-hop’ case in I P unicast routes.”;
uses nhl fe-single-contents {
when "/rt:routing/rt:ribs/rt:rib/rt:routes/rt:route"

+ "/npls:npls-enabled = "true'";
}
}

/* MPLS next-hop-list augnentation */

augrment "/rt:routing/rt:ribs/rt:rib/rt:routes/rt:route/"
+ "rt:next-hop/rt:next-hop-options/rt:next-hop-list/"
+ "rt:next-hop-list/rt:next-hop" {
description
"This | eaf augnents the 'next-hop-list’ case of |P unicast
routes.”;
uses nhlfe-multiple-contents {
when "/rt:routing/rt:ribs/rt:rib/rt:routes/rt:route"
+ "/npls:npls-enabled = "true' ";
}

}
/* MPLS RPC i nput augnentation */

augnment "/rt:routing/rt:ribs/rt:rib/rt:active-route/rt:input” {
description
"I nput MPLS augnentation for the 'active-route’ action
statenment."”;
uses rib-active-route-npls-input {
/* MPLS AF augnentation to the native MPLS RIB */
when "derived-fromor-self(../rt:address-famly, "
+ "'nmpls:nmpls’ )" {
description
"This augnment is valid only for routes of the native MPLS
R B.";

}

}
}

/* MPLS RPC out put augnentation */

augrment "/rt:routing/rt:ribs/rt:rib/rt:active-route/"
+ "rt:output/rt:route/”
+ "rt:next-hop/rt:next-hop-options/rt:sinple-next-hop" {
description
"Qut put MPLS augnentation for the "active-route’ action
statenent.";
uses nhl f e-single-contents;



}

augnment "/rt:routing/rt:ribs/rt:rib/rt:active-route/"
+ "rt:output/rt:route/"
+ "rt:next-hop/rt:next-hop-options/rt:next-hop-list/"
+ "rt:next-hop-list/rt:next-hop" {
description
"Qut put MPLS augnentation for the "active-route action
statement."”;
uses nhlfe-multiple-contents;

}
}
<CODE ENDS>
Figure 4: MPLS Base YANG Modul e

| ANA Consi der ati ons

Thi s docunent registers the followng URI in the
the "I ETF XM. Regi stry" [RFC3688].

ns" subregistry of

URI: wurn:ietf:paranms:xm:ns:yang:ietf-npls
Regi strant Contact: The MPLS WG of the | ETF.
XM.: N A; the requested URI is an XM. nanespace

Thi s docunent registers the follow ng YANG nodule in the "YANG Mdul e
Nanes" registry [ RFC6020].

Name: ietf-npls

Nanespace: urn:ietf:params:xm:ns:yang:ietf-npls
Prefix: npls

Reference: RFC 8960

Security Considerations

The YANG nodul e specified in this docunent defines a schema for data
that is designed to be accessed via network managenent protocols such
as NETCONF [ RFC6241] or RESTCONF [ RFC8040]. The | owest NETCONF | ayer
is the secure transport |ayer, and the mandatory-to-inpl enment secure
transport is Secure Shell (SSH) [ RFC6242]. The | owest RESTCONF | ayer
is HITPS, and the mandatory-to-inpl enent secure transport is TLS

[ RFCB8446] .

The Network Configuration Access Control Model (NACM [RFC8341]
provides the nmeans to restrict access for particular NETCONF or
RESTCONF users to a preconfigured subset of all avail abl e NETCONF or
RESTCONF protocol operations and content.

There are a nunber of data nodes defined in this YANG nodul e that are
writable/creatabl e/deletable (i.e., config true, which is the
default). These data nodes nmay be considered sensitive or vul nerable
in some network environnents. Wite operations (e.g., edit-config)
to these data nodes w thout proper protection can have a negative
effect on network operations. These are the subtrees and data nodes
and their sensitivity/vulnerability:

"/rt:routing/npls:npls/npls:|abel -bl ocks"
There are data nodes under this path that are witable, such as
"start-label" and "end-1abel". Wite operations to those data
nodes may result in disruption to existing traffic.

Sone of the readabl e data nodes in this YANG nodul e may be consi dered
sensitive or vulnerable in sone network environments. It is thus
important to control read access (e.g., via get, get-config, or
notification) to these data nodes. These are the subtrees and data
nodes and their sensitivity/vulnerability:
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"/rt:routing/rt:ribs/rt:rib/rt:routes/rt:route/rt: next-hop/
rt:next-hop-options/rt:next-hop-list/rt:next-hop-Ilist/rt:next-hop"
and "/rt:routing/rt:ribs/rt:rib/rt:active-
route/rt:output/rt:route/rt: next-hop/rt:next-hop-options/
rt:sinpl e-next-hop":
These two pat hs are augmented by additional MPLS |eafs defined in
this nodel. Access to this information may discl ose the next-hop
information for the prefix route and/or other information.

Sone of the RPC operations in this YANG nodul e may be consi dered
sensitive or vulnerable in some network environments. It is thus
important to control access to these operations. These are the
operations and their sensitivity/vulnerability:

“Irt:routing/rt:ribs/rt:rib/rt:active-route/rt:input" and
“Irt:routing/rt:ribs/rt:rib/rt:active-route/rt:output/rt:route":
These two pat hs are augmented by additional MPLS data nodes that
are defined in this nmodel. Access to those paths may di scl ose
i nformati on about per-prefix routes and/or other information; such
di scl osure may be used for further attacks.

The security considerations spelled out in [ RFC3031] and [ RFC3032]
apply for this docunent as well.
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Appendi x A. Data Tree |Instance Exanple

A sinple network setup is shown in Figure 5. Rl runs the IS 1S
routing protocol and | earns about the reachability of two |Pv4
prefixes (P1: 198.51.100.1/32 and P2: 198.51.100.2/32) and two | Pv6



prefixes (P3: 2001:db8:0:10::1/128 and P4: 2001: db8:0:10::2/128). W
al so assune that Rl | earns about |ocal and renote MPLS | abel bindings
for each prefix using 1S-1S (e.g., using Segnent Routing (SR

ext ensi ons).

State on R1

I Pv4 Prefix MPLS Labe
P1: 198.51.100.1/32 16001
P2: 198.51.100. 2/ 32 16002

| Pv6 Prefix MPLS Labe

P3: 2001:db8:0:10::1/128 16003
P4: 2001: db8: 0:10::2/128 16004

RSVP MPLS LSPv4- Tunnel

Sour ce: 198. 51.100. 3
Desti nati on: 198. 51.100. 4
Tunnel -1 D: 10
LSP- | D: 1
192.0.2.5/30
2001: db8:0:1::1/64
et hO
+- - -
/
+----- +
| RL |
R +
\
+- - -
ethl

192.0.2.13/30
2001: db8: 0: 2::1/ 64

Fi gure 5: Exampl e of Network Configuration

The instance data tree could then be illustrated as shown in
Figure 6, using JSON format [ RFC7951]:

"ietf-routing:routing":{
"ribs":{
"rib":[
{
"name": "Rl B- V4",
"address-fam | y":
"ietf-ipv4-unicast-routing:vdur:ipv4-unicast",
"routes":{
"route":|

"next - hop":{
"out goi ng-interface":"eth0",
"ietf-npls:npls-label-stack":{

"entry":|[
"id": 1,
"l abel ": 16001,
"ttl": 255
}

]
"fetf—ipv4—unicast—routing:next—hop—address'
"192.0.2.5"

} i)
"source-protocol ":"ietf-isis:isis",

"ietf-npls:npls-enabled":true,



"ietf-npls:npls-local -Iabel":16001,
"ietf-ipv4-unicast-routing:destination-prefix":
"198.51.100. 1/ 32",
"ietf-npls:route-context":"SID|DX 1"

"next - hop": {
"next-hop-list":{
"next - hop": |

"out goi ng-interface":"eth0",
"ietf-npls:index":"1",
"ietf-npls:backup-index":"2",
"ietf-npls:role":"primary-and- backup",
"ietf-npls:npls-Ilabel-stack":{
"entry": |
{
"id": 1,
"l abel ": 16002,
"ttl": 255
}
]

Zetf-ipv4-unicast-routing:addresy'
"192.0.2.5"

}

"out going-interface":"ethl",

"ietf-npls:index":"2",

"ietf-npls:backup-index":"1",

"ietf-npls:role":"primary-and- backup”,

"ietf-npls:npls-label-stack":{
"entry": |

"id": 1,
"l abel ": 16002,
"ttl": 255

}

]
"ietf-ipv4-unicast-routing: address":
"192.0.2.13"

}

]
}

ource-protocol":"ietf-isis:isis",
"ietf-npls:npls-enabl ed":true,
"ietf-npls:npls-local -Iabel":16002,
"ietf-ipv4-unicast-routing:destination-prefix":
"198. 51. 100. 2/ 32",
"ietf-npls:route-context":"SID|DX 2"

}

"name": "Rl B- V6",
"address-fam | y":
"ietf-ipv6-unicast-routing:véur:ipv6-unicast",
"routes": {

“route": [

"next - hop": {
"out goi ng-interface":"eth0",
"ietf-npls:npls-label-stack":{



"entry":|[

{
"id": 1,
"| abel ": 16003,
"ttl":255
}
]
b,

"ietf-ipv6-unicast-routing: next-hop-address":
"2001: db8: 0: 1::1"
},
"source-protocol ":"ietf-isis:isis",
"ietf-npls:npls-enabl ed":true,
"ietf-npls:npls-local -Iabel": 16003,
"ietf-ipv6-unicast-routing:destination-prefix":
"2001: db8: 0:10::1/128",
"ietf-npls:route-context":"SID-|DX 3"

b
{
"next - hop":{
"next-hop-list":{
"next - hop": [
"out goi ng-interface":"ethQ0",
"ietf-npls:index":"1",
"ietf-npls:backup-index":"2",
"ietf-npls:role":"primary-and- backup",
"ietf-npls:npls-label-stack":{
"entry": [
{
"id": 1,
"| abel ": 16004,
"ttl": 255
}
]
}
"ietf-ipv6-unicast-routing: address":
"2001: db8: 0:1:: 1"
H
{
"out going-interface":"ethl",
"ietf-npls:index":"2",
"ietf-npls:backup-index":"1",
"ietf-npls:role":"primary-and- backup",
"ietf-npls:npls-Ilabel-stack":{
"entry": [
{
"id": 1,
"l abel ": 16004,
"ttl": 255
}
]
}
"ietf-ipv6-unicast-routing: address":
"2001: db8: 0: 2: : 1"
}
]
}
},
"source-protocol ":"ietf-isis:isis",

"ietf-npls:npls-enabl ed":true,
"ietf-npls:npls-local -Iabel": 16004,
"ietf-ipv6-unicast-routing:destination-prefix":
"2001: db8: 0: 10:: 2/ 128",
"ietf-npls:route-context":"SID-|DX 4"

}



]

}
H
{
"nanme": "Rl B- MPLS",
"address-fam ly":"ietf-nmpls:nmpls:npls”,
"routes": {
"route":|
"next - hop": {
"out goi ng-i nterface":"eth0",
"ietf-npls:npls-label-stack":{
"entry":|[
{
"id":l,
"l abel ": 24002,
"ttl": 255
}
]
1
"ietf-ipv4-unicast-routing: next-hop-address":
"192.0.2.5"
},
"source-protocol ":"ietf-rsvp:rsvp",
"ietf-npls:npls-enabl ed":true,
"ietf-npls:npls-local -Iabel":24001,
"ietf-npls:destination-prefix":"24001",
"ietf-npls:route-context":
"RSVP Src:198.51.100. 3, Dst: 198. 51. 100. 4, T: 10, L: 1"
}
]
}
}

} i)
"ietf-npls:npls":{
"npl s-1 abel - bl ocks": {
"npl s- | abel - bl ock": [

{
"index":"npl s-srgb-1| abel - bl ock",
"start-I|abel ": 16000,
"end- | abel ": 16500,
"bl ock-al | ocati on- node":
"ietf-npls:I|abel -bl ock-all oc-node-manager"
}
]
}

"interfaces":{
"interface":[

{

"name": " et h0",

"mpl s- enabl ed": true,

"maxi mum | abel ed- packet ": 1488
b
{

"name": "ethl",

"npl s- enabl ed": true,

"maxi mum | abel ed- packet": 1488
}

Figure 6: Instance Data Tree Exanpl e
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