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I nt roduction

The growi ng anmount of IPv6 traffic in private and public networks
requi res the extension of tools used in |IPv4-only networks to al so
support | Pv6 data packets.

Thi s docunent anal yzes the differences between describing | Pv6

[ RFC8200] fl ows and those of |IPv4 packets. It specifies new Border
Gat eway Protocol [RFC4271] encoding formats to enable "Di ssem nation
of Flow Specification Rules" [RFC8955] for |Pv6.

This specification is an extension of the base established in

[ RFC8955]. It only defines the delta changes required to support

I Pv6, while all other definitions and operation nechani sns of

"Di ssem nation of Flow Specification Rules" will remain in the main
specification and will not be repeated here.

1. Definitions of Terns Used in This Meno

AFI : Address Family ldentifier

AS: Aut ononpus System

NLRI : Net wor k Layer Reachability Information

SAFI : Subsequent Address Family ldentifier

VRF: Virtual Routing and Forwarding

The key words "MJST", "MJST NOT", "REQU RED', "SHALL", "SHALL NOT",

"SHOULD', "SHOULD NOT", "RECOMMENDED', "NOT RECOMVENDED', "MAY", and
"OPTIONAL" in this docunent are to be interpreted as described in
BCP 14 [ RFC2119] [RFCB174] when, and only when, they appear in all
capitals, as shown here.

I Pv6 Fl ow Specification Encoding in BGP

[ RFC8955] defines SAFls 133 (Dissem nation of Flow Specification
rul es) and 134 (L3VPN Di ssem nation of Flow Specification rules) in
order to carry the correspondi ng Fl ow Specification.

I mpl enent ati ons wi shing to exchange | Pv6 Fl ow Specifications MJST use
BGP' s Capability Advertisenent facility to exchange the Milti protocol
Ext ensi on Capability Code (Code 1), as defined in [RFC4760]. The
(AFl, SAFlI) pair carried in the Miltiprotocol Extension Capability
MUST be (AFI =2, SAFI=133) for |IPv6 Flow Specification rules and

(AFI =2, SAFI =134) for L3VPN Dissenination of Flow Specification

rul es.



3. 1Pv6 Flow Specification Conponents

The encodi ng of each of the conponents begins with a Type field (1
octet) followed by a variable length parameter. The follow ng
sections define conmponent types and paraneter encodings for |Pv6.

Types 4 (Port), 5 (Destination Port), 6 (Source Port), 9 (TCP Fl ags),
10 (Packet Length), and 11 (DSCP), as defined in [ RFC8955], also
apply to IPv6. Note that | ANA has updated the "Fl ow Spec Conmponent
Types" registry in order to contain both IPv4d and | Pv6 Fl ow

Speci fication conmponent type nunbers in a single registry

(Section 8).

3.1. Type 1 - Destination IPv6 Prefix

Encoding: <type (1 octet), length (1 octet), offset (1 octet),
pattern (variable), padding (variable) >

This defines the destination prefix to match. The offset has been
defined to allow for flexible nmatching to portions of an | Pv6 address
where one is required to skip over the first N bits of the address.
(These bits skipped are often indicated as "don't care" bits.) This
can be especially useful where part of the |IPv6 address consists of
an enbedded | Pv4 address, and matchi ng needs to happen only on the
enbedded | Pv4 address. The encoded pattern contai ns enough octets
for the bits used in matching (length minus offset bhits).

| engt h: This indicates the N-th nost significant bit in the
address where bitw se pattern nmatching stops.

of fset: This indicates the nunber of nost significant address bits
to skip before bitwi se pattern matching starts

pattern: This contains the matching pattern. The length of the
pattern is defined by the nunber of bits needed for
pattern matching (Il ength m nus offset).

paddi ng: This contains the mni num nunber of bits required to pad
the conponent to an octet boundary. Padding bits MJST be
0 on encodi ng and MJST be ignored on decodi ng.

If length = 0 and offset = 0, this component matches every address;
otherw se, length MUST be in the range offset < length < 129 or the
conponent is mal forned.

Note: This Flow Specification conponent can be represented by the
notati on i pvbaddress/length if offset is O or ipv6address/offset-
Il ength. The ipv6address in this notation is the textual |Pv6
representation of the pattern shifted to the right by the nunber of
of fset bits. See also Section 3.8.

3.2. Type 2 - Source |Pv6 Prefix

Encoding: <type (1 octet), length (1 octet), offset (1 octet),
pattern (variable), padding (variable) >

This defines the source prefix to match. The | ength, offset,
pattern, and padding are the sane as in Section 3.1

3.3. Type 3 - Upper-Layer Protoco
Encoding: <type (1 octet), [nuneric_op, value]+>

This contains a list of {nuneric_op, value} pairs that are used to
match the first Next Header value octet in |IPv6 packets that is not



an extension header and thus indicates that the next itemin the
packet is the correspondi ng upper-|layer header (see Section 4 of
[ RFC8200]).

Thi s conmponent uses the Nuneric Operator (numeric_op) described in
Section 4.2.1.1 of [RFC8955]. Type 3 conponent val ues SHOULD be
encoded as a single octet (numeric_op | en=00).

Note: Wiile IPv6 allows for nore than one Next Header field in the
packet, the main goal of the Type 3 Flow Specification conponent is
to match on the first upper-layer IP protocol value. Therefore, the
definitionis limted to match only on this specific Next Header
field in the packet.

3.4. Type 7 - 1CWv6 Type
Encodi ng: <type (1 octet), [nuneric_op, value]+>

This defines a list of {numeric_op, value} pairs used to match the
Type field of an I CMPv6 packet (see also Section 2.1 of [RFC4443]).

Thi s conmponent uses the Nuneric Operator (numeric_op) described in
Section 4.2.1.1 of [RFC8955]. Type 7 conponent val ues SHOULD be
encoded as a single octet (numeric_op | en=00).

In case of the presence of the | CWPv6 type conponent, only | CMPv6
packets can match the entire Flow Specification. The |ICWv6 type
conponent, if present, never matches when the packet’s upper-layer |IP
protocol value is not 58 (1Cwv6), if the packet is fragnented and
this is not the first fragnment, or if the systemis unable to |ocate
the transport header. Different inplementations may or may not be
abl e to decode the transport header.

3.5. Type 8 - | CwWv6 Code
Encodi ng: <type (1 octet), [nuneric_op, value]+>

This defines a list of {nuneric_op, value} pairs used to match the
code field of an I CMPv6 packet (see also Section 2.1 of [RFC4443]).

Thi s conmponent uses the Numeric Operator (numeric_op) described in
Section 4.2.1.1 of [RFC8955]. Type 8 conponent val ues SHOULD be
encoded as a single octet (numeric_op | en=00).

In case of the presence of the | CVWPv6 code conponent, only | CMPv6
packets can match the entire Flow Specification. The |ICWv6 code
conponent, if present, never matches when the packet’s upper-layer |IP
protocol value is not 58 (1Cwv6), if the packet is fragnented and
this is not the first fragnment, or if the systemis unable to |ocate
the transport header. Different inplenentations may or may not be
abl e to decode the transport header.

3.6. Type 12 - Fragnent
Encodi ng: <type (1 octet), [bitmask_op, bitnmask]+>

This defines a list of {bitmask op, bitnmask} pairs used to match
specific I P fragnents

Thi s conmponent uses the Bitnmask Operator (bitmask_op) described in
Section 4.2.1.2 of [RFC8955]. The Type 12 conponent bitmask MJIST be
encoded as a single octet bitmask (bitmsk _op | en=00).

0 1 2 3 4 5 6 7
S
| O] O] O] O|LF |FF |IsSF O
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Figure 1: Fragnent Bitnmask Operand
Bi t mask val ues

IsF: 1Is a fragnent other than the first -- match if |1 Pv6 Fragnent
Header (Section 4.5 of [RFC8200]) Fragnent Offset is not O

FF: First fragnent -- match if | Pv6 Fragnent Header (Section 4.5 of
[ RFC8200]) Fragnent Offset is O AND Mflag is 1

LF: Last fragnment -- match if | Pv6 Fragment Header (Section 4.5 of
[ RFC8200]) Fragnent Offset is not O AND Mflag is O

0: MUST be set to O on NLRI encoding and MJST be ignored during
decodi ng

.7. Type 13 - Fl ow Label (new)

Encoding: <type (1 octet), [nuneric_op, value]+>

This contains a list of {nuneric_op, value} pairs that are used to
mat ch the 20-bit Fl ow Label 1Pv6 header field (Section 3 of

[ RFC8200]).

Thi s conmponent uses the Nuneric Operator (numeric_op) described in
Section 4.2.1.1 of [RFC8955]. Type 13 conponent val ues SHOULD be
encoded as 4-octet quantities (numeric_op | en=10).

. 8. Encodi ng Exanpl es

3.8.1. Exanple 1

The foll owi ng exanpl e denonstrates the prefix encoding for packets
from::1234:5678: 9a00: 0/ 64- 104 to 2001: db8::/32 and upper-| ayer
prot ocol tcp.

[ el sl e ey el o

| len | destination | source | ul-proto

| O0x12 | 01 20 00 20 01 Od bb | 02 68 40 12 34 56 78 9a | 03 81 06

R T o e e e e e e oo TS +
Table 1

Decoded:

[ ettty ——————— s p—p—p—p—p—_—(————————————(—(———(—————r

| Val ue | | |

B el St ety s e e el

| 0x12 | length | 18 octets (if 1en<240, 1 octet) |

S T o m e e e e e e e eee— oo +

| Ox01 | type | Type 1 - Dest. |IPv6 Prefix |

R, R o e e e e e e e e e e e e e e +

| 0x20 | length | 32 bits |

Fomm o - Fom ek o mm e e e e e e eee oo s +

| Ox00 | offset | O bits |

S T o m e e e e e e e eee— oo +

| Ox20 | pattern | |

R, R o e e e e e e e e e e e e e e +

| 0x01 | pattern | |

Fomm o - Fom ek o mm e e e e e e eee oo s +

| Ox0d | pattern | |

S T o m e e e e e e e eee— oo +

| Oxb8 | pattern | (no paddi ng needed) |



3. 8.

| 0x02 | type | Type 2 - Source |Pv6 Prefix |
S D S TR . +
| Ox68 | length | 104 bits |
Fommma - S ISR T +
| Ox40 | offset | 64 bits |
R, R o e e e e e e e e e e e e e e +
| 0x12 | pattern | |
S D S I . +
| Ox34 | pattern | |
Fommma - T +
| Ox56 | pattern | |
R, R o e e e e e e e e e e e e e e +
| 0x78 | pattern | |
S D S I . +
| Ox9a | pattern | (no paddi ng needed) |
Fommma - T YT +
| Ox03 | type | Type 3 - Upper-Layer Protocol |
R, R o e e e e e e e e e e e e e e +
| 0x81 | nuneric_op | end-of-list, value size=1, == |
S D S T . +
| Ox06 | value | 06 |
Fommma - S ISRy T +
Tabl e 2

This constitutes an NLRI with an NLRI length of 18 octets.

Paddi ng i s not needed either for the destination prefix pattern
(length - offset = 32 bits) or for the source prefix pattern (length
- offset = 40 bits), as both patterns end on an octet boundary.

2. Exanple 2

The foll owi ng exanpl e denonstrates the prefix encoding for al

packets from::1234:5678: 9a00: 0/ 65- 104 to 2001: db8::/32

[} gt s e s o
| length | destination | source
| OxOf | 01 20 00 20 01 Od b8 | 02 68 41 24 68 ac f1 34
Fomm e - o - o e e e e e e oo St
Tabl e 3
Decoded
| Value | | |
[ el e fumes s ey e ety o}
| OxOf | length | 15 octets (if 1en<240, 1 octet) |
Fomm o - S o m e e e e e e e e e eee oo s +
| Ox01 | type | Type 1 - Dest. |IPv6 Prefix |
N o m e e e oo - St +
| Ox20 | length | 32 bits |
AR, S oo m e e e e e e e e e e ao - +
| Ox00 | offset | O bits |
Fomm o - S o m e e e e e e e e e eee oo s +
| Ox20 | pattern | |
N o m e e e oo - St +
| Ox01 | pattern | |
AR, S oo m e e e e e e e e e e ao - +
| Ox0d | pattern | |
Fomm o - S o m e e e e e e e e e eee oo s +
| Oxb8 | pattern | (no paddi ng needed) |



AR, S oo m e e e e e e e e e e ao - +
| Ox68 | length | 104 bits |
Fomm o - S o m e e e e e e e e e eee oo s +
| Ox41 | offset | 65 bits |
N o m e e e oo - St +
| Ox24 | pattern | |
AR, S oo m e e e e e e e e e e ao - +
| Ox68 | pattern | |
Fomm o - S o m e e e e e e e e e eee oo s +
| Oxac | pattern | |
N o m e e e oo - St +
| Oxf1l | pattern | |
AR, S oo m e e e e e e e e e e ao - +
| Ox34 | pattern/pad | (contains 1 bit of padding) |
Fomm o - S o m e e e e e e e e e eee oo s +
Table 4

This constitutes an NLRI with an NLRI length of 15 octets.

The source prefix pattern is 104 - 65 = 39 bits in length. After the
pattern, one bit of padding needs to be added so that the component
ends on an octet boundary. However, only the first 39 bits are
actually used for bitw se pattern matching, starting with a 65-bit

of fset fromthe topnost bit of the address.

4. Odering of Flow Specifications

The definition for the order of traffic filtering rules from

Section 5.1 of [RFC8955] is reused with new consideration for the
IPv6 prefix offset. As long as the offsets are equal, the conparison
is the sane, retaining |ongest-prefix-match senmantics. |[If the

of fsets are not equal, the | owest offset has precedence, as this Fl ow
Speci fication matches the nost significant bit.

The code in Appendi x A shows a Python3 inplementation of the
resulting conparison algorithm The full code was tested with Python
3.7.2 and can be obtained at <https://github.com stoffi92/draft-ietf-
idr-fl ow spec-v6/tree/ master/fl owspec-cnp>.

5. Validation Procedure

The validation procedure is the sane as specified in Section 6 of
[ RFC8955] with the exception that itema) of the validation procedure
shoul d now read as foll ows:

| a) A destination prefix conmponent with offset=0 is enbedded in
| the Fl ow Specification

6. IPve Traffic Filtering Action Changes

Traffic Filtering Actions from Section 7 of [RFC8955] can al so be
applied to I Pv6 Fl ow Specifications. To allow an |Pv6-Address-
Specific Route-Target, a new Traffic Filtering Action |Pv6-Address-
Speci fic Extended Conmunity is specified in Section 6.1 bel ow.

6.1. Redirect IPv6 (rt-redirect-ipv6) Type 0x000d

The redirect |Pv6-Address-Specific Extended Comrunity allows the
traffic to be redirected to a VRF routing instance that lists the
specified | Pv6- Address-Specific Route-Target in its inport policy.
If several local instances match this criteria, the choice between
themis a local matter (for exanple, the instance with the | owest
Rout e Di stingui sher value can be el ected).



8.

8.

8.

8.

Thi s | Pv6- Addr ess- Speci fi c Extended Community uses the same encodi ng
as the | Pv6- Address-Specific Route-Target Extended Comunity
(Section 2 of [RFC5701]) with the Type val ue al ways 0x000d.

The Local Adninistrator subfield contains a nunber froma nunbering
space that is adm nistered by the organization to which the IP
address carried in the G obal Adm nistrator subfield has been
assigned by an appropriate authority.

Interferes with: All BGP Flow Specification redirect Traffic
Filtering Actions (with itself and those specified in Section 7.4 of
[ RFC8955] ).

Security Considerations

Thi s docunent extends the functionality in [ RFC8955] to be applicable
to I Pv6 data packets. The sane security considerations from
[ RFC8955] now al so apply to | Pv6 networKks.

[ RFC7112] describes the inmpact of oversized | Pv6 header chai ns when
trying to match on the transport header; Section 4.5 of [RFC8200]
also requires that the first fragnment nust include the upper-|ayer
header, but there could be wongly formatted packets not respecting

[ RFC8200]. IPv6 Fl ow Specification component Type 3 (Section 3.3)
will not be enforced for those illegal packets. Moreover, there are
hardware limtations in several routers (Section 1 of [RFC8883]) that
may nake it inpossible to enforce a policy signaled by a Type 3 Fl ow
Speci fication conponent or Flow Specification conponents that nmatch
on upper-layer properties of the packet.

I ANA Consi derati ons
This section complies with [ RFC7153].
Fl ow Spec | Pv6 Component Types

| ANA has created and maintains a registry entitled "Fl ow Spec
Conponent Types". | ANA has added this docunent as a reference for
that registry. Furthernore, the registry has been updated to al so
contain the I Pv6 Fl ow Specification Conponent Types as descri bed
bel ow. The registration procedure remai ns unchanged.

.1. Registry Tenpl ate

Type Value: contains the assigned Fl ow Specification conponent type
val ue

| Pv4 Nane: contains the associated | Pv4 Fl ow Specification
component nanme as specified in [ RFC8955]

| Pv6 Nane: contains the associated | Pv6 Fl ow Specification
conmponent nane as specified in this docunent

Ref er ence: contains references to the specifications
.2. Registry Contents

Type Value: O

| Pv4 Nane: Reserved

| Pv6 Nane: Reserved

Ref er ence: [ RFC8955], RFC 8956

Type Value: 1

| Pv4 Nane: Destination Prefix

| Pv6 Nane: Destination | Pv6 Prefix
Ref er ence: [ RFC8955], RFC 8956



Type Val ue:

| Pv4 Nane:
| Pv6 Nane:
Ref er ence

Type Val ue:

| Pv4 Nane:
| Pv6 Nane:
Ref er ence

Type Val ue:

| Pv4 Nane:
| Pv6 Nane:
Ref er ence

Type Val ue:

| Pv4 Nane:
| Pv6 Nane:
Ref er ence

Type Val ue:

| Pv4 Nane:
| Pv6 Nane:
Ref er ence

Type Val ue:

| Pv4 Nane:
| Pv6 Nane:
Ref er ence

Type Val ue:

| Pv4 Nane:
| Pv6 Nane:
Ref er ence

Type Val ue:

| Pv4 Nane:
| Pv6 Nane:
Ref er ence

Type Val ue:

| Pv4 Nane:
| Pv6 Nane:
Ref er ence

Type Val ue:

| Pv4 Nane:
| Pv6 Nane:
Ref er ence

Type Val ue:

| Pv4 Nane:
| Pv6 Nane:
Ref er ence

Type Val ue:

| Pv4 Nane:
| Pv6 Nane:
Ref er ence

Type Val ue:

| Pv4 Nane:
| Pv6 Nane:

Type Val ue:

2
Source Prefix
Source | Pv6 Prefix

[ RFC8955], RFC 8956
3

I P Protocol
Upper - Layer Protocol
[ RFC8955], RFC 8956
4

Port

Port

[ RFC8955], RFC 8956
5

Destination Port
Destination Port
[ RFC8955], RFC 8956

6

Source Port
Sour ce Port
[ RFC8955], RFC 8956
7

| CMP Type

| CMPv6 Type
[ RFC8955], RFC 8956
8

| CMP Code

| CMPv6 Code
[ RFC8955], RFC 8956
9

TCP Fl ags
TCP Fl ags
[ RFC8955], RFC 8956
10

Packet Length
Packet Length

[ RFC8955], RFC 8956

11

DSCP

DSCP

[ RFC8955], RFC 8956
12

Fr agnment
Fr agnment

[ RFC8955], RFC 8956
13

Unassi gned

Fl ow Label

RFC 8956

14- 254
Unassi gned
Unassi gned

255



| Pv4 Nane: Reserved
| Pv6 Nane: Reser ved
Ref er ence: [ RFC8955], RFC 8956

8.2. | Pv6- Address- Specific Extended Community Fl ow Spec | Pv6 Actions
IANA maintains a registry entitled "Transitive | Pv6- Address-Specific

Ext ended Community Types". For the purpose of this work, |ANA has
assi gned a new val ue:

| Type Value | Name | Reference |
[ e —— C—p—p———————————(————————————_—————————_ Ll pp—p——(———— L
| 0x000d | Flow spec rt-redirect-ipvé format | RFC 8956 |
S TR O S +

Table 5: Transitive |Pv6-Address- Specific Extended
Conmunity Types Registry
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Appendi x A.  Exanpl e Python Code: flow rule cnp_v6

<CODE BEG NS>
Copyright (c) 2020 | ETF Trust and the persons identified as authors
of the code. Al rights reserved.

Redi stribution and use in source and binary forns, with or without

nmodi fication, is permtted pursuant to, and subject to the |icense

terns contained in, the Sinplified BSD License set forth in Section
4.c of the IETF Trust’s Legal Provisions Relating to | ETF Documents
(https://trustee.ietf.org/license-info).

inmport itertools
i nport coll ections
i mport i paddress

EQUAL = 0
A HAS_PRECEDENCE = 1
B_HAS_PRECEDENCE = 2

=

| P_DESTI NATI ON =
I P_SOURCE = 2

FS conponent = col | ections. namedt upl e(’ FS_conponent’,
" conponent _type val ue’)

class FS_ | Pv6_prefix_component:
def __init_ (self, prefix, offset=0,
conponent _type=Il P_DESTI NATI ON) :
sel f.of fset = offset
sel f. conmponent _type = conponent _type
# make sure if offset !'= 0 that none of the
# first offset bits are set in the prefix
self.value = prefix
if offset I'= O:
i = ipaddress.|Pv6lnterface(
(sel f.val ue. network_address, offset))
if i.network.network _address !=\
i paddress.ip_address('0::0):
raise ValueError('Bits set in the offset’)

class FS nlri(object):

FS nlri class inplementation that allows sorting.

By calling .sort() on an array of FS nlri objects these
will be sorted according to the flow rule cnp algorithm

Exanpl e:
nlri = [ FS_nlri(conmponents=[
FS conponent (conponent _type=4,
val ue=bytearray([0,1,2,3,4,5,6])),
1),

FS nlri (conmponent s=[
FS_conponent ( conponent _t ype=5,



def

val ue=bytearray([0, 1, 2,3,4,5,6])),
FS conponent (conponent _type=6,

val ue=bytearray([0,1,2,3,4,5,6])),
1),

nlri.sort() # sorts the array according to the algorithm

def

def

__init__(self, components = None):

components: list of type FS conponent

sel f. components = conponents

_ It _(self, other):
# use the below al gorithmfor sorting
result = flow_rule_cnmp_v6(self, other)
if result == B_HAS_PRECEDENCE:

return True
el se:

return Fal se

flow rule_cnp_v6(a, b):

I mpl enentati on of the flowspec sorting algorithmin
RFC 8956.

for

conp_a, conp_b in itertools.zip |ongest(a.conponents,
b. component s):
# I f a component type does not exist in one rule
# this rule has | ower precedence
if not conp_a:
return B_HAS PRECEDENCE
if not conp_b:
return A HAS_PRECEDENCE
# Hi gher precedence for |ower conponent type
i f conp_a. conmponent _type < conp_b. conponent _t ype:
return A HAS PRECEDENCE
i f conp_a. conponent _type > conp_b. conponent _type:
return B_HAS_PRECEDENCE
# component types are equal -> type-specific conparison
i f conp_a. conponent _type in (1P_DESTINATI ON, | P_SOURCE):
if conp_a.offset < conp_b. of fset:
return A HAS PRECEDENCE
if conmp_a.offset > conp_b. of fset:
return B_HAS_PRECEDENCE
# both conponents have the sane of f set
# assuni ng conp_a. val ue, conp_b. value of type
# i paddress. | Pv6Net wor k
# and the offset bits are reset to 0 (since they are
# not represented in the NLRI)
i f conmp_a.val ue. overl aps(conp_b. val ue):
# | ongest prefixlen has precedence
if conp_a.value.prefixlen >\
comp_b. val ue. prefi x|l en:
return A HAS PRECEDENCE
if conmp_a.value.prefixlen <\
conp_b. val ue. prefixl en:
return B_HAS_PRECEDENCE
# conponents equal -> continue wth next
# conponent
elif conmp_a.value > conp_b. val ue:
return B_HAS PRECEDENCE
elif comp_a.value < conp_b. val ue:
return A HAS_PRECEDENCE
el se:



# assunmi ng conp_a. val ue, conp_b. value of type
# byt earray
if len(conp_a.value) == len(conp_b.val ue):
if conp_a.value > conp_b. val ue:
return B_HAS_PRECEDENCE
if conp_a.value < conp_b. val ue:
return A HAS PRECEDENCE
# conponents equal -> continue with next
# conponent
el se:
common = mn(l en(conp_a. val ue),
| en(conp_b. val ue))
if conmp_a.value[:comon] >\
conp_b. val ue[ : common] :
return B_HAS PRECEDENCE
elif conmp_a.value[:comopn] <\
conp_b. val ue[: common] :
return A HAS PRECEDENCE
# the first comon bytes match
elif len(conp_a.value) > len(conp_b. val ue):
return A HAS PRECEDENCE
el se:
return B_HAS_PRECEDENCE

return EQUAL

<CODE ENDS>
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