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1. Introduction

Operational experience [Kent] [Huston] [RFC7872] reveals that IP
fragmentation introduces fragility to Internet comunication. This
docunent describes IP fragnentation and explains the fragility it
introduces. It also proposes alternatives to IP fragnentation and
provi des recommendati ons for devel opers and network operators.

While this docunent identifies issues associated with IP
fragmentation, it does not recomend deprecation. Legacy protocols
that depend upon I P fragnentati on would do well to be updated to
renove that dependency. However, sone applications and environments
(see Section 5) require IP fragmentation. In these cases, the
protocol will continue to rely on I P fragnentation, but the designer
shoul d be aware that fragnented packets may result in black holes. A
desi gn shoul d include appropriate saf eguards.

Rat her than deprecating |IP fragnentation, this docunment reconmends
that upper-Ilayer protocols address the problem of fragnentation at
their layer, reducing their reliance on IP fragnentation to the
great est degree possi bl e.

1.1. Requirenents Language

The key words "MJST", "MJST NOT*, "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMVENDED', "NOT RECOMMENDED', "MAY", and
"OPTIONAL" in this docunment are to be interpreted as described in BCP
14 [ RFC2119] [RFCB174] when, and only when, they appear in al
capital s, as shown here
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1.

| P Fragnmentation
Li nks, Paths, MU, and PMIu

An Internet path connects a source node to a destination node. A
path may contain links and routers. |If a path contains nore than one
link, the links are connected in series, and a router connects each
link to the next.

Internet paths are dynam c. Assune that the path fromone node to
anot her contains a set of links and routers. |If alink or a router
fails, the path can al so change so that it includes a different set
of links and routers.

Each link is constrained by the nunber of octets that it can convey
in a single | P packet. This constraint is called the |ink Maxi num
Transmi ssion Unit (MIU). |Pv4 [RFCO791] requires every link to
support an MIU of 68 octets or greater (see NOTE 1). |1Pv6 [ RFC8200]
simlarly requires every link to support an MIU of 1280 octets or
greater. These are called the IPv4 and I Pv6 mnimum|ink MIUs.

Sone |inks, and sonme ways of using links, result in additiona

vari abl e overhead. For the sinmple case of tunnels, this docunent
defers to other documents. For other cases, such as MPLS, this
docunent considers the link MU to include appropriate all owance for
any such over head.

Li kewi se, each Internet path is constrained by the nunmber of octets
that it can convey in a single |IP packet. This constraint is called
the Path MU (PMIU). For any given path, the PMIU is equal to the
smal l est of its link MIUs. Because Internet paths are dynam c, PMIU
is also dynam c

For reasons described bel ow, source nodes estimte the PMIU between
thensel ves and destination nodes. A source node can produce
extrenmely conservative PMIU estimates in which:

* The estimate for each IPv4 path is equal to the IPv4 nminimmlink
MTU.

* The estimate for each IPv6 path is equal to the IPv6 nminimmlink
MT U

Wil e these conservative estinmates are guaranteed to be | ess than or
equal to the actual PMIU, they are likely to be nuch | ess than the
actual PMIU. This nmay adversely affect upper-Iayer protocol

per f or mance.

By executing Path MIU Di scovery (PMIUD) procedures [RFC1191]

[ RFC8201], a source node can naintain a | ess conservative estimte of
the PMIU between itself and a destination node. In PMIUD, the source
node produces an initial PMIU estimate. This initial estimate is
equal to the MIU of the first link along the path to the destination
node. It can be greater than the actual PMIU

Havi ng produced an initial PMIU estinmate, the source node sends non-
fragmentabl e | P packets to the destination node (see NOTE 2). |If one
of these packets is larger than the actual PMIU, a downstream router
will not be able to forward the packet through the next Iink al ong
the path. Therefore, the downstreamrouter drops the packet and
sends an Internet Control Message Protocol (ICWP) [RFC0792] [RFC4443]
Packet Too Big (PTB) nessage to the source node (see NOTE 3). The

| CMP PTB nessage indicates the MU of the |ink through which the
packet could not be forwarded. The source node uses this information
to refine its PMIU esti mate.
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PMIUD produces a running estimate of the PMIU between a source node
and a destination node. Because PMIU is dynamic, the PMIU estimate
can be larger than the actual PMIU. In order to detect PMIU

i ncreases, PMIUD occasionally resets the PMIU estimate to its initial
val ue and repeats the procedure described above.

I deal | y, PMITUD operates as descri bed above. However, in sone
scenarios, PMIUD fails. For exanple:

* PMIUD relies on the network’s ability to deliver |CMP PTB nessages
to the source node. |If the network cannot deliver |CVP PTB
messages to the source node, PMIUD fails.

* PMIUD is susceptible to attack because | CMP nessages are easily
forged [ RFC5927] and not authenticated by the receiver. Such
attacks can cause PMIUD to produce unnecessarily conservative PMIU
estimates.

NOTE 1: In IPv4, every host nust be able to reassenble a packet
whose length is |l ess than or equal to 576 octets. However, the
IPv4 minimumlink MU is not 576. Section 3.2 of RFC 791
[ RFCO791] explicitly states that the IPv4 ninimnumlink MU is 68
octets.

NOTE 2: A non-fragnmentabl e packet can be fragnmented at its source.
However, it cannot be fragnented by a downstream node. An |Pv4
packet whose Don't Fragnent (DF) bit is set to O is fragnentable.
An | Pv4 packet whose DF bit is set to 1 is non-fragmentable. Al
| Pv6 packets are al so non-fragnentabl e.

NOTE 3: The I CVMP PTB nessage has two instantiations. 1n |CwWv4
[ RFCO792], the ICVMP PTB nessage is a Destination Unreachabl e
message with Code equal to 4 (fragnmentation needed and DF set).
Thi s nmessage was augnented by [ RFC1191] to indicate the MIU of the
I'ink through which the packet could not be forwarded. |In |ICMPv6
[ RFC4443], the ICVWP PTB message is a Packet Too Big Message with
Code equal to 0. This nessage also indicates the MU of the link
t hrough which the packet could not be forwarded.

Fragment ati on Procedures

When an upper-|layer protocol submits data to the underlying IP
nmodul e, and the resulting IP packet’s length is greater than the
PMIU, the packet is divided into fragnments. Each fragment includes
an | P header and a portion of the original packet.

[ RFCO791] describes I Pv4 fragnmentation procedures. An |Pv4 packet
whose DF bit is set to 1 may be fragnmented by the source node, but
may not be fragnented by a downstreamrouter. An |Pv4 packet whose
DF bit is set to 0 may be fragnented by the source node or by a
downstreamrouter. Wen an | Pv4 packet is fragmented, all |P options
(which are within the | Pv4 header) appear in the first fragnent, but
only options whose "copy" bit is set to 1 appear in subsequent
fragments.

[ RFC8200], notably in Section 4.5, describes |IPv6 fragnmentation
procedures. An |Pv6 packet nay be fragmented only at the source
node. Vhen an | Pv6 packet is fragmented, all extension headers
appear in the first fragnent, but only per-fragment headers appear in
subsequent fragments. Per-fragment headers include the foll ow ng:

*  The | Pv6 header.

* The Hop-by-Hop Options header (if present).
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* The Destination Options header (if present and if it precedes a
Rout i ng header)

*  The Routing header (if present).
* The Fragnent header.

In I Pv4, the upper-layer header usually appears in the first
fragnment, due to the sizes of the headers involved. 1In IPv6, the
upper -1l ayer header nust appear in the first fragnent.

Upper - Layer Reliance on | P Fragnentation

Upper -1 ayer protocols can operate in the follow ng nodes:
* Do not rely on I P fragnmentation.

* Rely on IP fragnmentation by the source node only.

* Rely on IP fragnentation by any node.

Upper -1 ayer protocols running over |Pv4 can operate in all of the
above- nenti oned nodes. Upper-layer protocols running over |IPv6 can
operate in the first and second nodes only.

Upper -1 ayer protocols that operate in the first two nbodes (above)
require access to the PMIU estimate. In order to fulfill this
requi renent, they can

* Estimate the PMIU to be equal to the IPv4 or 1 Pv6 nminimmlink
MT U

* Access the estimate that PMIUD produced.
* Execute PMIUD procedures thensel ves

* Execute Packetization Layer PMIUD ( PLPMIUD) procedures [ RFC4821]
[ RFC8899] .

According to PLPMIUD procedures, the upper-layer protocol naintains a
running PMIU estimate. |t does so by sendi ng probe packets of
various sizes to its upper-layer peer and receiving acknow edgenents.
This strategy differs fromPMIUD in that it relies on acknow edgenent
of received nessages, as opposed to | CVP PTB nessages concer ni ng
dropped nessages. Therefore, PLPMIUD does not rely on the network’s
ability to deliver |CMP PTB nessages to the source

Increased Fragility

This section explains how | P fragmentation introduces fragility to
I nt ernet communi cati on.

Virtual Reassenbly

Virtual reassenbly is a procedure in which a device conceptually
reassenbl es a packet, forwards its fragnments, and discards the
reassenbl ed copy. |In Address plus Port (A+P) [ RFC6346] and Carrier
Grade NAT (CGAN) [RFC6888], virtual reassenbly is required in order to
correctly translate fragnent addresses. It could be useful to
address the problens in Sections 3.2, 3.3, 3.4, and 3.5.

Virtual reassenbly is conputationally expensive and holds state for
i ndeterm nate periods of time. Therefore, it is prone to errors and
attacks (Section 3.7).

Pol i cy- Based Routing



I P fragnentation causes problens for routers that inplenent policy-
based routi ng.

When a router receives a packet, it identifies the next hop on route
to the packet’s destination and forwards the packet to that next hop
In order to identify the next hop, the router interrogates a | oca
data structure called the Forwardi ng Information Base (FIB).

Normal Iy, the FIB contains destination-based entries that map a
destination prefix to a next hop. Policy-based routing allows
destination-based and policy-based entries to coexist in the sanme
FIB. A policy-based FIB entry maps nmultiple fields, drawm from
either the IP or transport-|ayer header, to a next hop

B bl oo oo o fs e e el et o}
| Entry| Type | Dest. Prefix | Next | Next Hop |
I I I | Hdr /| I
I I I | Dest. | I
I I I | Port | I
B bl oo oo et oo s e e el e 3
| 1 | Destination-based | 2001:db8::1/128 | Any / | 2001:db8:2::2 |
I I I | Any | I
+----- I I I R I e I T +------- S I +
| 2 | Policy-based | 2001:db8::1/128 | TCP / | 2001:db8:3::3

I I I | 80 I I
+----- I I IR R I I +------- I I T +

Table 1: Policy-Based Routing FIB

Assunme that a router nmaintains the FIB in Table 1. The first FIB
entry is destination-based. It maps a destination prefix
2001:db8::1/128 to a next hop 2001:db8:2::2. The second FIB entry is
policy-based. It maps the same destination prefix 2001: db8::1/128
and a destination port (TCP / 80) to a different next hop
(2001:db8:3::3). The second entry is nore specific than the first.

When the router receives the first fragnent of a packet that is
destined for TCP port 80 on 2001:db8::1, it interrogates the FIB
Both FIB entries satisfy the query. The router selects the second
FIB entry because it is nore specific and forwards the packet to
2001: db8: 3:: 3.

When the router receives the second fragnment of the packet, it
interrogates the FIB again. This time, only the first FIB entry
satisfies the query, because the second fragment contains no

i ndication that the packet is destined for TCP port 80. Therefore,
the router selects the first FIB entry and forwards the packet to
2001: db8: 2: : 2.

Pol i cy-based routing is also known as filter-based forwarding.
3.3. Network Address Transl ation (NAT)

I P fragnentation causes problens for Network Address Translation

(NAT) devices. Wen a NAT device detects a new, outbound flow, it

maps that flow s source port and | P address to another source port

and | P address. Having created that mappi ng, the NAT device

transl ates:

* The source | P address and source port on each out bound packet.

* The destination | P address and destination port on each inbound
packet .



A+P [ RFC6346] and Carrier Grade NAT (CGN) [ RFC6888] are two common

NAT strategies. |n both approaches, the NAT device nust virtually
reassenbl e fragnented packets in order to translate and forward each
fragment.

3.4. Stateless Firewal ls

As discussed in nore detail in Section 3.7, IP fragnentation causes
probl enms for stateless firewalls whose rules include TCP and UDP
ports. Because port information is only available in the first
fragment and not available in the subsequent fragments, the firewall
islimted to the foll owi ng options:

* Accept all subsequent fragnments, possibly admitting certain
cl asses of attack.

* Block all subsequent fragnments, possibly blocking legitimate
traffic.

Neither option is attractive.

3.5. Equal -Cost Miltipath, Link Aggregate G oups, and Statel ess Load
Bal ancers

I P fragnentation causes problens for Equal -Cost Miltipath (ECW),

Li nk Aggregate G oups (LAG, and other stateless |oad-distribution
technologies. |In order to assign a packet or packet fragnment to a
link, an intermedi ate node executes a hash (i.e., load-distributing)
algorithm The foll ow ng paragraphs describe a comonly depl oyed
hash al gorithm

If the packet or packet fragnent contains a transport-|ayer header,
the al gorithm accepts the following 5-tuple as input:

* | P Source Address.

* | P Destination Address.

* | Pv4 Protocol or |IPv6 Next Header.
* transport-layer source port.

* transport-layer destination port.

I f the packet or packet fragnent does not contain a transport-|ayer
header, the algorithmaccepts only the follow ng 3-tuple as input:

* | P Source Address.
* | P Destination Address.
* | Pv4 Protocol or |Pv6 Next Header.

Theref ore, non-fragnented packets belonging to a fl ow can be assi gned
to one link while fragmented packets belonging to the same flow can
be divided between that |link and another. This can cause subopti nal

| oad distribution.

[ RFC6438] offers a partial solution to this problemfor |1Pv6 devices
only. According to [ RFC6438]:

| At intermediate routers that performload distribution, the hash

| algorithmused to determ ne the outgoing conponent-link in an ECWP
| and/or LAG toward the next hop MJUST minimally include the 3-tuple
| {dest addr, source addr, flow |label} and MAY al so include the
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| remaining conponents of the 5-tuple.

If the algorithmincludes only the 3-tuple {dest addr, source addr,
flow label}, it will assign all fragments belonging to a packet to
the same link. (See [RFC6437] and [RFC7098]).

In order to avoid the probl em descri bed above, inplenentations SHOULD
i mpl ement the recomendations provided in Section 6.4 of this
docunent .

| Pv4 Reassenbly Errors at Hi gh Data Rates

I Pv4 fragnmentation is not sufficiently robust for use under sone
conditions in today’'s Internet. At high data rates, the 16-bit IP
identification field is not |arge enough to prevent duplicate |Ds,
resulting in frequent incorrectly assenbled IP fragnents, and the TCP
and UDP checksuns are insufficient to prevent the resulting corrupted
datagranms from being delivered to upper-layer protocols. [RFC4963]
descri bes some easily reproduced experinments denonstrating the
probl em and di scusses sone of the operational inplications of these
observati ons.

These reassenbly issues do not occur as frequently in |IPv6 because
the I1Pv6 identification field is 32 bits |ong.

Security Vulnerabilities

Security researchers have docunented several attacks that exploit IP
fragmentation. The follow ng are exanpl es:

* Overl apping fragnent attacks [ RFC1858] [RFC3128] [RFC5722].
* Resource exhaustion attacks.

* Attacks based on predictable fragment identification val ues
[ RFC7739] .

* Evasion of Network Intrusion Detection Systens (N DS)
[ Pt acek1998].

In the overl apping fragnent attack, an attacker constructs a series
of packet fragnents. The first fragment contains an | P header, a
transport-layer header, and some transport-|ayer payload. This
fragnment conplies with local security policy and is allowed to pass

through a stateless firewall. A second fragnent, having a nonzero
of fset, overlaps with the first fragment. The second fragnment al so
passes through the stateless firewall. When the packet is

reassenbl ed, the transport-layer header fromthe first fragnent is
overwitten by data fromthe second fragnent. The reassenbl ed packet
does not conply with local security policy. Had it traversed the
firewall in one piece, the firewall would have rejected it.

A stateless firewall cannot protect against the overlapping fragnent
attack. However, destination nodes can protect against the

overl apping fragnment attack by inplementing the procedures described
in RFC 1858, RFC 3128, and RFC 8200. These reassenbly procedures
detect the overlap and di scard the packet.

The fragment reassenbly algorithmis a stateful procedure in an
otherw se statel ess protocol. Therefore, it can be exploited by
resource exhaustion attacks. An attacker can construct a series of
fragnmented packets with one fragnent nissing fromeach packet so that
the reassenbly is inpossible. Thus, this attack causes resource
exhaustion on the destination node, possibly denying reassenbly
services to other flows. This type of attack can be nmitigated by
flushing fragnent reassenbly buffers when necessary, at the expense



of possibly dropping legitimte fragments.

Each I P fragment contains an "ldentification" field that destination
nodes use to reassenbl e fragnented packets. Some inplenentations set
the lIdentification field to a predictable value, thus making it easy
for an attacker to forge malicious IP fragnents that woul d cause the
reassenbly procedure for legitimte packets to fail.

NI DS ains at identifying malicious activity by anal yzi ng network
traffic. Anbiguity in the possible result of the fragnment reassenbly
process may allow an attacker to evade these systens. Many of these
systens try to mtigate some of these evasion techniques (e.g., by
computing all possible outcomes of the fragnent reassenbly process,

at the expense of increased processing requirenents).

3.8. PMIU Bl ack-Holing Due to | CMP Loss

As nentioned in Section 2.3, upper-layer protocols can be configured
to rely on PMIUD. Because PMIUD relies upon the network to deliver

| CMP PTB nessages, those protocols also rely on the networks to
deliver |CMP PTB nessages

According to [ RFC4890], | CWPv6 PTB nessages must not be filtered.
However, | CMP PTB delivery is not reliable. It is subject to both
transi ent and persistent |oss.
Transient | oss of | CMP PTB nessages can cause transient PMIU bl ack
hol es. When the conditions contributing to transient |oss abate, the
network regains its ability to deliver |ICW PTB nessages and
connectivity between the source and destinati on nodes is restored.
Section 3.8.1 of this docunment describes conditions that lead to
transient |oss of |CMP PTB nessages.
Persistent | oss of | CVP PTB nessages can cause persistent black
holes. Sections 3.8.2, 3.8.3, and 3.8.4 of this docunent describe
conditions that lead to persistent |oss of |ICVMP PTB nessages.
The problem described in this section is specific to PMIUD. It does
not occur when the upper-|ayer protocol obtains its PMIU estimate
from PLPMIUD or from any other source

3.8.1. Transient Loss

The followi ng factors can contribute to transient |oss of |CVWP PTB
nessages:

*  Network congestion

* Packet corruption.

*  Transient routing |oops.
* |CWP rate limting.

The effect of rate limting may be severe, as RFC 4443 reconmends
strict rate limting of ICVMPv6 traffic.

3.8.2. Incorrect Inplenmentation of Security Policy

Incorrect inplenentation of security policy can cause persistent |oss
of | CMP PTB nessages

For exanple, assunme that a Custoner Prenises Equi prent (CPE) router
i npl ements the followi ng zone-based security policy:

* Alowany traffic to flow fromthe inside zone to the outside



zone.

* Do not allow any traffic to flow fromthe outside zone to the
inside zone unless it is part of an existing flow (i.e., it was
elicited by an outbound packet).

VWhen a correct inplementation of the above-nentioned security policy
receives an | CVP PTB nessage, it exam nes the | CMP PTB payl oad in
order to determ ne whether the original packet (i.e., the packet that
elicited the | CMP PTB nessage) belonged to an existing flow If the
original packet belonged to an existing flow, the inplenmentation
allows the ICMP PTB to flow fromthe outside zone to the inside zone
If not, the inplenmentation discards the | CMP PTB nessage.

When an incorrect inplenmentation of the above-nentioned security
policy receives an | CMP PTB message, it discards the packet because
its source address is not associated with an existing flow.

The security policy described above has been inplenented incorrectly
on many consuner CPE routers.

3.8.3. Persistent Loss Caused by Anycast

Anycast can cause persistent |oss of |CMP PTB nmessages. Consider the
exanpl e bel ow

A DNS client sends a request to an anycast address. The network
routes that DNS request to the nearest instance of that anycast
address (i.e., a DNS server). The DNS server generates a response
and sends it back to the DNS client. Wile the response does not
exceed the DNS server’s PMIU estimate, it does exceed the actua
PMIU.

A downstream router drops the packet and sends an | CMP PTB nessage
the packet’s source (i.e., the anycast address). The network routes
the 1 CvP PTB nessage to the anycast instance closest to the
downstreamrouter. That anycast instance may not be the DNS server
that originated the DNS response. It may be another DNS server with
the sane anycast address. The DNS server that originated the
response may never receive the | CvWP PTB nessage and may never update
its PMIU esti mat e.

3.8.4. Persistent Loss Caused by Unidirectional Routing

Unidirectional routing can cause persistent |oss of |CVP PTB
messages. Consider the exanpl e bel ow

A source node sends a packet to a destination node. All internediate
nodes maintain a route to the destination node but do not naintain a
route to the source node. 1In this case, when an internmedi ate node
encounters an MIU i ssue, it cannot send an | CMP PTB nessage to the
source node

3.9. Black-Holing Due to Filtering or Loss

In RFC 7872, researchers sanpled Internet paths to determ ne whether
they woul d convey packets that contain | Pv6 extension headers.
Sanpl ed paths ternminated at popular Internet sites (e.g., popular
web, mail, and DNS servers).

The study reveal ed that at | east 28% of the sanpl ed paths did not
convey packets containing the | Pv6 Fragnent extension header. In
nost cases, fragnents were dropped in the destination autononous
system In other cases, the fragments were dropped in transit
aut ononous syst ens.



Anot her study [Huston] confirned this finding. It reported that 37%
of sanpl ed endpoi nts used | Pv6-capabl e DNS resol vers that were
i ncapabl e of receiving a fragnented | Pv6 response.

It is difficult to determ ne why network operators drop fragnents.
Possi bl e causes foll ow

* Hardware inability to process fragmented packets.

* Failure to change vendor defaults.

* Unintentional msconfiguration

* |Intentional configuration (e.g., network operators consciously
chooses to drop IPv6 fragnents in order to address the issues

raised in Sections 3.2 through 3.8, above.)

4. Alternatives to | P Fragnentation

4.1. Transport-Layer Sol utions

The Transport Control Protocol (TCP) [RFC0793]) can be operated in a
nmode that does not require | P fragnmentation.

Applications submt a streamof data to TCP. TCP divides that stream
of data into segnents, with no segnent exceeding the TCP Maxi mum
Segnent Size (MSS). Each segnent is encapsulated in a TCP header and
subnmitted to the underlying I P nmodule. The underlying |IP nodul e
prepends an | P header and forwards the resulting packet.

If the TCP MSS is sufficiently small, then the underlying I P nodul e
never produces a packet whose length is greater than the actual PMIU
Therefore, IP fragnmentation is not required.

TCP offers the foll owi ng nmechani snms for MSS managenent :

* Manual configuration.

*  PMTUD.
*  PLPMIUD.
Manual configuration is always applicable. If the MSS is configured

to a sufficiently low value, the IP layer will never produce a packet
whose length is greater than the protocol minimumlink MU However,
manual configuration prevents TCP fromtaki ng advantage of | arger
l'ink MIUs.

Upper -1 ayer protocols can inplenment PMIUD in order to discover and
take advantage of larger Path MIUs. However, as nentioned in
Section 2.1, PMIUD relies upon the network to deliver |ICVP PTB
messages. Therefore, PMIUD can only provide an estinmate of the PMIU
in environnents where the risk of 1CVP PTB | oss is acceptable (e.qg.,
known to not be filtered).

By contrast, PLPMIUD does not rely upon the network’s ability to

deliver |ICMP PTB nessages. It utilizes probe nessages sent as TCP
segnments to deterni ne whether the probed PMIU can be successfully
used across the network path. In PLPMIUD, probing is separated from

congestion control, so that |oss of a TCP probe segnent does not
cause a reduction of the congestion control w ndow. [RFC4821]
defines PLPMIUD procedures for TCP

While TCP will never knowi ngly cause the underlying IP nodule to enit
a packet that is larger than the PMIU estimate, it can cause the



underlying I P nodule to emit a packet that is |arger than the actua
PMIU. For exanple, if routing changes and as a result the PMIU
becones smaller, TCP will not know until the |ICMP PTB nessage
arrives. |If this occurs, the packet is dropped, the PMIU estimate is
updated, the segment is divided into snmaller segnments, and each
smal l er segnent is subnmitted to the underlying |IP nodul e.

The Dat agram Congesti on Control Protocol (DCCP) [ RFC4340] and the
Stream Control Transm ssion Protocol (SCTP) [ RFC4960] al so can be
operated in a node that does not require |IP fragnentation. They both
accept data from an application and divide that data into segnents,
with no segnent exceedi ng a maxi num si ze.

DCCP of fers manual configuration, PMIUD, and PLPMIUD as nechani snms
for managi ng that maxi mum si ze. Datagram protocols can al so

i mpl ement PLPMIUD to estinmate the PMIU via [ RFC8899]. This proposes
procedures for perform ng PLPMIUD with UDP, UDP options, SCTP, QU C
and ot her dat agram protocol s.

Currently, User Datagram Protocol (UDP) [RFC0768] |acks a
fragnmentati on mechanismof its own and relies on | P fragnmentation
However, [UDP-OPTIONS] proposes a fragnmentation mechani smfor UDP

.2. Application-Layer Solutions

[ RFC8085] recogni zes that I P fragmentation reduces the reliability of
I nternet communication. It also recognizes that UDP | acks a
fragmentati on mechanismof its own and relies on IP fragnmentation
Therefore, [RFC3085] offers the foll owi ng advi ce regarding
applications the run over the UDP

| An application SHOULD NOT send UDP datagrans that result in IP

| packets that exceed the Maxi mum Transni ssion Unit (MIU) al ong the
| path to the destination. Consequently, an application SHOULD

| either use the path MIU i nformati on provided by the IP | ayer or

| inplenment Path MIU Di scovery (PMIUD) itself [RFC1191] [ RFC1981]

| [RFC4821] to deternmine whether the path to a destination wll

| support its desired nessage size without fragnentation

RFC 8085 conti nues:

| Applications that do not follow the recommendati on to do PMIU

| PLPMIUD di scovery SHOULD still avoid sending UDP dat agrans that

| would result in IP packets that exceed the path MIU. Because the
| actual path MIU i s unknown, such applications SHOULD fall back to
| sending nmessages that are shorter than the default effective MU

| for sending (EMIU_S in [RFC1122]). For IPv4, EMIU S is the

| smaller of 576 bytes and the first-hop MIU [ RFC1122]. For | Pv6,

| EMIU S is 1280 bytes [RFC2460]. The effective PMIU for a directly
| connected destination (with no routers on the path) is the

| configured interface MIU, which could be | ess than the maxi num

| link payl oad size. Transm ssion of mninmmsized UDP datagrans is
| inefficient over paths that support a larger PMIU, which is a

| second reason to inplement PMIU di scovery.

RFC 8085 assunes that for I1Pv4 an EMIU S of 576 is sufficiently snall
to be supported by nost current Internet paths, even though the |Pv4
mnimmlink MU is 68 octets.

This advice applies equally to any application that runs directly
over |P

Applications That Rely on | Pv6 Fragnentation

The followi ng applications rely on | Pv6 fragmentation



*  DNS [ RFC1035] .

*  OSPFv2 [ RFC2328] .

*  OSPFv3 [ RFC5340] .

* Packet -i n- packet encapsul ati ons.

Each of these applications relies on IPv6 fragmentation to a varying
degree. In sone cases, that reliance is essential and cannot be
broken wi t hout fundanentally changing the protocol. [|n other cases,
that reliance is incidental, and nost inplementations already take
appropriate steps to avoid fragnmentation.

This list is not conprehensive, and other protocols that rely on IP
fragmentation nmay exist. They are not specifically considered in the
context of this docunent.

5.1. Dommin Nane Service (DNS)

DNS relies on UDP for efficiency, and the consequence is the use of
I P fragnmentation for large responses, as permtted by the Extension
Mechani sns for DNS (EDNSO) options in the query. It is possible to
mtigate the i ssue of fragmentation-based packet | oss by having
queries use smaller EDNSO UDP buffer sizes or by having the DNS
server limt the size of its UDP responses to sone sel f-inposed
maxi mum packet size that may be less than the preferred EDNSO UDP
buffer size. |In both cases, |arge responses are truncated in the
DNS, signaling to the client to re-query using TCP to obtain the
compl ete response. However, the operational issue of the partia

| evel of support for DNS over TCP, particularly in the case where

I Pv6 transport is being used, becones a limting factor of the

ef ficacy of this approach [Danas].

Larger DNS responses can nornally be avoi ded by aggressively pruning
the Additional section of DNS responses. One scenario where such
pruning is ineffective is in the use of DNSSEC, where | arge key sizes
act to increase the response size to certain DNS queries. There is
no effective response to this situation within the DNS ot her than
usi ng snal l er cryptographic keys and adopti ng of DNSSEC

admi nistrative practices that attenpt to keep DNS response as short
as possi bl e.

5.2. (Open Shortest Path First (OSPF)

OSPF i npl enentati ons can enit nessages | arge enough to cause
fragmentation. However, in order to optim ze performance, nost OSPF
i npl ementations restrict their maxi mum nmessage size to a val ue that
wi |l not cause fragnentation.

5.3. Packet-in-Packet Encapsul ations

Thi s docunent acknow edges that in sone cases, packets nust be
fragmented within IP-in-1P tunnels. Therefore, this docunent makes
no additional recommendations regarding |IP-in-IP tunnels.

In this docunment, packet-in-packet encapsul ations include IP-in-IP

[ RFC2003], Ceneric Routing Encapsul ation (GRE) [ RFC2784], GRE-in-UDP
[ RFC8086], and Ceneric Packet Tunneling in | Pv6 [RFC2473]. [ RFC4459]
describes fragnentation i ssues associated with all of the above-
ment i oned encapsul ati ons.

The fragnmentation strategy described for GRE in [ RFC7588] has been
depl oyed for all of the above-nentioned encapsul ations. This
strategy does not rely on I P fragnmentati on except in one corner case.
(See Section 3.3.2.2 of [RFC7588] and Section 7.1 of [RFC2473].)
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Section 3.3 of [RFC/676] further describes this corner case.
See [ TUNNELS] for further discussion
4. UDP Applications Enhanci ng Perfornmance

Sone UDP applications rely on IP fragnmentation to achi eve acceptabl e
| evel s of performance. These applications use UDP datagram si zes
that are larger than the Path MIU so that nore data can be conveyed
between the application and the kernel in a single systemcall

To pick one example, the Licklider Transm ssion Protocol (LTP)

[ RFC5326], which is in current use on the International Space Station
(1'SS), uses UDP datagram sizes larger than the Path MIU to achieve
acceptabl e | evel s of perfornmance even though this invokes IP
fragmentation. Mre generally, SNVP and video applications nmay
transmt an application-layer quantum of data, depending on the
network | ayer to fragment and reassenbl e as needed.

Recomrendat i ons

1. For Application and Protocol Devel opers

Devel opers SHOULD NOT devel op new protocols or applications that rely
on | P fragnentation. Wen a new protocol or application is depl oyed
in an environment that does not fully support IP fragnentation, it
SHOULD operate correctly, either in its default configuration or in a
specified alternative configuration

Wil e there may be controlled environnents where | P fragnmentation
works reliably, this is a deploynent issue and can not be known to
sonmeone devel opi ng a new protocol or application. It is not
recomended that new protocols or applications be devel oped that rely
on | P fragmentation. Protocols and applications that rely on IP
fragmentation will work less reliably on the Internet.

Legacy protocols that depend upon IP fragnentati on SHOULD be updat ed
to break that dependency. However, in sone cases, there may be no
viable alternative to IP fragnentation (e.g., |PSEC tunnel node, |P-
in-1P encapsul ation). Applications and protocols cannot necessarily
know or control whether they use |ower |ayers or network paths that
rely on such fragnentation. |In these cases, the protocol wll
continue to rely on IP fragnentation but should only be used in
environments where | P fragnmentation is known to be support ed.

Protocols may be able to avoid IP fragnmentation by using a
sufficiently small MIU (e.g., The protocol minimmlink MU
disabling I P fragnentation, and ensuring that the transport protoco
in use adapts its segnent size to the MIU. O her protocols may
depl oy a sufficiently reliable PMIU di scovery nechani sm (e.g.
PLPMTUD) .

UDP appl i cations SHOULD abi de by the recomendati ons stated in
Section 3.2 of [RFC8085].

2. For System Devel opers

Software |ibraries SHOULD i ncl ude provision for PLPMIUD for each
supported transport protocol

3. For M ddl ebox Devel opers

M ddl eboxes, which are systens that "transparently" perform policy
functions on passing traffic but do not participate in the routing
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system should process IP fragnents in a manner that is consistent
with [ RFC0791] and [ RFC8200]. In nmany cases, m ddl eboxes nust
mai ntain state in order to achieve this goal

Price and performance considerations frequently notivate network
operators to depl oy statel ess niddl eboxes. These stateless

m ddl eboxes may perform suboptimally, process IP fragnents in a
manner that is not conpliant with RFC 791 or RFC 8200, or even
discard I P fragnments conpletely. Such behaviors are NOI RECOVMENDED.
If a mddl ebox inplenents nonstandard behavior with respect to IP
fragmentation, then that behavior MJUST be clearly docunented.

4. For ECMP, LAG and Load-Bal ancer Devel opers And Operators

In their default configuration, when the IPv6 Fl ow Label is not equa
to zero, |Pv6 devices that inplenent Equal-Cost Miltipath (ECVP)
Routing as described in OSPF [ RFC2328] and other routing protocols,

Li nk Aggregation Grouping (LAG [RFC7424], or other |oad-distribution
technol ogi es SHOULD accept only the following fields as input to
their hash al gorithm

* | P Source Address.

* | P Destination Address.

*  Fl ow Label

Qperators SHOULD depl oy these devices in their default configuration

These recommendations are simlar to those presented in [ RFC6438] and
[ RFC7098]. They differ in that they specify a default configuration

5. For Network QOperators

Operators MJST ensure proper PMIUD operation in their network,

i ncl udi ng maki ng sure the network generates PTB packets when dropping
packets too | arge conpared to outgoing interface MU However,

i npl ementations MAY rate limt the generation of |ICVMP nessages per

[ RFC1812] and [ RFC4443].

As per RFC 4890, network operators MJST NOT filter | CvWPv6 PTB
messages unl ess they are known to be forged or otherw se
illegitimate. As stated in Section 3.8, filtering | CMPv6 PTB packets
causes PMIUD to fail. Many upper-layer protocols rely on PMIUD.

As per RFC 8200, network operators MJST NOT deploy |Pv6 |inks whose
MIU is |l ess than 1280 octets.

Net wor k operators SHOULD NOT filter IP fragnments if they are known to
have originated at a domain nane server or be destined for a domain
name server. This is because domain nane services are critical to
operation of the Internet.

I ANA Consi derati ons
Thi s document has no | ANA acti ons.

Security Considerations

Thi s docunent mitigates some of the security considerations
associated with IP fragmentation by discouraging its use. It does
not introduce any new security vulnerabilities, because it does not
i ntroduce any new alternatives to I P fragnentation. Instead, it
recommends wel | -understood al ternati ves.
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