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I ntroduction

The | ETF Softwire Wrking Group has devel oped several |Pv4-in-I1Pv6
softwire nechani sns to address various depl oynent contexts and
constraints. As a conmpanion to the architectural specification
docunents, this document focuses on the provisioning of Address plus
Port (A+P) softwire functional el enents: Border Routers (BRs) and
Custonmer Edge (CE) (called "Custoner Prem ses Equipnent (CPE)" in

[ RFC7596]). The softwi re mechani snms covered in this docunment are

Li ght wei ght 4over6 (lIw4o6) [RFC7596], Mapping of Address and Port

wi th Encapsul ation (MAP-E) [ RFC7597], and Mappi ng of Address and Port
using Translation (MAP-T) [RFC7599].

Thi s docunent focuses on A+P nmechani snms [ RFC6346]; the reader can
refer to [RFC8513] for a YANG nodul e for Dual -Stack Lite (DS-Lite)
[ RFC6333] .

Thi s docunent defines YANG nodul es [ RFC7950] that can be used to
configure and nmanage A+P softwire el enents using the NETCONF
[ RFC6241] or RESTCONF [ RFC8040] protocols for

* Configuration
* (Operational State
* Notifications

Ter mi nol ogy
The reader should be famliar with the concepts and ternms defined in
[ RFC7596], [RFC7597], [RFC7599], and the YANG data nodel i ng | anguage
defined in [ RFC7950].
The YANG nodul es in this docunment adopt the Network Managenent
Dat astore Architecture (NVDA) [ RFC8342]. The neani ngs of the synbols
used in tree diagrans are defined in [ RFC83340].
The docunent uses the abbreviation 'BR as a general termfor
softwire tunnel concentrators, including both MAP Border Routers
[ RFC7597] and Lightwei ght 4over6 | wAFTRs [ RFC7596] .

For brevity, "algorithm is used to refer to the "mapping al gorithnt
defined in [ RFC7597].

A network el enent may support one or nultiple instances of a softwire
mechani sm each of these instances (i.e., binding instances, MAP-E

i nstances, or MAP-T instances) may have its own configuration and
paraneters. The term’algo-instance’ is used to denote both MAP-E
and MAP-T instances.

Overvi ew of the Mbdul es

Overall Structure
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The docurent defines the following two YANG nodul es for the
configuration and nonitoring of softwire functional elenents:

ietf-softwire-ce
Provi des configuration and monitoring for softwire CE el enent.
This nodul e is defined as augnents to the interface YANG nodul e
[ RFC8343] .

ietf-softw re-br
Provi des configuration and nonitoring for softwire BR el ement.

In addition, the follow ng nodul e is defined:

ietf-softw re-common
Cont ai ns groups of common functions that are inported into the
CE and BR nodul es.

Thi s approach has been taken so that the various nodul es can be
easily extended to support additional softwi re nmechanisns, if
required.

Wthin the BR and CE nodul es, the YANG "feature" statement is used to
di stinguish which of the different softwi re mechanism(s) is rel evant
for a specific elenment’s configuration. For each nodule, a choice
statenent 'ce-type’ is included for either 'binding’ or "algorithm.
"Binding’ is used for configuring Lightweight 4over6, whereas
"algorithm is used for configuring MAP-T or MAP-E

In the *al go-instances’ container, a choice statenent 'data-plane’ is
included to specify MAP-E (encapsul ation) or MAP-T (transl ation)
Tabl e 1 shows how these choices are used to indicate the desired

sof twi re mechani sm

R S S RIS +
| S46 Mechani sm | ce-type? | data-plane? |
[} e —————————— Ll ——————— s —p——(———r
| Lightweight 4over6 | binding | n/ a

R S S I +
| MAP- E | algorithm| encapsul ation |
I S TR I IRy +
| MAP- T | algorithm| translation |
o e e e R T +

Table 1: Softw re Mechani sm Choi ce
St at ement Enunerati on

NETCONF notifications are al so incl uded.

| Earlier draft versions of this specification conbined the

| softwire mechanisns by their associated technol ogi es rather

| than their function in the architecture. As the docunent was
| revised, it became apparent that dividing the nodul es by their
| rolein the architecture (CE or BR) was a better approach as

| this follows the intended function and existing inplenentation
| approaches nore closely.

Configuration for Additional Conponents

The softwire nodules only aimto provide configuration rel evant for
softwires. In order to fully provision a CE el enent, the follow ng
may al so be necessary:

* | Pve forwarding and routing configuration, to enable the CE to
obtain one or nore IPv6 prefixes for softwire usage. A YANG
modul e for routing managenent is described in [ RFC8349].



4.

4.

* | Pv4d routing configuration, to add one or nore | Pv4 destination
prefix(es) reachable via the configured softwire. A YANG nodul e
for routing nmanagenent is described in [ RFC8349].

* Stateful NAT44/ NAPT managenent, to optionally specify a port set
(Port Set ldentifier (PSID)) along with its Iength. A YANG nodul e
for NAT nmanagenent is described in [ RFC8512].

* Statel ess NAT46 nmanagenent, which is required by softwire-
transl ati on- based mechani snms (i.e., the assignnment of a Network-
Specific Prefix to use for IPv4/1Pv6 translation). A YANG nodul e
for NAT nmanagenent is described in [ RFC8512].

As YANG nodul es for the above functions are already defined in other
docunents, their functionality is not duplicated here and they shoul d
be referred to, as needed. Appendix A 3 provides XM exanpl es of how
these nodul es can be used together.

The CE nust already have mnimal |1Pv6 configuration in place so it is
reachabl e by the NETCONF client to obtain softwire configuration. |If
addi tional |Pv6-specific configuration is necessary, the YANG nodul es
defined in [ RFC8344] and [ RFC8349] nmay be used.

Softwire CE YANG Tree Di agram
1. CE Tree Diagram

The CE nodul e provides configuration and nmonitoring for all of the
softwire nechani sns covered in this docunent (i.e., Lightweight
4over 6, MAP-E, and MAP-T).

Thi s nodul e augnents "ietf-interfaces", defined in [ RFC8343] with an
entry for the softwire. This entry can be referenced to configure

I Pv4 forwarding features for the elenent. This entry is added only
if tunnel type (Section 10) is set to 'aplusp’.

Figure 1 shows the tree structure of the softwire CE YANG nodul e:

nmodul e: ietf-softwire-ce
augrment /if:interfaces/if:interface:
+--rw softwi re- payl oad- nt u? uint 16
+--rw softw re-path-nru? uintl6
+--rw (ce-type)?
+--:(bi ndi ng) {bi ndi ng-node}?
| +--rw binding-ipv6info? uni on
| +--rw br-ipv6-addr i net:ipv6-address
+--:(algo) {map-e or map-t}~?
+--rw al go-i nstances
+--rw al go-i nstance* [ nane]
+--rw nanme string
+--rw enabl e? bool ean
+--rw al go-versi oni ng
| +--rw version? ui nt 64
| +--rw date? yang: dat e-and-ti ne
+--rw (data-pl ane) ?
| +--:(encapsul ation) {map-e}?

| | +--rw br-ipv6-addr i net:ipv6-address
| +--:(translation) {map-t}~?

| +--rw dnr-i pv6-prefix? inet:ipv6-prefix
+--rw ea-len uint8

+--rw rul e-i pve-prefix i net:ipv6-prefix
+--rw rul e-ipv4-prefix i net:ipva-prefix
+--rw forwarding bool ean

augrment /if:interfaces/if:interface/if:statistics:
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+--ro sent-ipv4-packets?

| yang: zer o- based- count er 64

+--r0 sent-ipv4d-hbytes?

| yang: zer o- based- count er 64

+--ro0 sent-ipv6-packets?

| yang: zer o- based- count er 64

+--ro0 sent-ipv6-bytes?

| yang: zer o- based- count er 64

+--ro0 rcvd-i pv4- packets?

| yang: zer o- based- count er 64

+--ro0 rcvd-ipv4-bytes?

| yang: zer o- based- count er 64

+--ro rcvd-i pv6- packet s?

| yang: zer o- based- count er 64

+--r0 rcvd-i pv6-bytes?

| yang: zer o- based- count er 64

+--ro dropped-i pv4- packets?

| yang: zer o- based- count er 64

+--ro dropped-ipv4-bytes?

| yang: zer o- based- count er 64

+--ro0 dropped-i pv6- packets?

| yang: zer o- based- count er 64

+--ro dropped-ipv6-bytes?

| yang: zer o- based- count er 64

+--ro dropped-ipv4-fragnents?

| yang: zer o- based- count er 64

+--ro dropped-ipv4-fragnment - byt es?

| yang: zer o- based- count er 64

+--ro ipve-fragnents-reassenbl ed?

| yang: zer o- based- count er 64

+--ro i pv6-fragnents-bytes-reassenbl ed?

| yang: zer o- based- count er 64

+--r0 out-icnpv4-error-packets?

| yang: zer o- based- count er 64

+--r0 out-icnpvé4-error-bytes?

| yang: zer o- based- count er 64

+--ro0 out-icnpv6-error-packets?

| yang: zer o- based- count er 64

+--r0 out-icnpv6-error-bytes?
yang: zer o- based- count er 64

notifications:
+---n softw re-ce-event {binding-node}?
+--r0 ce-bindi ng-i pv6-addr-change i net:ipv6-address

Figure 1. Softwire CE YANG Tree Di agram
Softwire CE Tree Di agram Descri ption

Additional information related to the operation of a CE elenent is
provi ded bel ow

sof t wi r e- payl oad- nt u:
optionally used to set the | Pv4 Maxi mum Transm ssion Unit (MrIU)
for the softwire. Needed if the softwire inplenentation is
unable to correctly calculate the correct | Pv4 MIU size
aut omati cal ly.

sof twi re-path-nru
optionally used to set the maxi mum | Pv6 softw re packet size
that can be received, including the encapsul ati on/translation
overhead. Needed if the softwire inplenentation is unable to
correctly calculate the correct |Pv4 payl oad Maxi mum Recei ve
Unit (MRU) size automatically (see Section 3.2 of [RFC4213]).

ce-type:



provi des a choice statenent allow ng the binding or algorithnmc
sof twire nmechani snms to be sel ect ed.

Further details relevant to binding softwire elenments are as foll ows:

bi ndi ng-i pv6i nf o:
used to set the IPv6 binding prefix type to identify which I Pv6
address to use as the tunnel source. It can be 'ipv6-prefix’
or ’'ipv6-address’.

br-ipv6-addr:
sets the | Pv6 address of the renpte BR

Additional details relevant to sone of the inportant algorithmc
el ements are provi ded bel ow

al go- ver si oni ng:
optionally used to associate a version nunber and/or tinmestanp
to the algorithm This can be used for |ogging/data retention
pur poses [ RFC7422]. The version nunber is selected to uniquely
identify the algorithmconfiguration and a new value witten
whenever a change is nade to the algorithmor a new al go-
i nstance is created.

f orwar di ng:
specifies whether the rule can be used as a Forwardi ng Mappi ng
Rule (FMR). If not set, this rule is a Basic Mapping Rule
(BMR) only and nust not be used for forwarding. Refer to
Section 4.1 of [RFC7598].

ea-| en:
used to set the length of the Enbedded- Address (EA), which is
defined in the mapping rule for a MAP donai n.

dat a- pl ane:
provi des a choice statenent for either encapsul ati on (MAP-E) or
translation (MAP-T).

br-ipv6-addr:
defines the | Pv6 address of the BR This information is valid
for MAP-E.

dnr -i pv6- prefix:
defines the Default Mapping Rule (DVR) | Pv6 prefix of the BR
This information is valid for MAP-T.

Addi tional information on the notification node is listed bel ow
ce- bi ndi ng-i pv6- addr - change:
if the CE's binding | Pv6 address changes for any reason, the
NETCONF client will be notifi ed.
5. Softwire BR YANG Tree Di agram
5.1. BR Tree Di agram
The BR YANG nodul e provi des configuration and nonitoring for all of
the softwire nechanisns covered in this docunent (i.e., Lightweight
4over 6, MAP-E, and MAP-T).
Figure 2 provides the tree structure of this nodul e:
nmodul e: ietf-softwre-br
+--rw br-instances

+--rw (br-type)?
+--:(bi ndi ng) {bindi ng- node}?



+--rw bi ndi ng
+--rw bi nd-i nstance* [nang]
+--rw nane string
+--rw bi ndi ng-t abl e-versi oni ng
| +--rw version? ui nt 64

| +--rw date? yang: dat e-and-ti ne
+--rw sof t wi re- num max ui nt 32

+--rw softw re-payl oad-ntu uintl6
+--rw softwire-path-nru uintl6
+--rw enabl e- hai r pi nni ng? bool ean

+--rw bi ndi ng-tabl e
| +--rw binding-entry* [binding-ipv6info]
| +--rw bi ndi ng-i pv6i nfo uni on
| +--rw bi ndi ng-i pv4- addr?
| | i net:ipv4-address
| +--rw port-set
| | +--rw psid-offset? uint8
| | +--rw psid-len uint8
| |  +--rw psid uint 16
| +--rw br-ipv6-addr?
| i net:ipv6-address
+--rw icnp-policy
+--rwicnpv4-errors
| +--rw allowincomng-icnpv4? bool ean
| +--rwicnpv4-rate? ui nt 32
| +--rw generate-icnpv4-errors? bool ean
+--rw icnpv6-errors
+--rw generate-icnpv6-errors? bool ean
+--rwicnpv6-rate? ui nt 32
--ro traffic-stat
+--ro discontinuity-tinme yang: dat e-and-ti ne
+--ro0 sent-ipv4-packets?
| yang: zer o- based- count er 64

I
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I
I
I
I
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I
I
I
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| +--r0 sent-ipv4d-bytes?
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I

+—

| yang: zer o- based- count er 64
+--ro0 sent-ipv6-packets?

| yang: zer o- based- count er 64
+--1r0 sent-ipv6-hbytes?

| yang: zer o- based- count er 64
+--ro0 rcvd-i pv4- packets?

| yang: zer o- based- count er 64
+--ro rcvd-ipv4-bytes?

| yang: zer o- based- count er 64
+--ro0 rcvd-i pv6- packets?

| yang: zer o- based- count er 64
+--1r0 rcvd-ipv6-bytes?

| yang: zer o- based- count er 64
+--ro dropped-i pv4- packets?

| yang: zer o- based- count er 64
+--ro dropped-ipv4-bytes?

| yang: zer o- based- count er 64
+--ro0 dropped-i pv6- packets?

| yang: zer o- based- count er 64
+--ro dropped-ipv6-bytes?

| yang: zer o- based- count er 64
+--ro dropped-ipv4-fragnents?

| yang: zer o- based- count er 64
+--ro0 dropped-ipv4-fragnent - byt es?
| yang: zer o- based- count er 64
+--ro i pv6e-fragnents-reassenbl ed?
| yang: zer o- based- count er 64
+--r0 i pv6-fragnents-bytes-reassenbl ed?
| yang: zer o- based- count er 64
+--r0 out-icnpv4-error-packets?

| yang: zer o- based- count er 64
+--ro0 out-icnpvé4-error-bytes?



| yang: zer o- based- count er 64
+--1r0 out-icnpv6-error-packets?
| yang: zer o- based- count er 64
+--1r0 out-icnpv6-error-bytes?
| yang: zer o- based- count er 64
+--ro dropped-icnpv4-packet s?
| yang: zer o- based- count er 64
+--ro0 dropped-icnpv4- byt es?
| yang: zer o- based- count er 64
+--ro hairpin-ipv4-packets?
| yang: zer o- based- count er 64
+--ro hairpin-ipv4-bytes?
| yang: zer o- based- count er 64
+--ro active-softw re-nun

ui nt 32

+--:(algo) {nap-e or map-t}~?

+--rw al gorithm
+--rw al go-i nstance* [nane]

+--rw name string

+--rw enabl e? bool ean
+--rw al go-versi oni ng

| +--rw version? ui nt 64

| +--rw date? yang: dat e-and-ti ne
+--rw (dat a-pl ane) ?

| +--:(encapsul ation) {map-e}?

| | +--rw br-ipv6-addr i net:ipv6-address
| +--:(translation) {map-t}~?

| +--rw dnr-ipv6-prefix? i net:ipv6-prefix
+--rw ea-len uint8

+--rw rul e-ipve-prefix inet:ipv6-prefix

+--rw rul e-ipvé4-prefix inet:ipvéd-prefix

+--rw forwarding bool ean

+--rw port-set

| +--rw psid-offset? uint8

| +--rwpsid-len uint8

|  +--rwpsid uint16

+--ro traffic-stat
+--ro discontinuity-tine yang: dat e-and-ti ne
+--ro0 sent-ipv4-packets?
| yang: zer o- based- count er 64
+--ro0 sent-ipv4-bytes?
| yang: zer o- based- count er 64
+--ro0 sent-ipv6-packets?
| yang: zer o- based- count er 64
+--r0 sent-ipv6-hbytes?
| yang: zer o- based- count er 64
+--ro rcvd-i pv4-packet s?
| yang: zer o- based- count er 64
+--ro0 rcvd-ipv4-bytes?
| yang: zer o- based- count er 64
+--ro0 rcvd-i pv6- packets?
| yang: zer o- based- count er 64
+--ro0 rcvd-ipv6e-bytes?
| yang: zer o- based- count er 64
+--ro dropped-i pv4- packets?
| yang: zer o- based- count er 64
+--ro dropped-ipv4-bytes?
| yang: zer o- based- count er 64
+--ro dropped-i pv6- packets?
| yang: zer o- based- count er 64
+--ro dropped-ipv6-bytes?
| yang: zer o- based- count er 64
+--ro dropped-ipv4-fragnents?
| yang: zer o- based- count er 64
+--ro dropped-ipv4-fragnent - byt es?
| yang: zer o- based- count er 64



+--ro0 i pv6-fragnents-reassenbl ed?

| yang: zer o- based- count er 64

+--ro0 i pv6-fragnents-bytes-reassenbl ed?

| yang: zer o- based- count er 64

+--ro0 out-icnpv4-error-packets?

| yang: zer o- based- count er 64

+--1r0 out-icnpvé4-error-bytes?

| yang: zer o- based- count er 64

+--r0 out-icnpv6-error-packets?

| yang: zer o- based- count er 64

+--1r0 out-icnpv6-error-bytes?
yang: zer o- based- count er 64

notifications:
+---n softwi re-bindi ng-instance-event {bindi ng- node}?
| +--ro bind-name?
| -> [ br-instances/ bi ndi ng/ bi nd-i nst ance/ name

I

| +--ro invalid-entry* | eaf r ef

| +--ro added-entry* i net:ipv6-address

| +--ro nodified-entry* | eaf r ef

+---n softwire-al gorithminstance-event {nmap-e, nmap-t}?

+--ro al go- nane
| -> [/ br-instances/al gorithnial go-instance/ nane
+--ro invalid-entry-id*
| -> /br-instances/al gorithnial go-instance/ nane
+--ro0 added-entry*
| -> [ br-instances/al gorithnial go-instance/ nane
+--ro nodi fied-entry*

-> [/ br-instances/al gorithnial go-instance/ nane

Figure 2: Softwire BR YANG Tree
.2. Softwire BR Tree Di agram Description

The descriptions for |eaves that are common with the CE nodul e are
provided in Section 4.2. Descriptions for additional elenents are
provi ded bel ow.

bi ndi ng-t abl e-ver si oni ng:
optionally used to associate a version nunber and/or tinestanp
to the binding table. This can be used for |ogging or data
retention purposes [RFC7422]. The version nunber is selected
to uniquely identify the binding table configuration and a new
timestanp value witten whenever a change is nade to the
contents of the binding table or a new binding table list is
creat ed.

bi ndi ng-entry:
used to define the binding relationship between 3-tuples
{IwB4’s | Pv6 address/prefix, the allocated |IPv4 address,
restricted port-set}. For detailed information, please refer
to [ RFC7596] .

sof t wi r e- num max:
used to set the maxi num nunber of softwi re binding rules that
can be created on the | wo6 el enent sinultaneously. This
paraneter nust not be set to zero because this is equivalent to
di sabling the BR instance.

active-softw re-num
hol ds the nunber of softwires currently provisioned on the BR
el ement .

Addi tional information on sonme of the inportant notification nodes is
listed bel ow
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invalid-entry, added-entry, nodified-entry:
used to notify the NETCONF client that a specific binding entry
or MAP rul e has expired, been invalidated, added, or nodified.

Softwi re CE YANG Mbdul e

This nodul e i nmports the nodul es defined in [ RFC6991], [RFC8343], and
[ RFC7224]. It also inports the "ietf-softwire-comopn’ and ’'iana-
tunnel -type’ nodul es [ RFC8675].

<CCDE BEG NS> file "ietf-softwire-ce@019-11-16. yang"

modul e ietf-softwire-ce {
yang-version 1.1;
nanespace "urn:ietf:parans: xm:ns:yang:ietf-softw re-ce";
prefix softwre-ce;

inmport ietf-inet-types {
prefix inet;
ref erence
"RFC 6991: Common YANG Data Types, Section 4";
}
inmport ietf-interfaces {
prefix if;
ref erence
"RFC 8343: A YANG Data Mddel for Interface Managenent"”;
}
import ietf-softwre-comon {
prefix softw re-comon;
reference
"RFC 8676: YANG Modul es for |Pv4-in-1Pv6 Address plus Port
Softwi res”;
}
i mport iana-tunnel-type {
prefix iana-tunnel -type;
reference
"RFC 8675: A YANG Data Mddel for Tunnel Interface Types";

}

organi zati on
"I ETF Softwi re Working G oup";

cont act
"WG Web: <https://datatracker.ietf.org/wy/softwre/>
W5 List: <mailto:softwire@etf.org>

Aut hor: Q Sun
<mailto:sunqgi.ietf@mail.coner

Aut hor: Linhui Sun
<mai |l to: | h.sunlinh@mail.conr

Aut hor: Yong Cui
<mai | t 0: yong@snet 1. cs. t si nghua. edu. cn>

Editor: lan Farrer
<mai lto:ian.farrer @el ekom de>

Aut hor: Sl adj ana Zoric
<mai | t o: sl adj ana. zori c@ el ekom de>
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"Thi s document defines a YANG nodul e for the configuration and



managenent of A+P Softw re Customer Prem ses Equi prent (CEs).
It covers Lightweight 4over6, MAP-E, and MAP-T nechani sns.

Copyright (c) 2019 | ETF Trust and the persons identified as
authors of the code. Al rights reserved.

Redi stribution and use in source and binary forns, with or

wi thout nodification, is permtted pursuant to, and subject
to the license ternms contained in, the Sinplified BSD License
set forth in Section 4.c of the |ETF Trust’s Legal Provisions
Rel ating to | ETF Documents
(http://trustee.ietf.org/license-info).

This version of this YANG nodule is part of RFC 8676; see
the RFC itself for full legal notices.";

revision 2019-11-16 {

/*

description
"Initial revision.";
ref erence
"RFC 8676: YANG Modul es for |Pv4-in-1Pv6 Address plus Port
(A+P) Softwires";

Feat ur es

*/

f eat ure bi ndi ng- node {

}

description
"Binding is used for configuring the Lightweight 4over6
mechani sm

Bi ndi ng- based softwi re nechanisns are | Pv4-over-1Pv6 tunneling
transition nechani sns specifically intended for conplete

i ndependence between the | Pv6 subnet prefix (and | Pv6 address)
and | Pv4 address, with or w thout |Pv4 address sharing.

This is acconplished by maintaining state for each softwire
(per-subscriber state) in the central Border Relay (BR) and
usi ng a hub-and-spoke forwarding architecture. |In order to
del egate the NAPT function and achi eve | Pv4 address sharing,
port-restricted | Pv4 addresses needs to be allocated to CEs.

This feature indicates that the network el ement can function
as one or nore binding-based softwire instances.";
ref erence
"RFC 7596: Lightweight 4over6: An Extension to the Dual - Stack
Lite Architecture
RFC 7597: Mappi ng of Address and Port with Encapsul ation
( MAP- E)
RFC 7599: Mappi ng of Address and Port using Translation
(MAP-T) ";

feature map-e {

description
"MAP-E is an | Pv6 transition mechanismfor transporting |Pv4
packets across an |IPv6 network using | P encapsul ati on. MAP-E
allows for a reduction of the anobunt of centralized state
using rules to express |Pv4/IPv6 address mappings. This
i ntroduces an algorithmc relationship between the | Pv6
subnet and | Pv4 address.

This feature indicates that the network el ement can function
as one or nore MAP-E softwire instances.";



ref erence
"RFC 7597: WMappi ng of Address and Port with
Encapsul ati on (MAP-E)"
}

feature map-t {
description
"MAP-T is an | Pv6 transition nmechanismfor transporting |Pv4
packets across an |IPv6 network using IP translation. It
| everages a doubl e statel ess NAT64-based sol ution as well as
the statel ess algorithm c address and transport |ayer port
mappi ng al gorithm defined for MAP-E

This feature indicates that the network el ement can function
as one or nore MAP-T softwire instances.”;
ref erence
"RFC 7599: Mappi ng of Address and Port using Translation
(MAP-T) "

/1 Binding Entry

groupi ng binding-entry {
description
"The binding BR (Border Relay) mmintains an address
bi nding table that contains the binding between the CE' s
| Pv6 address, the allocated | Pv4 address, and the
restricted port-set.";
| eaf binding-ipv6info {
type union {
type inet:ipv6-address;
type inet:ipv6-prefix;
}
description
"The I Pv6 information for a binding entry.

VWhen the 1 Pv6 prefix type is used,
the I Pv6 source address of the CE is constructed
according to the description in RFC 7596.

If the |Pv6 address type is used, the CE can use
any valid /128 address froma prefix assigned to
the CE. ";
ref erence
"RFC 7596: Lightwei ght 4over6: An Extension
to the Dual -Stack Lite Architecture, Section 5.1";

}
| eaf br-ipv6-addr {
type inet:ipv6-address;
mandat ory true;
description
"The | Pv6 address of the binding BR ";
}

}
/1 configuration and stateful paraneters for softwire CE interface

augrment "/if:interfaces/if:interface" {
when "derived-from(if:type, ’'iana-tunnel-type:aplusp )";
description
"Softwire CE interface configuration”;
| eaf softwire-payload-mu {
type uint16;
units "bytes";
description
"The payload | Pv4 MIU for the softwire tunnel.";



| eaf softwire-path-mu {
type uint 16;
units "bytes";
description
"The path MRU for the softwire (payl oad + encapsul ation
over head) . ";
ref erence
"RFC 4213: Basic Transition Mechanisnms for | Pv6 Hosts and
Rout er s";
}
choi ce ce-type {
description
"Sets the softwire CE nechanisni;
case binding {
i f-feature "bindi ng- node";
description
"CE bi ndi ng configuration";
uses bindi ng-entry;

case al go {
if-feature "nmap-e or map-t";
description
"CE al gorithm configuration”;
cont ai ner al go-instances {
description
"Col | ection of MAP-E/ MAP-T paraneters”;
I'ist algo-instance {
key "nane";
description
"MAP forwarding rule instance for
MAP- E/ MAP- T ;
| eaf nane {
type string;
mandat ory true;
description
"The name is used to uniquely identify an algorithm
i nst ance.

Thi s name can be automatically assigned
or explicitly configured.";

}

uses softwi re-comon: al gorithmi nstance;

}
}
}
}

augnment "/if:interfaces/if:interface/if:statistics" {
when "derived-from(../if:type, 'iana-tunnel-type:aplusp’)";
description
"Softwire CE interface statistics.";
uses softwire-comon:traffic-stat;

}

/*
* Notifications
*/

notification softw re-ce-event {
i f-feature "bindi ng- node"”;
description
"CE notification";
| eaf ce-binding-ipv6-addr-change {
type inet:ipv6-address;
mandat ory true;



description
"This notification is generated whenever the CE s binding
| Pv6 address changes for any reason.";

}
}

}
<CODE ENDS>

BR Softwi re YANG Mbdul e

This nodul e i nmports typedefs from[RFC6991]. It also inports the
"ietf-softwi re-common’ nodul e.

<CODE BEG NS> file "ietf-softw re-br@019-11-16. yang"
nmodul e ietf-softwire-br {

yang-version 1.1;
nanespace "urn:ietf:paranms:xm :ns:yang:ietf-softwire-br";
prefix softwre-br;

inmport ietf-inet-types {
prefix inet;
ref erence
"RFC 6991: Common YANG Data Types, Section 4";

}
import ietf-yang-types {
prefix yang;
reference
"RFC 6991: Common YANG Data Types, Section 3";
}

import ietf-softw re-comon {
prefix softw re-common;
ref erence
"RFC 8676: YANG Modul es for |Pv4-in-1Pv6 Address plus Port
(A+P) Softwires";

organi zati on
"I ETF Softwi re Working G oup”;

cont act
"WG Web: <https://datatracker.ietf.org/wy/ softwre/>
WG List: <mailto:softwire@etf.org>

Aut hor: Q Sun
<mai |l to:sungi.ietf@nail.conr

Aut hor:  Linhui Sun
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Aut hor: Yong Cui
<mai | t 0: yong@snet 1. cs. t si nghua. edu. cn>

Editor: lan Farrer
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description
"Thi s docunment defines a YANG nodul e for the configuration and
managenment of A+P Softwi re Border Routers. It covers



Li ght wei ght 4over6, MAP-E, and MAP-T nechani sns.

Copyright (c) 2019 | ETF Trust and the persons identified as
authors of the code. Al rights reserved.

Redi stribution and use in source and binary forns, with or

wi t hout nodification, is permtted pursuant to, and subject
to the license ternms contained in, the Sinplified BSD License
set forth in Section 4.c of the | ETF Trust’s Legal Provisions
Rel ating to | ETF Documents
(http://trustee.ietf.org/license-info).

This version of this YANG nodule is part of RFC 8676; see
the RFC itself for full legal notices.";

revision 2019-11-16 {
description
"Initial revision.";
ref erence
"RFC 8676: YANG Mbdul es for | Pv4-in-1Pv6 Address plus Port
(A+P) Softwires";
}

/*
* (¥ oupi ngs
*/

groupi ng port-set {
description
"Describes a set of Layer 4 port nunbers.

This may be a sinple port range, or use the Port Set
Identifier (PSID) algorithmto represent a range of transport
| ayer ports that will be used by a NAPT.";
| eaf psid-offset {
type uint8 {
range "0..16";
}

description

"The nunber of offset bits. In Lightweight 4over6,

the default value is O for assigning one contiguous

port range. In MAP-E/T, the default value is 6,

whi ch neans the system ports (0-1023) are excluded by
default and the assigned port ranges are distributed across
the entire port space, depending on either psid-len or the
nunmber of contiguous ports.";

| eaf psid-len {
type uint8 {
range "0..15";

mandat ory true;
description
"The length of PSID, representing the sharing
ratio for an I Pv4 address. This, along with ea-len, can
be used to cal cul ate the nunber of contiguous ports per
port range";

}
| eaf psid {
type uint 16;
mandat ory true;
description
"Port Set ldentifier (PSID) value, which
identifies a set of ports algorithmcally.";



groupi ng binding-entry {
description
"The bindi ng BR nmaintains an address binding table that
contains the binding between the CE's | Pv6 address,
the allocated | Pv4 address and restricted port-set.";
| eaf binding-ipv6einfo {
type union {
type inet:ipv6-address;
type inet:ipv6-prefix;
}
description
"The 1 Pv6 information for a CE binding entry.
When the 1 Pv6 prefix type is used,
the | Pv6 source address of the CE is constructed
according to the description in RFC 7596;
if the I Pv6 address type is used, the CE can use
any valid /128 address froma prefix assigned to
the CE. ";
ref erence
"RFC 7596: Lightweight 4over6: An Extension to the Dual - Stack
Lite Architecture";

}
| eaf binding-ipv4-addr {
type inet:ipv4-address;
description
"The | Pv4 address assigned to the binding CE
which is used as the | Pv4 external address
for binding CE | ocal NAPT44.";
}
cont ai ner port-set {
description
"For Lightweight 4over6, the default val ue
for offset should be 0, to configure one contiguous
port range.";
uses port-set {
refine "psid-offset” {
default "O0";
}

}

}
| eaf br-ipv6-addr {
type inet:ipv6-address;
description
"The | Pv6 address for binding BR ";
}

}

/*
* Features
*/

f eat ure bi ndi ng- node {
description
"Binding is used for configuring the Lightweight 4over6
nmechani sm

Bi ndi ng- based softwi re nechanisns are | Pv4-over-1Pv6 tunneling
transition nechani sns specifically intended for conplete

i ndependence between the | Pv6 subnet prefix (and | Pv6 address)
and | Pv4 address, with or w thout |Pv4 address sharing.

This is acconplished by maintaining state for each softwire
(per-subscriber state) in the central Border Relay (BR) and
usi ng a hub-and-spoke forwarding architecture. |In order to
del egate the NAPT function and achi eve | Pv4 address sharing,



port-restricted | Pv4 addresses needs to be allocated to CEs.

This feature indicates that the network el ement can function
as one or nore binding-based softwire instances.";
ref erence
"RFC 7596: Lightweight 4over6: An Extension to the Dual - Stack
Lite Architecture
RFC 7597: Mappi ng of Address and Port with Encapsul ation
( MAP- E)
RFC 7599: Mappi ng of Address and Port using Translation
(MAP-T) "5

feature map-e {
description

"MAP-E is an | Pv6 transition mechanismfor transporting |Pv4
packets across an |IPv6 network using | P encapsul ati on. MAP-E
allows for a reduction of the anobunt of centralized state
using rules to express | Pv4/IPv6 address mappings. This

i ntroduces an algorithmc relationship between the | Pv6 subnet
and | Pv4 address.

This feature indicates that the network el ement can function
as one or nore MAP-E softwire instances.";
ref erence
"RFC 7597: WMappi ng of Address and Port with Encapsul ation
(MAP-E)";

feature map-t {
description
"MAP-T is an | Pv6 transition nmechanismfor transporting |Pv4
packets across an I Pv6 network using IP translation. It
| everages a doubl e statel ess NAT64- based sol ution as wel |
as the stateless algorithm c address and transport | ayer
port mappi ng al gorithm defined for MAP-E

This feature indicates that the network el ement can function
as one or nore MAP-T softwire instances.”;
ref erence
"RFC 7599: Mappi ng of Address and Port using Translation
(MAP-T) "
}

contai ner br-instances {
description
"BR instances enabled in a network el enent.";
choi ce br-type {
description
"Sel ect binding or algorithmc BR functionality.";
case binding {
i f-feature "bindi ng- node";
cont ai ner bi nding {
description
"bi ndi ng nechani sm (bi ndi ng table) configuration.";
list bind-instance {
key "nane";
description
"A set of binding instances to be configured."”;
| eaf nane {
type string;
mandat ory true;
description
"The name for the binding BR It is used to uniquely
di stinguish a binding instance by its nane.";



cont ai ner bi ndi ng-tabl e-versioning {
description
"bi nding table's version";
| eaf version {
type uint64;
description
"Version nunber for this binding table.";

| eaf date {
type yang: date-and-ti ne;
description
"Ti mestanmp when the binding table was activat ed.

A binding instance nay be provided w th binding
entries that may change in tinme (e.g., increase
the size of the port set). Wien a party who is
the victimof abuse presents an external IP
address/port, the version of the binding table
is inportant because, depending on the version,
a distinct custormer may be identified.

The tinestanp is used as a key to find the
appropriate binding table that was put into effect
when an abuse occurred.”;
ref erence
"RFC 7422: Determnistic Address Mapping to Reduce
Logging in Carrier-Gade NAT Depl oynents";

| eaf softwi re-num max {
type uint32 {
range "1..max";

mandat ory true;

description
"The maxi mum nunber of softwires that can be created
on the binding BR ";

| eaf softwire-payload-mu {
type uint 16;
units "bytes";
mandat ory true;
description
"The payload | Pv4 MIU for binding softwire.";

| eaf softwire-path-nmu {
type uint 16;
units "bytes";
mandat ory true;
description
"The path MRU for binding softwire";
ref erence
"RFC 4213: Basic Transition Mechanisnms for |Pv6 Hosts
and Routers";

| eaf enabl e- hairpinning {
type bool ean;
default "true";
description
"Enabl es/ di sabl es support for locally forwarding
(hairpinning) traffic between two CES";
ref erence
"RFC 7596: Lightwei ght 4over6: An Extension to
the Dual -Stack Lite Architecture, Section 6.2";
}

cont ai ner binding-table {



description
"bi nding tabl e";
list binding-entry {
key "bindi ng-ipv6i nfo";
description
"bi nding entry";
uses bindi ng-entry;
}
}
cont ai ner icnp-policy {
description
"The binding BR can be configured to process or drop
incom ng | CMP nessages and to generate outgoing | CW
error nessages.";
container icnpvé4-errors {
description
"I CMPv4 error processing configuration";
| eaf allowinconi ng-icnpvd {
type bool ean;
default "true";
description
"Enabl es the processing of incom ng | CvPv4
packets.";
ref erence
"RFC 7596: Lightwei ght 4over6: An Extension to
the Dual -Stack Lite Architecture";
}
| eaf icnpv4d-rate {
type uint32;
description
"Rate limt threshold in nessages per second
for processing incomng | CMPv4 errors nessages";
}
| eaf generate-icnpv4-errors {
type bool ean;
default "true";
description
"Enabl es the generation of outgoing | CVWPv4 error
messages on recei pt of an inbound | Pv4d packet
with no matching binding table entry.";
reference
"RFC 7596: Li ghtwei ght 4over6
An Extension to the Dual-Stack Lite
Architecture, Section 5.2";
}
}
contai ner icnpv6-errors {
description
"I CMPv6 error processing configuration”;
| eaf generate-icnpv6-errors {
type bool ean;
default "true";
description
"Enabl es the generation of |ICMPv6 error nessages
if no matching binding table entry is found for
a received packet.";
reference
"RFC 7596: Lightweight 4over6
An Extension to the Dual -Stack Lite
Architecture, Section 6.2";
}
| eaf icnpv6-rate {
type uint 32;
description
"Rate limt threshold in nessages per second
for sending | CVMPv6 errors messages”;



ref erence
"RFC 7596: Lightwei ght 4over6: An Extension
to the Dual -Stack Lite Architecture, Section 9";

}
}
}

container traffic-stat {
config fal se;
description
"Traffic statistics information for the BR ";
| eaf discontinuity-time {
type yang: date-and-ti ne;
mandat ory true;
description
"The time of the npbst recent occasion on which the
BR i nstance suffered a discontinuity. This nust
be initialized when the BR instance is configured
or rebooted.";

uses softw re-comon:traffic-stat;
| eaf dropped-icnpv4-packets {
type yang: zer o- based- count er 64;
description
"I CMPv4 packets that are dropped as a result
of the 1CWP policy. Typically, this can be any
incom ng | CMPv4 packets if | CMPv4 processing is
di sabl ed or incom ng | CMPv4 packets that exceed
the ICWPv4 rate-limt threshol d.

Di scontinuities in the value of this counter can
occur at re-initialization of the managenent
system and at other tines as indicated by

the value of 'discontinuity-time'.";

}
| eaf dropped-icnpv4-bytes {
type yang: zer o- based- count er 64;
description
"I CMPv4 nessages, in bytes, that are dropped as
aresult of the ICWP policy. Typically, it
can be any incom ng | CvWPv4 packets if | Cwv4
processing is disabled or incomng | CMPv4
packets that exceed the ICMPv4 rate-limt
t hreshol d.

Di scontinuities in the value of this counter can
occur at re-initialization of the nanagenent
system and at other tines as indicated by

the value of ’'discontinuity-time’.";

| eaf hairpin-ipv4d-packets {
type yang: zer o- based- count er 64;
description
"I Pv4 packets locally routed between two CEs
(‘hai r pi nned) .

Di scontinuities in the value of this counter can
occur at re-initialization of the managenent
system and at other tines as indicated by
the value of 'discontinuity-time'.";
}
| eaf hairpin-ipvéd-bytes {
type yang: zer o- based- count er 64;
description
"I Pv4 bytes locally routed between two CEs
(‘hai r pi nned) .



Di scontinuities in the value of this counter can
occur at re-initialization of the managenent
system and at other tines as indicated by

the value of 'discontinuity-time'.";

| eaf active-softw re-num {
type uint32;
config fal se;
description
"The nunber of currently active softwires on the
bi ndi ng i nstance.

Di scontinuities in the value of this counter can
occur at re-initialization of the managenent
system and at other tines as indicated by

the value of 'discontinuity-time'.";

}
}
}
}
}
case al go {
if-feature "map-e or map-t";
cont ai ner al gorithm {
description
"A set of paraneters used for MAP-E MAP-T";
list algo-instance {
key "nane";
description
"I nstances of al gorithni;
| eaf nane {
type string;
mandat ory true;
description
"The name is used to uniquely identify an al gorithm
i nst ance.

This name can be automatically assigned
or explicitly configured.";

uses softwi re-comon: al gorithmi nstance;
cont ai ner port-set {
description
"Indicates a set of ports.";
uses port-set;
}
container traffic-stat {
config fal se;
description
"Traffic statistics information for the BR ";
| eaf discontinuity-time {
type yang: date-and-ti ne;
mandat ory true;
description
"The time of the nbst recent occasion on which the
BR i nstance suffered a discontinuity. This nust
be reset to the current date-and-tine when the BR
instance is configured or rebooted.";

uses softwire-comon:traffic-stat;



/*
* Notifications
*/

notification softw re-binding-instance-event {
i f-feature "bindi ng- node"”;
description
"Notifications for the binding i nstance when an entry is
added, nodified, or is not valid anynore.";
| eaf bind-nane {
type leafref {
pat h "/br-instances/ bi ndi ng/ bi nd-i nst ance/ name";
}
description
"The name of the binding-instance that
generated the notification.";

leaf-list invalid-entry {
type leafref {
path "/br-instances/bi nding/"
+ "bi nd-i nstance[ name=current ()/../bind-name]/"
+ "bi ndi ng-t abl e/ bi ndi ng- ent ry/ bi ndi ng-i pv6i nf o";
}
description
"Notify the client that a specific binding entry has
expired or is invalid. The binding-ipv6info identifies
an entry. ",

| eaf-1ist added-entry {
type inet:ipv6-address;
description
"Notify the client that a binding entry has been added.
The 1 Pv6 address of that entry is the index. The client
gets other information fromthe binding BR about the entry
i ndexed by that ipv6 address.";

leaf-1ist nodified-entry {
type leafref {
path "/br-instances/binding/"
+ "bi nd-i nstance[ name=current ()/../bind-name]/"
+ "bi ndi ng-t abl e/ bi ndi ng-entry/ bi ndi ng-i pv6i nf o";
}
description
"The binding table entry that has been nodified.";
}

notification softwi re-algorithminstance-event {
if-feature "map-e or map-t";
description
"Notifications for an al gorithminstance when an entry is
added, nodified, or is not valid anynore.";
| eaf al go-nane {
type leafref {
path "/br-instances/al gorithnial go-instance/ nane";
}
mandat ory true;
description
"Al gorithm c instance event.";
}

leaf-list invalid-entry {
type leafref {
path "/br-instances/al gorithnial go-instance/ nane";
}
description
"Invalid entry.";



| eaf-1ist added-entry {
type leafref {
path "/br-instances/al gorithnial go-instance/nane";
}

description
"Added entry.";

leaf-1ist nodified-entry {
type leafref {
path "/br-instances/al gorithnial go-instance/ nane";
}

description
"Modified entry.";
}

}
}
<CODE ENDS>

Conmon Softwi re El ement G oups YANG Modul e
This nodul e i nports typedefs from[RFC6991].

The foll owi ng YANG nodul e contains definitions that are used by both
the softwire CE and softw re BR YANG nodul es.

<CODE BEGA NS> file "ietf-softw re-conmmon@019-11-16. yang"

nmodul e ietf-softw re-comon {
yang-version 1.1;
nanespace "urn:ietf:parans: xn:ns:yang:ietf-softwre-comon”;
prefix softw re-common;

inmport ietf-inet-types {
prefix inet;
reference
"RFC 6991: Common YANG Data Types, Section 4";

}
inmport ietf-yang-types {
prefix yang;
ref erence
"RFC 6991: Common YANG Data Types, Section 3";
}

organi zati on
"I ETF Softwi re Working G oup"”;

cont act
"W Web: <https://datatracker.ietf.org/wy/ softwre/>
WG List: <mailto:softwire@etf.org>

Author: Q@ Sun
<mai |l to:sungi.ietf@nuail.conpr

Aut hor:  Linhui Sun
<mai |l to: | h.sunlinh@nmuail.conr

Aut hor: Yong Cui
<mai | t 0: yong@snet 1. cs. t si nghua. edu. cn>

Editor: lan Farrer
<mai lto:ian.farrer @el ekom de>

Aut hor: Sl adj ana Zoric
<mai | t 0: sl adj ana. zori c@ el ekom de>

Editor: Mohaned Boucadair
<mai | t o: rohaned. boucadai r @r ange. con®



Author: Rajiv Asati
<mai lto:rajiva@isco. con";
description
"Thi s docunment defines a YANG nodul e defining types
commn to all A+P nodul es.

Copyright (c) 2019 | ETF Trust and the persons identified as
authors of the code. All rights reserved.

Redi stribution and use in source and binary forms, with or

wi t hout nodification, is permtted pursuant to, and subject
to the license terms contained in, the Sinplified BSD License
set forth in Section 4.c of the | ETF Trust’s Legal Provisions
Rel ating to | ETF Docunents
(http://trustee.ietf.org/license-info).

This version of this YANG nodule is part of RFC 8676; see
the RFC itself for full legal notices.";

revision 2019-11-16 {
description
"Initial revision.";
ref erence
"RFC 8676: YANG Modul es for |Pv4-in-1Pv6 Address plus Port
(A+P) Softwi res";
}

feature map-e {
description
"MAP-E is an I Pv6 transition mechanismfor transporting |Pv4
packets across an |IPv6 network using |IP encapsul ati on. MAP-E
allows for a reduction of the amount of centralized state
using rules to express |Pv4/IPv6 address mappings. This
i ntroduces an algorithmc relationship between the | Pv6
subnet and | Pv4 address.

This feature indicates that the network el ement can function
as one or nore MAP-E softwire instances.”;
ref erence
"RFC 7597: Mappi ng of Address and Port with Encapsul ation
(MAP-E) "
}

feature map-t {
description
"MAP-T is an | Pv6 transition mechanismfor transporting |Pv4
packets across an I Pv6 network using IP translation. It
| everages a doubl e statel ess NAT64-based sol ution as well as
the stateless algorithm c address and transport | ayer
port mappi ng al gorithm defined for MAP-E

This feature indicates that the network el ement can function
as one or nore MAP-T softwire instances.";
ref erence
"RFC 7599: WMappi ng of Address and Port using Translation
(MAP-T)";
}

/*
* (¥ oupi ngs
*/

groupi ng al gorithminstance {
description
"A collection of paranmeters that is used for MAP-E/ MAP-T.";



| eaf enable {
type bool ean;
description
"Enabl e/ di sabl e an individual MAP-E or MAP-T rule.";
}

cont ai ner al go-versioning {
description
"Version nunber for this algorithminstance";
| eaf version {
type uint 64;
description
"A version nunber for the mapping algorithm
rules provided to the algorithminstance”;
}
| eaf date {
type yang: dat e-and-ti ne;
description
"Ti mestanp when the al gorithminstance was activated

An al gorithminstance may be provided with nmapping

rules that may change in tinme (for exanple, increase

the size of the port set). Wen a party who is the victim
of abuse presents an external |P address/port, the version
of the algorithmis inportant because dependi ng on

the version, a distinct custoner nmay be identified.

The tinestanp is used as a key to find the appropriate
al gorithmthat was put into effect when an abuse
occurred.";
ref erence
"RFC 7422: Determnistic Address Mapping to Reduce
Logging in Carrier-G ade NAT Depl oynents";
}

choi ce dat a- pl ane {
description
"Sel ects MAP-E (encapsul ation) or MAP-T
(translation)”;
case encapsul ation {
if-feature "map-e";
description
"encapsul ation for MAP-E";
| eaf br-ipv6-addr {
type inet:ipv6-address;
mandat ory true;
description
"The | Pv6 address of the MAP-E BR ";
}
}

case translation {
if-feature "map-t";
description
"transl ation for MAP-T";
| eaf dnr-ipv6-prefix {
type inet:ipv6-prefix;
description
"The I Pv6 prefix of the MAP-T BR ";

}
}
}
| eaf ea-len {
type uint8;

mandat ory true;

description
"Enbedded Address (EA) bits are the IPv4 EA-bits in the | Pv6
address identifying an | Pv4 prefix/address (or part thereof)



or a shared |IPv4 address (or part thereof) and a port-set
identifier. The length of the EA-bits is defined as part
a MAP rule for a MAP domain.";

| eaf rule-ipv6e-prefix {
type inet:ipv6-prefix;
mandat ory true;
description
"The Rule I Pv6 prefix defined in the mapping rule.”;
}

| eaf rule-ipvd-prefix {
type inet:ipv4d-prefix;
mandat ory true;
description
"The Rule I Pvd prefix defined in the mapping rule.”;

| eaf forwarding {
type bool ean;
mandat ory true;
description
"Thi s paraneter specifies whether the rule nay be used for
forwarding; if set, this rule is used as a Forwarding
Mapping Rule (FMR); if not set, this rule is a Basic
Mappi ng Rul e (BMR) only and nust not be used for
forwardi ng.";
}
}

grouping traffic-stat {
description
"Traffic statistics";
| eaf sent-ipv4-packets {
type yang: zer o- based- count er 64;
description
"Nurmber of decapsul ated and forwarded | Pv4 packets.

Di scontinuities in the value of this counter can occur
at re-initialization of the managenent system and at
other times as indicated by the val ue of
"discontinuity-tine .";

| eaf sent-ipv4-bytes {
type yang: zer o- based- count er 64;
description
"Decapsul ated/translated I Pv4 traffic sent, in bytes.

Di scontinuities in the value of this counter can occur
at re-initialization of the managenent system and at
other times as indicated by the val ue of
"discontinuity-tinme .";

| eaf sent-ipv6-packets {
type yang: zer o- based- count er 64;
description
"Number of encapsul ated | Pv6 packets sent.

Di scontinuities in the value of this counter can occur
at re-initialization of the managenent system and at
other times as indicated by the val ue of
"discontinuity-tine .";

| eaf sent-ipv6-bytes {
type yang: zer o- based- count er 64;
description
"Encapsul ated I Pv6 traffic sent, in bytes.

of



Di scontinuities in the value of this counter can occur
at re-initialization of the managenent system and at
other times as indicated by the val ue of
"discontinuity-tine .";

| eaf rcvd-ipv4-packets {
type yang: zer o- based- count er 64;
description
"Nurmber of |Pv4 packets received

Di scontinuities in the value of this counter can occur
at re-initialization of the managenent system and at
other times as indicated by the val ue of
"discontinuity-tinme .";

| eaf rcvd-ipvé-bytes {
type yang: zer o- based- count er 64;
description
"I Pv4 traffic received, in bytes.

Di scontinuities in the value of this counter can occur
at re-initialization of the managenent system and at
other times as indicated by the val ue of
"discontinuity-tine .";

| eaf rcvd-ipv6-packets {
type yang: zer o- based- count er 64;
description
"Number of |Pv4-in-1Pv6 packets received

Di scontinuities in the value of this counter can occur
at re-initialization of the managenent system and at
other times as indicated by the val ue of
"discontinuity-tine .";
}
| eaf rcvd-ipv6-bytes {
type yang: zer o- based- count er 64;
description
"I Pv4-in-1Pv6 traffic received, in bytes.

Di scontinuities in the value of this counter can occur
at re-initialization of the managenent system and at
other times as indicated by the val ue of
"discontinuity-tinme .";

}
| eaf dropped-ipv4-packets {
type yang: zer o- based- count er 64;
description
"Number of |Pv4 packets dropped at the
Internet-facing interface.

Di scontinuities in the value of this counter can occur
at re-initialization of the managenent system and at
other times as indicated by the val ue of
"discontinuity-tine .";

}
| eaf dropped-ipv4-bytes {
type yang: zer o- based- count er 64;
description
"I'Pv4 traffic dropped at the Internet-facing
interface, in bytes.

Di scontinuities in the value of this counter can occur
at re-initialization of the managenent system and at
other times as indicated by the val ue of
"discontinuity-tine .";



}
| eaf dropped-ipv6-packets {
type yang: zer o- based- count er 64;
description
"Number of |Pv4-in-1Pv6 packets dropped.

Di scontinuities in the value of this counter can occur
at re-initialization of the managenent system and at
other times as indicated by the val ue of
"discontinuity-tine .";

}
| eaf dropped-ipv6-bytes {
type yang: zer o- based- count er 64;
description
"I Pv4-in-1Pv6 traffic dropped, in bytes.

Di scontinuities in the value of this counter can occur
at re-initialization of the managenent system and at
other times as indicated by the val ue of
"discontinuity-tinme .";

}
| eaf dropped-ipv4-fragnents {

type yang: zer o- based- count er 64;

description

"Number of fragmented | Pv4 packets dropped.

Di scontinuities in the value of this counter can occur
at re-initialization of the managenent system and at
other times as indicated by the val ue of
"discontinuity-tine .";

}
| eaf dropped-ipv4-fragnment-bytes {
type yang: zer o- based- count er 64;
description
"Fragnmented |1 Pv4 traffic dropped, in bytes.

Di scontinuities in the value of this counter can occur
at re-initialization of the managenent system and at
other times as indicated by the val ue of
"discontinuity-tine .";

| eaf ipv6-fragments-reassenbl ed {
type yang: zer o- based- count er 64;
description
"Nurmber of | Pv6 fragments successfully reassenbl ed.

Di scontinuities in the value of this counter can occur
at re-initialization of the managenent system and at
other times as indicated by the val ue of
"discontinuity-tinme .";

| eaf ipv6-fragnments-bytes-reassenbl ed {
type yang: zer o- based- count er 64;
description
"I Pv6 fragments successfully reassenbled, in bytes.

Di scontinuities in the value of this counter can occur
at re-initialization of the managenent system and at
other times as indicated by the val ue of
"discontinuity-tine .";

| eaf out-icnpv4d-error-packets {
type yang: zer o- based- count er 64;
description
"Internally generated | CMPv4 error packets.



Di scontinuities in the value of this counter can occur
at re-initialization of the managenent system and at
other times as indicated by the val ue of
"discontinuity-tine .";

| eaf out-icnpv4-error-bytes {
type yang: zer o- based- count er 64;
description
"Internally generated | CMPv4 error nessages, in bytes.

Di scontinuities in the value of this counter can occur
at re-initialization of the managenent system and at
other times as indicated by the val ue of
"discontinuity-tinme .";

| eaf out-icnpv6-error-packets {
type yang: zer o- based- count er 64;
description
"Internally generated | CMPv6 error packets.

Di scontinuities in the value of this counter can occur
at re-initialization of the managenent system and at
other times as indicated by the val ue of
"discontinuity-tine .";

| eaf out-icnpv6-error-bytes {
type yang: zer o- based- count er 64;
description
"Internally generated | CMPv6 error nessages, in bytes.

Di scontinuities in the value of this counter can occur
at re-initialization of the managenent system and at
other times as indicated by the val ue of
"discontinuity-tine .";
}
}

}
<CODE ENDS>
Security Considerations

The YANG nodul es defined in this docunent are designed to be accessed
vi a networ k managenent protocols such as NETCONF [ RFC6241] or
RESTCONF [ RFC8040]. The | owest NETCONF | ayer is the secure transport
| ayer, and the nandatory-to-inplenent secure transport is Secure
Shell (SSH) [RFC6242]. The | owest RESTCONF | ayer is HTTPS, and the
mandat ory-t o-i npl enent secure transport is TLS [ RFC8446].

The Network Configuration Access Control Mdel (NACM [RFC8341]
provides the means to restrict access for particular NETCONF or
RESTCONF users to a preconfigured subset of all avail abl e NETCONF or
RESTCONF protocol operations and content.

Al'l data nodes defined in the YANG nodul es which can be created,
nmodi fi ed, and deleted (i.e., config true, which is the default) are
considered sensitive. Wite operations (e.g., edit-config) to these
data nodes without proper protection can have a negative effect on
network operations. An attacker who is able to access the BR can
undert ake various attacks, such as:

* Setting the value of ’br-ipv6-addr’ on the CE to point to an
illegitimate BR so that it can intercept all the traffic sent by a
CE. Illegitimately intercepting users’ traffic is an attack with
severe inplications on privacy.

* Setting the MIUto a | ow val ue, which may increase the number of
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fragments (’softw re-payload-ntu’).

* Disabling hairpinning (i.e., setting 'enable-hairpinning’ to
"false’) to prevent comuni cations between CEs.

* Setting 'softwire-nummax’ to an arbitrary high value, which may
be exploited by a m sbehaving user to performa DoS on the binding
BR by nounting a massive nunber of softwres

* Setting 'icnpv4-rate’ or 'icnpv6-rate’ to a |low value, which may
lead to the deactivation of | CMP nessages handl i ng.

* Instructing the BRto install entries, which, in turn, will induce
a DDoS attack by neans of the notifications generated by the BR
Thi s DDoS can be softened by defining a notification interval, but
given that this interval parameter can be disabled or set to a | ow
val ue by the m sbehaving entity, the sane problemw || be
obser ved.

Sone of the readabl e data nodes in this YANG nodul e may be consi dered
sensitive or vulnerable in sone network environments. It is thus
important to control read access (e.g., via get, get-config, or
notification) to these data nodes. These subtrees and data nodes can
be misused to track the activity of a host:

* the binding Table (/br-instances/bi ndi ng/bi nd-i nstance/ bi ndi ng-
tabl e)

* the algorithmconfiguration (/br-instances/algorithnal go-
i nstance/)

Security considerations related to | wo6, MAP-T, and MAP-E are
di scussed in [ RFC7596], [RFC7597], and [RFC7599] respectively.

Security considerations given in [ RFC7950] are al so applicable here.
I ANA Consi derati ons
| ANA has assigned the follow ng new tunnel type under the tunnel Type

subregistry of the "ifType Definitions" registry maintained in the
SM Numbers registry [ TUNNELTYPE- | ANA- REG STRY] :

Deci mal : 18

Nane: apl usp
Description: A+P encapsul ation
Ref er ence: [ RFC6346]

| ANA has registered the following in the
"I ETF XML Regi stry" [ RFC3688]:

ns" subregistry within the

URI: wurn:ietf:parans:xm:ns:yang:ietf-softwire-ce
Regi strant Contact: The | ESG
XM: N A; the requested URI is an XML nanmespace

URI: wurn:ietf:params:xm:ns:yang:ietf-softwre-br
Regi strant Contact: The |ESG
XM.: N A; the requested URI is an XM. nanmespace.

URI: wurn:ietf:params:xm:ns:yang:ietf-softw re-conmon
Regi strant Contact: The |ESG
XM.: N A; the requested URI is an XM. nanespace

| ANA has registered the followi ng YANG nodul es in the "YANG Mdul e
Nanes" subregistry [RFC6020] within the "YANG Paraneters" registry.

nanme: ietf-softwire-ce
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nanespace:
prefix: softwire-ce
reference: RFC 8676

namne:
nanespace:
prefix: softwre-br
reference: RFC 8676

nane:

nanespace:

prefi x:

reference: RFC 8676
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Appendi x A.  Configuration Exanpl es

The foll owi ng sections provide exanpl es of how the softwi re YANG
nmodul es can be used for configuring softwire el enents.

A. 1. Configuration Exanple for a | wio6 BR Bi ndi ng- Tabl e

The | wAFTR mai nt ai ns an address binding table that contains the
foll owi ng 3-tupl es:

* | Pve Address for a single | w4

* Public | Pv4 Address

* Restricted port-set

The entry has two functions: the | Pv6 encapsul ati on of inbound |Pv4
packets destined to the IwB4 and the validation of outbound |IPv4-in-
| Pv6 packets received fromthe |wB4 for decapsul ation

Consi der an exanple for the followi ng | wWo6 binding table entry:

| wB4 Binding | Pv6 Address: 2001:db8::1

| wB4 Binding | Pv4 Address: 192.0.2.1

| wB4 PSI D: 0x34
| wB4 PSID Length 8
BR | Pv6 Addr ess: 2001: db8:1::2

<br-i nstances>
<bi ndi ng>
<bi nd-i nst ance>
<name>nybi ndi ng-i nst ance</ nane>
<bi ndi ng-t abl e>
<bi ndi ng-entry>
<bi ndi ng-i pv6i nf 0>2001: db8: : 1</ bi ndi ng-i pv6i nf 0>
<bi ndi ng-i pv4- addr >192. 0. 2. 1</ bi ndi ng-i pv4- addr >
<port-set>
<psi d>52</ psi d>
<psi d- | en>8</ psi d- | en>
</ port-set>
<br-i pv6- addr >2001: db8: 1: : 2</ br-i pv6- addr >
</ bi ndi ng-entry>
</ bi ndi ng-t abl e>
<sof twi re- num max>1024</ sof t wi r e- num max>
<sof t wi r e- pat h- nt u>1540</ sof t wi r e- pat h- nT u>
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A MAP- E
servi ng.

2),

*

<sof t wi r e- payl oad- nt u>1500</ sof t wi r e- payl oad- nt u>
</ bi nd-i nstance>

</ bi ndi ng>
</ br-instances>

Figure 3: |wlo6 Bi ndi ng Tabl e Configurati on XM

Configuration Exanple for a MAP-E BR

t he
Rul e
Rul e
Rul e

| Pv6

BR is configured with forward mapping rules for the CEs it is
In this exanple (taken from[RFC7597], Appendix A, Exanple

foll owi ng paraneters are required

| Pv6 Prefix

| Pv4 Prefix

EA-bit bit length

Addr ess of MAP-BR

The mapping rule has two functions: identifying the destination CE

| Pv6 address for encapsul ating i nbound | Pv4 packets and the
val i dation of outbound IPv4-in-1Pv6 packets received fromthe CE for
de- capsul ati on.

The transport type for the data plane al so needs to be configured for
encapsul ati on to enable MAP-E and forwardi ng needs to be enabl ed.

Consi der an exanple for the foll owi ng MAP-E Forwardi ng Mappi ng Rul e

Dat a pl ane: encapsul ati on

Rul e 1 Pv6 Prefix: 2001: db8::/40

Rul e 1 Pv4 Prefix: 192.0.2.0/ 24

Rul e EA-bit Length: 16

BR | Pv6 Addr ess: 2001: db8: ffff::1

Figure 4 provides the exanple MAP-E BR configuration xm.

A 3.

<br-i nst ances>
<al gorithne

<al go-i nst ance>
<name>nyal go-i nst ance</ nane>
<encapsul ati on>
<br-i pv6- addr >2001: db8: ffff:: 1</ br-i pv6-addr>
</ encapsul ati on>
<ea-| en>16</ea-| en>
<rul e-i pv4-prefix>192.0.2.0/24</rul e-ipv4-prefix>
<rul e-i pv6- prefix>2001: db8: :/40</rul e-i pv6- prefix>
<f or war di ng>t rue</ f or war di ng>
<port-set>
<psi d- of f set >6</ psi d- of f set >
<psi d-1 en>8</ psi d-1 en>
</ port-set>
</ al go-i nst ance>

</ al gorithnp
</ br-instances>

Figure 4: MAP-E FMR Configuration XM

| wio6 CE Configuration Exanple



This section provides XM. exanples for configuring a | wio6 CE
Exampl es for routing and NAT44 are al so provided for conveni ence.

Consi der an exanple for the follow ng | wio6 CE configuration:
| wB4 Binding | Pv6 Address: 2001:db8::1

| wB4 Binding | Pvd Address: 192.0.2.1

| wB4 PSI D 0x34
| wB4 PSID Length 8
BR | Pv6 Address: 2001: db8:1::2

<config xm ns="urn:ietf:parans: xn : ns: net conf: base: 1. 0" >
<interfaces xm ns="urn:ietf:paranms: xn :ns:yang:ietf-interfaces">
<interface>
<nane>| w406- wan</ nanme>
<t ype>i ana-tunnel -type: apl usp</type>
<br -i pv6- addr
xm ns="urn:ietf:parans: xm :ns:yang:ietf-softwire-ce">
2001: db8:1::2
</ br-i pv6- addr >
<bi ndi ng-i pv6i nf o
xm ns="urn:ietf:parans: xm :ns:yang:ietf-softwire-ce">
2001: db8::1
</ bi ndi ng-i pv6i nf o>
</interface>
</interfaces>
</ config>

Figure 5: |wo6 CE Configuration XM

In the exanple depicted in Figure 5, the interface name is defined
for the softwire tunnel. This nanme is then referenced by the routing
configuration for the I1Pv4 route. Figure 6 provides an exanpl e
configuration for the CE's |IPv4 routing using the YANG nodul e
described in [ RFC8349].

<config xm ns="urn:ietf:parans: xnm : ns: net conf: base: 1. 0" >
<routing xm ns="urn:ietf:params:xm :ns:yang:ietf-routing">
<control - pl ane- pr ot ocol s>
<control - pl ane- pr ot ocol >
<type>static</type>
<nane>v4</ name>
<static-routes>
<i pv4
xm ns="urn:ietf:parans: xm : ns:yang:ietf-ipv4-unicas\
t-routing">
<rout e>
<destination-prefix>0.0.0.0/0</destination-prefix>
<next - hop>
<out goi ng-i nt er f ace>l w406- wan</ out goi ng-i nterface>
</ next - hop>
</route>
<lipva>
</static-routes>
</ control - pl ane- prot ocol >
</ control - pl ane- prot ocol s>
</routing>
</ config>

Figure 6: |wlo6 CE Routing Configuration XM

Figure 7 provides an example configuration for the CE s NAPT44



function using the YANG nodul e described in [ RFC8512].

<config xm ns="urn:ietf:parans: xm : ns: netconf: base: 1. 0" >
<nat xm ns="urn:ietf:parans:xmn:ns:yang:ietf-nat">
<i nst ances>
<i nst ance>
<id>1</id>
<pol i cy>
<pol i cy-id>1</policy-id>
<ext ernal -i p- addr ess- pool >
<pool -i d>1</ pool -i d>
<external -i p- pool >192. 0. 2. 1</ ext er nal -i p- pool >
</ external -i p-addr ess- pool >
<port-set-restrict>
<port-set-al go>
<psi d- of f set >6</ psi d- of f set >
<psi d- | en>8</ psi d- | en>
<psi d>52</ psi d>
</ port-set-al go>
</port-set-restrict>
<noti fy-pool - usage>
<pool -i d>1</ pool -i d>
<hi gh-t hr eshol d>80</ hi gh-t hr eshol d>
</ noti fy-pool - usage>
</ policy>
<mappi ng-limts>
<limt-per-protocol >
<protocol -i d>1</protocol -i d>
<limt>8</lint>
</limt-per-protocol >
<limt-per-protocol >
<prot ocol -i d>6</ prot ocol -i d>
<limt>32</linmt>
</limt-per-protocol >
<limt-per-protocol >
<protocol -i d>17</ protocol -i d>
<limt>16</limt>
</limt-per-protocol >
</ mapping-limts>
<mappi ng-t abl e>
<mappi ng-ent ry>
<i ndex>1</i ndex>
<ext er nal - src- addr ess>
192.0.2.1/32
</ ext ernal - src-address>
<i nternal -src-address>
192.168. 1.0/ 24
</internal - src-address>
<transport - protocol >6</transport - protocol >
</ mappi ng-entry>
<mappi ng-entry>
<i ndex>2</i ndex>
<ext ernal - src- addr ess>
192.0.2.1/32
</ external - src- addr ess>
<i nternal -src-address>
192.168.1.0/ 24
</internal -src-address>
<transport-protocol >17</transport - protocol >
</ mappi ng-entry>
<mappi ng-entry>
<i ndex>3</i ndex>
<ext ernal - src- addr ess>
192.0.2.1/32
</ ext ernal - src- addr ess>
<i nternal -src-address>



192.168.1.0/ 24
</internal -src-address>
<transport-protocol >1</transport - protocol >
</ mappi ng-ent ry>
</ mappi ng-t abl e>
</instance>
</instances>
</ nat >
</ config>

Figure 7: 1wio6 NAT Configuration XM
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