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I nt roducti on

Segnent Routing (SR), as described in [ RFC8402], |everages the
source-routing paradigm A node steers a packet through an ordered
list of instructions called "segnents". A segnent can represent any
instruction, topological or service based. A segnent can have a

| ocal semantic to an SR node or a global semantic within an SR
domain. SR allows the enforcenent of a flow through any topol ogi ca
path while maintaining per-flow state only fromthe ingress node to
the SR domain. SR can be applied to the MPLS and | Pv6 data pl anes.

The use cases described in this document should be considered in the
context of the BGP-based | arge-scal e data-center (DC) design
described in [RFC7938]. This docunent extends it by applying SR both
with I Pv6 and MPLS data pl anes.

Large- Scal e Data-Center Network Design Summary

This section provides a brief summary of the Informational RFC
[ RFC7938], which outlines a practical network design suitable for
data centers of various scal es

* Data-center networks have highly symmetric topologies with
mul ti ple parallel paths between two server-attachnment points. The
wel | -known Cl os topol ogy is nost popul ar anong the operators (as
described in [RFC7938]). 1In a Cos topology, the m ni mum nunber
of parallel paths between two elenments is determ ned by the
"wi dth" of the "Tier-1" stage. See Figure 1 for an illustration
of the concept.

* Large-scale data centers commonly use a routing protocol, such as
BGP-4 [RFC4271], in order to provide endpoint connectivity.
Therefore, recovery after a network failure is driven either by
| ocal know edge of directly avail able backup paths or by
distributed signaling between the network devices.

* Wthin data-center networks, traffic is | oad shared using the
Equal Cost Multipath (ECMP) nechanism Wth ECVMP, every network
devi ce inpl enents a pseudorandom deci si on, nappi ng packets to one
of the parallel paths by neans of a hash function cal cul ated over
certain parts of the packet, typically a conbination of various
packet header fields.



The following is a schematic of a five-stage O os topology with four
devices in the "Tier-1" stage. Notice that the nunber of paths

bet ween Nodel and Nodel2 equals four; the paths have to cross all of
the Tier-1 devices. At the same tinme, the nunber of paths between
Nodel and Node2 equal s two, and the paths only cross Tier-2 devices.
O her topol ogies are possible, but for sinplicity, only the
topol ogi es that have a single path fromTier-1 to Tier-3 are

consi dered below. The rest could be treated simlarly, with a few
nmodi fi cations to the |ogic.

.1. Reference Design

Tier-1
+----- +
| NCDE |
+->| 5 |--+
|t
Tier-2 | | Tier-2
+----- + +----- + +----- +
A >| NCDE |--+-> NODE | --+--|NODE |[------------- +
| i I e I L JR EEEEE + |
| | S R + S R + S R + | |
I I I I
| | +----- + +----- + +----- + | |
| +----- +----> NODE |--+ |NODE | +--|NODE |----- oo + |
|| | +---1 4 |--+> 7 |--+-| 10 |---+| ||
|| [ | - LA IR SRR LA IR SRR + || ||
|| || I I || ||
S + H----- + S + S + H----- +
| NODE | | NCDE | Tier-3 +->| NODE |--+ Tier-3 | NODE | | NCDE |
[ 1 11 2| | 8 | [ 11 | | 12|
+----- + +----- + +----- + +----- + +----- +
|| | | || | |
A O B O <- Servers -> Z O OO0
Figure 1: 5-Stage O os Topol ogy
In the reference topology illustrated in Figure 1, it is assuned:

* Each node is its own autononous system (AS) (Node X has AS X)
4-byte AS nunbers are reconmended ([ RFC6793]).

- For sinple and efficient route propagation filtering, Nodeb5,
Node6, Node7, and Node8 use the sanme AS; Node3 and Node4 use
the sane AS; and Node9 and NodelO use the sanme AS.

- In the case in which 2-byte autononmous system nunbers are used
for efficient usage of the scarce 2-byte Private Use AS pool,
different Tier-3 nodes mght use the same AS.

- Wthout loss of generality, these details will be sinplified in

this docunent. It is to be assuned that each node has its own
AS.
* Each node peers with its neighbors with a BGP session. [|f not
specified, external BGP (EBGP) is assuned. 1In a specific use

case, internal BGP (I1BGP) will be used, but this will be called
out explicitly in that case.

* Each node originates the | Pv4 address of its | oopback interface
into BGP and announces it to its neighbors.

- The | oopback of Node X is 192.0. 2. x/ 32.

In this docunent, the Tier-1, Tier-2, and Tier-3 nodes are referred
to as "Spine", "Leaf", and "ToR' (top of rack) nodes, respectively.
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VWhen a ToR node acts as a gateway to the "outside world", it is
referred to as a "border node"

Sone Qpen Problens in Large Data-Center Networks

The dat a-cent er-network design sumrari zed above provi des means for

moving traffic between hosts with reasonable efficiency. There are
few open performance and reliability problens that arise in such a
desi gn:

* ECMP routing is nost commonly realized per flow This neans that
| arge, long-lived "el ephant” flows may affect performance of
smal l er, short-lived "nouse"” flows and may reduce efficiency of
per-flow |l oad sharing. |In other words, per-flow ECMP does not
performefficiently when flowlifetime distribution is heavy
tailed. Furthernore, due to hash-function inefficiencies, it is
possi ble to have frequent flow collisions where nore fl ows get
pl aced on one path over the others.

* Shortest-path routing with ECVMP i npl enents an oblivious routing
nmodel that is not aware of the network inbal ances. |f the network
symretry is broken, for exanple, due to link failures, utilization
hot spots may appear. For exanple, if alink fails between Tier-1
and Tier-2 devices (e.g., Node5 and Node9), Tier-3 devices Nodel
and Node2 will not be aware of that since there are other paths
avail abl e fromthe perspective of Node3. They will continue
sendi ng roughly equal traffic to Node3 and Node4 as if the failure
didn't exist, which may cause a traffic hotspot.

* lsolating faults in the network with nultiple parallel paths and
ECMP- based routing is nontrivial due to |lack of determ nism
Specifically, the connections fromHostA to HostB nay take a
different path every tinme a new connection is formed, thus naking
consi stent reproduction of a failure much nore difficult. This
complexity scales linearly with the nunber of parallel paths in
the network and stens fromthe random nature of path sel ection by
the networ k devi ces.

Appl yi ng Segnent Routing in the DC with MPLS Data Pl ane
1. BGP Prefix Segnment (BGP Prefix-SID)

A BGP Prefix Segnent is a segnent associated with a BGP prefix. A
BGP Prefix Segnent is a network-wi de instruction to forward the
packet al ong the ECMP-aware best path to the related prefix.

The BGP Prefix Segnment is defined as the BGP Prefix-SID Attribute in
[ RFC8669], which contains an index. Throughout this docunent, the
BGP Prefix Segment Attribute is referred to as the "BGP Prefix-SID'
and the encoded index as the | abel index.

In this docurment, the network design decision has been nade to assune
that all the nodes are allocated the same SRGB (Segnment Routing

G obal Block), e.g., [16000, 23999]. This provides operationa
simplification as explained in Section 8, but this is not a

requi renent.

For illustration purposes, when considering an MPLS data plane, it is
assunmed that the | abel index allocated to prefix 192.0.2.x/32 is X
As a result, a local |abel (16000+x) is allocated for prefix
192. 0. 2. x/ 32 by each node throughout the DC fabric.

When the I Pv6 data plane is considered, it is assuned that Node X is
al |l ocated | Pv6 address (segnent) 2001: DBS:: X

2. EBCGP Label ed Unicast (RFC 8277)



Referring to Figure 1 and [ RFC7938], the foll ow ng design
nodi fi cations are introduced:

* Each node peers with its neighbors via an EBGP session with
ext ensi ons defined in [ RFC8277] (naned "EBGP8277" throughout this
docunent) and with the BGP Prefix-SID attri bute extension as
defined in [ RFC8669].

* The forwarding plane at Tier-2 and Tier-1 is MPLS

* The forwarding plane at Tier-3 is either |P2MPLS (if the host
sends IP traffic) or MPLS2MPLS (if the host sends MPLS-
encapsul ated traffic).

Figure 2 zoons into a path from ServerA to ServerZ within the
topol ogy of Figure 1.

F----- + F----- + F----- +
fom oo >| NODE | | NODE | | NODE
| |4 J--> 7 J--te-| 10 [---+
| +o-m o - + +o-m o - + +o-m o - + |
I I
+----- + +----- +
| NODE | | NODE |
| 1 | | 11 |
T + T +
I I
A <- Servers -> 4

Figure 2: Path fromA to Z via Nodes 1, 4, 7, 10, and 11

Referring to Figures 1 and 2, and assuming the |IP address with the AS
and | abel -i ndex allocation previously described, the follow ng
sections detail the control-plane operation and the data-pl ane states
for the prefix 192.0.2.11/32 (|l oopback of Nodell).

4.2.1. Control Pl ane

Nodell originates 192.0.2.11/32 in BGP and allocates to it a BGP
Prefix-SID with I abel-index: indexll [ RFC8669].

Nodell sends the foll ow ng EBGP8277 update to NodelO:
IP Prefix: 192.0.2.11/32
Label: Inplicit NULL
Next hop: Nodell's interface address on the link to NodelO
AS Path: {11}
BGP Prefix-SID: Label -1ndex 11

NodelO receives the above update. As it is SR capable, NodelO is
able to interpret the BGP Prefix-SID;, therefore, it understands that
it should allocate the Iabel fromits own SRGB bl ock, offset by the

| abel index received in the BGP Prefix-SID (16000+11, hence, 16011)
to the Network Layer Reachability Information (NLRI) instead of

all ocating a nondetermnistic | abel out of a dynamically allocated
portion of the |ocal |abel space. The inplicit NULL |abel in the
NLRI tells NodelO that it is the penultinmate hop and that it nust pop
the top | abel on the stack before forwarding traffic for this prefix
to Nodell.

Then, NodelO sends the foll ow ng EBGP8277 update to Node7



IP Prefix: 192.0.2.11/32

Label : 16011

Next hop: NodelQ's interface address on the Iink to Node7

AS Path: {10, 11}

BGP Prefix-SID: Label-Index 11
Node7 receives the above update. As it is SR capable, Node7 is able
to interpret the BGP Prefix-SID;, therefore, it allocates the loca
(incomng) |abel 16011 (16000 + 11) to the NLRI (instead of
all ocating a "dynanmic" local label fromits |abel manager). Node7
uses the label in the received EBGP8277 NLRI as the outgoing |abe
(the index is only used to derive the |ocal/inconing |abel).
Node7 sends the foll owi ng EBGP8277 update to Node4:

IP Prefix: 192.0.2.11/32

Label : 16011

Next hop: Node7's interface address on the |link to Node4

AS Path: {7, 10, 11}

BGP Prefix-SID: Label-Index 11
Node4 receives the above update. As it is SR capable, Noded4 is able
to interpret the BGP Prefix-SID; therefore, it allocates the loca
(incom ng) |abel 16011 to the NLRI (instead of allocating a "dynam c"
| ocal label fromits |abel manager). Node4 uses the label in the
recei ved EBGP8277 NLRI as an outgoing | abel (the index is only used
to derive the local/inconi ng | abel).
Noded4 sends the foll owi ng EBGP8277 update to Nodel

IP Prefix: 192.0.2.11/32

Label : 16011

Next hop: Noded4's interface address on the link to Nodel

AS Path: {4, 7, 10, 11}

BGP Prefix-SID: Label-Index 11
Nodel receives the above update. As it is SR capable, Nodel is able
to interpret the BGP Prefix-SID;, therefore, it allocates the |oca
(inconming) l|abel 16011 to the NLRI (instead of allocating a "dynanic
|l ocal label fromits |abel manager). Nodel uses the label in the

recei ved EBGP8277 NLRI as an outgoing | abel (the index is only used
to derive the local/incom ng | abel).

4.2.2. Data Pl ane

Referring to Figure 1, and assumi ng all nodes apply the same

adverti sement rul es described above and all nodes have the sanme SRGB
(16000-23999), here are the I P/MPLS forwarding tables for prefix
192.0.2.11/32 at Nodel, Node4, Node7, and NodelO.

| I'ncoming Label or IP Destination | Qutgoing Label | Qutgoing |
| | | Interface |



o m e e e e e e e e e eee o on o a o Fom ek +
| I'ncoming Label or IP Destination | Qutgoing Label | Qutgoing |
| | | Interface |
o e e e e e e e e e e e e e m e e o oo o - Fomm e oo - +
| 16011 | 16011 | ECMP{7, 8} |
T S R +
| 192.0.2.11/32 | 16011 | ECWP{7, 8}

o e e e e e e e e e e eee— oo n o a o Fom e e o - +

T S S +
| I'ncoming Label or |P Destination | Qutgoing Label | Qutgoing

| | | Interface

o m e e e e e e e e e e mee— oo - o a o R +
| 16011 | 16011 | 10 |
T o e R +
| 192.0.2.11/32 | 16011 | 10 |
o m e e e e e e e e e eee o on o a o Fom e +

T o e R +
| I'ncoming Label or IP Destination | Qutgoing Label | CQutgoing

| | | I'nterface

o e e e e e e e e e e eee— oo n o a o Fom e oo +
| 16011 | POP | 11 |
o e e e e e e e e e e e e e m e e o oo o - N +
| 192.0.2.11/32 | N A | 11 |
T S S +

Tabl e 4. NodelO Forwardi ng Tabl e
4.2.3. Network Design Variation

A network design choice could consist of switching all the traffic

through Tier-1 and Tier-2 as MPLS traffic. |In this case, one could
filter away the IP entries at Node4, Node7, and NodelO. This m ght
be beneficial in order to optimize the forwarding table size.

A network design choice could consist of allowi ng the hosts to send
MPLS- encapsul ated traffic based on the Egress Peer Engi neering (EPE)
use case as defined in [ SR-CENTRAL-EPE]. For exanple, applications
at Host A woul d send their Z-destined traffic to Nodel with an MPLS

| abel stack where the top | abel is 16011 and the next | abel is an EPE
peer segment ([ SR-CENTRAL-EPE]) at Nodell directing the traffic to Z

4.2.4. dobal BGP Prefix Segnent through the Fabric

When the previous design is deployed, the operator enjoys gl obal BGP
Prefix-SID and | abel allocation throughout the DC fabric.

A few exanmpl es foll ow

* Normal forwarding to Nodell: A packet with top |abel 16011
received by any node in the fabric will be forwarded al ong the
ECMP- awar e BGP best path towards Nodell, and the | abel 16011 is
penul ti mate popped at NodelO (or at Node 9).
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* Traffic-engineered path to Nodell: An application on a host behind
Nodel might want to restrict its traffic to paths via the Spine
node Node5. The application achieves this by sending its packets
with a | abel stack of {16005, 16011}. BGP Prefix-SID 16005 directs
the packet up to Node5 along the path (Nodel, Node3, Node5). BGP
Prefix-SID 16011 then directs the packet down to Nodell al ong the
pat h (Node5, Node9, Nodell)

5. Increnental Depl oynents

The design previously described can be depl oyed increnentally. Let
us assune that Node7 does not support the BGP Prefix-SID, and |let us
show how the fabric connectivity is preserved.

From a signaling viewpoint, nothing would change; even though Node7
does not support the BGP Prefix-SID, it does propagate the attribute
unnodi fied to its nei ghbors.

From a | abel -al l ocation viewoint, the only difference is that Node7
woul d al l ocate a dynami ¢ (random |abel to the prefix 192.0.2.11/32
(e.g., 123456) instead of the "hinted" |abel as instructed by the BGP
Prefix-SID. The neighbors of Node7 adapt automatically as they

al ways use the label in the BGP8277 NLRI as an outgoi ng | abel

Node4 does understand the BGP Prefix-SID;, therefore, it allocates the
i ndexed | abel in the SRG& (16011) for 192.0.2.11/32

As a result, all the data-plane entries across the network woul d be
unchanged except the entries at Node7 and its nei ghbor Node4 as shown
in the figures bel ow.

The key point is that the end-to-end Label Switched Path (LSP) is
preserved because the outgoing |abel is always derived fromthe
received | abel within the BGP8277 NLRI. The index in the BGP Prefix-
SIDis only used as a hint on howto allocate the | ocal |abel (the
incom ng | abel) but never for the outgoing |abel

o m e e e e e e e e e eee o on o a o Fom e +
| I'ncoming Label or |P Destination | Qutgoing Label | Qutgoing
| | | Interface
o e e e e e e e e e e e e e m e e o oo o - N +
| 12345 | 16011 | 10 |
T S S +

o mm e e e e e e e e e e e e e e e mam- S o m e e e - +
| I'ncom ng Label or IP Destination | Qutgoing Label | Qutgoing
| | | Interface
. U S +
| 16011 | 12345 | 7 |
e . e +

Tabl e 6: Node4 Forwarding Table

The BGP Prefix-SID can thus be deployed increnentally, i.e., one node
at a tine.

When depl oyed together with a honbgeneous SRGB (the same SRGB across
the fabric), the operator increnmentally enjoys the global prefix
segnent benefits as the depl oynent progresses through the fabric.

| BGP Label ed Uni cast (RFC 8277)

The sane exact design as EBGP8277 is used with the follow ng



nmodi fi cati ons:

*

Al nodes use the sanme AS nunber.

Each node peers with its neighbors via an internal BGP session
(IBGP) with extensions defined in [RFC8277] (nanmed "I|BGP8277"
t hroughout this document).

Each node acts as a route reflector for each of its neighbors and
with the next-hop-self option. Next-hop-self is a well-known
operational feature that consists of rewiting the next hop of a
BGP update prior to sending it to the neighbor. Usually, it's a
common practice to apply next-hop-self behavior towards |BGP peers
for EBGP-learned routes. In the case outlined in this section, it
is proposed to use the next-hop-self nmechanismalso to | BGP-

| earned routes.

Cluster-1

omm e aa o +

| Tier-1 |

| oo

| [NCDE | |

[ | 5 | |
Cluster-2 | +----- + | duster-3
TS + | | +--------- +
| Tier-2 | | | | Tier-2 |
Rl B B et S B SRRt
| INGDE | | | [NODE | | | |NCDE | |
[ 3 111 [ &6 1 [ 11 9|1
| b L] ek L] e
I || || I
I || || I
Rl B B et S B Ll
| INGDE | | | [NGDE | | | |NCDE | |
[ 4 111 [ 7 1 |1 10|
R B e o BN R SEEEEL
TS + | | +--------- +

I I

| oo

_ | INCDE | | _

Tier-3 | | 8 | | Tier-3
+----- + ----- + |+ ----- +| +----- + ----- +
| NODE | | NODE | S + | NODE | | NODE |
1 11 2 | | 11 | | 12|
S + - + S + - +

Figure 3: I BGP Sessions with Reflection and Next-Hop- Sel f

For simple and efficient route propagation filtering and as
illustrated in Figure 3:

- Node5, Node6, Node7, and Node8 use the sane Cluster |ID
(Custer-1).

-  Node3 and Node4 use the same Cluster ID (Custer-2).

- Node9 and NodelO use the sane Cluster ID (O uster-3).

The control -pl ane behavior is npostly the sane as described in the
previous section; the only difference is that the EBGP8277 path
propagation is sinply replaced by an | BGP8277 path reflection with
next hop changed to self.

The dat a-pl ane tables are exactly the sane.

Appl yi ng Segment Routing in the DC with | Pv6 Data Pl ane



7

7

The design described in [RFC7938] is reused with one single
nmodi fication. It is highlighted using the exanple of the
reachability to Nodell via Spine node Nodeb5

Node5 origi nates 2001: DB8::5/128 with the attached BGP Prefix-SID for
| Pv6 packets destined to segnent 2001:DB8::5 ([ RFC8402]).

Nodell origi nates 2001: DB8::11/128 with the attached BGP Prefix-SID
advertising the support of the Segnment Routing Header (SRH) for |Pv6
packets destined to segnent 2001: DB8:: 11.

The control - pl ane and dat a- pl ane processing of all the other nodes in
the fabric is unchanged. Specifically, the routes to 2001:DB8::5 and
2001: DB8::11 are installed in the FIB along the EBGP best path to
Node5 (Spi ne node) and Nodell (ToR node) respectively.

An application on HostA that needs to send traffic to HostZ via only
Node5 (Spine node) can do so by sending | Pv6 packets with a Segnent
Routing Header (SRH, [IPv6-SRH]). The destination address and active
segnent is set to 2001:DB8::5. The next and | ast segnent is set to
2001: DB8: : 11.

The application rmust only use | Pv6 addresses that have been
advertised as capable for SRv6 segnment processing (e.g., for which
the BGP Prefix Segnent capability has been advertised). How
applications learn this (e.g., centralized controller and
orchestration) is outside the scope of this docunent.

Conmuni cating Path Information to the Host

There are two general nethods for communicating path information to
the end-hosts: "proactive" and "reactive", aka "push" and "pull"
nmodel s. There are multiple ways to inplenent either of these

met hods. Here, it is noted that one way could be using a centralized
controller: the controller either tells the hosts of the prefix-to-
pat h mappi ngs bef orehand and updates them as needed (network event
driven push) or responds to the hosts naking requests for a path to a
specific destination (host event driven pull). It is also possible
to use a hybrid nodel, i.e., pushing sone state fromthe controller
in response to particular network events, while the host pulls other
state on demand.

Not e al so that when dissem nating network-related data to the end-

hosts, a trade-off is nmade to bal ance the anpunt of information vs.
the level of visibility in the network state. This applies to both
push and pull nmodels. 1In the extrene case, the host woul d request

path informati on on every flow and keep no local state at all. On

the other end of the spectrum information for every prefix in the

network along with avail abl e paths could be pushed and conti nuously
updated on all hosts.

Addi tional Benefits
1. MPLS Data Plane with Operational Sinplicity

As required by [RFC7938], no new signaling protocol is introduced.
The BGP Prefix-SIDis a |lightweight extension to BGP Label ed Uni cast
[RFC8277]. It applies either to EBGP- or |BGP-based designs.
Specifically, LDP and RSVP-TE are not used. These protocols would
drastically inmpact the operational conplexity of the data center and
would not scale. This is in line with the requirenents expressed in
[ RFC7938] .

Provi ded the sane SRGB is configured on all nodes, all nodes use the



same MPLS | abel for a given IP prefix. This is sinpler from an
operation standpoint, as discussed in Section 8.

7.2. Mnimzing the FIB Tabl e

The designer may decide to switch all the traffic at Tier-1 and
Tier-2 based on MPLS, thereby drastically decreasing the IP table
size at these nodes.

This is easily acconplished by encapsulating the traffic either
directly at the host or at the source ToR node. The encapsulation is
done by pushing the BGP Prefix-SID of the destination ToR for intra-
DC traffic, or by pushing the BGP Prefix-SID for the border node for
inter-DC or DC-to-outside-world traffic.

7.3. Egress Peer Engineering

It is straightforward to conbine the design illustrated in this
docunent with the Egress Peer Engineering (EPE) use case described in
[ SR- CENTRAL- EPE] .

In such a case, the operator is able to engineer its outbound traffic
on a per-host-fl ow basis, wi thout incurring any additional state at
internmedi ate points in the DC fabric.

For exanple, the controller only needs to inject a per-flow state on
the HostA to force it to send its traffic destined to a specific
Internet destination D via a selected border node (say Nodel2 in
Figure 1 instead of another border node, Nodell) and a specific
egress peer of Nodel2 (say peer AS 9999 of |ocal Peer Node segnent
9999 at Nodel? instead of any other peer that provides a path to the
destination D). Any packet matching this state at Host A would be
encapsul ated with SR segnent list (label stack) {16012, 9999}. 16012
woul d steer the flow through the DC fabric, |everaging any ECWP

al ong the best path to border node Nodel2. Once the flow gets to
border node Nodel2, the active segnment is 9999 (because of
Penul ti mate Hop Poppi ng (PHP) on the upstream nei ghbor of Nodel2).
Thi s EPE Peer Node segnment forces border node Nodel2 to forward the
packet to peer AS 9999 without any |IP | ookup at the border node.
There is no per-flow state for this engineered flowin the DC fabric.
A benefit of SRis that the per-flow state is only required at the
sour ce.

As well as allowing full traffic-engineering control, such a design
al so offers FIB tabl e-m nim zation benefits as the Internet-scale FIB
at border node Nodel2 is not required if all FIB | ookups are avoi ded
there by using EPE

7.4. Anycast

The design presented in this docunment preserves the availability and
| oad- bal anci ng properties of the base design presented in [ RFC8402].

For exanple, one could assign an anycast | oopback 192.0.2.20/32 and
associ ate segnment index 20 to it on the border nodes Nodell and
Nodel2 (in addition to their node-specific |oopbacks). Doing so, the
EPE controller could express a default "go-to-the-Internet via any
border node" policy as segnment |ist {16020}. |ndeed, fromany host in
the DC fabric or fromany ToR node, 16020 steers the packet towards
the border nodes Nodell or Nodel2 | everagi ng ECMP where avail abl e

al ong the best paths to these nodes.

8. Preferred SRGB All ocation

In the MPLS case, it is recomrended to use the same SRGBs at each
node.



10.

Different SRGBs in each node likely increase the conplexity of the
solution both froman operational viewpoint and froma controller
Vi ewpoi nt .

From an operational viewpoint, it is much sinpler to have the sane
gl obal | abel at every node for the same destination (the MPLS
troubl eshooting is then simlar to the | Pv6 troubl eshooting where
this global property is a given).

Froma controller viewpoint, this allows us to construct sinple
policies applicable across the fabric.

Let us consider two applications, A and B, respectively connected to
Nodel and Node2 (ToR nodes). Application A has two flows, FAl and
FA2, destined to Z. B has two flows, FB1 and FB2, destined to Z
The controller wants FA1 and FB1 to be | oad shared across the fabric
whil e FA2 and FB2 nmust be respectively steered via Node5 and Node8.

Assumi ng a consi stent unique SRGB across the fabric as described in
this docunment, the controller can sinply do it by instructing A and B
to use {16011} respectively for FAL and FB1 and by instructing A and
B to use {16005 16011} and {16008 16011} respectively for FA2 and
FB2.

Let us assunme a design where the SRGB is different at every node and
where the SRGB of each node is advertised using the Oiginator SRGB
TLV of the BGP Prefix-SID as defined in [ RFC8669]: SRGB of Node K
starts at value K*1000, and the SRGB length is 1000 (e.g., Nodel's
SRGB is [1000, 1999], Node2's SRGB is [2000, 2999], ...).

In this case, the controller would need to collect and store all of
these different SRGBs (e.g., through the Oiginator SRGB TLV of the
BGP Prefix-SID); furthernore, it would al so need to adapt the policy
for each host. |Indeed, the controller would instruct Ato use {1011}
for FAL while it would have to instruct B to use {2011} for FB1
(while with the same SRGB, both policies are the sane {16011}).

Even worse, the controller would instruct Ato use {1005, 5011} for
FAL while it would instruct B to use {2011, 8011} for FB1 (while with
the sane SRGB, the second segnent is the same across both policies:
16011). When conbi ning segnments to create a policy, one needs to
carefully update the | abel of each segnent. This is obviously nore
error prone, nore conplex, and nore difficult to troubl eshoot.

| ANA Consi der ati ons
Thi s docunent has no | ANA acti ons.
Manageabi |l ity Consi derations

The desi gn and depl oynent gui delines described in this docunment are
based on the network design described in [ RFC7938].

The depl oyment nodel assuned in this docunment is based on a single
domai n where the interconnected DCs are part of the sane

adm ni strative donmain (which, of course, is split into different
aut ononous systens). The operator has full control of the whole
domai n, and the usual operational and nmanagenment mechani sms and
procedures are used in order to prevent any information related to
internal prefixes and topology to be | eaked outside the domain.

As recommended in [ RFC8402], the same SRGB should be allocated in all
nodes in order to facilitate the design, deploynment, and operations
of the donain.
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When EPE ([ SR- CENTRAL-EPE]) is used (as explained in Section 7.3),
the sane operational nodel is assuned. EPE information is originated
and propagated throughout the domain towards an internal server, and
unl ess explicitly configured by the operator, no EPE information is

| eaked outside the donain boundaries.

Security Considerations

Thi s docunent proposes to apply SRto a well-known scalability
requi renent expressed in [ RFC7938] using the BGP Prefix-SID as
defined in [ RFC8669].

It has to be noted, as described in Section 10, that the design
illustrated in [ RFC7938] and in this docunent refer to a depl oynent
nmodel where all nodes are under the sane adm nistration. In this
context, it is assuned that the operator doesn’'t want to | eak outside
of the domain any information related to internal prefixes and

topol ogy. The internal information includes Prefix-SID and EPE
information. |In order to prevent such |eaking, the standard BGP
mechani sns (filters) are applied on the boundary of the donmin.

Therefore, the solution proposed in this docunment does not introduce
any additional security concerns fromwhat is expressed in [ RFC7938]
and [ RFC8669]. It is assumed that the security and confidentiality
of the prefix and topology information is preserved by outbound
filters at each peering point of the domain as described in

Section 10.
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