I nternet Engineering Task Force (IETF)

Request for Comments:

8663

Cat egory: Standards Track

I SSN: 2070-1721

Abst ract

MPLS Segnent Routing (SR-MPLS)

MPLS Segnent Routing over

I P

X. Xu

Al i baba, Inc

S. Bryant

Fut urewei Technol ogi es
A. Farrel

O d Dog Consulting
S. Hassan

Ci sco

W Henderi ckx
Noki a

Z. Li

Huawei

Decenber 2019

is a method of source routing a packet

through an MPLS data pl ane by inmposing a stack of MPLS | abels on the
packet to specify the path together with any packet-specific

instructions to be executed on it.

realize a
pl anes by
set while
i nt er wor Ki

SR- MPLS can be | everaged to
source-routing nmechani sm across MLS
usi ng an MPLS | abel

| Pv4, and | Pv6 data

stack as a source-routing instruction
maki ng no changes to SR-MPLS specifications and
ng with SR-MPLS inpl ement ati ons

Thi s docunent describes how SR-MPLS-capabl e routers and | P-only
routers can seanl essly coexi st and interoperate through the use of

SR- MPLS | abe

over-UDP as defined in RFC 7510

Status of This Meno

This is an Internet Standards Track document.

Thi s docunent
(1ETF). It

stacks and | P encapsul ati on/tunneling such as MPLS-

is a product of the Internet Engineering Task Force
represents the consensus of the | ETF community.

It has

recei ved public review and has been approved for publication by the
I nternet Engineering Steering Group (IESG.
Internet Standards is available in Section 2 of RFC 7841

I nformati on about the current status of this document,

Fu

rther information on

any errata,

and how to provide feedback on it may be obtained at
https://ww. rfc-editor.org/info/rfc8663

Copyri ght Notice

Copyright (c) 2019 | ETF Trust and the persons identified as the

docunent aut hors.

Thi s docunent

Al l

rights reserved

Provisions Relating to | ETF Docunents

(https://trustee.ietf.org/license-info)
publication of this docunent.

careful ly,
to this docunent.

the Trust Legal

is subject to BCP 78 and the | ETF Trust’'s Lega

in effect on the date of
Pl ease revi ew t hese documents
as they describe your rights and restrictions with respect

Code Conponents extracted fromthis docunent nust
include Sinplified BSD License text as described in Section 4.e of

described in the Sinplified BSD License.

Provi sions and are provided without warranty as



Tabl e of Contents

1. Introduction
1.1. Term nol ogy
2. Use Cases
3. Procedures of SR-MPLS-over-I|P
3.1. Forwarding Entry Construction
3.1.1. FIB Construction Exanpl e
2. Packet-Forwardi ng Procedures
3.2.1. Packet Forwarding with Penultinmate Hop Popping
3.2.2. Packet Forwarding without Penultimate Hop Popping
3.2.3. Additional Forwarding Procedures
4. |1 ANA Consi derations
5. Security Considerations
6. References
6.1. Normative References
6.2. Informative References
Acknowl edgenent s
Contri butors
Aut hors’ Addresses

1. Introduction

MPLS Segnent Routing (SR-MPLS) [ RFC8660] is a method of source
routing a packet through an MPLS data plane. This is achieved by the
sender inmposing a stack of MPLS | abels that partially or conpletely
specify the path that the packet is to take and any instructions to
be executed on the packet as it passes through the network. SR-MPLS
uses an MPLS | abel stack to encode a sequence of source-routing
instructions. This can be used to realize a source-routing mechani sm
that can operate across MPLS, |Pv4, and |IPv6 data planes. This
approach nakes no changes to SR-MPLS specifications and all ows
interworking with SR-MPLS i npl enentations. Mre specifically, the
source-routing instructions in a source-routed packet could be

uni formy encoded as an MPLS | abel stack regardl ess of whether the
underlay is IPv4, 1Pv6 (including Segment Routing for |IPv6 (SRv6)

[ RFC8354]), or MPLS

Thi s docunent describes how SR-MPLS-capabl e routers and | P-only
routers can seanl essly coexi st and interoperate through the use of
SR- MPLS | abel stacks and I P encapsul ation/tunneling such as MPLS-
over - UDP [ RFC7510] .

Section 2 describes various use cases for tunneling SR-MPLS over |IP
Section 3 describes a typical application scenario and how t he packet
f orwar di ng happens.

1.1. Term nol ogy
This nmeno nakes use of the terns defined in [RFC3031] and [ RFC8660].

The key words "MJST", "MJST NOT", "REQUI RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMVENDED', "NOT RECOMMVENDED', "MAY", and
"OPTIONAL" in this document are to be interpreted as described in
BCP 14 [ RFC2119] [RFCB8174] when, and only when, they appear in all
capitals, as shown here

2. Use Cases

Tunnel i ng SR-MPLS using | Pv4 and/or 1Pv6 (including SRv6) tunnels is
useful at least in the use cases listed below. In all cases, this
can be enabl ed using an | P tunneling mechani smsuch as MPLS-over- UDP
as described in [RFC7510]. The tunnel selected MJUST have its renote
endpoi nt (destination) address equal to the address of the next node
capabl e of SR-MPLS identified as being on the SR path (i.e., the
egress of the active segnent). The |ocal endpoint (source) address



is set to an address of the encapsul ati ng node.

[ RFC7510] gives

further advice on howto set the source address if the UDP zero-
checksum nbde is used with MPLS-over-UDP. Using UDP as the

encapsul ati on may be particularly benefici al

of the underlying transport.

*

I ncr ement al

because it

is agnostic

depl oynent of the SR-MPLS technol ogy may be

facilitated by tunneling SR-MPLS packets across parts of a network

that are not SR-MPLS as shown in Figure 1.

Thi s denpnstrates how

i sl ands of SR-MPLS may be connected across a | egacy network. It

may be particularly useful
centers).
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Fi gure 1: SR-MPLS-over-UDP to Tunne

If the encodi ng of entropy [RFC6790]

mechani sns that all ow the encodi ng of entropy,

is desired,

for joining sites (such as data

( )
) ( SR-MPLS )
) ( Network )

Bor der |
Rout er |

N N N N N

bet ween SR-MPLS Sites

I P-tunnel i ng
such as MPLS-over -

UDP encapsul ati on [ RFC7510] where the source port of the UDP
header is used as an entropy field, my be used to maxinize the

utilization of Equal-Cost Multipath (ECMP) and/or
is difficult to make use of the
This is to be contrasted with [ RFC4023]

G oups (LAGs),
entropy- | abel

especially when it
mechani sm

Li nk Aggregati on

where MPLS-over-1P does not provide for an entropy mechani sm
Refer to [RFC8662]) for nore discussion about using entropy |abels

in SR MPLS.

Tunnel i ng MPLS over
Routing (SR) in an |IPv4 and/or

| P provides a technol ogy that enabl es Segnent
| Pv6 network where the routers do

not support SRv6 capabilities [IPv6-SRH and where MPLS forwardi ng

is not an option.

This is shown in Figure 2.
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Fi gure 2: SR-MPLS Enabled within an I P Network
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Procedures of SR-MPLS-over-1P

Thi s section describes the construction of forwardi ng infornation
base (FIB) entries and the forwardi ng behavior that allow the

depl oynent of SR-MPLS when some routers in the network are IP only
(i.e., do not support SR-MPLS). Note that the exanples in Sections
3.1.1 and 3.2 assunme that OSPF or IS-1S is enabled; in fact, other
mechani sns of discovery and adverti senent could be used including
other routing protocols (such as BGP) or a central controller.

1. Forwarding Entry Construction

Thi s subsection describes how to construct the forwardi ng information
base (FIB) entry on an SR-MPLS-capabl e router when sonme or all of the
next hops along the shortest path towards a prefix Segnent Identifier
(Prefix-SID) are IP-only routers. Section 3.1.1 provides a concrete
exanpl e of how the process applies when using OSPF or |S-1S.

Consi der router A that receives a | abel ed packet with top |abel L(E)
that corresponds to the Prefix-SID SID(E) of prefix P(E) advertised
by router E. Suppose the i-th next-hop router (ternmed NHi ) along the
shortest path fromrouter Atoward SID(E) is not SR-MPLS capabl e
while both routers A and E are SR MPLS capable. The foll ow ng
processi ng steps apply:

* Router Eis SR-MPLS capable, so it advertises a Segnent Routing
G obal Block (SRGB). The SRGB is defined in [RFC8402]. There are
a nunber of ways that the advertisenment can be achi eved incl uding
| GPs, BGP, and configuration/ managenment protocols. For exanple,
see [ DC- GATEWAY] .

* \When Router E advertises the Prefix-SID SID(E) of prefix P(E), it
MUST al so advertise the egress endpoint address and the
encapsul ati on type of any tunnel used to reach E. This
information is flooded donmai n wi de.

* |f Aand E are in different routing domains, then the information
MUST be fl ooded into both domains. How this is achieved depends
on the advertisenment nmechani sm being used. The objective is that
router A knows the characteristics of router E that originated the
advertisenment of SIDE).

* Router A programs the FIB entry for prefix P(E) corresponding to
the SID(E) according to whether a pop or swap action is advertised
for the prefix. The resulting action may be:

- pop the top | abel

- swap the top label to a value equal to SID(E) plus the | ower
bound of the SRGB of E

Once constructed, the FIB can be used by a router to tell it howto
process packets. It encapsul ates the packets according to the
appropri ate encapsul ati on advertised for the segnent and then sends
the packets towards the next hop NHi .

1.1. FIB Construction Exanple

This section is non-normative and provi des a worked exanpl e of how a
FI B m ght be constructed using OSPF and |1S-1S extensions. It is
based on the process described in Section 3. 1.

* Router Eis SR-MPLS capable, so it advertises a Segnent Routing
G obal Bl ock (SRGB) using [ RFC8665] or [ RFC8667].

* \Wen Router E advertises the Prefix-SID SID(E) of prefix P(E), it



al so advertises the encapsul ati on endpoi nt address and the tunnel
type of any tunnel used to reach E using [I|SIS-ENCAP] or
[ OSPF- ENCAP] .

* |f Aand E are in different domains, then the information is
fl ooded into both domai ns and any interveni ng domains.

- The OSPF Tunnel Encapsul ations TLV [ OSPF-ENCAP] or the IS 1S
Tunnel Encapsul ation Type sub-TLV [I SI S-ENCAP] is flooded
domai n wi de.

- The OSPF SI D/ Label Range TLV [ RFC8665] or the 1S-1S SR-
Capabi lities sub-TLV [ RFC8667] is advertised domain w de so
that router A knows the characteristics of router E

- Wen router E advertises the prefix P(E):

o If router Eis running IS-1S, it uses the extended
reachability TLV (TLVs 135, 235, 236, 237) and associ ates
the 1 Pv4/1Pv6 or |1 Pv4/1Pv6 Source Router |D sub-TLV(s)

[ RFC7794] .

o If router Eis running OSPF, it uses the OSPFv2 Extended
Prefix Opaque Link-State Advertisenent (LSA) [RFC7684] and
sets the fl ooding scope to Autonompbus System (AS) wi de.

- If router Eis running IS-1S and advertises the 1S-1S Router
CAPABI LI TY TLV (TLV 242) [RFC7981], it sets the "Router ID'
field to a valid value or includes an |Pv6 TE Router |ID sub-TLV
(TLV 12), or it does both. The "S" bit (flooding scope) of the
I S-1S Router CAPABILITY TLV (TLV 242) is set to "1".

* Router A prograns the FIB entry for prefix P(E) corresponding to
the SID(E) according to whether a pop or swap action is advertised
for the prefix as foll ows:

- the No-PHP (NP) Flag in OSPF or the Persistent (P) Flag in

I

| f
IS-1Sis clear:

pop the top | abel

the No-PHP (NP) Flag in OSPF or the Persistent (P) Flag in
I

| f
IS 1Sis set:

swap the top label to a value equal to SID(E) plus the | ower
bound of the SRG of E

When forwardi ng the packet according to the constructed FIB entry,
the router encapsul ates the packet according to the encapsul ation as
advertised using the mechani snms described in [ISIS ENCAP] or

[ CSPF-ENCAP]. It then sends the packets towards the next hop NHi .

Note that [ RFC7510] specifies the use of port nunmber 6635 to indicate
that the payl oad of a UDP packet is MPLS, and port nunber 6636 for
MPLS-over-UDP utilizing DILS. However, [ISIS-ENCAP] and [ OSPF- ENCAP]
provi de dynam ¢ protocol nechanisns to configure the use of any
Dynamic Port for a tunnel that uses UDP encapsulation. Nothing in
thi s docunent prevents the use of an I GP or any other mechanismto
negotiate the use of a Dynamic Port when UDP encapsul ation is used
for SR-MPLS, but if no such mechanismis used, then the port nunbers
specified in [ RFC7510] are used.

3.2. Packet-Forwardi ng Procedures

[ RFC7510] specifies an | P-based encapsul ation for MPLS, i.e., MLS-
over-UDP. This approach is applicable where | P-based encapsul ati on



for MPLS is required and further fine-grained |oad bal anci ng of MPLS
packets over |P networks over ECMP and/or LAGs is al so required.

This section provides details about the forwardi ng procedure when UDP
encapsul ation is adopted for SR-MPLS-over-IP. Oher encapsul ation
and tunneling nechani sns can be applied using simlar techniques, but
for clarity, this section uses UDP encapsul ati on as the exenpl ar.

Nodes that are SR-MPLS capabl e can process SR-MPLS packets. Not all
of the nodes in an SR-MPLS domain are SR-MPLS capable. Sone nodes
may be "l egacy routers" that cannot handl e SR-MPLS packets but can
forward | P packets. A node capable of SR-MPLS MAY advertise its
capabilities using the 1 GP as described in Section 3. There are six
types of nodes in an SR-MPLS domai n:

* Donmi n i ngress nodes that receive packets and encapsul ate them for
transm ssi on across the domain. Those packets nmay be any payl oad
protocol including native |IP packets or packets that are already
MPLS encapsul at ed.

* Legacy transit nodes that are IP routers but that are not SR MPLS
capable (i.e., are not able to perform Segrment Routing).

* Transit nodes that are SR-MPLS capable but that are not identified
by a SIDin the SID stack.

* Transit nodes that are SR-MPLS capabl e and need to perform SR-MPLS
routing because they are identified by a SIDin the SID stack

* The penulti mate node capabl e of SR-MPLS on the path that processes
the last SID on the stack on behalf of the domain egress node.

* The donmain egress node that forwards the payl oad packet for
ultimte delivery.

.2.1. Packet Forwarding with Penultimate Hop Popping

The description in this section assumes that the | abel associated
with each Prefix-SID is advertised by the owner of the Prefix-SID as
a Penul tinate Hop-Popping (PHP) label. That is, if one of the IGP

fl oodi ng nechanisns is used, the NP-Flag in OSPF or the P-Flag in IS
IS associated with the Prefix-SID is not set.

+o-m - - + +o-m - - + +o-m - - + +o-m - - + +o-m - - +
| A +------- + B 4+------- + C 4+------- + D 4------- + H |
S e + +- - - -+ +- - - -+ +- - - -+ S e +
I I I
I I I
+o- - -+ +o- - -+ +o- - -+
| E +------- + F +------- + G |
+--- - - + +--- - - + +--- - - +
SRR +
|1 P(A->E)|
Fomm e e e + Fomm e e e + Fomm e e e +
| UDP | | 1 P(E->Q | | 1P(G >H) |
Fommmaaaa + Fommmaaaa + Fommmaaaa +
| LG | | UDP | | UDP |
SRR + SRR + SRR +
| L(H | | L(H | | Exp Nul'l']
Fomm e e e + Fomm e e e + Fomm e e e +
| Packet | ---> | Packet | ---> | Packet
Fommmaaaa + Fommmaaaa + Fommmaaaa +

Fi gure 3: Packet-Forwardi ng Exanple with PHP
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In the exanple shown in Figure 3, assunme that routers A, E, G and H
are capable of SR-MPLS while the remaining routers (B, C, D, and F)
are only capable of forwarding |IP packets. Routers A, E, G and H
advertise their Segnent Routing related information, such as via | S-
I'S or OSPF.

Now assune that router A (the Domain ingress) wants to send a packet
to router H (the Donmain egress) via the explicit path {E->G >H}
Router A will inpose an MPLS | abel stack on the packet that
corresponds to that explicit path. Since the next hop toward router
Eis only IP capable (Bis a legacy transit node), router A replaces
the top label (that indicated router E) with a UDP-based tunnel for
MPLS (i.e., MPLS-over-UDP [ RFC/510]) to router E and then sends the
packet. In other words, router A pops the top |abel and then
encapsul ates the MPLS packet in a UDP tunnel to router E

When the | P-encapsul ated MPLS packet arrives at router E (which is a
transit node capable of SR-MPLS), router E strips the |P-based tunne
header and then processes the decapsul ated MPLS packet. The top

| abel indicates that the packet nust be forwarded toward router G
Since the next hop toward router Gis only | P capable, router E
replaces the current top |abel with an MPLS-over-UDP tunnel toward
router G and sends it out. That is, router E pops the top | abel and
then encapsul ates the MPLS packet in a UDP tunnel to router G

When the packet arrives at router G router Gwll strip the |IP-based
tunnel header and then process the decapsul ated MPLS packet. The top
| abel indicates that the packet nmust be forwarded toward router H
Since the next hop toward router His only IP capable (Dis a | egacy
transit router), router G would replace the current top |label with an
MPLS- over-UDP tunnel toward router H and send it out. However, since
router G reaches the bottomof the label stack (Gis the penultimate
node capabl e of SR-MPLS on the path), this would | eave the origina
packet that router A wanted to send to router H encapsulated in UDP
as if it was MPLS (i.e., with a UDP header and destination port

i ndi cating MPLS) even though the original packet could have been any
protocol. That is, the final SR MPLS has been popped exposing the
payl oad packet.

To handle this, when a router (here it is router G pops the fina
SR-MPLS |l abel, it inserts an explicit NULL |abel [RFC3032] before
encapsul ati ng the packet in an MPLS-over-UDP tunnel toward router H
and sending it out. That is, router G pops the top |abel, discovers
it has reached the bottom of stack, pushes an explicit NULL | abel,
and t hen encapsul ates the MPLS packet in a UDP tunnel to router H

2. Packet Forwardi ng without Penultimate Hop Popping

Figure 4 denonstrates the packet walk in the case where the | abe
associated with each Prefix-SID advertised by the owner of the
Prefix-SID is not a Penultinmate Hop-Popping (PHP) | abel (e.g., the
NP-Flag in OSPF or the P-Flag in I S-1S associated with the Prefix-SID
is set). Apart fromthe PHP function, the roles of the routers are
unchanged from Section 3.2.1

+--- - - + +--- - - + +--- - - + +--- - - + +--- - - +
| A +------- + B 4------- + C 4+-------- + D A4-------- + H |
S S + +o - - -+ +o - - -+ +o - - -+ S S +
I I I
I I I
+- - - -+ +- - - -+ +- - - -+
| E +------- + F 4-------- + G |
S e + S e + S e +

Fome e +
|1P(A->E) |



As

| UDP | | 1 P(E->Q |

T + T + T +
| LB | | P | | IP(G>H)|
R + R + R +
| L9 | | L9 | | uP |
Fomm oo + Fomm oo + Fomm oo +
| L(H | | L(H | | L(H |
T + T + T +
| Packet | ---> | Packet | ---> | Packet
R + R + R +

Fi gure 4: Packet-Forwardi ng Exanpl e wi t hout PHP

can be seen fromthe figure, the SR-MPLS | abel for each segnment is

left in place until the end of the segnent where it is popped and the
next instruction is processed.

3.2.3.

Addi ti onal Forwardi ng Procedures

Non- MPLS I nterfaces: Although the description in the previous two

sections is based on the use of Prefix-SIDs, tunneling SR-MPLS
packets is useful when the top | abel of a received SR MPLS packet

i ndi cates an Adjacency SID and the correspondi ng adj acent node to
that Adjacency SID is not capable of MPLS forwardi ng but can stil
process SR-MPLS packets. In this scenario, the top | abel would be
replaced by an I P tunnel toward that adjacent node and then
forwarded over the corresponding link indicated by the Adjacency
SI D.

VWhen to Use | P-Based Tunnels: The description in the previous two

sections is based on the assunption that an MPLS-over-UDP tunne

i s used when the next hop towards the next segnent is not MPLS
enabl ed. However, even in the case where the next hop towards the
next segment is MPLS capable, an MPLS-over-UDP tunnel towards the
next segment could still be used instead due to | ocal policies.

For instance, in the exanple as described in Figure 4, assunme F is
now a transit node capable of SR-MPLS while all the other
assunptions remai n unchanged; since F is not identified by a SID
in the stack and an MPLS-over-UDP tunnel is preferred to an MPLS
LSP according to local policies, router E replaces the current top
| abel with an MPLS-over-UDP tunnel toward router G and sends it
out. (Note that if an MPLS LSP was preferred, the packet woul d be
forwarded as native SR-MPLS.)

Header Fields: Wen encapsulating an MPLS packet in UDP, the
resulting packet is further encapsulated in IP for transm ssion

I Pv4 or 1 Pv6 may be used according to the capabilities of the
network. The address fields are set as described in Section 2
The other | P header fields (such as the ECN field [ RFC6040], the
Differentiated Services Code Point (DSCP) [RFC2983], or |Pv6 Fl ow
Label ) on each UDP-encapsul ated segnent SHOULD be configurabl e
according to the operator’s policy; they may be copied fromthe
header of the incom ng packet; they nmay be pronoted fromthe
header of the payl oad packet; they may be set according to
instructions programed to be associated with the SID;, or they may
be configured dependent on the outgoing interface and payl oad.

The TTL field setting in the encapsul ati ng packet header is
handl ed as described in [RFC7510], which refers to [ RFC4023].

Entropy and ECMP: Wen encapsul ating an MPLS packet with an IP

tunnel header that is capable of encoding entropy (such as

[ RFC7510]), the corresponding entropy field (the source port in
the case of a UDP tunnel) MAY be filled with an entropy val ue that
is generated by the encapsulator to uniquely identify a flow
However, what constitutes a flowis locally determ ned by the



4.

6

6

encapsul ator. For instance, if the MPLS | abel stack contains at

| east one entropy | abel and the encapsul ator is capable of reading
that entropy |label, the entropy | abel value could be directly
copied to the source port of the UDP header. Oherw se, the
encapsul ator may have to performa hash on the whol e | abel stack
or the five-tuple of the SR-MPLS payload if the payload is
determned as an I P packet. To avoid recal cul ating the hash or
hunting for the entropy | abel each tinme the packet is encapsul ated
in a UDP tunnel, it MAY be desirable that the entropy val ue
contained in the incomng packet (i.e., the UDP source port val ue)
i s retained when stripping the UDP header and is reused as the
entropy val ue of the outgoing packet.

Congestion Considerations: Section 5 of [ RFC7510] provides a
detail ed analysis of the inplications of congestion in MPLS-over-
UDP systems and builds on Section 3.1.3 of [RFC8085], which
describes the congestion inplications of UDP tunnels. All of
those considerations apply to SR-MPLS-over-UDP tunnels as

described in this docunent. |In particular, it should be noted
that the traffic carried in SRRMPLS flows is likely to be IP
traffic.

| ANA Consi der ati ons
Thi s docunent has no | ANA acti ons.
Security Considerations

The security consideration of [ RFC8354] (which redirects the reader
to [ RFC5095]) and [ RFC7510] apply. DILS [RFC6347] SHOULD be used
where security is needed on an SR-MPLS- over-UDP segment i ncl uding
when the I P segnent crosses the public Internet or sone other
untrusted environnent. |[RFC8402] provides security considerations
for Segnment Routing, and Section 8.1 of [RFC8402] is particularly
applicable to SR MPLS

It is difficult for an attacker to pass a raw MPLS-encoded packet
into a network, and operators have consi derabl e experience in

excl udi ng such packets at the network boundaries, for exanple, by
excluding all packets that are revealed to be carrying an MPLS packet
as the payload of I P tunnels. Further discussion of MPLS security is
found in [ RFC5920].

It is easy for a network ingress node to detect any attenpt to
smuggl e an | P packet into the network since it would see that the UDP
destination port was set to MPLS, and such filtering SHOULD be
applied. |If, however, the nechani sns described in [ RFC8665] or

[ RFC8667] are applied, a wider variety of UDP port numbers m ght be
in use nmaking port filtering harder

SR packets not having a destination address ternminating in the
network woul d be transparently carried and woul d pose no different
security risk to the network under consideration than any other
traffic.

Where control -plane techni ques are used (as described in Section 3),
it is inportant that these protocols are adequately secured for the
environment in which they are run as discussed in [ RFC6862] and

[ RFC5920] .

Ref er ences
1. Normative References

[ RFC2119] Bradner, S., "Key words for use in RFCs to Indicate
Requi rement Level s", BCP 14, RFC 2119,



6.

2.

[ RFC3031]

[ RFC3032]

[ RFC4023]

[ RFC5095]

[ RFC6040]

[ RFC6347]

[ RFC7510]

[ RFC7684]

[ RFC7794]

[ RFC7981]

[ RFC8174]

[ RFC8402]

[ RFC8660]

DO 10.17487/ RFC2119, March 1997,
<https://ww.rfc-editor.org/info/rfc2119>.

Rosen, E., Viswanathan, A, and R Callon, "Miltiprotocol
Label Switching Architecture", RFC 3031,

DA 10.17487/ RFC3031, January 2001,

<https://www. rfc-editor.org/info/rfc3031>.

Rosen, E., Tappan, D., Fedorkow, G, Rekhter, Y.,
Farinacci, D., Li, T., and A Conta, "MPLS Label Stack
Encodi ng", RFC 3032, DA 10.17487/RFC3032, January 2001,
<https://ww.rfc-editor.org/info/rfc3032>.

Worster, T., Rekhter, Y., and E. Rosen, Ed.,
"Encapsulating MPLS in I P or Ceneric Routing Encapsul ation
(GRE)", RFC 4023, DA 10.17487/ RFC4023, March 2005,
<https://ww. rfc-editor.org/info/rfc4023>.

Abley, J., Savola, P., and G Neville-Neil, "Deprecation
of Type 0 Routing Headers in |Pv6", RFC 5095,

DO 10.17487/ RFC5095, Decenber 2007,
<https://ww.rfc-editor.org/info/rfc5095>.

Briscoe, B., "Tunnelling of Explicit Congestion
Notification", RFC 6040, DO 10.17487/ RFC6040, Novenber
2010, <https://ww.rfc-editor.org/info/rfc6040>.

Rescorla, E. and N. Mddadugu, "Datagram Transport Layer
Security Version 1.2", RFC 6347, DO 10.17487/ RFC6347,
January 2012, <https://www.rfc-editor.org/info/rfc6347>.

Xu, X., Sheth, N., Yong, L., Callon, R, and D. Bl ack,
"Encapsul ating MPLS in UDP', RFC 7510,

DA 10.17487/ RFC7510, April 2015,

<https://www. rfc-editor.org/info/rfc7510>.

Psenak, P., Gedler, H, Shakir, R, Henderickx, W,
Tantsura, J., and A Lindem "OSPFv2 Prefix/Link Attribute
Advertisenent", RFC 7684, DO 10.17487/ RFC7684, Novenber
2015, <https://ww.rfc-editor.org/info/rfc7684>.

G nsberg, L., Ed., Decraene, B., Previdi, S, Xu, X, and
U. Chunduri, "I1S-1S Prefix Attributes for Extended |IPv4
and | Pv6 Reachability", RFC 7794, DO 10.17487/ RFC7794,
March 2016, <https://ww.rfc-editor.org/info/rfc7794>.

G nsberg, L., Previdi, S., and M Chen, "IS 1S Extensions
for Advertising Router Information", RFC 7981,

DA 10.17487/ RFC7981, Cctober 2016,
<https://ww.rfc-editor.org/info/rfc7981>.

Lei ba, B., "Anbiguity of Uppercase vs Lowercase in RFC
2119 Key Words", BCP 14, RFC 8174, DO 10.17487/ RFC8174,
May 2017, <https://ww.rfc-editor.org/info/rfc8174>.

Filsfils, C., Ed., Previdi, S., Ed., Gnsberg, L.,
Decraene, B., Litkowski, S., and R Shakir, "Segnent
Routing Architecture", RFC 8402, DA 10.17487/ RFC8402,
July 2018, <https://ww.rfc-editor.org/info/rfc8402>.

Bashandy, A., Filsfils, C, Previdi, S., Decraene, B.,
Litkowski, S., and R Shakir, "Segnent Routing with the
MPLS Data Pl ane", RFC 8660, DO 10.17487/ RFC8660, Decenber
2019, <https://ww.rfc-editor.org/info/rfc8660>.

I nformati ve References



[ DC- GATEVAY]

[ 1 Pv6- SRH

Farrel, A, Drake, J., Rosen, E., Patel, K, and L. Jalil,
"Gat eway Auto-Di scovery and Route Advertisenent for
Segnment Routing Enabl ed Domai n | nterconnection”, Wrk in
Progress, Internet-Draft, draft-ietf-bess-datacenter-

gat eway- 04, 21 August 2019, <https://tools.ietf.org/htm/
draft-ietf-bess-datacenter-gateway-04>.

Filsfils, C, Dukes, D., Previdi, S., Leddy, J.,

Mat sushima, S., and D. Voyer, "IPv6 Segnent Routing Header
(SRH) ", Work in Progress, Internet-Draft, draft-ietf-6nman-
segnent - rout i ng- header-26, 22 Cctober 2019,
<https://tools.ietf.org/htnm/draft-ietf-6man-segnent -
routi ng- header - 26>.

[ 1Sl S- ENCAP]

Xu, X., Decraene, B., Raszuk, R, Chunduri, U., Contreras,
L., and L. Jalil, "Advertising Tunnelling Capability in
IS-1S", Wrk in Progress, Internet-Draft, draft-ietf-isis-
encapsul ati on-cap-01, 24 April 2017,
<https://tools.ietf.org/htm/draft-ietf-isis-

encapsul ati on-cap-01>.

[ OSPF- ENCAP]

[ RFC2983]

[ RFC5920]

[ RFC6790]

[ RFC6862]

[ RFC8085]

[ RFC8354]

[ RFC8662]

Xu, X., Decraene, B., Raszuk, R, Contreras, L., and L.
Jalil, "The Tunnel Encapsul ati ons OSPF Router
Information", Wrk in Progress, Internet-Draft, draft-
i etf-ospf-encapsul ati on-cap-09, 10 Cctober 2017,
<https://tools.ietf.org/htm /draft-ietf-ospf-

encapsul ati on- cap- 09>.

Black, D., "Differentiated Services and Tunnel s",
RFC 2983, DO 10.17487/ RFC2983, Cctober 2000,
<https://ww.rfc-editor.org/info/rfc2983>.

Fang, L., Ed., "Security Framework for MPLS and GWPLS
Net wor ks", RFC 5920, DO 10. 17487/ RFC5920, July 2010,
<https://www. rfc-editor.org/info/rfc5920>.

Konpel la, K., Drake, J., Amante, S., Henderickx, W, and
L. Yong, "The Use of Entropy Labels in MPLS Forwardi ng",
RFC 6790, DA 10.17487/ RFC6790, November 2012,
<https://ww.rfc-editor.org/info/rfc6790>.

Lebovitz, G, Bhatia, M, and B. Wis, "Keying and
Aut hentication for Routing Protocols (KARP) Overview,
Threats, and Requirements", RFC 6862,

DO 10.17487/ RFC6862, March 2013,
<https://ww.rfc-editor.org/info/rfc6862>.

Eggert, L., Fairhurst, G, and G Shepherd, "UDP Usage
Gui del i nes", BCP 145, RFC 8085, DO 10.17487/ RFC8085,
March 2017, <https://wwv. rfc-editor.org/info/rfc8085>.

Brzozowski, J., Leddy, J., Filsfils, C., Mglione, R,
Ed., and M Townsl ey, "Use Cases for |Pv6 Source Packet
Routing in Networking (SPRING", RFC 8354,

DO 10.17487/ RFC8354, March 2018,
<https://ww.rfc-editor.org/info/rfc8354>.

Kini, S., Konpella, K, Sivabalan, S., Litkowski, S.,
Shakir, R, and J. Tantsura, "Entropy Label for Source
Packet Routing in Networking (SPRING Tunnels", RFC 8662,
DO 10.17487/ RFC8662, Decenber 2019,
<https://www.rfc-editor.org/info/rfc8662>.



[ RFC8665] Psenak, P., Ed., Previdi, S., Ed., Filsfils, C, Gedler,
H., Shakir, R, Henderickx, W, and J. Tantsura, "OSPF
Ext ensi ons for Segnent Routing", RFC 8665,
DO 10.17487/ RFC8665, Decenber 2019,
<https://www.rfc-editor.org/info/rfc8665>.

[ RFC8667] Previdi, S., Ed., Gnsberg, L., Ed., Filsfils, C,
Bashandy, A., Gredler, H, and B. Decraene, "IS 1S
Ext ensi ons for Segnment Routing", RFC 8667,
DO 10.17487/ RFC8667, Decenber 2019,
<https://www.rfc-editor.org/info/rfc8667>.

Acknowl edgenent s
Thanks to Joel Hal pern, Bruno Decraene, Loa Andersson, Ron Bonica,
Eri c Rosen, Jim Guichard, Gunter Van De Vel de, Andy Malis, Robert
Sparks, and Al Morton for their insightful comments on this docunent.
Additional thanks to Mrja Kuehl ewi nd, Alvaro Retana, Spencer
Dawki ns, Benjami n Kaduk, Martin Vigoureux, Suresh Krishnan, and Eric
Wncke for careful reviews and resulting conments.

Contri butors
Ahrmed Bashandy
I ndi vi dual
Emai | : abashandy.ietf @nmail.com

Clarence Filsfils

Ci sco

Email: cfilsfil @isco.com
John Drake

Juni per

Emai | : j drake@ uni per. net
Shaowen Ma

Mel | anox Technol ogi es

Emai | : mashaowen@nuai | . com
Mach Chen

Huawei

Emai | : mach. chen@uawei . com

Ham d Assar pour
Br oadcom
Emai | : hani d. assar pour @r oadcom com

Robert Raszuk
Bl oonberg LP
Emai |l : robert @aszuk. net

Uma Chunduri
Huawei
Enmai | : uma. chunduri @mai |l . com

Luis M Contreras
Tel efonica | +D

Emai | : | uismguel.contrerasmurill o@ el ef oni ca. com
Luay Jalil

Veri zon

Email: luay.jalil @erizon.com

Gunter Van De Vel de



Noki a

Enmai | : gunter.van_de_ vel de@oki a. com
Tal M zr ahi

Mar vel |

Email: talm @marvel |l . com

Jeff Tantsura
Apstra, Inc.
Email: jefftant.ietf@nmail.com

Aut hors’ Addr esses

Xi aohu Xu
Al i baba, Inc
Emmi | : xi aohu. xxh@l i baba-i nc. com

Stewart Bryant
Fut urewei Technol ogi es

Emai |l : stewart. bryant @nuail.com
Adrian Farrel
A d Dog Consulting

Emai | : adri an@l ddog. co. uk

Syed Hassan
Ci sco
Emai | : shassan@i sco.com

W m Hender i ckx

Noki a

Emai | : wi m henderi ckx@oki a. com
Zhenbi n Li

Huawei

Email : |izhenbi n@uawei . com



