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Abst r act

Segnment Routing (SR) | everages the source-routing paradigm A node
steers a packet through a controlled set of instructions, called
segnments, by prepending the packet with an SR header. |In the MPLS
data plane, the SR header is instantiated through a |abel stack.

Thi s docunent specifies the forwarding behavior to allow
instantiating SR over the MPLS data pl ane (SR MPLS).
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I ntroduction

The Segnment Routing architecture [ RFC8402] can be directly applied to
the MPLS architecture with no change in the MPLS forwardi ng pl ane.
Thi s docunent specifies forwardi ng-pl ane behavior to all ow Segnent
Routing to operate on top of the MPLS data plane (SR-MPLS). This
docunent does not address control -pl ane behavior. Control-plane
behavior is specified in other docurments such as [ RFC8665],

[ RFC8666], and [ RFC8667] .

The Segment Routing problem statenment is described in [ RFC7855].

Coexi stence of SR over the MPLS forwardi ng plane with LDP [ RFC5036]
is specified in [ RFC8661].

Policy routing and traffic engi neering using Segnment Routing can be
found in [ ROUTI NG PQOLI CY] .
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1. Requirenents Language

The key words "MJST", "MJST NOT", "REQUI RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMVENDED', "NOT RECOMMVENDED', "MAY", and
"OPTIONAL" in this document are to be interpreted as described in
BCP 14 [ RFC2119] [RFCB174] when, and only when, they appear in all
capitals, as shown here

MPLS I nstantiation of Segment Routing

MPLS instantiation of Segment Routing fits in the MPLS architecture
as defined in [ RFC3031] from both a control -plane and forwardi ng-
pl ane perspecti ve:

* Froma control -pl ane perspective, [ RFC3031] does not nandate a
single signaling protocol. Segment Routing nmakes use of various
control -pl ane protocols such as link-state | GPs [ RFC8665]

[ RFC8666] [ RFC8667]. The fl ooding nmechani snms of |ink-state | GPs
fit very well with | abel stacking on the ingress. A future
control -1 ayer protocol and/or policy/configuration can be used to
specify the | abel stack.

*  From a forwardi ng-pl ane perspective, Segment Routing does not
require any change to the forwardi ng pl ane because Segnent |Ds
(SIDs) are instantiated as MPLS | abels, and the Segnent Routing
header is instantiated as a stack of MPLS | abels.

We call the "MPLS Control Plane Cdient (MCC)" any control-plane
entity installing forwarding entries in the MPLS data plane. Loca
configuration and policies applied on a router are examples of MCCs.

In order to have a node segnent reach the node, a network operator
SHOULD configure at | east one node segnent per routing instance,

topol ogy, or algorithm Oherw se, the node is not reachable wthin
the routing instance, within the topology, or along the routing
algorithm which restricts its ability to be used by an SR Policy and
as a Topol ogy I ndependent Loop-Free Alternate (TI-LFA).

1. Miltiple Forwarding Behaviors for the Sane Prefix

The SR architecture does not prohibit having nore than one SID for
the same prefix. |In fact, by allowing nultiple SIDs for the sane
prefix, it is possible to have different forwardi ng behaviors (such
as different paths, different ECMP and Unequal - Cost Miltipath (UCMP)
behavi ors, etc.) for the sanme destination

Instantiati ng Segment Routing over the MPLS forwarding plane fits
seam essly with this principle. An operator may assign nultiple MPLS
| abel s or indices to the sane prefix and assign different forwarding
behaviors to each label/SID. The MCC in the network downl oads
different MPLS | abels/SIDs to the FIB for different forwarding
behaviors. The MCC at the entry of an SR domain or at any point in
the domain can choose to apply a particular forwardi ng behavior to a
particul ar packet by applying the PUSH action to that packet using
the correspondi ng SI D

2. SID Representation in the MPLS Forwardi ng Pl ane

When instantiating SR over the MPLS forwarding plane, a SIDis
represented by an MPLS | abel or an index [ RFC8402].

A global SIDis a label, or an index that nay be mapped to an MPLS

| abel within the Segnent Routing d obal Block (SRGE), of the node
that installs a global SIDin its FIB and receives the | abel ed
packet. Section 2.4 specifies the procedure to map a gl obal segnent



represented by an index to an MPLS | abel within the SRGB

The MCC MUST ensure that any |abel value corresponding to any SID it
installs in the forwarding plane follows the rul es bel ow

* The | abel value MJST be unique within the router on which the MCC
is running, i.e., the label MJST only be used to represent the SID
and MUST NOT be used to represent nore than one SID or for any
ot her forwardi ng purpose on the router

* The | abel value MJUST NOT come fromthe range of special-purpose
| abel s [ RFC7274] .

Labels allocated in this docunment are considered per-platform
downstream al | ocat ed | abel s [ RFC3031].

2.3. Segnment Routing dobal Block and Local Bl ock

The concepts of SRGB and global SID are explained in [ RFC8402]. In
general, the SRGB need not be a contiguous range of |abels.

For the rest of this document, the SRGB is specified by the Iist of
MPLS | abel ranges [LI(1),Lh(1)], [LI(2),Lh(2)],..., [LI(Kk),Lh(k)]
where LI (i) =< Lh(i).

The following rules apply to the Iist of MPLS ranges representing the
SRGB:

* The list of ranges conprising the SRGB MUST NOT overl ap.

* FEvery range in the |list of ranges specifying the SRGB MJST NOT
cover or overlap with a reserved | abel value or range [ RFC7274],
respectively.

* |f the SRGB of a node does not conformto the structure specified
in this section or to the previous two rules, the SRG MJST be
completely ignored by all routers in the routing domain, and the
node MJUST be treated as if it does not have an SRGB

* The list of |abel ranges MJST only be used to instantiate gl oba
SIDs into the MPLS forwarding pl ane.

A |l ocal segnent MAY be allocated fromthe Segnent Routing Local Bl ock
(SRLB) [ RFC8402] or from any unused | abel as long as it does not use
a speci al -purpose |label. The SRLB consists of the range of |oca

| abel s reserved by the node for certain | ocal segnents. In a
controller-driven network, some controllers or applications MAY use
the control plane to discover the avail able set of Local SIDs on a
particul ar router [ROUTING POLICY]. The rules applicable to the SRGB
are also applicable to the SRLB, except the SRG MJST only be used to
instantiate global SIDs into the MPLS forwardi ng pl ane. The
recomended, mnininmum or maxi nrum size of the SRGB and/or SRLB is a
matter of future study.

2.4. Mapping a SID Index to an MPLS Label

Thi s subsection specifies how the MPLS | abel value is calcul ated
given the index of a SID. The value of the index is determ ned by an
MCC such as | S-1S [RFC8667] or OSPF [ RFC8665]. This section only
specifies howto map the index to an MPLS | abel. The cal cul ated MPLS
| abel is downl oaded to the FIB, sent out with a forwarded packet, or
bot h.

Consider a SID represented by the index "I". Consider an SRGB as
specified in Section 2.3. The total size of the SRGB, represented by
the variable "Size", is calculated according to the fornmula:



size = Lh(1)- LI(1) + 1 + Lh(2)- LI(2) + 1 + ... + Lh(k)- LI(k) + 1

The followi ng rules MIUST be applied by the MCC when cal cul ating the
MPLS | abel val ue corresponding to the SID index value "I".

0 =<1 <size. If index "I" does not satisfy the previous
inequality, then the | abel cannot be cal cul at ed.

The | abel value corresponding to the SID index "I" is calcul ated
as foll ows:

j =1, tenp =20

Wiile tenp + Lh(j)- LI(j) < I
temp = temp + Lh(j)- LI(j) + 1
jo= i+

|abel =1 - temp + LI(j)

An example for how a router calculates |abels and forwards traffic
based on the procedure described in this section can be found in
Appendi x A 1.

2.5. Inconing Label Collision

The MPLS Architecture [ RFC3031] defines the term Forwarding
Equi val ence C ass (FEC) as the set of packets with simlar and/or
identical characteristics that are forwarded the sane way and are
bound to the sane MPLS incoming (local) label. In Segnent Routing
MPLS, a local |abel serves as the SID for a given FEC

We define SR FEC [ RFC8402] as one of the follow ng:

* (Prefix, Routing Instance, Topol ogy, Al gorithn) [RFC8402], where a
topol ogy identifies a set of links with metrics. For the purpose
of incom ng | abel collision resolution, the same Topol ogy
nunerical value SHOULD be used on all routers to identify the sane
set of links with nmetrics. For MCCs where the "Topol ogy" and/or
"Algorithni fields are not defined, the numerical value of zero
MJST be used for these two fields. For the purpose of incom ng
| abel collision resolution, a routing instance is identified by a
single incom ng | abel downl oader to the FIB. Two MCCs running on
the same router are considered different routing instances if the
only way the two instances know about each other’s inconing |abels
is through redistribution. The numerical value used to identify a
routing i nstance MAY be derived fromother configuration or MAY be
explicitly configured. |If it is derived fromother configuration,
then the sanme nunerical val ue SHOULD be derived fromthe sane
configuration as long as the configuration survives router rel oad.
If the derived nunerical value varies for the same configuration,
then an inpl enentati on SHOULD make the nunerical value used to
identify a routing instance configurable.

* (next hop, outgoing interface), where the outgoing interface is
physi cal or virtual

* (nunber of adjacencies, list of next hops, list of outgoing
interfaces IDs in ascending nunerical order). This FEC represents
paral | el adjacenci es [ RFC8402].

* (Endpoint, Color). This FEC represents an SR Policy [ RFC8402].

* (Mrror SID). The Mrror SID (see [RFC8402], Section 5.1) is the



| P address advertised by the advertising node to identify the
Mrror SID. The IP address is encoded as specified in
Section 2.5. 1.

Thi s section covers the RECOMVENDED procedure for handling the
scenari o where, because of an error/m sconfiguration, nore than one
SR FEC as defined in this section maps to the sanme incom ng MPLS

| abel . Exanples illustrating the behavior specified in this section
can be found in Appendix A 2

An inconing | abel collision occurs if the SIDs of the set of FECs
{FEC1, FEC2, ..., FECK} map to the sane incomng SR MPLS | abel "L1".

Suppose an anycast prefix is advertised with a Prefix-SID by soneg,
but not all, of the nodes that advertise that prefix. |f the Prefix-
SID sub-TLVs result in mapping that anycast prefix to the sanme

i ncom ng | abel, then the advertisenent of the Prefix-SID by sone, but
not all, of the advertising nodes MJUST NOT be treated as a | abe
col l'i sion.

An i npl enentati on MJUST NOT all ow the MCCs bel onging to the sane
router to assign the sane incomng |abel to nore than one SR FEC

The objective of the following steps is to determ nistically instal

in the MPLS Incom ng Label Map, al so known as | abel FIB, a single FEC
with the incomng label "L1". By "determnistically install", we
mean if the set of FECs {FECl, FEC2,..., FECk} nmap to the sane
incomng SR MPLS | abel "L1", then the steps bel ow assign the sanme FEC
to the label "L1" irrespective of the order by which the mappings of
this set of FECs to the |abel "L1" are received. For exanple, first-
come, first-served tiebreaking is not allowed. The remining FECs
may be installed in the IP FIB without an incom ng | abel

The procedure in this section relies conpletely on the |ocal FEC and
| abel database within a given router

The collision resolution procedure is as follows:

1. Gven the SIDs of the set of FECs, {FECl1, FEC2,..., FECK} map to
the sane MPLS | abel "L1".

2. Wthin an MCC, apply tiebreaking rules to select one FEC only,
and assign the label toit. The losing FECs are handled as if no
| abel s are attached to them The losing FECs with al gorithns
other than the shortest path first [ RFC8402] are not installed in
the FIB.

a. |If the sanme set of FECs are attached to the sanme | abel "L1",
then the tiebreaking rules MIUST al ways sel ect the same FEC
irrespective of the order in which the FECs and the | abe
"L1" are received. |In other words, the tiebreaking rule MJST
be determ nistic.

3. If there is still collision between the FECs bel onging to
different MCCs, then reapply the tiebreaking rules to the
remai ning FECs to select one FEC only, and assign the label to
that FEC

4. Install the selected FECinto the IP FIB and its incoming | abel
into the | abel FIB

5. The remaining FECs with the default algorithm (see the Prefix-SID
al gorithm specification [ RFC8402]) nay be installed in the FIB
natively, such as pure IP entries in case of Prefix FEC, w thout
any incomng |abels corresponding to their SIDs. The renaining
FECs with al gorithns other than the shortest path first [RFC8402]



2.5.

are not installed in the FIB
1. Tiebreaking Rul es
The default tiebreaking rules are specified as foll ows:

1. Determine the | owest administrative di stance anong t he conpeti ng
FECs as defined in the section below. Then filter away all the
conpeting FECs with a higher adnministrative distance

2. If nore than one conpeting FEC renmains after step 1, select the
smal | est nunerical FEC value. The nunerical value of the FECis
determ ned according to the FEC encodi ng described later in this
section.

These rules deterninistically select which FECto install in the MPLS
forwardi ng plane for the given incoming | abel

Thi s docunent defines the default tiebreaking rules that SHOULD be
i mpl emented. An inplenentation MAY choose to support different

ti ebreaking rules and MAY use one of these instead of the default
tiebreaking rules. To maxinize MPLS forwardi ng consistency in case
of a SID configuration error, the network operator MJST depl oy,
within an | GP flooding area, routers inplenenting the same

ti ebreaki ng rul es.

Each FEC is assigned an adninistrative distance. The FEC
adm nistrative distance is encoded as an 8-bit value. The |ower the
val ue, the better the adnmnistrative distance.

The default FEC admi nistrative distance order starting fromthe
| onest val ue SHOULD be:

* Explicit SID assignnent to a FEC that nmaps to a | abel outside the
SRCGB irrespective of the owner MCC. An explicit SID assignnent is
a static assignment of a label to a FEC such that the assignment
survives a router reboot.

-  An exanple of explicit SID allocation is static assignnent of a
specific label to an Adj-SID

- An inmplenentation of explicit SID assignnent MJST guarantee
collision freeness on the sanme router

* Dynam c SID assignnent:

- Al FEC types, except for the SR Policy, are ordered using the
default administrative distance defined by the inplenmentation

- The Binding SID [RFC8402] assigned to the SR Policy al ways has
a higher default adm nistrative distance than the default
adm ni strative distance of any other FEC type.

To maxi m ze MPLS forwarding consistency, if the sane FEC is
advertised in nore than one protocol, a user MJST ensure that the

adm ni strative di stance preference between protocols is the sane on
all routers of the IGP flooding domain. Note that this is not really
new as this already applies to | P forwarding.

The nunerical sort across FECs SHOULD be performed as foll ows:

* Each FEC is assigned a FEC type encoded in 8 bits. The type
codepoints for each SR FEC defined at the beginning of this
section are as foll ows:

120: (Prefix, Routing Instance, Topol ogy, Al gorithm



130: (next hop, outgoing interface)
140: Parallel Adjacency [RFC8402]
150: SR Policy [ RFC8402]
160: Mrror SID [ RFC8402]
The nunerical val ues above are nentioned to guide inplenentation
If other numerical values are used, then the nunerical val ues nust
mai ntain the sane greater-than ordering of the nunbers mentioned
her e.
The fields of each FEC are encoded as foll ows:
- Al fields in all FECs are encoded in big endian order
- The Routing Instance IDis represented by 16 bits. For routing
instances that are identified by |ess than 16 bits, encode the
Instance IDin the | east significant bits while the nost
significant bits are set to zero
- The address fanmily is represented by 8 bits, where IPv4d is
encoded as 100, and IPv6 is encoded as 110. These nunerica
val ues are nentioned to guide inplenmentations. |f other
numerical val ues are used, then the nunerical value of |Pv4
MUST be | ess than the numerical value for |Pv6.
- Al addresses are represented in 128 bits as foll ows:

o0 The I Pv6 address is encoded natively.

o0 The IPv4 address is encoded in the npst significant bits,
and the remaining bits are set to zero.

- Al prefixes are represented by (8 + 128) bits.

o A prefix is encoded in the nbpst significant bits, and the
remaining bits are set to zero

o The prefix length is encoded before the prefix in an 8-bit
field.

- The Topology IDis represented by 16 bits. For routing
instances that identify topologies using | ess than 16 bits,
encode the topology IDin the least significant bits while the
most significant bits are set to zero.

- The Algorithmis encoded in a 16-bit field.

- The Color IDis encoded using 32 bhits.

Choose the set of FECs of the smallest FEC type codepoint.

CQut of these FECs, choose the FECs with the smal |l est address
fam ly codepoint.

Encode the remaining set of FECs as foll ows:

- (Prefix, Routing Instance, Topology, Algorithn) is encoded as
(Prefix Length, Prefix, routing instance id, Topol ogy, SR
Al gorithn.

- (next hop, outgoing interface) is encoded as (next hop,
outgoing_interface_id).



- (nunber of adjacencies, |ist of next hops in ascending

nunerical order, list of outgoing interface IDs in ascending
nunerical order) is used to encode a parallel adjacency
[ RFC8402] .

- (Endpoint, Color) is encoded as (Endpoi nt_address, Color_id).

- (1P address) is the encoding for a Mrror SID FEC. The IP
address is encoded as descri bed above in this section

* Select the FEC with the snall est nunerical val ue.

The nunerical values nmentioned in this section are for gui dance only.
If other nunerical values are used, then the other numerical val ues
MUST mai ntain the sane numerical ordering anong different SR FECs.

2.5.2. Redistribution between Routing Protocol |nstances

The followi ng rule SHOULD be applied when redistributing SIDs with
prefi xes between routing protocol instances:

* |f the SRGB of the receiving instance is the sane as the SRGEB of
the origin instance, then:

- the index is redistributed with the route.
*  EHl se,

- the index is not redistributed and if the receiving instance
decides to advertise an index with the redistributed route, it
is the duty of the receiving instance to allocate a fresh index
relative to its owm SRGB. Note that in this case, the
receiving instance MJST conpute the local label it assigns to
the route according to Section 2.4 and install it in FIB

It is outside the scope of this docunent to define |ocal node
behavi ors that would all ow the mapping of the original index into a
new i ndex in the receiving instance via the addition of an offset or
ot her policy neans.
2.5.2.1. Illustration
A---1S1S----B---0SPF----C-192. 0. 2.1/32 (20001)
Consi der the sinple topol ogy above, where:
* Aand Bare inthe IS 1S domain with SRGB = [ 16000-17000]
* Band Care in the OSPF domain with SRG = [ 20000-21000]
* Bredistributes 192.0.2.1/32 into the 1S-1S donmain

In this case, Alearns 192.0.2.1/32 as an | P | eaf connected to B
which is usual for IP prefix redistribution

However, according to the redistribution rule above, B decides not to
advertise any index with 192.0.2.1/32 into | S-1S because the SRGB is
not the sane.

2.5.2.2. lllustration 2

Consi der the exanple in the illustration described in
Section 2.5.2.1.

When router B redistributes the prefix 192.0.2.1/32, router B decides



to allocate and advertise the sane index 1 with the prefix
192. 0. 2. 1/ 32.

Wthin the SRGB of the IS-1S domain, index 1 corresponds to the |oca
| abel 16001. Hence, according to the redistribution rule above,
router B prograns the incom ng |abel 16001 in its FIB to match
traffic arriving fromthe IS-1S domain destined to the prefix
192. 0. 2. 1/ 32.

2.6. Effect of Inconming Label Collision on Qutgoing Label Programm ng

When det erm ni ng what outgoing | abel to use, the ingress node that
pushes new segnents, and hence a stack of MPLS | abels, MJST use, for
a given FEC, the | abel that has been selected by the node receiving
the packet with that | abel exposed as the top label. So in case of
incomng |label collision on this receiving node, the ingress node
MUST resolve this collision by using this sane "l nconm ng Labe

Col l'ision resol ution procedure” and by using the data of the
recei vi ng node.

In the general case, the ingress node may not have the exact sane
data as the receiving node, so the result nay be different. This is
under the responsibility of the network operator. But in a typica
case, e.g., where a centralized node or a distributed Iink-state |IGP
is used, all nodes would have the sane dat abase. However, to

m nimze the chance of msforwarding, a FEC that loses its incomng

| abel to the tiebreaking rules specified in Section 2.5 MJUST NOT be
installed in FIB with an outgoing Segnment Routing |abel based on the
SID corresponding to the |ost incoming |abel

Exanmpl es for the behavior specified in this section can be found in
Appendi x A. 3.

2.7. PUSH, CONTINUE, and NEXT

PUSH, NEXT, and CONTI NUE are operations applied by the forwarding

pl ane. The specifications of these operations can be found in

[ RFC8402]. This subsection specifies how to inplenment each of these
operations in the MPLS forwarding pl ane.

2.7.1. PUSH

As described in [ RFC8402], PUSH corresponds to pushing one or nore

| abel s on top of an incomi ng packet then sending it out of a
particul ar physical interface or virtual interface, such as a UDP
tunnel [RFC7510] or the Layer 2 Tunneling Protocol version 3 (L2TPv3)
[ RFC4817], towards a particul ar next hop. Wen pushing | abels onto a
packet’s | abel stack, the Tine-to-Live (TTL) field [ RFC3032]

[ RFC3443] and the Traffic Cass (TC) field [ RFC3032] [RFC5462] of
each | abel stack entry nust, of course, be set. This docunent does
not specify any set of rules for setting these fields; that is a
matter of local policy. Sections 2.10 and 2.11 specify additiona
details about forwardi ng behavior

2.7.2. CONTI NUE

As described in [ RFC8402], the CONTINUE operation corresponds to
swappi ng the inconing |abel with an outgoing |abel. The value of the
outgoing |l abel is calculated as specified in Sections 2.10 and 2.11.

2.7.3. NEXT

As described in [ RFC8402], NEXT corresponds to popping the topnost
| abel . The action before and/or after the popping depends on the
instruction associated with the active SID on the received packet

prior to the popping. For exanple, suppose the active SIDin the



recei ved packet was an Adj-SID [ RFC8402]; on receiving the packet,
the node applies the NEXT operation, which corresponds to popping the
topnost | abel, and then sends the packet out of the physical or
virtual interface (e.g., the UDP tunnel [RFC7510] or L2TPv3 tunne

[ RFC4817]) towards the next hop corresponding to the Adj-SID

2.7.3. 1. Mrror SID

If the active SIDin the received packet was a Mrror SID (see

[ RFC8402], Section 5.1) allocated by the receiving router, the
receiving router applies the NEXT operation, which corresponds to
poppi ng the topnost | abel, and then performs a | ookup using the
contents of the packet after popping the outernost |abel in the
mrrored forwarding table. The nmethod by which the | ookup is made,
and/ or the actions applied to the packet after the | ookup in the
mrror table, depends on the contents of the packet and the mrror
table. Note that the packet exposed after popping the topnost | abe
may or may not be an MPLS packet. A Mrror SID can be viewed as a
generalization of the context |abel in [RFC5331] because a Mrror SID
does not nmke any assunptions about the packet underneath the top

| abel .

2.8. MPLS Label Downl oaded to the FIB for d obal and Local SIDs

The | abel corresponding to the global SID "Si", which is represented
by the global index "I" and downl oaded to the FIB, is used to match

packets whose active segnent (and hence topnost label) is "Si". The
val ue of this label is calculated as specified in Section 2.4.

For Local SIDs, the MCC is responsible for downl oading the correct

| abel value to the FIB. For exanple, an IGP with SR extensions

[ RFC8667] [ RFC8665] downl oads the MPLS | abel corresponding to an Adj -
SI D [ RFC8402] .

2.9. Active Segnent

When instantiated in the MPLS domain, the active segnent on a packet
corresponds to the topnost |abel and is cal culated according to the
procedure specified in Sections 2.10 and 2.11. When arriving at a
node, the topnost | abel corresponding to the active SID nmatches the
MPLS | abel downl oaded to the FIB as specified in Section 2. 4.

2.10. Forwardi ng Behavior for d obal SIDs

Thi s section specifies the forwardi ng behavior, including the

cal cul ation of outgoing |abels, that corresponds to a global SID when
appl ying the PUSH, CONTI NUE, and NEXT operations in the MPLS
forwardi ng pl ane.

Thi s docunent covers the cal culation of the outgoing |abel for the
top | abel only. The case where the outgoing |abel is not the top

| abel and is part of a stack of labels that instantiates a routing
policy or a traffic-engineering tunnel is outside the scope of this
docunent and rmay be covered in other documents such as

[ ROUTI NG POLI CY] .

2.10.1. Forwarding for PUSH and CONTI NUE of d obal Sl Ds

Suppose an MCC on router "RO" determ nes that, before sending the
packet towards a neighbor "N', the PUSH or CONTI NUE operation is to
be applied to an incom ng packet related to the global SID"Si". SID
"Si" is represented by the global index "I" and owned by the router
Ri. Neighbor "N' may be directly connected to "R0O" through either a
physical or a virtual interface (e.g., UDP tunnel [RFC7510] or L2TPv3
tunnel [RFC4817]).



The nmethod by which the MCC on router "R0O" determ nes that the PUSH
or CONTI NUE operation nust be applied using the SID"Si" is beyond
the scope of this docunment. An exanple of a nethod to determ ne the
SID"Si" for the PUSH operation is the case where |S-1S [ RFC8667]
receives the Prefix-SID "Si" sub-TLV advertised with the prefix "P/ni
in TLV 135, and the prefix "P/m' is the |ongest matchi ng network
prefix for the incom ng | Pv4d packet.

For the CONTINUE operation, an exanple of a nethod used to determ ne
the SID"Si" is the case where |S-1S [ RFC8667] receives the Prefix-
SID"Si" sub-TLV advertised with prefix "P' in TLV 135, and the top
| abel of the incom ng packet matches the MPLS | abel in the FIB
corresponding to the SID"Si" on router "RO".

The forwardi ng behavi or for PUSH and CONTI NUE corresponding to the
SID"Si" is as foll ows:

* | f neighbor "N' does not support SR or advertises an invalid SRGB
or a SR&B that is too small for the SID"Si ", then

- If it is possible to send the packet towards nei ghbor "N' using
standard MPLS forwardi ng behavior as specified in [ RFC3031] and
[ RFC3032], forward the packet. The nethod by which a router
deci des whether it is possible to send the packet to "N' or not
is beyond the scope of this docunment. For exanple, the router
"RO" can use the downstream | abel deterni ned by another MCC
such as LDP [ RFC5036], to send the packet.

- FElse, if there are other usable next hops, use themto forward
the incom ng packet. The method by which the router "RO"
deci des on the possibility of using other next hops is beyond
the scope of this docunment. For exanple, the MCC on "R0O" may
chose the send an | Pv4 packet without pushing any |label to
anot her next hop

- Otherw se, drop the packet.

* El se,

- Calculate the outgoing |label as specified in Section 2.4 using
the SRGB of nei ghbor "N'.

- Determne the outgoing |abel stack
o |If the operation is PUSH:

+ Push the calcul ated | abel according to the MPLS | abe
pushing rules specified in [ RFC3032].

o FH se,

+ swap the incoming | abel with the cal cul ated | abe
according to the | abel -swapping rules in [ RFC3031].

o Send the packet towards nei ghbor "N

2.10.2. Forwarding for the NEXT Operation for d obal SIDs

As specified in Section 2.7.3, the NEXT operation corresponds to
poppi ng the topnost |abel. The forwardi ng behavior is as foll ows:

* Pop the topnost | abel

* Apply the instruction associated with the inconming | abel that has
been popped



The action on the packet after popping the topnmost | abel depends on
the instruction associated with the incomng |abel as well as the
contents of the packet right underneath the top | abel that was
popped. Exanples of the NEXT operation are described in Appendix A 1

2.11. Forwardi ng Behavior for Local SIDs

Thi s section specifies the forwardi ng behavior for Local SIDs when SR
is instantiated over the MPLS forwardi ng pl ane.

2.11.1. Forwarding for the PUSH Operation on Local Sl Ds

Suppose an MCC on router "RO" determ nes that the PUSH operation is

to be applied to an incom ng packet using the Local SID "Si" before

sendi ng the packet towards nei ghbor "N', which is directly connected
to RO through a physical or virtual interface such as a UDP tunne

[ RFC7510] or L2TPv3 tunnel [RFC4817].

An exanpl e of such a Local SIDis an Adj-SID allocated and adverti sed
by 1S-1S [RFC8667]. The nethod by which the MCC on "R0" deternines
that the PUSH operation is to be applied to the incom ng packet is
beyond the scope of this docunent. An exanple of such a nmethod is
the backup path used to protect against a failure using Tl-LFA

[ FAST- REROQUTE] .

As nentioned in [ RFC8402], a Local SIDis specified by an MPLS | abel
Hence, the PUSH operation for a Local SIDis identical to the | abe
push operation using any MPLS | abel [RFC3031]. The forwarding action
after pushing the MPLS | abel corresponding to the Local SID is also
determned by the MCC. For exanple, if the PUSH operation was done
to forward a packet over a backup path cal cul ated using TI-LFA, then
the forwarding action may be sending the packet to a certain nei ghbor
that will in turn continue to forward the packet al ong the backup
pat h.

2.11.2. Forwarding for the CONTI NUE Operation for Local SIDs

A Local SID on router "R0O" corresponds to a local label. 1In such a
scenari o, the outgoing | abel towards next hop "N' is determ ned by
the MCC running on the router "R0", and the forwardi ng behavior for
the CONTINUE operation is identical to the swap operation on an MPLS
| abel [RFC3031].

2.11.3. CQutgoing Label for the NEXT Operation for Local SIDs

The NEXT operation for Local SIDs is identical to the NEXT operation
for global SIDs as specified in Section 2.10. 2.

3. | ANA Consi derations
Thi s docunent has no | ANA acti ons.
4. Manageability Considerations

Thi s docunent describes the applicability of Segnent Routing over the
MPLS data pl ane. Segnent Routing does not introduce any change in
the MPLS data plane. Manageability considerations described in

[ RFC8402] apply to the MPLS data pl ane when used with Segment

Routing. SR Operations, Administration, and Mi ntenance (OAM use
cases for the MPLS data plane are defined in [ RFC3403]. SR QAM
procedures for the MPLS data plane are defined in [ RFC8287].

5. Security Considerations

Thi s docunent does not introduce additional security requirenments and
mechani sms ot her than the ones described in [ RFC8402].
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Appendi x A,  Exanpl es

A 1. | GP Segnent Exanples
Consi der the network di agram of Figure 1 and the |IP addresses and | GP
segnment allocations of Figure 2. Assunme that the network is running

IS 1S with SR extensions [RFC8667], and all |inks have the sane
metric. The follow ng exanpl es can be constructed.



\ /|
|  +--Rd--+ |
I I
+----- R5----- +
Figure 1: IGP Segnents -- Illustration
e m e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e em e eeao o +
| P addresses allocated by the operator
192.0.2.1/32 as a | oopback of R1
192.0.2.2/32 as a | oopback of R2
192.0.2.3/32 as a | oopback of R3
192.0.2.4/32 as a | oopback of R4
192.0.2.5/32 as a | oopback of R5
192.0.2.8/32 as a | oopback of R8

198.51. 100. 9/ 32 as an anycast | oopback of R4
198.51.100. 9/ 32 as an anycast | oopback of R5

SRGB defined by the operator as [1000, 5000]

G obal IGP SIDindices allocated by the o
1 allocated to 192.0.2.1/32
2 allocated to 192.0.2.2/32
3 allocated to 192.0.2.3/32
4 allocated to 192.0.2.4/32
8 0

9 5

perat or:

al l ocated to 192.0.2.8/32

1009 allocated to 198.51.100.9/32

Local 1GP SID allocated dynam cally by R2
for its "north" adjacency to R3: 9001
for its "east" adjacency to R3 : 9002

for its "south" adjacency to R3: 9003

for its only adjacency to R4 : 9004
for its only adjacency to Rl : 9005
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Figure 2: |1 GP Address and Segnment Allocation -- Illustration

Suppose R1L wants to send | Pv4 packet P1 to R8. In this case, Rl
needs to apply the PUSH operation to the |Pv4 packet.

Renmenber that the SID index "8" is a global |IGP segnent attached to
the IP prefix 192.0.2.8/32. |Its semantic is global within the IGP
domai n: any router forwards a packet received with active segnent 8
to the next hop al ong the ECMP-aware shortest path to the rel ated
prefix.

R2 is the next hop along the shortest path towards R8. By applying
the steps in Section 2.8, the outgoing | abel downl oaded to Rl's FIB
corresponding to the global SID index "8" is 1008 because the SRGB of
R2 = [ 1000, 5000] as shown in Figure 2

Because the packet is IPv4, Rl applies the PUSH operation using the
| abel val ue 1008 as specified in Section 2.10.1. The resulting MPLS
header will have the "S" bit [RFC3032] set because it is followed
directly by an | Pv4 packet.

The packet arrives at router R2. Because top | abel 1008 corresponds
to the I1GP SID index "8", which is the Prefix-SID attached to the
prefix 192.0.2.8/ 32 owned by Node R8, the instruction associated with
the SIDis "forward the packet using one of the ECVP interfaces or
next hops along the shortest path(s) towards R8". Because R2 is not
the penultinate hop, R2 applies the CONTINUE operation to the packet
and sends it to R3 using one of the two links connected to R3 with
top | abel 1008 as specified in Section 2.10.1



R3 receives the packet with top | abel 1008. Because top |abel 1008
corresponds to the IGP SID index "8", which is the Prefix-SID
attached to the prefix 192.0.2.8/ 32 owned by Node R8, the instruction
associ ated with the SIDis "send the packet using one of the ECWP
interfaces and next hops along the shortest path towards R8"

Because R3 is the penultinmte hop, we assune that R3 perforns
penul ti mate hop popping, which corresponds to the NEXT operation; the
packet is then sent to R8. The NEXT operation results in popping the
outer |abel and sending the packet as a pure | Pv4 packet to R8.

In conclusion, the path followed by P1 is R1-R2--R3-R8. The ECWMP
awar eness ensures that the traffic is | oad-shared between any ECWVP
path; in this case, it’s the two |inks between R2 and R3.

A. 2. Incom ng Label Collision Exanples

This section outlines several examples to illustrate the handling of
| abel collision described in Section 2.5.

For the exanples in this section, we assune that Node A has the
fol |l owi ng:

* (OSPF default adm n di stance for inplenentation=50
* |S-1S default adm n distance for inplenmentati on=60
A 2.1. Exanple 1

The following exanple illustrates inconing |abel collision resolution
for the same FEC type using MCC adm ni strative distance

FEC1:

Node A receives an OSPF Prefix-SID Adverti senent from Node B for
198.51.100.5/32 with index=5. Assumi ng that OSPF SRGB on Node A =
[ 1000, 1999], the incom ng | abel is 1005

FEC2:

IS-1S on Node A receives a Prefix-SID Adverti senent from Node C for
203.0.113.105/32 with index=5. Assunming that IS-1S SRGB on Node A =
[ 1000, 1999], the incom ng | abel is 1005

FECL and FEC2 both use dynanmic SID assignnent. Since neither of the
FECs are of type "SR Policy’, we use the default admi n distances of
50 and 60 to break the tie. So FECL wi ns.

A 2.2. Exanple 2

The following exanple Illustrates inconmng |abel collision resolution
for different FEC types using the MCC administrative distance.

FECL:

Node A receives an OSPF Prefix-SID Adverti senent from Node B for
198.51.100.6/32 with index=6. Assunming that OSPF SRGB on Node A =
[ 1000, 1999], the inconing | abel on Node A corresponding to
198.51.100.6/32 is 1006

FEC2:

IS-1S on Node A assigns | abel 1006 to the globally significant Adj-
SID (i.e., when advertised, the L-Flag is clear in the Adj-SID sub-
TLV as described in [RFC8667]). Hence, the incom ng | abe
corresponding to this Adj-SID is 1006. Assume Node A allocates this



Adj -SID dynami cally, and it may differ across router reboots.

FECL and FEC2 both use dynanmic SID assignnent. Since neither of the
FECs are of type "SR Policy’, we use the default admin distances of
50 and 60 to break the tie. So FECL wi ns.

A 2.3. Exanple 3

The following exanple illustrates inconmng |abel collision resolution
based on preferring static over dynanmic Sl D assignment.

FECL:

OSPF on Node A receives a Prefix-SID Adverti senent from Node B for
198.51.100.7/32 with index=7. Assunming that the OSPF SRGB on Node A
= [1000, 1999], the inconing | abel corresponding to 198.51.100.7/32 is
1007.

FEC2:

The operator on Node A configures IS-1S on Node A to assign | abel
1007 to the globally significant Adj-SID (i.e., when advertised, the
L-Flag is clear in the Adj-SID sub-TLV as described in [ RFC8667]).

Node A assigns this Adj-SID explicitly via configuration, so the Adj-
SI D survives router reboots.

FECL1 uses dynanmic SID assignnment, while FEC2 uses explicit SID
assignnent. So FEC2 wi ns.

A 2.4, Exanple 4

The following exanple illustrates inconmng |abel collision resolution
usi ng FEC type default administrative distance.

FECL:

OSPF on Node A receives a Prefix-SID Adverti senent from Node B for

198.51.100.8/32 with index=8. Assunming that OSPF SRGB on Node A =

[ 1000, 1999], the inconing | abel corresponding to 198.51.100.8/32 is
1008.

FEC2:

Suppose the SR Policy Advertisenment fromthe controller to Node A for
the policy identified by (Endpoint = 192.0.2.208, color = 100) that
consists of SIDList=<Sl, S2> assigns the globally significant

Bi ndi ng- SI D | abel 1008.

From the point of view of Node A, FECL and FEC2 both use dynamc SID
assignnent. Based on the default administrative distance outlined in
Section 2.5.1, the Binding SID has a higher administrative distance
than the Prefix-SID;, hence, FEC1L w ns.

A 2.5. Exanple 5

The following exanple illustrates inconmng |abel collision resolution
based on FEC type preference.

FECL:

IS-1S on Node A receives a Prefix-SID Advertisenent from Node B for
203.0.113.110/32 with index=10. Assunming that the IS-1S SRG on Node
A = [1000, 1999], the inconming | abel corresponding to 203.0.113.110/32
is 1010.



FEC2:

IS-1S on Node A assigns |abel 1010 to the globally significant Adj-
SID (i.e., when advertised, the L-Flag is clear in the Adj-SID sub-
TLV as described in [ RFC8667]).

Node A allocates this Adj-SID dynamically, and it may differ across
router reboots. Hence, both FEC1 and FEC2 both use dynamic SID
assi gnnent .

Since both FECs are fromthe same MCC, they have the sanme default

adm n di stance. So we conpare the FEC type codepoints. FEC1 has FEC
type codepoi nt =120, while FEC2 has FEC type codepoi nt =130.

Therefore, FECL w ns.

A 2.6. Exanple 6

The following exanple illustrates inconing |abel collision resolution
based on address famly preference.

FEC1:

IS-1S on Node A receives a Prefix-SID Advertisenment from Node B for
203.0.113.111/32 with index=11. Assuming that the IS 1S SRG on Node
A = [1000,1999], the incom ng | abel on Node A for 203.0.113.111/32 is
1011.

FEC2:

IS-1S on Node A receives a Prefix-SID Adverti senment from Node C for
2001: DB8: 1000: : 11/128 with index=11. Assuming that the 1S 1S SRG on
Node A = [1000, 1999], the incomng | abel on Node A for

2001: DB8: 1000: : 11/ 128 is 1011.

FEC1 and FEC2 both use dynamic SID assignnent. Since both FECs are
fromthe sane MCC, they have the same default adnmin distance. So we
compare the FEC type codepoints. Both FECs have FEC type

codepoi nt =120. So we conpare the address famly. Since IPv4d is
preferred over | Pv6, FEClL wi ns.

A 2.7. Exanple 7

The following exanple illustrates inconmng |abel collision resolution
based on prefix |ength.

FECL:

IS-1S on Node A receives a Prefix-SID Adverti senment from Node B for
203.0.113.112/32 with index=12. Assuming that |1S-1S SRGB on Node A =
[ 1000, 1999], the inconm ng | abel for 203.0.113.112/32 on Node Ais
1012.

FEC2:

IS-1S on Node A receives a Prefix-SID Advertisenment from Node C for
203.0.113.128/30 with index=12. Assunming that the IS-1S SRG on Node
A = [1000,1999], the inconming |abel for 203.0.113.128/30 on Node Ais
1012.

FEC1 and FEC2 both use dynamic SID assignnent. Since both FECs are
fromthe sane MCC, they have the same default admin distance. So we
conpare the FEC type codepoints. Both FECs have FEC type

codepoi nt =120. So we conpare the address fanmly. Both are a part of
the I Pv4 address fanmily, so we conpare the prefix length. FECL has
prefix I ength=32, and FEC2 has prefix | ength=30, so FEC2 wi ns.
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8. Example 8

The following exanple illustrates inconmng |abel collision resolution
based on the nunerical value of the FECs.

FECL:

I1S-1S on Node A receives a Prefix-SID Adverti senment from Node B for
203.0.113.113/32 with index=13. Assunming that 1S-1S SRG on Node A
[ 1000, 1999], the inconing |abel for 203.0.113.113/32 on Node A is
1013.

FEC2:

IS-1S on Node A receives a Prefix-SID Adverti senment from Node C for
203.0.113.213/32 with index=13. Assunming that 1S-1S SRGB on Node A
[ 1000, 1999], the inconing |abel for 203.0.113.213/32 on Node Ais
1013.

FECL and FEC2 both use dynamic SID assignnent. Since both FECs are
fromthe sane MCC, they have the same default admin distance. So we
conpare the FEC type codepoints. Both FECs have FEC type
codepoi nt =120. So we conpare the address family. Both are a part of
the 1 Pv4 address fanmily, so we conpare the prefix length. Prefix

|l engths are the same, so we conpare the prefix. FECL has the | ower
prefix, so FECL w ns.

9. Exanple 9

The following exanple illustrates inconing |abel collision resolution
based on the Routing Instance ID

FEC1:

IS-1S on Node A receives a Prefix-SID Advertisenent from Node B for
203.0.113.114/32 with index=14. Assune that this IS-1S instance on
Node A has Routing Instance ID = 1000 and SRGB = [ 1000, 1999]. Hence,
the incomng |abel for 203.0.113.114/32 on Node A is 1014.

FEC2:

IS-1S on Node A receives a Prefix-SID Adverti senment from Node C for
203.0.113.114/32 with index=14. Assune that this is another instance
of IS-1S on Node A but Routing Instance ID = 2000 is different and
SRGB = [1000, 1999] is the sane. Hence, the incomng |abel for
203.0.113.114/32 on Node A is 1014.

These two FECs match all the way through the prefix |length and
prefix. So the Routing Instance ID breaks the tie, and FECL wi ns.

.10. Exanple 10

The following exanple illustrates incom ng | abel collision resolution
based on the topol ogy |D.

FECI:

IS-1S on Node A receives a Prefix-SID Advertisenent from Node B for
203.0.113.115/32 with index=15. Assune that this IS-IS instance on
Node A has Routing Instance ID = 1000. Assune that the prefix
adverti senent of 203.0.113.115/32 was received in the 1S1S Milti-
topol ogy advertisenment with ID =50. If the IS 1S SR@& for this
routing instance on Node A = [1000, 1999], then the incomi ng | abel of
203.0.113. 115/ 32 for topology 50 on Node A is 1015.

FEC2:



IS-1S on Node A receives a Prefix-SID Advertisenent from Node C for
203.0.113.115/32 with index=15. Assune that it has the sanme Routing
Instance 1D = 1000, but 203.0.113.115/32 was advertised with 1S 1S
Mul ti-topology ID = 40, which is different. |If the IS IS SRG on
Node A = [1000, 1999], then the incoming |abel of 203.0.113.115/32 for
topol ogy 40 on Node A is also 1015.

Since these two FECs match all the way through the prefix |ength,
prefix, and Routing Instance I D, we conpare the IS-IS Milti-topol ogy
ID, so FEC2 wi ns.

A 2.11. Exanple 11

The following exanple illustrates inconming |abel collision for
resol ution based on the algorithmID.

FECL:

IS-1S on Node A receives a Prefix-SID Advertisenent from Node B for
203.0.113.116/32 with index=16. Assunme that IS-1S on Node A has
Routing Instance I D = 1000. Assume that Node B advertised
203.0.113.116/32 with IS-1S Miulti-topology ID = 50 and SR al gorithm =
0. Assune that the 1S-1S SRGB on Node A = [1000, 1999]. Hence, the
incom ng | abel corresponding to this advertisenent of
203.0.113.116/32 is 1016.

FEC2:

IS-1S on Node A receives a Prefix-SID Advertisenment from Node C for
203.0.113.116/32 with index=16. Assune that it is the sane 1S-1S
instance on Node A with Routing Instance ID = 1000. Al so assune that
Node C advertised 203.0.113.116/32 with IS-1S Milti-topology ID = 50
but with SR algorithm= 22. Since it is the same routing instance,
the SRGB on Node A = [1000, 1999]. Hence, the inconing |abel
corresponding to this advertisement of 203.0.113.116/32 by Node Cis
al so 1016.

Since these two FECs match all the way through in terns of the prefix
I ength, prefix, Routing Instance ID, and Multi-topology ID we
conmpare the SR algorithmIDs, so FECl1 wi ns.

A 2.12. Exanple 12

The following exanple illustrates inconmng |abel collision resolution
based on the FEC nunerical value, independent of howthe SIDis
assigned to the colliding FECs.

FECI:

I1S-1S on Node A receives a Prefix-SID Adverti senent from Node B for
203.0.113.117/32 with index=17. Assune that the |IS-1S SRGB on Node A
= [1000, 1999]; thus, the incomng |abel is 1017.

FEC2:

Suppose there is an I S-1S Mapping Server Advertisenent (SID/ Label
Bi nding TLV) from Node D that has range = 100 and prefix =
203.0.113.1/32. Suppose this Mpping Server Advertisenent generates
100 mappi ngs, one of which maps 203.0.113.17/32 to i ndex=17.
Assuming that it is the sane IS-1S instance, the SRG = [1000, 1999]
and hence the incomng | abel for 1017.

Even though FEC1 conmes froma normal Prefix-SID Advertisement and
FEC2 is generated froma Mapping Server Advertisenent, it is not used
as a tiebreaking parameter. Both FECs use dynamic SID assignnent,



are fromthe same MCC, and have the sane FEC type codepoi nt =120.
Their prefix lengths are the sane as well. FEC2 wins based on its
| ower nunerical prefix value, since 203.0.113.17 is less than
203.0.113.117.

A . 2.13. Exanple 13

The following exanple illustrates incomng |abel collision resolution
based on address family preference.

FECI:

SR Policy Advertisenment fromthe controller to Node A Endpoint
addr ess=2001: DB8: 3000: : 100, col or=100, SID-List=<S1, S2>, and the
Bi ndi ng- SI D | abel =1020.

FEC2:

SR Policy Advertisenment fromcontroller to Node A. Endpoint
address=192. 0. 2. 60, col or=100, SID-List=<S3, S4>, and the Binding-SID
| abel =1020.

The FEC tiebreakers match, and they have the same FEC type
codepoi nt =140. Thus, FEC2 wi ns based on the | Pv4 address famly
bei ng preferred over |Pv6.

A 2.14. Exanple 14

The foll owing exanple illustrates incom ng | abel resolution based on
the nunerical value of the policy endpoint.

FECI:

SR Policy Advertisenent fromthe controller to Node A Endpoint
address=192. 0. 2. 70, col or=100, SID-List=<S1, S2>, and Binding-SID
| abel =1021.

FEC2:

SR Policy Advertisenent fromthe controller to Node A Endpoint
address=192. 0. 2. 71, col or=100, SID-List=<S3, S4>, and Bi nding-SID
| abel =1021.

The FEC tiebreakers match, and they have the sane address famly.
Thus, FECL wi ns by having the | ower nunerical endpoint address val ue.

A.3. Exanples for the Effect of Incom ng Label Collision on an Cutgoing
Label

This section presents exanples to illustrate the effect of incomng
| abel collision on the selection of the outgoing | abel as described
in Section 2.6.

A 3.1. Exanple 1

The followi ng exanple illustrates the effect of incom ng | abe
resol ution on the outgoing | abel

FEC1:

IS-1S on Node A receives a Prefix-SID Advertisenment from Node B for
203.0.113.122/32 with index=22. Assunming that the IS-1S SRG on Node
A = [1000, 1999], the correspondi ng i ncom ng |abel is 1022.

FEC2:



IS-1S on Node A receives a Prefix-SID Advertisenment from Node C for
203.0.113.222/32 with index=22. Assunming that the IS-1S SRG on Node
A = [1000, 1999], the correspondi ng i ncom ng |abel is 1022.

FECL wi ns based on the | owest numerical prefix value. This neans
that Node A installs a transit MPLS forwarding entry to swap i ncom ng
| abel 1022 with outgoing |label N and to use outgoing interface I. N
is determ ned by the index associated with FECL (index=22) and the
SRGB advertised by the next-hop node on the shortest path to reach
203.0.113.122/32

Node A will generally also install an inposition MPLS forwarding
entry corresponding to FEC1 for incom ng prefix=203.0.113.122/32
pushi ng outgoing label N, and using outgoing interface |

The rule in Section 2.6 nmeans Node A MJUST NOT install an ingress MPLS
forwarding entry corresponding to FEC2 (the |osing FEC, which would
be for prefix 203.0.113.222/32).

A .3.2. Exanple 2

The following exanple illustrates the effect of inconing |abe
collision resolution on outgoing | abel progranm ng on Node A

FECI:

SR Policy Advertisenent fromthe controller to Node A Endpoint
address=192. 0. 2. 80, col or=100, SID-List=<Sl1, S2>, and Binding-SID
| abel =1023.

FEC2:

SR Policy Advertisenment fromcontroller to Node A Endpoint
address=192. 0. 2. 81, col or=100, SID-List=<S3, S4>, and Bi nding-SID
| abel =1023.

FECL wi ns by having the | ower numerical endpoint address value. This
means that Node Ainstalls a transit MPLS forwarding entry to swap

i ncom ng | abel =1023 with outgoing | abels, and the outgoing interface
is determined by the SIDList for FECIL.

In this exanmple, we assume that Node A receives two BGP/ VPN routes:
* Rl with VPN | abel =V1, BGP next hop = 192.0.2.80, and col or=100
* R2 with VPN | abel =V2, BGP next hop = 192.0.2.81, and col or=100
We al so assume that Node A has a BGP policy that matches col or =100
and allows its usage as Service Level Agreenent (SLA) steering
information. In this case, Node Awll install a VPN route with

| abel stack = <S1, S2,V1> (corresponding to FECL).

The rul e described in Section 2.6 neans that Node A MJUST NOT i nst al
a VPN route with | abel stack = <S3, $S4, V1> (corresponding to FEC2.)
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