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Abst ract

Thi s docunent describes an application of Segnent Routing to scale
the network to support hundreds of thousands of network nodes, and
tens of mllions of physical underlay endpoints. This use case can
be applied to the interconnection of nassive-scale Data Centers (DCs)
and/ or | arge aggregation networks. Forwarding tables of nidpoint and
| eaf nodes only require a few tens of thousands of entries. This may
be achieved by the inherently scal eable nature of Segment Routing and
the design proposed in this docunent.

Status of This Meno

Thi s docunent is not an Internet Standards Track specification; it is
publi shed for informational purposes.

This is a contribution to the RFC Series, independently of any other
RFC stream The RFC Editor has chosen to publish this docunment at
its discretion and nakes no statenment about its value for

i mpl ement ation or depl oynment. Docunents approved for publication by
the RFC Editor are not candidates for any |level of Internet Standard;
see Section 2 of RFC 7841.

I nformati on about the current status of this docunent, any errata,
and how to provide feedback on it nay be obtained at
https://ww. rfc-editor.org/info/rfc8604
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1. Introduction

Thi s docunent describes how Segnment Routing (SR) can be used to
interconnect mllions of endpoints.

2. Term nol ogy

The followi ng terns and abbreviations are used in this docunent:

Term Definition

Agg Aggr egati on

BGP Bor der Gat eway Protocol

DC Dat a Center

DCl Dat a Center |nterconnect

ECVP Equal - Cost Mul tipath

FI B Forwar di ng | nformati on Base

LDP Label Distribution Protocol

LFI B Label Forwarding Information Base

MPLS Mul ti protocol Label Swi tching

PCE Pat h Conput ati on El enent

PCEP Pat h Conputation El ement Conmuni cati on Protocol
PW Pseudowi r e

SLA Servi ce Level Agreenent

SR Segnent Routi ng

SRTE Pol i cy Segment Routing Traffic Engineering Policy
TE Traffic Engi neering

Tl - LFA Topol ogy | ndependent Loop-Free Alternate

3. Reference Design

The network di agram below illustrates the reference network topol ogy
used in this docunent:

S S + Fomeeeann + Fomeeeann + 4eaeeann + 4eaeeann +
A DCl 1 Aggl Agg3 DCl 3 4
| bc || ™M || C || M || D2 |

DCl 2 Agg?2 Agg4 DCl 4 |
R, + Femmmm - + Femmmm - A A +

Figure 1: Reference Topol ogy
The followi ng apply to the reference topol ogy above:
0 Independent |1SIS-OSPF/ SR instance in core (C) region.

0 Independent |SIS-OSPF/ SR instance in Metrol (ML) region.
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0 Independent |SIS-OSPF/ SR instance in Metro2 (M) region.
o BGP/SR in DCl.
o BGP/SR in DC2.

0 Agg routes (Aggl, Agg2, Agg3, Agg4) are redistributed fromCto M
(ML and M) and from Mto DC domains.

0 No other route is advertised or redistributed between regions.

0 The sane honbgeneous Segnent Routing d obal Block (SRGB) is used
t hroughout the domains (e.g., 16000-23999).

0 Unique SRGB sub-ranges are allocated to each netro (M and core
(O donmi n:

* The 16000-16999 range is allocated to the core (O
domai n/ r egi on.

* The 17000-17999 range is allocated to the ML domai n/region.
* The 18000-18999 range is allocated to the M2 donmi n/region.

* Specifically, the Aggl router has Segnent Identifier (SID)
16001 al |l ocated, and the Agg2 router has SID 16002 all ocat ed.

* Specifically, the Agg3 router has SID 16003 all ocated, and the
anycast SID for Agg3 and Agg4 is 16006.

* Specifically, the DCI3 router has SID 18003 all ocated, and the
anycast SID for DCl 3 and DCl4 is 18006.

* Specifically, at the Aggl router, the binding SID 4001 |leads to
DCl pair (DCI3, DCl4) via a specific lowlatency path {16002,
16003, 18006} .

0 The sane SRGB sub-range is reused within each DC (DC1 and DC2)

region for each DC (e.g., 20000-23999). Specifically, nodes A
and Z both have SID 20001 allocated to them
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4.

Control Pl ane

This section provides a high-1evel description of how a control plane
coul d be inplenented using protocol conponents already defined in
ot her RFCs.

The mechani smt hrough whi ch SRTE Policies are defined, conputed, and
programed in the source nodes is outside the scope of this docunent.

Typically, a controller or a service orchestration system prograns
node Awith a PWto a renote next-hop node Z with a given SLA
contract (e.g., lowlatency path, disjointness froma specific core
pl ane, disjointness froma different PWservice).

Node A automatically detects that node Z is not reachable. It then
automatically sends a PCEP request to an SR PCE for an SRTE policy
that provides reachability information for node Z with the
requested SLA.

The SR PCE [ RFC4655] is made of two conponents: a nulti-domain
topol ogy and a computation engine. The nulti-domain topology is
continuously refreshed through BG - Link State (BGP-LS) feeds

[ RFC7752] from each domain. The conputation engine is designed to
i npl ement TE al gorithnms and provide output in SR Path format. Upon
recei ving the PCEP request [RFC5440], the SR PCE conputes the
requested path. The path is expressed through a Iist of segments
(e.g., {16003, 18006, 20001}) and provided to node A

The SR PCE | ogs the request as a stateful query and hence is able to
reconpute the path at each network topol ogy change.

Node A receives the PCEP reply with the path (expressed as a segnent

list). Node Ainstalls the received SRTE policy in the data pl ane.
Node A then automatically steers the PWinto that SRTE policy.
Illustration of the Scal e

According to the reference topol ogy shown in Figure 1, the foll ow ng
assunptions are nade

0 There is one core donain, and there are 100 | eaf (netro) donmins.

0 The core donmain includes 200 nodes.

o Two nodes connect each |eaf (netro) dommin. Each node connecting
a |l eaf donmain has a SID allocated. Each pair of nodes connecting

a | eaf donmain also has a compn anycast SID. This yields up to
300 prefix segnents in total
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0 A core node connects only one | eaf domain

o Each | eaf dommin has 6,000 |eaf-node segnents. Each |eaf node has
500 endpoi nts attached and thus 500 adjacency segnents. This
yields a total of 3 million endpoints for a | eaf donain.

Based on the above, the network scaling nunbers are as foll ows:

0 6,000 | eaf-node segnents multiplied by 100 | eaf domai ns:
600, 000 nodes.

0 600,000 nodes nultiplied by 500 endpoints: 300 mllion endpoints.
The node scaling nunbers are as foll ows:

0 Leaf-node segnment scal e: 6,000 |eaf-node segnents + 300 core-node
segnents + 500 adj acency segnents = 6,800 segnents.

0 Core-node segrment scale: 6,000 |eaf-domain segnents +
300 core-domain segnents = 6,300 segments

In the above cal cul ations, the |ink-adjacency segnents are not taken
into account. These are |ocal segnents and, typically, |less than 100
per node.

It has to be noted that, depending on |eaf-node FIB capabilities,

| eaf domains could be split into nultiple smaller domains. 1In the
above exanple, the | eaf domains could be split into six smaller
domai ns so that each | eaf node only needs to |learn 1,000 | eaf-node
segnents + 300 core-node segnents + 500 adj acency segnents, vyielding
a total of 1,800 segnents.

6. Design Options

This section describes nultiple design options to illustrate scale as
described in the previous section.

6.1. Segnment Routing dobal Block (SRGB) Size

In the sinplified illustrations in this docunent, we picked a snall
honogeneous SRGB range of 16000-23999. |In practice, a |large-scale
design woul d use a bigger range, such as 16000-80000 or even | arger
A larger range provides allocations for various TE applications
within a given domain.
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6.2. Redistribution of Routes for Agg Nodes

The operator mght choose to not redistribute the routes for Agg
nodes into the Metro/DC domains. |In that case, nore segnents are
required in order to express an inter-donmain path.

For exanpl e, node A would use an SRTE Policy {DCl 1, Aggl, Agg3,
DCI3, Z} in order to reach Z instead of {Agg3, DCI3, Z} in the
ref erence desi gn.

6.3. Sizing and Hierarchy

The operator is free to choose anong a small nunber of |arger |eaf
domai ns, a |l arge nunber of small |eaf domains, or a mx of small and
| arge core/l eaf domains

The operator is free to use a two-tier (Core/ Metro) or three-tier
(Cor e/ Metro/ DC) desi gn.

6.4. Local Segnents to Hosts/ Servers

Local segnents can be programed at any | eaf node (e.g., node Z) in
order to identify locally attached hosts (or Virtual Machines (VMs)).
For exanple, if node Z has bound a | ocal segnent 40001 to a |loca

host ZH1, then node A uses the following SRTE Policy in order to
reach that host: {16006, 18006, 20001, 40001}. Such a | ocal segnent
could represent the NID (Network Interface Device) in the context of
the service provider access network, or a VMin the context of the DC
net wor k.

6.5. Compressed SRTE Policies

As an exampl e and according to Section 3, we assune that node A can
reach node Z (e.g., with a lowlatency SLA contract) via the SRTE
policy that consists of the path Aggl, Agg2, Agg3, DCl 3/4(anycast),
Z. The path is represented by the segnment list {16001, 16002, 16003,
18006, 20001}.

It is clear that the control -plane solution can install an SRTE
Policy {16002, 16003, 18006} at Aggl, collect the binding SID
all ocated by Aggl to that policy (e.g., 4001), and hence program
node A with the conpressed SRTE Policy {16001, 4001, 20001}.

From node A, 16001 | eads to Aggl. Once at Aggl, 4001 |leads to the

DCl pair (DCI3, DCl4) via a specific lowlatency path {16002, 16003,
18006}. Once at that DCl pair, 20001 |leads to Z.

Filsfils, et al. I nf or mat i onal [ Page 7]



RFC 8604 Lar ge- Scal e Segnent Routi ng June 2019

Binding SIDs allocated to "internedi ate" SRTE Policies achieve the
compressi on of end-to-end SRTE Polici es.

The segnment |ist {16001, 4001, 20001} expresses the sanme path as
{16001, 16002, 16003, 18006, 20001} but with two | ess segnents.

The binding SID al so provides for inherent churn protection

VWhen the core topol ogy changes, the control plane can update the
| ow | atency SRTE Policy fromAggl to the DCl pair to DC2 without
updating the SRTE Policy fromA to Z

7. Depl oyment Mbddel

It is expected that this design will be used in "green field"
depl oynents as well as interworking ("brown field") deploynents with
an MPLS design across nultiple donains.

8. Benefits

The design options illustrated in this docunent all ow
i nterconnections on a very large scale. MIllions of endpoints across
di fferent domains can be interconnected.

8.1. Sinplified Operations

Two control -plane protocols not needed in this design are LDP and
RSVP-TE. No new protocol has been introduced. The design |everages
the core IP protocols I1SIS, OSPF, BGP, and PCEP with straightforward
SR ext ensi ons.

8. 2. I nter-domai n SLAs

Fast reroute and resiliency are provided by TlI-LFA with sub-50-ns
fast reroute upon failure of a link, node, or Shared Ri sk Link G oup
(SRLG. TI-LFA is described in [SR-TI-LFA].

The use of anycast SIDs al so provides inproved availability and
resiliency.

I nter-domain SLAs can be delivered (e.g., latency vs. cost-optinzed
pat hs, di sjointness from backbone pl anes, disjointness from ot her
servi ces, disjointness between primary and backup paths).

Exi sting inter-domain solutions do not provide any support for SLA

contracts. They just provide best-effort reachability across
donmai ns.
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8.3. Scale

In addition to having elimnated the need for LDP and RSVP-TE,
per-servi ce m dpoint states have al so been renoved fromthe network.

8.4. ECQW

Each policy (intra-domain or inter-domain, with or without TE) is
expressed as a list of segnents. Since each segnent is optimzed for
ECMP, the entire policy is optimzed for ECMP. The benefit of an
anycast prefix segnent optimzed for ECMP shoul d al so be consi dered
(e.g., 16001 | oad-shares across any gateway fromthe ML | eaf domain
to the Core and 16002 | oad-shares across any gateway fromthe Core to
the ML | eaf domain).

9. | ANA Consi derations
Thi s docunent has no | ANA acti ons.
10. Manageability Considerations

Thi s docunent describes an application of SR over the MPLS data

pl ane. SR does not introduce any changes in the MPLS data pl ane.
The nanageability considerations described in [ RFC8402] apply to the
MPLS data pl ane when used with SR

11. Security Considerations

Thi s docunent does not introduce additional security requirenments and
mechani sms ot her than those described in [ RFC8402].
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