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TCP Alternative Backoff w th ECN ( ABE)
Abst ract

Active Queue Managenent (AQM) nechani sns all ow for burst tol erance
whil e enforcing short queues to nminimse the tinme that packets spend
enqueued at a bottleneck. This can cause noticeabl e perfornmance
degradation for TCP connections traversing such a bottl eneck,
especially if there are only a few flows or their bandw dt h-del ay
product (BDP) is large. The reception of a Congestion Experienced
(CE) Explicit Congestion Notification (ECN) mark indicates that an
AQM nechanismis used at the bottleneck, and the bottl eneck network
queue is therefore likely to be short. Feedback of this signa

all ows the TCP sender-side ECN reaction in congestion avoi dance to
reduce the Congestion Wndow (cwnd) by a smaller anmount than the
congestion control algorithms reaction to inferred packet | oss.
Therefore, this specification defines an experinental change to the
TCP reaction specified in RFC 3168, as pernmitted by RFC 8311

Status of This Meno

Thi s docunent is not an Internet Standards Track specification; it is
publ i shed for exam nation, experinental inplenentation, and
eval uati on.

Thi s docunent defines an Experinmental Protocol for the Internet
community. This docunment is a product of the Internet Engineering
Task Force (IETF). It represents the consensus of the | ETF
community. It has received public review and has been approved for
publication by the Internet Engineering Steering Goup (IESG. Not
all docunents approved by the | ESG are candi dates for any |evel of
I nternet Standard; see Section 2 of RFC 7841

I nformati on about the current status of this docunent, any errata,

and how to provide feedback on it nmay be obtained at
https://ww. rfc-editor.org/info/rfc8511
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1. Introduction

Explicit Congestion Notification (ECN) [ RFC3168] nmkes it possible
for an Active Queue Managenent (AQW nechanismto signal the presence
of incipient congestion wi thout necessarily incurring packet |oss.
This lets the network deliver sone packets to an application that
woul d have been dropped if the application or transport did not
support ECN. This packet |oss reduction is the npst obvious benefit
of ECN, but it is often relatively nodest. Oher benefits of

depl oyi ng ECN have been docunented in [ RFC8087].

The rules for ECN were originally witten to be very conservati ve,
and they required the congestion control algorithnms of ECN Capabl e
Transport (ECT) protocols to treat indications of congestion
signall ed by ECN exactly the same as they would treat an inferred
packet |oss [ RFC3168]. Research has denpbnstrated the benefits of
reduci ng network del ays that are caused by interaction of |oss-based
TCP congestion control and excessive buffering [ BUFFERBLOAT]. This
has led to the creation of AQM nechanisns |ike Proportional Integra
Control | er Enhanced (PIE) [ RFC8033] and Controlling Queue Del ay
(CoDel ) [RFC8289], which prevent bl oated queues that are conmmmn with
unnmanaged and excessively | arge buffers depl oyed across the Internet
[ BUFFERBLOAT] .

The AQM rmechani sms nenti oned above aimto keep a sustai ned queue
short while tolerating transient (short-tern) packet bursts.

However, currently used | oss-based congestion control nechanisns are
not always able to effectively utilise a bottleneck |ink where there
are short queues. For exanple, a TCP sender using the Reno
congestion control needs to be able to store at |east an end-to-end
bandwi dt h-del ay product (BDP) worth of data at the bottleneck buffer
if it isto mintain full path utilisation in the face of |oss-

i nduced reduction of the congestion w ndow (cwnd) [RFC5681]. This
amount of buffering effectively doubles the anpbunt of data that can
be in flight and the maxi mum round-trip tinme (RTT) experienced by the
TCP sender

Modern AQM mechani sms can use ECN to signal the early signs of

i mpendi ng queue buil dup long before a tail-drop queue would be forced
to resort to dropping packets. It is therefore appropriate for the
transport protocol congestion control algorithmto have a nore
measured response when it receives an indication with an early
war ni ng of congestion after the renmpote endpoint receives an ECN

CE- mar ked packet. Recognizing these changes in nodern AQM practi ces,
the strict requirement that ECN CE signals be treated identically to
i nferred packet |oss has been relaxed [ RFC8311]. This docunent
therefore defines a new sender-side-only congestion control response
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called "ABE'" (Alternative Backoff with ECN). ABE inproves TCP' s
aver age throughput when routers use AQicontrolled buffers that allow
only for short queues.

2. Definitions

The key words "MJST", "MJST NOT", "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "NOT RECOMMENDED', "MAY", and
"OPTIONAL" in this document are to be interpreted as described in
BCP 14 [ RFC2119] [ RFCB174] when, and only when, they appear in all
capitals, as shown here

3. Specification

Thi s specification changes the congestion control algorithmof an
ECN- Capabl e TCP transport protocol by changing the TCP-sender
response to feedback fromthe TCP receiver that indicates the
reception of a CE-marked packet, i.e., receipt of a packet with the
ECN- Echo flag (defined in [ RFC3168]) set, followi ng the process
defined in [ RFC8311].

The TCP-sender response is currently specified in Section 6.1.2 of
the ECN specification [ RFC3168] and has been slightly updated by
Section 4.1 of [RFC8311] to read as:

The indication of congestion should be treated just as a
congestion | oss in non-ECN- Capable TCP. That is, the TCP source
hal ves the congesti on wi ndow "cwnd" and reduces the slow start
threshold "ssthresh", unless otherw se specified by an
Experimental RFC in the | ETF docunent stream

As pernmitted by RFC 8311, this docunent specifies a sender-side
change to TCP where recei pt of a packet with the ECN-Echo flag SHOULD
trigger the TCP source to set the slow start threshold (ssthresh) to
0.8 tines the FlightSize, with a | ower bound of 2 * SMSS applied to
the result (where SMSS stands for Sender Maxi num Segnent Size)). As
in [ RFC5681], the TCP sender al so reduces the cwnd value to no nore
than the new ssthresh value. Section 6.1.2 of RFC 3168 provides

gui dance on setting a cwnd | ess than 2 * SMSS

3.1. Choice of ABE Multiplier

ABE decoupl es the reaction of a TCP sender to inferred packet |oss
fromthe indication of ECN-signalled congestion in the congestion
avoi dance phase. To achieve this, ABE uses a different scaling
factor for Equation 4 in Section 3.1 of [RFC5681]. The description
respectively uses beta {loss} and beta {ecn} to refer to the

mul tiplicative decrease factors applied in response to inferred
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packet loss, and in response to a receiver indicating ECN signalled
congestion. For non-ECN enabl ed TCP connections, only beta_{l oss}
appl i es.

In other words, in response to inferred packet | oss:
ssthresh = max (FlightSize * beta {loss}, 2 * SMSS)
and in response to an indication of an ECN-signall ed congestion:
ssthresh = max (FlightSize * beta {ecn}, 2 * SMSS)
and
cwnd = ssthresh

(I'f ssthresh == 2 * SMSS, Section 6.1.2 of RFC 3168 provides
gui dance on setting a cwnd |ower than 2 * SMSS.)

where FlightSize is the amount of outstanding data in the network,
upper - bounded by the smaller of the sender’s cwnd and the receiver’s
advertised wi ndow (rwnd) [RFC5681]. The higher the val ues of

beta {loss} and beta {ecn}, the | ess aggressive the response of any
i ndi vi dual backoff event.

The appropriate choice for beta {l oss} and beta {ecn} values is a
bal anci ng act between path utilisation and draining the bottleneck
queue. More aggressive backoff (smaller beta *) risks the
underutilisation of the path, while | ess-aggressive backoff (Iarger
beta *) can result in slower draining of the bottleneck queue.

The Internet has already been running with at [east two different
beta {loss} values for several years: the standard value is 0.5

[ RFC5681], and the Linux inplenmentation of CUBIC [ RFC8312] has used a
multiplier of 0.7 since kernel version 2.6.25 released in 2008. ABE
does not change the value of beta {loss} used by current TCP

i mpl ement ati ons.

The recomendation in this docunment specifies a val ue of

beta {ecn}=0.8. This recomended beta {ecn} value is only applicable
for the standard TCP congestion control [RFC5681]. The selection of
beta {ecn} enables tuning the response of a TCP connection to shall ow
AQW mar ki ng thresholds. beta_{loss} characterizes the response of a
congestion control algorithmto packet |oss, i.e., exhaustion of
buffers (of unknown depth). Different values for beta_{loss} have
been suggested for TCP congestion control algorithnms. Consequently,
beta {ecn} is likely to be an algorithmspecific paraneter rather
than a constant multiple of the algorithm s existing beta_{l oss}.
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A range of tests (Section IV of [ABE2017]) w th NewReno and CUBI C
over CoDel and PIE in lightly nultipl exed scenarios have expl ored
this choice of paraneter. The results of these tests indicate that
CUBI C connections benefit frombeta {ecn} of 0.85 (cf. beta {loss} =
0.7), and NewReno connections see inprovenents with beta {ecn} in the
range 0.7 to 0.85 (cf. beta {loss} = 0.5).

4, Di scussi on

Much of the technical background for ABE can be found in [ ABE2017],
whi ch uses a mix of experinents, theory, and sinulations with NewReno
[ RFC5681] and CUBI C [ RFC8312] to evaluate its performance. ABE was
shown to present significant performance gains in lightly-nultiplexed
(few concurrent flows) scenarios, wthout |osing the del ay-reduction
benefits of deploying CoDel or PIE. The performance inprovement is
achi eved when reacting to ECN-Echo in congestion avoi dance (when
ssthresh > cwnd) by multiplying cwnd and ssthresh with a value in the
range [0.7,0.85]. Applying ABE when cwnd is smaller than or equal to
ssthresh is not currently reconmended, but its use in that scenario
may benefit from additional attention, experinmentation, and

speci fication.

4.1. Rationale for Using ECN to Vary the Degree of Backoff

AQM nmechani sms such as CoDel [RFC8289] and Pl E [ RFCB033] set a del ay
target in routers and use congestion notifications to constrain the
queui ng del ays experienced by packets rather than in response to

i mpendi ng or actual bottleneck buffer exhaustion. Wth current
default delay targets, CoDel and PIE both effectively emulate a
bottl eneck with a short queue (Section Il of [ABE2017]) while al so
all owing short traffic bursts into the queue. This provides
accept abl e performance for TCP connections over a path with a | ow
BDP, or in highly nultiplexed scenarios (many concurrent transport
flows). However, in a lightly multiplexed case over a path with a
| arge BDP, conventional TCP backoff |eads to gaps in packet

transm ssion and underutilisation of the path.

I nstead of discarding packets, an AQM nmechanismis allowed to mark
ECN- Capabl e packets with an ECN CE mark. The reception of CE-mark
feedback not only indicates congestion on the network path, it also

i ndi cates that an AQM nechani sm exi sts at the bottl eneck al ong the
path. Therefore, the CE mark likely came froma bottleneck with a
controll ed short queue. Reacting differently to an ECN-signalled
congestion than to an inferred packet loss can then yield the benefit
of a reduced backoff when queues are short. Using ECN can al so be
advant ageous for several other reasons [RFC8087].
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The idea of reacting differently to inferred packet |oss and
detection of an ECN-signalled congestion predates this specification,
e.g., previous research proposed using ECN CE-marked feedback to
nmodi fy TCP congestion control behaviour via a larger nmultiplicative
decrease factor in conjunction with a snmaller additive increase
factor [1CC2002]. The goal of this former work was to operate across
AQM bottl enecks (using Random Early Detection (RED)) that were not
necessarily configured to emulate a short queue. (The current usage
of RED as an Internet AQM nethod is linmted [RFC7567].)

4.2. An RTT-Based Response to | ndicated Congestion

This specification applies to the use of ECN feedback as defined in

[ RFC3168], which specifies a response to indicated congestion that is
no nore frequent than once per path round-trip tinme. Since ABE
responds to indicated congestion once per RIT, it does not respond to
any further loss within the sane RTT because an ABE sender has

al ready reduced the congestion window. |f congestion persists after
such reduction, ABE continues to reduce the congestion wi ndow in each
consecutive RTT. This consecutive reduction can protect the network
agai nst | ong-standing unfairness in the case of AQM al gorithms that
do not keep a small average queue |length. The nechani sm does not
rely on Accurate ECN [ ACC- ECN- FEEDBACK] .

In contrast, transport protocol mechani snms can al so be designed to
utilise more frequent and detail ed ECN feedback (e.g., Accurate ECN
[ ACC- ECN- FEEDBACK] ), which then permit a congestion control response
that adjusts the sending rate nore frequently. Data Center TCP
(DCTCP) [RFC8257] is an exanple of this approach

5.  ABE Depl oyment Requirenents

This update is a sender-side-only change. Like other changes to
congestion control algorithns, it does not require any change to the
TCP receiver or to network devices. It does not require any ABE-
specific changes in routers or the use of Accurate ECN feedback

[ ACC- ECN- FEEDBACK] by a receiver.

If the method is only depl oyed by sone senders, and not by others,
the senders using it can gain sone advantage, possibly at the expense
of other flows that do not use this updated nmethod. Because this
advant age applies only to ECN nmarked packets and not to packet-I|oss

i ndi cations, an ECN- Capable bottleneck will still fall back to
droppi ng packets if a TCP sender using ABE is too aggressive. The
result is no different than if the TCP sender were using traditiona

| oss-based congestion control
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When used with bottl enecks that do not support ECN marking, the
speci fication does not nodify the transport protocol

6. ABE Experinent CGoals

[ RFC3168] states that the congestion control response follow ng an

i ndi cati on of ECN-signalled congestion is the same as the response to
a dropped packet. [RFC8311] updates this specification to allow
systens to provide a different behavi our when they experience ECN
signal |l ed congestion rather than packet |oss. The present

speci fication defines such an experinment and is an Experinental RFC
We expect to propose it as a Standards-Track docunent in the future.

The purpose of the Internet experiment is to collect experience with
the depl oynment of ABE and confirm acceptabl e safety in depl oyed
networ ks that use this update to TCP congestion control. To eval uate
ABE, this experinent requires support in AQMrouters for the ECN
mar ki ng of packets carrying the ECN Capabl e Transport codepoi nt
ECT(0) [RFC3168].

The result of this Internet experinment ought to include an

i nvestigation of the inplications of experiencing an ECN-CE mark
followed by loss within the same RTT. At the end of the experinent,
this will be reported to the TCPM Wrking G oup or the | ESG

ABE is inplemented as a patch for Linux and FreeBSD. This is meant
for research and experinentation and is available for downl oad at
<https://heimifi.uio.no/mchawe/research/abe/>  This code was used
to produce the test results that are reported in [ ABE2017]. The
FreeBSD code was commtted to the mainline kernel on March 19, 2018
[ ABE- REVI SI QN .

7. | ANA Consi derations
Thi s docunent has no | ANA acti ons.
8. Security Considerations

The described nethod is a sender-side-only transport change, and it
does not change the protocol nessages exchanged. Therefore, the
security considerations for ECN [ RFC3168] still apply.

This is a change to TCP congestion control with ECN that wll
typically lead to a change in the capacity achi eved when fl ows share
a network bottleneck. This could result in some flows receiving nore
than their fair share of capacity. Simlar unfairness in the way
that capacity is shared is al so exhibited by other congestion contro
mechani snms that have been in use in the Internet for many years
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(e.g., CUBIC [RFC8312]). Unfairness may also be a result of other
factors, including the round-trip time experienced by a flow. ABE
appl i es only when ECN-nmarked packets are received, not when packets
are lost. Therefore, use of ABE cannot |ead to congestion coll apse.
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