I nternet Engi neering Task Force (IETF) L. Lhotka

Request for Comments: 8349 CZ.NC
Obsol etes: 8022 A. Lindem
Cat egory: Standards Track Cisco Systens
| SSN: 2070-1721 Y. Qu
Huawei

March 2018

A YANG Data Model for Routing Managenment (NVDA Version)
Abstract

Thi s docunent specifies three YANG nodul es and one subnodul e.

Toget her, they formthe core routing data nodel that serves as a
framework for configuring and managi ng a routing subsystem It is
expected that these nodules will be augnmented by additional YANG
modul es defining data nodels for control -plane protocols, route
filters, and other functions. The core routing data nodel provides
common buil di ng bl ocks for such extensions -- routes, Routing

I nformati on Bases (RIBs), and control-plane protocols.

The YANG nodul es in this docunment conformto the Network Managenent
Dat astore Architecture (NVDA). This docunment obsol etes RFC 8022

Status of This Meno
This is an Internet Standards Track document.

Thi s docunent is a product of the Internet Engineering Task Force
(ITETF). It represents the consensus of the IETF community. It has
recei ved public review and has been approved for publication by the
Internet Engineering Steering Goup (IESG. Further information on
Internet Standards is available in Section 2 of RFC 7841

I nformation about the current status of this docunent, any errata,

and how to provide feedback on it may be obtained at
https://ww. rfc-editor.org/info/rfc8349
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1.

I ntroduction
Thi s docunent specifies the foll ow ng YANG nodul es:

o The "ietf-routing" nobdul e provides generic conponents of a routing
dat a nodel .

o The "ietf-ipv4-unicast-routing" nodul e augnments the "ietf-routing"
modul e wi th additional data specific to | Pv4 unicast.

o The "ietf-ipv6-unicast-routing" nodul e augnents the "ietf-routing"
modul e with additional data specific to |Pv6 unicast. |Its
subrmodul e, "ietf-ipv6-router-advertisenents", also augnments the
"ietf-interfaces" [RFC8343] and "ietf-ip" [RFC8344] nodules with
I Pv6 router configuration variables required by [ RFC4861].

These nodul es together define the core routing data nodel, which is
intended as a basis for future data nodel devel opnent covering

nmor e- sophi sticated routing systenms. Wile these three nodul es can be
directly used for sinple IP devices with static routing (see

Appendi x B), their main purpose is to provide essential building

bl ocks for nore-conplicated data nodels involving nultiple

control -plane protocols, nulticast routing, additional address

fam lies, and advanced functions such as route filtering or policy
routing. To this end, it is expected that the core routing data
model will be augnented by numerous nodul es devel oped by various | ETF
wor ki ng groups.

The YANG nodul es in this docunent conformto the Network Managenent
Dat astore Architecture (NVDA) [ RFC8342]. This docunent obsol etes
RFC 8022 [ RFC8022].

Term nol ogy and Notation

The key words "MJST", "MJST NOT", "REQUI RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMVENDED', "NOT RECOMVENDED', "MAY", and
"OPTIONAL" in this docunment are to be interpreted as described in
BCP 14 [ RFC2119] [RFCB174] when, and only when, they appear in all
capital s, as shown here
The following terns are defined in [ RFC8342]:
o client

0 server

o configuration
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0 systemstate
0 operational state
o0 intended configuration

The following terns are defined in [ RFC7950] :

March 2018

0 action

0 augnent

0 container

0 data nodel

o data node

o feature

o |eaf

o list

o0 mandatory node

0 nodul e

0 presence container

0 schema tree

0 RPC (Rempte Procedure Call) operation
2.1. dossary of New Terns

core routing data nodel: YANG data nodel conprising "ietf-routing",

"ietf-ipv4-unicast-routing”, and "ietf-ipv6-unicast-routing"

modul es.

direct route: A route to a directly connected networKk.

Routing Information Base (RIB):

routes, together with other information.
detail s.
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systemcontrolled entry: An entry in a list in the operational state
("config false") that is created by the system i ndependently of
what has been explicitly configured. See Section 4.1 for details.

user-controlled entry: An entry in a list in the operational state
("config false") that is created and deleted as a direct
consequence of certain configuration changes. See Section 4.1 for
details.

2.2. Tree Diagrans

Tree diagrans used in this docunment follow the notation defined in
[ RFC8340] .

2.3. Prefi xes in Data Node Nanes

In this docunent, nanes of data nodes, actions, and other data nodel
objects are often used without a prefix, as long as it is clear from
the context in which YANG nodul e each nane is defined. Oherw se,
nanes are prefixed using the standard prefix associated with the
correspondi ng YANG nodul e, as shown in Table 1.

S e S +
| Prefix | YANG nodul e | Reference
Fommmaa - Fom e meemeeeeeeeccieeaaaaaa S IR +
if ietf-interfaces [ RFC8343]
ip ietf-ip [ RFC8344]
rt ietf-routing Section 7

I | i I I
| | i | |
I | i I I
| vaur | ietf-ipv4-unicast-routing | Section 8

I | i I I
I | i I I
I [ i I I

veur ietf-ipv6-unicast-routing Section 9

yang i etf-yang-types [ RFC6991]

i net ietf-inet-types [ RFC6991]
Fomm oo o e e e e e R +

Table 1. Prefixes and Correspondi ng YANG Modul es
3. ojectives

The initial design of the core routing data nodel was driven by the
fol |l owi ng obj ecti ves:

0 The data nodel should be suitable for the common address famlies
-- in particular, I1Pv4 and IPv6 -- and for unicast and mnulticast
routing, as well as Miltiprotocol Label Swi tching (MPLS)

o0 Asinmple IP routing system such as one that uses only static

routing, should be configurable in a sinple way, ideally wthout
any need to devel op additional YANG nodul es.
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4.

(0]

On the other hand, the core routing framework nust allow for
complicated inplenentations involving nmultiple RIBs and nultiple
control -pl ane protocols, as well as controlled redistributions of
routing information

Because device vendors will want to nmap the data nodels built on
this generic franework to their proprietary data nodels and
configuration interfaces, the framework shoul d be flexible enough
to facilitate such mappi ng and accommodat e data nodels with
different |ogic.

The Design of the Core Routing Data Mde

The core routing data nodel consists of three YANG nodul es and one
subrmodul e.  The first nodule, "ietf-routing”, defines the generic
conponents of a routing system The other two nodul es --
"ietf-ipv4-unicast-routing" and "ietf-ipv6-unicast-routing" --
augnment the "ietf-routing" nodule with additional data nodes that are
needed for |IPv4 and | Pv6 unicast routing, respectively. The
"ietf-ipv6-unicast-routing" nmodul e has a subnodul e,
"ietf-ipv6-router-advertisenents”, that augnents the
"ietf-interfaces" [RFC8343] and "ietf-ip" [RFC8344] nodules with
configuration variables for 1Pv6 Router Advertisenents as required by
[ RFC4861] .
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Figure 1 shows abridged views of the hierarchies. See Appendix A for
the conplete data trees.

+--rw routing

+--rw router-id? yang: dot t ed- quad
+--ro interfaces
| +--ro interface* if:interface-ref

+--rw control -pl ane- protocol s
| +--rw control-pl ane-protocol * [type nane]

+--rw type identityref
+--rw nane string
+--rw description? string

+--rw static-routes
+--rw vdur:ipv4

+--rw veéur:ipve

+--rwribs
+--rw rib* [nane]

+--rw name string
+--rw address-fam|ly? identityref
+--ro default-rib? bool ean {multiple-ribs}?

+--ro routes

| +--ro route*

| e

+---X active-route
| +---winput

| | +---w vdur:destination-address? i net:ipv4-address
| | +---w v6ur:destination-address? i net:ipv6-address
| +--ro output

I

+

--rw des;:.ri.ption’? string
Figure 1. Data Hierarchy

As can be seen fromFigure 1, the core routing data nodel introduces
several generic conponents of a routing franework: routes, RIBs
containing lists of routes, and control-plane protocols. Section 5
descri bes these conponents in nore detail.

4.1. SystemControlled and User-Controlled List Entries
The core routing data nodel defines several lists in the schema tree,
such as "rib", that have to be populated with at |east one entry in

any properly functioning device, and additional entries may be
configured by a client.
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In such a list, the server creates the required itemas a
"systemcontrolled entry" in the operational state, i.e., inside
read-only lists in the "routing" container.

An exanpl e can be seen in Appendix D: the "/routing/ribs/rib" list
has two systemcontrolled entries -- "ipv4d-nmaster"” and "ipv6-master".

Additional entries called "user-controlled entries" may be created in
the configuration by a client, e.g., via the Network Configuration
Protocol (NETCONF). |If the server accepts a configured
user-controlled entry, then this entry al so appears in the
operational state version of the |ist.

Corresponding entries in both versions of the list (in the intended
configuration and the operational state) [RFC8342] have the same
val ue of the l|ist key.

A client may al so provi de suppl enental configuration of system
controlled entries. To do so, the client creates a new entry in the
configuration with the desired contents. |In order to bind this entry
to the corresponding entry in the operational state, the key of the
configuration entry has to be set to the sane value as the key of the
operational state entry.

Del eting a user-controlled entry fromthe intended configuration
results in the renoval of the corresponding entry in the operationa
state list. |In contrast, if a client deletes a systemcontrolled
entry fromthe intended configuration, only the extra configuration
specified in that entry is renoved; the correspondi ng operationa
state entry is not renoved

5. Basic Buil ding Bl ocks

This section describes the essential conponents of the core routing
dat a nodel .

5.1. Routes
Routes are basic elenents of information in a routing system The
core routing data nodel defines only the following mninml set of
route attributes:
o "destination-prefix": address prefix specifying the set of

destination addresses for which the route may be used. This
attribute is mandatory.
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0 "route-preference": an integer value (al so known as
"adm ni strative distance") that is used for selecting a preferred
route anong routes with the sanme destination prefix. A |ower
value indicates a route that is nore preferred.

0 "next-hop": determ nes the outgoing interface and/ or next-hop
address(es), or a special operation to be perforned on a packet.

Routes are primarily system state and appear as entries in RIBs
(Section 5.2), but they may al so be found in configuration data --
for exanple, as nmanually configured static routes. In the latter
case, configurable route attributes are generally a subset of
attributes defined for R B routes.

5.2. Routing Information Base (Rl B)

Every inplementation of the core routing data nodel nanages one or
more RIBs. A RBis alist of routes conplenmented with

adm nistrative data. Each RIB contains only routes of one address
famly. An address famly is represented by an identity derived from
the "rt:address-fam | y" base identity.

In the core routing data nodel, RIBs are represented as entries in
the list "/routing/ribs/rib" in the operational state. The contents
of RIBs are controlled and nani pul ated by control - pl ane protoco
operations that may result in route additions, renovals, and

nmodi fications. This also includes manipul ations via the "static”
and/ or "direct" pseudo-protocols; see Section 5.3.1

For every supported address famly, exactly one RIB MJUST be marked as
the "default RIB", in which control-plane protocols place their
routes by default.

Sinple router inplenentations that do not advertise the
"multiple-ribs" feature will typically create one systemcontrolled
RI B per supported address family and mark it as the default RIB

Mor e- conpl ex router inplenmentations advertising the "multiple-ribs”
feature support nultiple RIBs per address famly that can be used for
policy routing and ot her purposes.

The following action (see Section 7.15 of [RFC7950]) is defined for
the "rib" list:

0 active-route -- return the active RIB route for the destination
address that is specified as the action’s input paraneter.
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5.3. Control-Plane Protoco

The core routing data nodel provides an open-ended framework for
defining nultiple control -plane protocol instances, e.g., for Layer 3
routing protocols. Each control-plane protocol instance MIST be
assigned a type, which is an identity derived fromthe

"rt:control -plane-protocol" base identity. The core routing data
model defines two identities for the "direct" and "static"

pseudo- protocols (Section 5.3.1).

Mul tiple control -plane protocol instances of the sane type MAY be
confi gured.

5.3.1. Routing Pseudo-Protocols

The core routing data nodel defines two special routing protoco
types -- "direct" and "static". Both are in fact pseudo-protocols,
whi ch means that they are confined to the | ocal device and do not
exchange any routing information with adjacent routers.

Every inplementation of the core routing data nodel MUST provide
exactly one instance of the "direct" pseudo-protocol type. It is the
source of direct routes for all configured address famlies. Direct
routes are normally supplied by the operating system kernel, based on
the configuration of network interface addresses; see Section 6. 2.

A pseudo-protocol of the type "static" allows for specifying routes
manual ly. It MAY be configured in zero or nultiple instances,
al though a typical configuration will have exactly one instance.

5.3.2. Defining New Control - Pl ane Protocols

It is expected that future YANG nodules will create data nodels for
addi tional control-plane protocol types. Such new nbdules wll have
to define the protocol -specific data nodes, and they will have to
integrate into the core routing framework in the foll ow ng way:

0 Anewidentity MIST be defined for the control-plane protocol, and

its base identity MJUST be set to "rt:control-plane-protocol” or to
an identity derived from"rt:control -pl ane-protocol "
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0 Additional route attributes MAY be defined, preferably in one
pl ace by means of defining a YANG grouping. The new attributes
have to be inserted by augnenting the definitions of the node

[rt:routing/rt:ribs/rt:rib/rt:routes/rt:route
and possibly other places in the schema tree.

o Data nodes for the new protocol can be defined by augnenting the
"control -pl ane-protocol " data node under "/routing".

By using a "when" statenent, the augnented data nodes specific to the
new protocol SHOULD be nade conditional and valid only if the value
of "rt:type" or "rt:source-protocol” is equal to (or derived fron
the new protocol’s identity.

It is al so RECOVWENDED t hat protocol-specific data nodes be

encapsul ated in an appropriately naned contai ner with presence. Such
a contai ner may contain mandatory data nodes that are otherw se

forbi dden at the top | evel of an augnent.

The above steps are inplenented by the exanpl e YANG nodul e for the
Routing Information Protocol (RIP); see Appendix C

5.4. Paraneters of |1 Pv6 Router Advertisenments
The YANG nodul e "ietf-ipv6-router-adverti senents” (Section 9.1),
which is a subnodule of the "ietf-ipv6-unicast-routing” nodul e,
augnments the schena tree of IPv6 interfaces with definitions of the
followi ng variables as required by Section 6.2.1 of [ RFC4861]:
0 send-advertisenents
0 max-rtr-adv-interva
0O mn-rtr-adv-interva
o managed-fl ag
o other-config-flag
o link-mu
0 reachable-tine

0o retrans-tinmer

o cur-hop-limt
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o default-lifetine
o prefix-list: a list of prefixes to be advertised.

The foll owi ng paraneters are associated with each prefix in
the list:

* wvalid-lifetine

* on-link-flag

* preferred-lifetine

* autonomous-fl ag
NOTES:

1. The "lIsRouter" flag, which is also required by [ RFC4861], is
implemented in the "ietf-ip" nmodul e [ RFC8344] (I eaf
"i p: forwardi ng").

2. The Nei ghbor Discovery specification [ RFC4861] allows the
i npl ementations to deci de whether the "valid-lifetinme" and
"preferred-lifetinme" paranmeters remain the sane in consecutive
advertisements or decrement in real tine. However, the latter
behavi or seens problematic because the val ues m ght be reset
again to the (higher) configured values after a configuration is
rel oaded. Moreover, no inplenentation is known to use the
decrenenting behavior. The "ietf-ipv6-router-advertisenents”
subnmodul e therefore stipulates the forner behavior with constant
val ues.

6. Interactions with O her YANG Modul es

The semantics of the core routing data nodel al so depends on severa
configuration paraneters that are defined in other YANG nodul es

6. 1. Modul e "ietf-interfaces"

The foll owi ng boolean switch is defined in the "ietf-interfaces" YANG
nmodul e [ RFC8343]:

lif:interfaces/if:interface/if:enabled
If this switch is set to "false"” for a network-layer interface,

then all routing and forwardi ng functi ons MJST be di sabled on this
i nterface.
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6.2. Mdule "ietf-ip"

The foll owi ng bool ean switches are defined in the "ietf-ip" YANG
nodul e [ RFC8344] :

[if:interfaces/if:interface/ip:ipvd/ip:enabled

If this switch is set to "false" for a network-layer interface,
then all 1Pv4 routing and forwardi ng functi ons MJIST be di sabl ed on
this interface.

lif:interfaces/if:interfacel/ip:ipva/ip:forwarding

If this switch is set to "false" for a network-layer interface,
then the forwarding of |IPv4 datagranms through this interface MJST
be di sabl ed. However, the interface MAY participate in other |Pv4
routing functions, such as routing protocols.

[if:interfaces/if:interface/ip:ipv6/ip:enabled

If this switch is set to "false"” for a network-layer interface,
then all 1Pv6 routing and forwardi ng functi ons MJST be di sabl ed on
this interface.

lif:interfaces/if:interfacel/ip:ipv6/ip:forwarding

If this switch is set to "false"” for a network-layer interface,
then the forwarding of |Pv6 datagrans through this interface MJST
be di sabl ed. However, the interface MAY participate in other |Pv6
routing functions, such as routing protocols.

In addition, the "ietf-ip" nodule allows for configuring | Pv4 and

| Pv6 addresses and network prefixes or masks on network-1|ayer
interfaces. Configuration of these paraneters on an enabl ed
interface MUST result in an i medi ate creation of the corresponding
direct route. The destination prefix of this route is set according
to the configured | P address and network prefix/mask, and the
interface is set as the outgoing interface for that route.
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7. Routing Managenment YANG Modul e
<CODE BEG@ NS> file "ietf-routi ng@018-03-13. yang"

nmodul e ietf-routing {
yang-version "1.1";
namespace "urn:ietf:paramnms: xm:ns:yang:ietf-routing";
prefix "rt";

import ietf-yang-types {
prefix "yang";
}

inmport ietf-interfaces {
prefix "if";
description
"An 'ietf-interfaces’' nodule version that is conpatible with
the Network Managenent Datastore Architecture (NVDA)
is required.";

}

organi zati on
"I ETF NETMOD ( Networ k Model i ng) Worki ng G oup”;

cont act
"W Web: <https://datatracker.ietf.org/wg/ netnod/ >
WG List: <mailto:rtgw@etf.org>

Edi t or: Ladi sl av Lhot ka
<mmi | to: | hot ka@i c. cz>
Acee Li ndem
<mmi | t 0: acee@i sco. conp
Yi ngzhen Qu
<mai | t 0: yi ngzhen. qu@uawei . conm";

description
"Thi s YANG nodul e defines essential conponents for the nmanagenent
of a routing subsystem The nodel fully confornms to the Network
Management Datastore Architecture (NVDA)

Copyright (c) 2018 | ETF Trust and the persons
identified as authors of the code. All rights reserved.

Redi stribution and use in source and binary forms, with or

wi t hout nodification, is permtted pursuant to, and subject
to the license terms contained in, the Sinplified BSD License
set forth in Section 4.c of the | ETF Trust’s Legal Provisions
Rel ating to | ETF Docunents
(https://trustee.ietf.org/license-info).
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This version of this YANG nodule is part of RFC 8349; see
the RFC itself for full legal notices.";

revision 2018-03-13 {
description
"Net wor k Managenent Datastore Architecture (NVDA) revision.";
reference
"RFC 8349: A YANG Data Model for Routing Managenent
(NMDA Version)";

}

revision 2016-11-04 {
description
"Initial revision.";
ref erence
"RFC 8022: A YANG Data Model for Routing Managenent";

}

/* Features */
feature nultiple-ribs {
description
"This feature indicates that the server supports
user-defined Rl Bs.

Servers that do not advertise this feature SHOULD provide
exactly one systemcontrolled R B per supported address famly
and also nake it the default RIB. This RIB then appears as an
entry inthe list "/routing/ribs/rib .";

}

feature router-id {
description
"This feature indicates that the server supports an explicit
32-bit router IDthat is used by sone routing protocols.

Servers that do not advertise this feature set a router ID
algorithmcally, usually to one of the configured |Pv4
addresses. However, this algorithmis inplementation
specific.";

}

/* ldentities */

identity address-famly {

description

"Base identity fromwhich identities describing address
famlies are derived.";
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identity ipv4d {
base address-famly;
description
"This identity represents an | Pv4 address famly.";

}

identity ipvé {
base address-fanmly;
description
"This identity represents an | Pv6 address famly.";

}

identity control-plane-protocol {
description
"Base identity fromwhich control -plane protocol identities are
derived.";

}

identity routing-protocol {
base control -pl ane-protocol ;
description
"lIdentity fromwhich Layer 3 routing protocol identities are
derived.";

}

identity direct {
base routing-protocol;
description
"Rout i ng pseudo-protocol that provides routes to directly
connect ed networks.";

}

identity static {
base routing-protocol;
description
"*Static’ routing pseudo-protocol.";

}
[* Type Definitions */

typedef route-preference {
type uint32;
description
"This type is used for route preferences."”;

}
/* Groupings */
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groupi ng address-famly {
description
"This grouping provides a |eaf identifying an address
famly.";
| eaf address-famly {
type identityref {
base address-fanily;

mandat ory true;
description
"Address famly.";
}

}

grouping router-id {
description
"This grouping provides a router ID.";
| eaf router-id {
type yang: dotted- quad;
description
"A 32-bit nunmber in the formof a dotted quad that is used by
sonme routing protocols identifying a router.";
ref erence
"RFC 2328: OSPF Version 2";
}

}

groupi ng speci al -next-hop {
description
"This grouping provides a leaf with an enuneration of special
next hops.";
| eaf speci al -next-hop {
type enuneration {
enum bl ackhol e {
description
"Silently discard the packet.";
}

enum unr eachabl e {
description
"Di scard the packet and notify the sender with an error
message indicating that the destination host is
unr eachabl e. ;
}
enum prohi bit {
description
"Di scard the packet and notify the sender with an error
nmessage i ndicating that the commnication is
adm nistratively prohibited.";
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}

enum r ecei ve {
description
"The packet will be received by the | ocal system?";
}
}

description
"Options for special next hops.";
}

}

groupi ng next-hop-content {
description
"CGeneric paranmeters of next hops in static routes.”;
choi ce next-hop-options {
mandat ory true;
description
"Options for next hops in static routes.

It is expected that further cases will be added through
augnments from ot her nodul es.”;
case sinpl e-next-hop {
description
"This case represents a sinple next hop consisting of the
next - hop address and/or outgoing interface.

Modul es for address famlies MJUST augnment this case with a
| eaf containing a next-hop address of that address
famly.";
| eaf outgoing-interface {
type if:interface-ref;
description
"Name of the outgoing interface.”;
}
}

case speci al - next-hop {
uses speci al - next - hop;
}

case next-hop-list {
cont ai ner next-hop-list {
description
"Container for multiple next hops.";
list next-hop {
key "index";
description
"An entry in a next-hop list.

Modul es for address families MJST augnment this |ist
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with a |l eaf containing a next-hop address of that
address famly.";
| eaf index {
type string;
description
"A user-specified identifier utilized to uniquely
reference the next-hop entry in the next-hop list.
The value of this index has no semantic neani ng
other than for referencing the entry.";
}
| eaf outgoing-interface {
type if:interface-ref;
description
"Name of the outgoing interface.";

groupi ng next - hop-state-content {
description
"CGeneric state paraneters of next hops.";
choi ce next-hop-options {
mandat ory true;
description
"Options for next hops.

It is expected that further cases will be added through
augrments from other nodules, e.g., for recursive
next hops.";
case sinpl e-next-hop {
description
"This case represents a sinple next hop consisting of the
next - hop address and/or outgoing interface.

Modul es for address families MJUST augnment this case with a
| eaf containing a next-hop address of that address
famly.";
| eaf outgoing-interface {
type if:interface-ref;
description
"Name of the outgoing interface.";
}

}

case speci al - next-hop {
uses speci al - next - hop;

Lhotka, et al. St andards Track [ Page 20]



RFC 8349 YANG Rout i ng Managenent March 2018

}

case next-hop-list {
cont ai ner next-hop-list {
description
"Container for nmultiple next hops.";
list next-hop {
description
"An entry in a next-hop list.

Modul es for address famlies MJST augnent this |ist
with a |l eaf containing a next-hop address of that
address famly.";
| eaf outgoing-interface {
type if:interface-ref;
description
"Nanme of the outgoing interface.";

groupi ng route-netadata {
description
"Comon route netadata.";
| eaf source-protocol {
type identityref {
base routing-protocol;

mandat ory true;
description
"Type of the routing protocol fromwhich the route
originated.";
}
| eaf active {
type enpty;
description
"The presence of this leaf indicates that the route is
preferred anong all routes in the sane RIB that have the
sanme destination prefix.";
}
| eaf | ast-updated {
type yang: date-and-ti ne;
description
"Timestanp of the last nodification of the route. If the
route was never nodified, it is the time when the route was
inserted into the RIB.";
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}
}

/* Data nodes */

cont ai ner routing {
description
"Configuration paraneters for the routing subsystem?";
uses router-id {
if-feature "router-id";
description
"Support for the global router ID. Routing protocols
that use a router ID can use this paranmeter or override it
wi t h anot her val ue.";
}
contai ner interfaces {
config fal se;
description
"Networ k-1 ayer interfaces used for routing.";
leaf-list interface {
type if:interface-ref;
description
"Each entry is a reference to the nane of a configured
net wor k-1 ayer interface.";
}
}
cont ai ner control -pl ane-protocols {
description
"Support for control-plane protocol instances.";
list control-plane-protocol {
key "type nane";
description
"Each entry contains a control -plane protocol instance.";
| eaf type {
type identityref {
base control -pl ane-protocol ;
}
description
"Type of the control-plane protocol -- an identity
derived fromthe ’control -pl ane-protocol
base identity.";
}
| eaf nane {
type string;
description
"An arbitrary name of the control-plane protoco
i nstance.";
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| eaf description {
type string;
description
"Textual description of the control-plane protoco
i nstance.";
}
contai ner static-routes {
when "derived-fromor-self(../type, 'rt:static’ )" {
description
"This container is only valid for the "static’ routing
protocol . ";
}
description
"Support for the ’'static’ pseudo-protocol

Addr ess-fam | y-specific nodul es augnent this node with
their lists of routes.";

}
}
}
container ribs {
description
"Support for RIBs.";
list rib {
key "nane";
description
"Each entry contains a configuration for a RIB identified
by the ’'nane’ key.

Entries having the sane key as a systemcontrolled entry
inthe list "/routing/ribs/rib’ are used for

configuring paraneters of that entry. Qher entries
define additional user-controlled RIBs.";

| eaf nane {

type string;

description
"The name of the RIB.

For systemcontrolled entries, the value of this |eaf
must be the sanme as the name of the corresponding entry
in the operational state.

For user-controlled entries, an arbitrary nane can be
used. ";

uses address-famly {

description
"The address fam |y of the systemcontrolled RIB.";
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}

| eaf default-rib {
if-feature "nmultiple-ribs";
type bool ean;
default "true";
config fal se;
description
"This flag has the value of "true’ if and only if the RIB
is the default RIB for the given address famly.

By default, control-plane protocols place their routes
in the default RIBs.";
}
contai ner routes {
config fal se;
description
"Current contents of the RIB.";
list route {
description
"ARBroute entry. This data node MJST be augnented
with information specific to routes of each address
famly.";
| eaf route-preference {
type route-preference;
description
"This route attribute, also known as ’adm nistrative
distance’, allows for selecting the preferred route
anong routes with the sane destination prefix. A
smal l er value indicates a route that is
more preferred.”;
}
cont ai ner next-hop {
description
"Route’s next-hop attribute.”;
uses next-hop-state-content;
}
uses rout e-net adat a;
}
}

action active-route {
description
"Return the active RIB route that is used for the
desti nati on address.

Addr ess-fam | y-speci fic nodul es MUST augnent i nput

paraneters with a | eaf naned ' destination-address’.";
out put {
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container route {
description
"The active RIB route for the specified destination

If no route exists in the RIB for the destination
address, no output is returned.

Addr ess-fam | y-speci fic nodul es MUST augnent this
container with appropriate route contents.”;

cont ai ner next-hop {
description

"Route’s next-hop attribute.";

uses next-hop-state-content;

}

uses route-net adat a;

}
}

| eaf description {
type string;
description
"Textual description of the RIB.";
}

}
}
}

/*
* The subsequent data nodes are obviated and obsol et ed
* by the Network Managenent Datastore Architecture
* as described in RFC 8342
*/
contai ner routing-state {
config fal se;
status obsol et e;
description
"State data of the routing subsystem";
uses router-id {
status obsol et e;
description
"d obal router ID

It may be either configured or assigned algorithmcally by
the inplementation."”;
}
contai ner interfaces {
status obsol et e;
description
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"Networ k-1 ayer interfaces used for routing.";
leaf-list interface {
type if:interface-state-ref;
stat us obsol et e;
description
"Each entry is a reference to the nanme of a configured
net wor k-1 ayer interface.";
}
}
contai ner control -pl ane-protocols {
status obsol et e;
description
"Container for the list of routing protocol instances.";
list control-plane-protocol {
key "type nane";
stat us obsol et e;
description
"State data of a control-plane protocol instance.

An i mpl enent ati on MJST provi de exactly one
systemcontrol |l ed i nstance of the 'direct’

pseudo-protocol. Instances of other control-pl ane
protocol s MAY be created by configuration.";
| eaf type {

type identityref {
base control -pl ane-protocol ;
}
stat us obsol et e;
description
"Type of the control-plane protocol.";

| eaf nane {
type string;
stat us obsol et e;
description
"The name of the control-plane protocol instance.

For systemcontrolled instances, this name is
persistent, i.e., it SHOULD NOT change across
reboots.";

}
}
}
container ribs {
st atus obsol et e;
description

"Container for RIBs.";
list rib {
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key "nane";
m n-el enents 1;
status obsol et e;
description
"Each entry represents a RIB identified by the 'nane’
key. Al routes in a RIB MIST belong to the sane address
famly.

An i mpl enent ati on SHOULD provi de one systemcontroll ed
default RI B for each supported address famly.";
| eaf nane {
type string;
stat us obsol et e;
description
"The name of the RIB.";

uses address-famly {
stat us obsol et e;
description
"The address famly of the RIB.";

}
| eaf default-rib {
if-feature "nmultiple-ribs";
type bool ean;
default "true";
st at us obsol ete;
description
"This flag has the value of "true’ if and only if the
RIBis the default RIB for the given address fanily.

By default, control-plane protocols place their routes
in the default RIBs.";
}
contai ner routes {
status obsol et e;
description
"Current contents of the RIB.";
list route {
status obsol et e;
description
"A RIBroute entry. This data node MJST be augnented
with information specific to routes of each address
famly.";
| eaf route-preference {
type route-preference;
stat us obsol et e;
description
"This route attribute, also known as 'adm nistrative
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distance’, allows for selecting the preferred route
anong routes with the same destination prefix. A
smal l er value indicates a route that is
nmore preferred.”;
}
cont ai ner next-hop {
stat us obsol et e;
description
"Route’s next-hop attribute.”;
uses next-hop-state-content {
status obsol et e;
description
"Route’s next-hop attribute operational state.";
}
}

uses route-netadata {
st at us obsol ete;
description
"Route netadata.";

}
}
}
action active-route {
st at us obsol ete;
description
"Return the active RIB route that is used for the
desti nati on address.

Addr ess-fam | y-speci fic nodul es MUST augnent i nput
paraneters with a | eaf naned ' destination-address’.";
out put {
contai ner route {
status obsol et e;
description
"The active RIB route for the specified
destinati on.

If no route exists in the RIB for the destination
address, no output is returned.

Addr ess-fam | y-speci fic nodul es MUST augnent this
container with appropriate route contents.";
cont ai ner next-hop {
st at us obsol ete;
description
"Route’'s next-hop attribute.”;
uses next-hop-state-content {
stat us obsol et e;
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description
"Active route state data.";
}

}

uses route-netadata {
stat us obsol ete;
description
"Active route netadata.";

<CCDE ENDS>
8. 1Pv4 Unicast Routing Management YANG Modul e
<CODE BEG NS> file "ietf-ipv4-unicast-routi ng@018-03-13.yang"

nmodul e ietf-ipv4-unicast-routing {
yang-version "1.1";
nanmespace
"urn:ietf:parans: xm:ns:yang:ietf-ipv4-unicast-routing”;
prefix "vdur";

import ietf-routing {
prefix "rt";
description
"An 'ietf-routing’ nodule version that is conpatible with
t he Network Managenment Datastore Architecture (NVDA)
is required.";

}

inmport ietf-inet-types {
prefix "inet";
}

organi zati on
"I ETF NETMOD ( Networ k Model i ng) Working G oup”;

cont act
"WG Web: <https://datatracker.ietf.org/wg/ netnod/ >
WG List: <mailto:rtgw@etf.org>

Edi t or: Ladi sl av Lhot ka
<mai | to: | hot ka@i c. cz>
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Acee Lindem

<nmmi | t 0: acee@i sco. conp

Yi ngzhen Qu

<mai | t 0: yi ngzhen. qu@uawei . cons";

description
"Thi s YANG nodul e augnents the "ietf-routing’ nodule with basic
paraneters for |Pv4 unicast routing. The nmodel fully conforns
to the Network Managenent Datastore Architecture (NVDA).

Copyright (c) 2018 | ETF Trust and the persons
identified as authors of the code. All rights reserved.

Redi stribution and use in source and binary forns, with or

wi t hout nodification, is permtted pursuant to, and subject
to the license ternms contained in, the Sinplified BSD License
set forth in Section 4.c of the | ETF Trust’s Legal Provisions
Rel ating to | ETF Documents
(https://trustee.ietf.org/license-info).

This version of this YANG nodule is part of RFC 8349; see
the RFC itself for full legal notices.";

revision 2018-03-13 {
description
"Net wor k Management Datastore Architecture (NVDA) revision.";
ref erence
"RFC 8349: A YANG Data Model for Routing Managenent
(NVDA Version)"

}

revision 2016-11-04 {
description
"Initial revision.";
ref erence
"RFC 8022: A YANG Data Model for Routing Managenent";

}

/[* ldentities */

identity ipv4-unicast {
base rt:ipv4;

description
"This identity represents the | Pv4 unicast address famly.";
}

augnment "/rt:routing/rt:ribs/rt:rib/rt:routes/rt:route" {
when "derived-fromor-self(../../rt:address-famly, '
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+ "’vdur:ipvéd-unicast’)" {
description
"This augnent is valid only for IPv4 unicast.";
}

description
"This | eaf augnents an | Pv4 unicast route.";
| eaf destination-prefix {
type inet:ipv4d-prefix;
description
"I Pv4 destination prefix.";
}

}

augrment "/rt:routing/rt:ribs/rt:rib/rt:routes/rt:route/"
+ "rt:next-hop/rt:next-hop-options/rt:sinple-next-hop" {
when "derived-fromor-self(../../../rt:address-famly, '
+ "'v4ur:ipvéd-unicast’)" {
description
"This augnent is valid only for IPv4 unicast.";
}

description
"Augnents the ’sinple-next-hop’ case in |IPv4 unicast routes.”;
| eaf next-hop-address {
type inet:ipv4-address;
description
"I Pv4 address of the next hop.";
}

}

augnment "/rt:routing/rt:ribs/rt:rib/rt:routes/rt:route/"
+ "rt:next-hop/rt:next-hop-options/rt:next-hop-list/"
+ "rt:next-hop-list/rt:next-hop" {
when "derived-fromor-self(../../../../../rt:address-famly, "
+ "'vd4ur:ipvéd-unicast’)" {
description
"This augnent is valid only for |Pv4 unicast.";
}

description
"This | eaf augnents the ’next-hop-list’ case of |Pv4 unicast
routes.”;
| eaf address {
type inet:ipv4-address;
description
"I Pv4 address of the next hop.";
}

}

augnent
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"/rtirouting/rt:ribs/rt:rib/rt:active-route/rt:input"” {
when "derived-fromor-self(../rt:address-famly, "
+ "’vdur:ipvé4-unicast’)" {
description
"This augnent is valid only for IPv4 unicast RIBs.";
}

description
"Thi s augnent adds the input paranmeter of the ’'active-route
action.";
| eaf destination-address {
type inet:ipv4-address;
description
"I Pv4 destination address.";
}

}

augnment "/rt:routing/rt:ribs/rt:rib/rt:active-route/"
+ "rt:output/rt:route" {
when "derived-fromor-self(../../rt:address-famly, '
+ "’vdur:ipvé4-unicast’)" {
description
"This augnent is valid only for IPv4 unicast.";
}

description
"Thi s augnent adds the destination prefix to the reply of the
"active-route' action.";
| eaf destination-prefix {
type inet:ipvéd-prefix;
description
"I Pv4 destination prefix.";
}

}

augnent "/rt:routing/rt:ribs/rt:rib/rt:active-route/"
+ "rt:output/rt:route/rt: next-hop/rt: next-hop-options/"
+ "rt:sinple-next-hop" {
when "derived-fromor-self(../../../rt:address-famly, '
+ "’vdur:ipvé4-unicast’)" {
description
"This augnent is valid only for IPv4 unicast.";
}

description
"Augnents the 'sinple-next-hop’ case in the reply to the
"active-route' action.";
| eaf next-hop-address {
type inet:ipv4-address;
description
"I Pv4 address of the next hop.";
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}
}

augnent "/rt:routing/rt:ribs/rt:rib/rt:active-route/"
+ "rt:output/rt:route/rt: next-hop/rt: next-hop-options/"
+ "rt:next-hop-list/rt:next-hop-list/rt:next-hop" {
when "derived-fromor-self(../../../../../rt:address-famly,
+ "’vdur:ipv4-unicast’)" {
description
"This augnent is valid only for IPv4 unicast.";
}

description
"Augnents the 'next-hop-list’ case in the reply to the
"active-route’ action.";
| eaf next-hop-address {
type inet:ipv4-address;
description
"I Pv4 address of the next hop.";
}

}

augnment "/rt:routing/rt:control-plane-protocols/”
+ "rt:control -plane-protocol/rt:static-routes" {
description
"This augnent defines the 'static’ pseudo-protoco
with data specific to I Pv4 unicast.";
contai ner ipv4d {
description
"Support for a 'static’ pseudo-protocol instance
consists of a list of routes.”;
list route {
key "destination-prefix";
description
"Alist of static routes."”;
| eaf destination-prefix {
type inet:ipv4-prefix;
mandat ory true;
description
"I Pv4 destination prefix.";

| eaf description {
type string;
description
"Textual description of the route.”;
}

cont ai ner next-hop {

description
"Support for next-hop.";
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uses rt:next-hop-content {
augment "next - hop-options/ si mpl e- next - hop" {
description
"Augnents the 'sinple-next-hop’ case in IPv4 static
routes.”;
| eaf next-hop-address {
type inet:ipv4-address;
description
"I Pv4 address of the next hop.";
}
}

augment "next - hop-options/ next-hop-1ist/next-hop-list/"
+ "next-hop" {
description
"Augnents the 'next-hop-list’ case in IPv4 static
routes."”;
| eaf next-hop-address {
type inet:ipv4-address;
description
"I Pv4 address of the next hop.";

/*

* The subsequent data nodes are obviated and obsol et ed

* by the Network Managenment Datastore Architecture

* as described in RFC 8342

*/
augnent "/rt:routing-state/rt:ribs/rt:rib/rt:routes/rt:route" {

when "derived-fromor-self(../../rt:address-fanmly, '

+ "'vdur:ipvéd-unicast’)" {
description
"This augnent is valid only for IPv4 unicast.";

stat us obsol et e;
description

"This | eaf augnents an | Pv4 unicast route.";
| eaf destination-prefix {

type inet:ipv4d-prefix;

st atus obsol et e;

description

"I Pv4 destination prefix.";
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augrment "/rt:routing-state/rt:ribs/rt:rib/rt:routes/rt:route/"
+ "rt:next-hop/rt:next-hop-options/rt:sinple-next-hop" {
when "derived-fromor-self(
... /rt:address-fanmily, 'vé4ur:ipv4-unicast’)" {
description

"This augnent is valid only for IPv4 unicast.";

status obsol et e;
description

"Augnents the ’sinple-next-hop’ case in | Pv4 unicast routes.”;
| eaf next-hop-address {

type inet:ipv4-address;

st at us obsol et e;

description

"I Pv4 address of the next hop.";

}

augrment "/rt:routing-state/rt:ribs/rt:rib/rt:routes/rt:route/"
+ "rt:next-hop/rt:next-hop-options/rt:next-hop-list/"
+ "rt:next-hop-list/rt:next-hop" {
when "derived-fromor-self(../../../../../rt:address-fam |y,
"v4ur:ipv4-unicast’)" {
description
"This augnent is valid only for IPv4 unicast.";

status obsol et e;
description
"This | eaf augnents the 'next-hop-list’ case of |Pv4 unicast
routes.";
| eaf address {
type inet:ipv4-address;
status obsol et e;
description

"I Pv4 address of the next hop.";
}

augrment "/rt:routing-state/rt:ribs/rt:rib/rt:active-route/”
+ "rt:input” {
when "derived-fromor-self(../rt:address-famly
"v4ur:ipv4-unicast’)" {
description
"This augnent is valid only for |Pv4 unicast R Bs.";

st at us obsol et e;
description

"Thi s augnent adds the input parameter of the 'active-route’
action.";
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| eaf destination-address {
type inet:ipv4-address;
status obsol et e;
description
"I Pv4 destination address.";
}

augrment "/rt:routing-state/rt:ribs/rt:rib/rt:active-route/”
+ "rt:output/rt:route” {
when "derived-fromor-self(../../rt:address-fanmly
"vdur:ipv4-unicast’)" {
description
"This augnent is valid only for IPv4 unicast.";

status obsol et e;
description
"Thi s augnent adds the destination prefix to the reply of the
"active-route’ action.";
| eaf destination-prefix {
type inet:ipv4d-prefix;
status obsol et e;
description
"I Pv4 destination prefix.";
}

augrment "/rt:routing-state/rt:ribs/rt:rib/rt:active-route/”
+ "rt:output/rt:route/rt: next-hop/rt:next-hop-options/™
+ "rt:sinple-next-hop" {
when "derived-fromor-self(../../../rt:address-fanmly
"v4ur:ipv4-unicast’)" {
description
"This augnent is valid only for IPv4 unicast.";

stat us obsol et e;
description
"Augnents the 'sinple-next-hop' case in the reply to the
"active-route’ action.";
| eaf next-hop-address {
type inet:ipv4-address;
stat us obsol et e;
description
"I Pv4 address of the next hop.";
}

augnment "/rt:routing-state/rt:ribs/rt:rib/rt:active-route/”
+ "rt:output/rt:route/rt: next-hop/rt:next-hop-options/"
+ "rt:next-hop-list/rt:next-hop-list/rt:next-hop" {
when "derived-fromor-self(../../../../../rt:address-fam |y,
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"v4ur:ipv4-unicast’)" {
description
"This augnent is valid only for IPv4 unicast.";

st at us obsol et e;
description
"Augnents the 'next-hop-list’ case in the reply to the
"active-route’ action.";
| eaf next-hop-address {
type inet:ipv4-address;
st at us obsol et e;
description
"I Pv4 address of the next hop.";
}
}
}

<CCDE ENDS>
9. I Pv6 Unicast Routing Management YANG Modul e
<CODE BEG NS> file "ietf-ipv6-unicast-routi ng@018-03-13.yang"

nmodul e ietf-ipv6-unicast-routing {
yang-version "1.1";
nanmespace
"urn:ietf:parans: xm:ns:yang:ietf-ipv6-unicast-routing”;
prefix "véur";

import ietf-routing {
prefix "rt";
description
"An 'ietf-routing’ nodule version that is conpatible with
t he Network Managenment Datastore Architecture (NVDA)
is required.";

}

inmport ietf-inet-types {
prefix "inet";
description
"An 'ietf-interfaces’ nodule version that is conpatible with
the Network Managenent Datastore Architecture (NVDA)
is required.";

}

include ietf-ipv6-router-advertisenents {
revi si on-date 2018-03-13;

}
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organi zati on
"I ETF NETMOD ( Networ k Mbdel i ng) Worki ng G oup”;

cont act
"WG Web: <https://datatracker.ietf.org/wgy/ netnod/ >
WG List: <mailto:rtgw@etf.org>

Edi t or: Ladi sl av Lhot ka
<mai | to: | hot ka@i c. cz>
Acee Li ndem
<mmi | t 0: acee@i sco. conp
Yi ngzhen Qu
<mai | t 0: yi ngzhen. qu@vuawei . conm";

description
"This YANG nodul e augnents the "ietf-routing’ nodule with basic
paraneters for |IPv6 unicast routing. The nodel fully conforns
to the Network Managenent Datastore Architecture (NVDA)

Copyright (c) 2018 | ETF Trust and the persons
identified as authors of the code. All rights reserved.

Redi stribution and use in source and binary forns, with or

wi thout nodification, is pernmitted pursuant to, and subject
to the license terms contained in, the Sinplified BSD License
set forth in Section 4.c of the |ETF Trust’s Legal Provisions
Rel ating to | ETF Docunents
(https://trustee.ietf.org/license-info).

This version of this YANG nodule is part of RFC 8349; see
the RFC itself for full legal notices.";

revision 2018-03-13 {
description
"Net wor k Managenment Datastore Architecture (NVDA) revision.";
ref erence
"RFC 8349: A YANG Data Model for Routing Managenent
(NVDA Version)"

}
/* ldentities */

revision 2016-11-04 {
description
"lInitial revision.";
ref erence
"RFC 8022: A YANG Data Model for Routing Managenent";
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identity ipv6-unicast {
base rt:ipv6;
description
"This identity represents the I Pv6 unicast address famly.";

}

augrment "/rt:routing/rt:ribs/rt:rib/rt:routes/rt:route" {
when "derived-fromor-self(../../rt:address-famly, "
+ "’ v6ur:ipv6-unicast’)" {
description
"This augnent is valid only for IPv6 unicast.";
}

description
"This | eaf augnents an | Pv6 unicast route.";
| eaf destination-prefix {
type inet:ipv6-prefix;
description
"I Pv6 destination prefix.";
}

}

augnent "/rt:routing/rt:ribs/rt:rib/rt:routes/rt:route/"
+ "rt:next-hop/rt:next-hop-options/rt:sinple-next-hop" {
when "derived-fromor-self(../../../rt:address-famly, '
+ "’v6ur:ipve-unicast’)" {
description
"This augnent is valid only for IPv6 unicast.";
}

description
"Augnents the ’sinple-next-hop’ case in | Pv6 unicast routes.";
| eaf next-hop-address {
type inet:ipv6-address;
description
"I Pv6 address of the next hop.";
}

}

augrment "/rt:routing/rt:ribs/rt:rib/rt:routes/rt:route/"

+ "rt:next-hop/rt:next-hop-options/rt:next-hop-list/"
+ "rt:next-hop-list/rt:next-hop" {

when "derived-fromor-self(../../../../../rt:address-fam |y,
+ "’v6ur:ipv6-unicast’)" {

description

"This augnent is valid only for IPv6 unicast.";

}

description
"This | eaf augnents the 'next-hop-list’ case of |Pv6 unicast
routes.";
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| eaf address {
type inet:ipv6-address;
description
"I Pv6 address of the next hop.";

}
}
augnent
"/rt:irouting/rt:ribs/rt:rib/rt:active-route/rt:input” {
when "derived-fromor-self(../rt:address-famly, '
+ "’véur:ipv6-unicast’)" {
description
"This augnent is valid only for |Pv6 unicast RIBs.";
}
description
"Thi s augnent adds the input parameter of the ’active-route’
action.";
| eaf destination-address {
type inet:ipv6-address;
description
"I Pv6 destination address.";
}
}

augrment "/rt:routing/rt:ribs/rt:rib/rt:active-route/"
+ "rt:output/rt:route" {
when "derived-fromor-self(../../rt:address-famly, "
+ "’véur:ipv6-unicast’)" {
description
"This augnent is valid only for IPv6 unicast.";
}

description
"Thi s augnent adds the destination prefix to the reply of the
"active-route’ action.";
| eaf destination-prefix {
type inet:ipv6-prefix;
description
"I Pv6 destination prefix.";
}

}

augrment "/rt:routing/rt:ribs/rt:rib/rt:active-route/"
+ "rt:output/rt:route/rt: next-hop/rt:next-hop-options/"
+ "rt:sinple-next-hop" {
when "derived-fromor-self(../../../rt:address-famly, "
+ "’véur:ipv6-unicast’)" {
description
"This augnent is valid only for IPv6 unicast.";
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}

description
"Augnents the ’sinple-next-hop’ case in the reply to the
"active-route’ action.";
| eaf next-hop-address {
type inet:ipv6-address;
description
"I Pv6 address of the next hop.";
}
}

augnment "/rt:routing/rt:ribs/rt:rib/rt:active-route/"
+ "rt:output/rt:route/rt: next-hop/rt:next-hop-options/"
+ "rt:next-hop-list/rt:next-hop-list/rt:next-hop" {
when "derived-fromor-self(../../../../../rt:address-famly, '
+ "’véur:ipv6-unicast’)" {
description
"This augnent is valid only for IPv6 unicast.";

}

description
"Augnents the 'next-hop-list’ case in the reply to the
"active-route action.";
| eaf next-hop-address {
type inet:ipv6-address;
description
"I Pv6 address of the next hop.";
}
}

/* Data node augnentations */

augrment "/rt:routing/rt:control-plane-protocols/”
+ "rt:control -plane-protocol /rt:static-routes” {
description
"Thi s augnent defines the 'static’ pseudo-protoco
with data specific to I Pv6 unicast.";
contai ner ipv6é {
description
"Support for a ’'static’ pseudo-protocol instance
consists of a list of routes."”;
list route {
key "destination-prefix";
description
"Alist of static routes."”;
| eaf destination-prefix {
type inet:ipv6-prefix;
mandat ory true;
description
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"I Pv6 destination prefix.";
}
| eaf description {
type string;
description
"Textual description of the route.";
}

cont ai ner next-hop {
description
"Next hop for the route.”;
uses rt:next-hop-content {
augnment "next - hop-options/sinpl e-next - hop" {
description
"Augnents the ’sinple-next-hop’ case in I Pv6 static
routes.";
| eaf next-hop-address {
type inet:ipv6-address;
description
"I Pv6 address of the next hop.";
}
}

augnment "next-hop-options/ next-hop-list/next-hop-list/"
+ "next-hop" {
description
"Augnments the 'next-hop-list’ case in IPv6 static
routes."”;
| eaf next-hop-address {
type inet:ipv6-address;
description
"I Pv6 address of the next hop.";

/*

* The subsequent data nodes are obviated and obsol et ed

* by the Network Managenent Datastore Architecture

* as described in RFC 8342

*/
augrment "/rt:routing-state/rt:ribs/rt:rib/rt:routes/rt:route" {

when "derived-fromor-self(../../rt:address-famly

"véur:ipve-unicast’)" {
description
"This augnent is valid only for IPv6 unicast.";
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st atus obsol et e;
description

"This | eaf augnents an | Pv6 unicast route.";
| eaf destination-prefix {

type inet:ipv6-prefix;

stat us obsol et e;

description

"I Pv6 destination prefix.";

}

augrment "/rt:routing-state/rt:ribs/rt:rib/rt:routes/rt:route/"
+ "rt:next-hop/rt:next-hop-options/rt:sinple-next-hop" {
when "derived-fromor-self(../../../rt:address-famly
"véur:ipve-unicast’)" {
description
"This augnent is valid only for IPv6 unicast.";

stat us obsol et e;
description
"Augnents the ’sinple-next-hop’ case in | Pv6 unicast routes.”;
| eaf next-hop-address {
type inet:ipv6-address;
stat us obsol et e;
description
"I Pv6 address of the next hop.";
}
}
augrment "/rt:routing-state/rt:ribs/rt:rib/rt:routes/rt:route/"
+ "rt:next-hop/rt:next-hop-options/rt:next-hop-list/"
+ "rt:next-hop-list/rt:next-hop" {
when "derived-fromor-self(../../../../../rt:address-famly,
"véur:ipve-unicast’)" {
description
"This augnent is valid only for IPv6 unicast.";

stat us obsol et e;
description
"This | eaf augnents the ’next-hop-list’ case of |Pv6 unicast
routes."”;
| eaf address {
type inet:ipv6-address;
status obsol et e;
description
"I Pv6 address of the next hop.";
}

augnment "/rt:routing-state/rt:ribs/rt:rib/"
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+ "rt:active-route/rt:input” {
when "derived-fromor-self(../rt:address-famly
"véur:ipve-unicast’)" {
description
"This augnent is valid only for IPv6 unicast RIBs.";
}
stat us obsol et e;
description
"Thi s augnent adds the input parameter of the ’active-route’
action.";
| eaf destination-address {
type inet:ipv6-address;
stat us obsol et e;
description
"I Pv6 destination address.";
}
}
augrment "/rt:routing-state/rt:ribs/rt:rib/rt:active-route/"
+ "rt:output/rt:route" {
when "derived-fromor-self(../../rt:address-famly
"véur:ipve-unicast’)" {
description
"This augnent is valid only for IPv6 unicast.";
}
stat us obsol et e;
description
"Thi s augnent adds the destination prefix to the reply of the
"active-route action.";
| eaf destination-prefix {
type inet:ipv6-prefix;
stat us obsol et e;
description
"I Pv6 destination prefix.";
}
}
augrment "/rt:routing-state/rt:ribs/rt:rib/rt:active-route/"
+ "rt:output/rt:route/rt: next-hop/rt:next-hop-options/"
+ "rt:sinple-next-hop" {
when "derived-fromor-self(../../../rt:address-famly
"véur:ipve-unicast’)" {
description
"This augnent is valid only for IPv6 unicast.";

st at us obsol ete;

description
"Augnents the ’sinple-next-hop’ case in the reply to the
"active-route’ action.";

| eaf next-hop-address {
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type inet:ipv6-address;
st at us obsol ete;
description
"I Pv6 address of the next hop.";
}

}

augrment "/rt:routing-state/rt:ribs/rt:rib/rt:active-route/"
+ "rt:output/rt:route/rt: next-hop/rt:nnext-hop-options/"
+ "rt:next-hop-list/rt:next-hop-list/rt:next-hop" {

when "derived-fromor-self(../../../../../rt:address-fam |y,
"véur:ipve-unicast’)" {
description
"This augnent is valid only for IPv6 unicast.";

status obsol et e;
description
"Augnents the 'next-hop-list’ case in the reply to the
"active-route’ action.";
| eaf next-hop-address {
type inet:ipv6-address;
status obsol et e;
description
"I Pv6 address of the next hop.";
}

}
}

<CODE ENDS>
9.1. |Pv6 Router Advertisenents Subnodul e
<CODE BEG@ NS> file "ietf-ipv6-router-adverti senents@018-03-13. yang"

subnodul e ietf-ipv6-router-advertisenents {
yang-version "1.1";

bel ongs-to ietf-ipv6-unicast-routing {
prefix "véur";

}

inmport ietf-inet-types {
prefix "inet";
}
inmport ietf-interfaces {
prefix "if";
description
"An 'ietf-interfaces’' nodule version that is conpatible with
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the Network Management Datastore Architecture (NVDA)
is required."”;

}
inmport ietf-ip {
prefix "ip";
description
"An 'ietf-ip’ nodule version that is conpatible with
the Network Management Datastore Architecture (NVDA)
is required.";
}

organi zati on
"I ETF NETMOD ( Networ k Mbdel i ng) Worki ng G oup”;

cont act
"WG Web: <https://datatracker.ietf.org/wy/ netnod/ >
WG List: <mailto:rtgw@etf.org>

Edi t or: Ladi sl av Lhot ka
<mai | to: | hot ka@i c. cz>
Acee Li ndem
<mmi | t 0: acee@i sco. conp
Yi ngzhen Qu
<mai | t 0: yi ngzhen. qu@vuawei . conm";

description
"This YANG nodul e augnents the "ietf-ip’ nmodule with
paraneters for |1 Pv6 Router Advertisenments. The nodel fully
conforns to the Network Managenent Datastore
Architecture (NVDA).

Copyright (c) 2018 | ETF Trust and the persons
identified as authors of the code. All rights reserved.

Redi stribution and use in source and binary forns, with or

wi thout nodification, is permitted pursuant to, and subject
to the license ternms contained in, the Sinplified BSD License
set forth in Section 4.c of the | ETF Trust’s Legal Provisions
Rel ating to | ETF Docunents
(https://trustee.ietf.org/license-info).

This version of this YANG nodule is part of RFC 8349; see
the RFC itself for full legal notices.";

ref erence
"RFC 4861: Nei ghbor Discovery for IP version 6 (1Pv6)";

revisi on 2018-03-13 {
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description
"Net wor k Management Datastore Architecture (NVDA) revision.";
reference
"RFC 8349: A YANG Data Model for Routing Managenent
(NVDA Version)"
}

revision 2016-11-04 {
description
"Initial revision.";
ref erence
"RFC 8022: A YANG Data Model for Routing Managenent";
}

augrment "/if:interfaces/if:interfacel/ip:ipv6e" {
description
"Augnents interface configuration with paraneters of |Pv6
Rout er Advertisenents.";
contai ner ipv6-router-advertisenments {
description
"Support for IPv6 Router Advertisenents.";
| eaf send-advertisenents {
type bool ean;
default "false";
description
"A flag indicating whether or not the router sends
peri odi c Router Advertisenents and responds to
Router Solicitations.";
ref erence
"RFC 4861: Nei ghbor Discovery for IP version 6 (IPv6)
- AdvSendAdverti senents";
}
| eaf max-rtr-adv-interval ({
type uintl1l6 {
range "4..65535";
}
units "seconds";
default "600";
description
"The maximumtime all owed between sending unsolicited
mul ti cast Router Advertisenents fromthe interface.";
ref erence
"RFC 4861: Nei ghbor Discovery for IP version 6 (IPv6)
- MaxRtrAdvinterval ";
}
|l eaf mn-rtr-adv-interval {
type uintl1l6 {
range "3..1350";
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}

units "seconds";
must ". <= 0.75 * ../max-rtr-adv-interval" {
description
"The val ue MJUST NOT be greater than 75% of
"max-rtr-adv-interval'.";
}
description
"The mininumtime all owed between sending unsolicited
mul ti cast Router Advertisenments fromthe interface.

The default value to be used operationally if this
|l eaf is not configured is deternined as foll ows:

- if max-rtr-adv-interval >= 9 seconds, the default
value is 0.33 * max-rtr-adv-interval;

- otherwise, it is 0.75 * max-rtr-adv-interval.";
reference
"RFC 4861: Nei ghbor Discovery for IP version 6 (1Pv6)
- MnRtrAdvinterval ";
}
| eaf managed-flag {
type bool ean;
default "false";
description
"The value to be placed in the ' Managed address
configuration' flag field in the Router
Adverti senent.";
ref erence
"RFC 4861: Nei ghbor Discovery for IP version 6 (IPv6)
- AdvManagedFl ag”;

| eaf other-config-flag {
type bool ean;
default "false";
description
"The value to be placed in the 'O her configuration
flag field in the Router Advertisenent.";
ref erence
"RFC 4861: Nei ghbor Discovery for IP version 6 (1Pv6)
- AdvQt her Confi gFl ag"”;

}
leaf link-nmu {
type uint32;
default "O0";
description
"The value to be placed in MIU options sent by the
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router. A value of zero indicates that no MIU options
are sent.";
ref erence
"RFC 4861: Nei ghbor Discovery for IP version 6 (1Pv6)
- AdvLi nkMTU';
}
| eaf reachable-tine {
type uint32 {
range "0..3600000";
}
units "mlliseconds";
default "0";
description
"The value to be placed in the Reachable Tine field in
the Router Advertisenment messages sent by the router
A val ue of zero neans unspecified (by this router).";
ref erence
"RFC 4861: Nei ghbor Discovery for IP version 6 (IPv6)
- AdvReachabl eTi me";

}

| eaf retrans-tiner {
type uint32;
units "mlliseconds";
default "0";

description
"The value to be placed in the Retrans Tiner field in
the Router Advertisenment nmessages sent by the router
A val ue of zero neans unspecified (by this router).";
reference
"RFC 4861: Nei ghbor Discovery for IP version 6 (IPv6)
- AdvRetransTi ner";

| eaf cur-hop-limt {
type uint8;
description
"The value to be placed in the Cur Hop Limt field in
the Router Advertisement nessages sent by the router
A val ue of zero neans unspecified (by this router).

If this paranmeter is not configured, the device SHOULD
use the | ANA-specified value for the default |Pv4
Tinme to Live (TTL) parameter that was in effect at the
time of inplenentation.”;
ref erence
"RFC 3232: Assigned Nunbers: RFC 1700 is Repl aced by
an On-line Database
RFC 4861: Nei ghbor Discovery for IP version 6 (1Pv6)
- AdvCur HopLi mi t
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| ANA: | P Paraneters
(https://wwv i ana. or g/ assi gnnent s/ i p- paraneters)”;

| eaf default-lifetinme {
type uintl1l6 {
range "0..65535";
}
units "seconds";
description
"The value to be placed in the Router Lifetine field of
Rout er Advertisenments sent fromthe interface, in
seconds. |t MJST be either zero or between
max-rtr-adv-interval and 9000 seconds. A value of zero
indicates that the router is not to be used as a
default router. These linmts may be overridden by
speci fic docunents that describe how | Pv6 operates over
different link |ayers.

If this paraneter is not configured, the device SHOULD
use a value of 3 * max-rtr-adv-interval.";
ref erence
"RFC 4861: Nei ghbor Discovery for IP version 6 (1Pv6)
- AdvDefaul tLifetinme";
}
container prefix-list {
description
"Support for prefixes to be placed in Prefix
Information options in Router Advertisenent nessages
sent fromthe interface.

Prefixes that are advertised by default but do not
have their entries in the child "prefix’ list are
advertised with the default values of all paraneters.

The link-local prefix SHOULD NOT be included in the
list of advertised prefixes.";
reference
"RFC 4861: Nei ghbor Discovery for IP version 6 (1Pv6)
- AdvPrefixList";
list prefix {
key "prefix-spec”;
description
"Support for an advertised prefix entry.";
| eaf prefix-spec {
type inet:ipv6-prefix;
description
"I Pv6 address prefix.";
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choi ce control -adv-prefixes {
default "advertise";
description
"Either (1) the prefix is explicitly renoved fromthe
set of advertised prefixes or (2) the paraneters with
which the prefix is advertised are specified (default
case).";
| eaf no-advertise {
type enpty;
description
"The prefix will not be adverti sed.

This can be used for removing the prefix from
the default set of advertised prefixes.";
}
case advertise {
|l eaf valid-lifetine {
type uint32;
units "seconds";
default "2592000";
description
"The value to be placed in the Valid Lifetine
in the Prefix Information option. The
designated value of all 1's (Oxffffffff)
represents infinity.";
ref erence
"RFC 4861: Nei ghbor Discovery for IP version 6
(1 Pv6) - AdvValidLifetine";

| eaf on-link-flag {
type bool ean;
default "true";
description
"The value to be placed in the on-link flag
("L-bit’) field in the Prefix Information
option.";
reference
"RFC 4861: Nei ghbor Discovery for IP version 6
(1 Pv6) - AdvOnLi nkFl ag";

| eaf preferred-lifetime {

type uint32;
units "seconds";
must . <= ../valid-lifetinme" {

description
"This value MJUST NOT be greater than
valid-lifetinme.";
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default "604800";
description
"The value to be placed in the Preferred
Lifetime in the Prefix Information option
The designated value of all 1's (Oxffffffff)
represents infinity.";
reference
"RFC 4861: Nei ghbor Discovery for IP version 6
(I'Pv6) - AdvPreferredLifetinme"”;
}
| eaf autononous-flag {
type bool ean;
default "true";
description
"The value to be placed in the Autononous Fl ag
field in the Prefix Information option.";
ref erence
"RFC 4861: Nei ghbor Discovery for IP version 6
(I Pv6) - AdvAut onomousFl ag";

/*
* The subsequent data nodes are obviated and obsol et ed
* by the Network Managenent Datastore Architecture
* as described in RFC 8342
*/
augnment "/if:interfaces-state/if:interface/ip:ipve" {
stat us obsol et e;
description
"Augnents interface state data with paranmeters of |Pv6
Rout er Advertisenents.";
contai ner ipv6-router-advertisenments {
status obsol et e;
description
"Paranmeters of | Pv6 Router Advertisenents.";
| eaf send-advertisenents {
type bool ean;
st at us obsol ete;
description
"A flag indicating whether or not the router sends
peri odi c Router Advertisenents and responds to
Router Solicitations.";
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}

| eaf max-rtr-adv-interval ({
type uint16 {
range "4..1800";
}
units "seconds";
stat us obsol et e;
description
"The maxinumtime all owed between sending unsolicited
mul ti cast Router Advertisenents fromthe interface.";
}
|l eaf mn-rtr-adv-interval {
type uint16 {
range "3..1350";
}
units "seconds";
status obsol et e;
description
"The mininumtinme all owed between sending unsolicited
mul ti cast Router Advertisenents fromthe interface."”;
}
| eaf managed-flag {
type bool ean;
stat us obsol et e;
description
"The value that is placed in the ' Managed address
configuration’ flag field in the Router Advertisement.";
}
| eaf other-config-flag {
type bool ean;
stat us obsol et e;
description
"The value that is placed in the 'O her configuration® flag
field in the Router Advertisenent.";
}
leaf link-mu {
type uint32;
st at us obsol ete;
description
"The value that is placed in MU options sent by the
router. A value of zero indicates that no MIU opti ons
are sent.";

| eaf reachable-tine {
type uint32 {
range "0..3600000";

units "mlliseconds";
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stat us obsol et e;
description
"The value that is placed in the Reachable Tine field in
the Router Advertisenent nessages sent by the router. A
val ue of zero means unspecified (by this router).";
}
| eaf retrans-tiner {
type uint32;
units "mlliseconds”;
stat us obsol et e;
description
"The value that is placed in the Retrans Tiner field in the
Rout er Advertisenent nessages sent by the router. A value
of zero means unspecified (by this router).";

| eaf cur-hop-limt {
type uint8;
stat us obsol et e;
description
"The value that is placed in the Cur Hop Limit field in the
Rout er Adverti senment nessages sent by the router. A value
of zero means unspecified (by this router).";

| eaf default-lifetinme {
type uint16 {
range "0..9000";
}
units "seconds";
st at us obsol ete;
description
"The value that is placed in the Router Lifetine field of
Rout er Adverti senents sent fromthe interface, in seconds.
A value of zero indicates that the router is not to be
used as a default router.";
}
container prefix-list {
stat us obsol ete;
description
"Alist of prefixes that are placed in Prefix Information
options in Router Advertisenent nessages sent fromthe
interface.

By default, these are all prefixes that the router
advertises via routing protocols as being on-link for the
interface fromwhich the advertisement is sent.";
list prefix {
key "prefix-spec”;
stat us obsol et e;
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description
"Advertised prefix entry and its paranmeters."”;
| eaf prefix-spec {
type inet:ipv6e-prefix;
status obsol ete;
description
"I Pv6 address prefix.";

leaf valid-lifetine {
type uint32;
units "seconds";
stat us obsol et e;
description
"The value that is placed in the Valid Lifetime in the
Prefix Information option. The designated val ue of
all 1's (Oxffffffff) represents infinity.

An i npl enent ati on SHOULD keep this value constant in
consecutive advertisenents, except when it is
explicitly changed in configuration.";

| eaf on-link-flag {
type bool ean;
stat us obsol et e;
description
"The value that is placed in the on-link flag ('L-bit")
field in the Prefix Information option.";

}
| eaf preferred-lifetime {
type uint32;
units "seconds";
st atus obsol et e;
description
"The value that is placed in the Preferred Lifetine in
the Prefix Information option, in seconds. The
designated value of all 1's (Oxffffffff) represents
infinity.
An i nmpl enentati on SHOULD keep this value constant in
consecutive advertisenents, except when it is
explicitly changed in configuration.";
}

| eaf aut ononous-flag {
type bool ean;
st atus obsol et e;
description
"The value that is placed in the Autononous Flag field
in the Prefix Information option.";
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<CCDE ENDS>
10. | ANA Consi derati ons

[ RFC8022] registered the foll owi ng nanespace URIs in the "I ETF XM
Regi stry" [RFC3688]. |ANA has updated the references to refer to
this docunent.

URI: urn:ietf:parans:xm:ns:yang:ietf-routing
Regi strant Contact: The | ESG
XM.: N A the requested URI is an XML nanmespace

URI: urn:ietf:parans: xm:ns:yang:ietf-ipv4-unicast-routing
Regi strant Contact: The |ESG
XM.: NA; the requested URI is an XM. nanespace

URI: urn:ietf:parans:xm:ns:yang:ietf-ipv6-unicast-routing
Regi strant Contact: The | ESG
XM.: NA; the requested URI is an XML nanespace

[ RFC8022] registered the followi ng YANG nodul es in the "YANG Modul e
Nanes" registry [ RFC6020]. | ANA has updated (1) the nodul es per this
docunent and (2) the references to refer to this docunent.

Nane: ietf-routing
Nanespace: urn:ietf:paramnms:xm:ns:yang:ietf-routing
Prefix: rt

Ref erence: RFC 8349

Narne: i etf-ipv4-unicast-routing
Nanmespace: urn:ietf:params:xm:ns:yang:ietf-ipv4-unicast-routing
Prefix: vaur

Ref erence: RFC 8349

Nane: ietf-ipv6-unicast-routing
Nanmespace: urn:ietf:parans: xm :ns:yang:ietf-ipv6-unicast-routing
Prefix: veur

Ref erence: RFC 8349
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11.

Thi s document registers the foll owi ng YANG subnodul e in the "YANG
Modul e Names" registry [ RFC6020]:

Nane: ietf-ipv6e-router-advertisenents
Modul e: ietf-ipv6-unicast-routing
Ref erence: RFC 8349

Security Consi derations

The YANG nodul es specified in this docunent define a schenma for data
that is designed to be accessed via network nmanagenent protocols such
as NETCONF [ RFC6241] or RESTCONF [ RFC8040]. The | owest NETCONF | ayer
is the secure transport |ayer, and the mandatory-to-inpl ement secure
transport is Secure Shell (SSH) [RFC6242]. The | owest RESTCONF | ayer
is HITPS, and the mandatory-to-inpl enent secure transport is TLS

[ RFC5246] .

The NETCONF access control nodel [RFC8341] provides the neans to
restrict access for particular NETCONF or RESTCONF users to a
preconfigured subset of all available NETCONF or RESTCONF protoco
operations and content.

There are a nunber of data nodes defined in these YANG nodul es that
are witable/creatable/deletable (i.e., config true, which is the
default). These data nodes may be considered sensitive or vul nerable
in some network environnents. Wite operations (e.g., edit-config)
to these data nodes w thout proper protection can have a negative
effect on network operations. These are the subtrees and data nodes
and their sensitivity/vulnerability:

/routing/control-pl ane-protocol s/control -pl ane-protocol: This |ist
specifies the control -plane protocols configured on a device.

/routing/ribs/rib: This list specifies the RIBs configured for the
devi ce.

Sone of the readabl e data nodes in these YANG nodul es may be

consi dered sensitive or vulnerable in some network environnents. |t
is thus inportant to control read access (e.g., via get, get-config,
or notification) to these data nodes. These are the subtrees and
data nodes and their sensitivity/vulnerability:

/routing/control -pl ane-protocol s/control -pl ane-protocol: This |ist
specifies the control -plane protocols configured on a device.
Refer to the control -plane nodels for a list of sensitive
i nfornation.
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12.

12.

/routing/ribs/rib: This list specifies the RIBs and their contents
for the device. Access to this information may di scl ose the
net wor k t opol ogy and/or other information.

Sone of the RPC operations in this YANG nodul e may be consi dered
sensitive or vulnerable in some network environnments. It is thus
important to control access to these operations. These are the
operations and their sensitivity/vulnerability:

/routing/ribs/rib/active-route: The output fromthis RPC operation
returns the route that is being used for a specified destination
Access to this informati on nmay disclose the network topol ogy or
relationship (e.g., client/provider). Additionally, the routes
used by a network device may be used to nount a subsequent attack
on traffic traversing the network device.
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Appendi x A.  The Conpl ete Schema Tree

Thi s appendi x presents the conplete tree of the core routing data
nodel . See [ RFC8340] for an explanation of the synbols used. The
data type of every |eaf node is shown near the right end of the
corresponding line.

modul e: ietf-routing
+--rw routing

+--rw router-id? yang: dot t ed- quad
+--ro interfaces
| +--ro interface* if:interface-ref

+--rw control - pl ane-protocol s
| +--rw control-pl ane-protocol* [type nane]

+--rw type identityref
+--rw nane string
+--rw description? string

+--rw static-routes
+--rw vdur:ipv4
| +--rw vdur:route* [destination-prefix]
| +--rw v4ur:destination-prefix
| | i net:ipva-prefix
| +--rw v4ur: description? string
| +--1rw v4ur: next - hop
| +--rw (vd4ur: next - hop-options)
| +--:(vdur: si npl e- next - hop)
| | +--rw vdur:outgoing-interface?
| | if:interface-ref
| |  +--rw vdur: next - hop- addr ess?
| | i net: i pv4-address
| +- - (v4ur: speci al - next - hop)
| |  +--rw vdur: speci al - next - hop?
| | enumer ati on
| +--:(vdur: next-hop-1list)
| +--rw v4ur: next-hop-1i st
| +--rw v4ur: next - hop* [index]
| +--rw v4ur:index
| | string
| +--rw v4ur: out goi ng-interface?
| | if:interface-ref
| +--rw v4ur: next - hop- addr ess?
| i net:ipv4-address
+--rw veur:ipve
+--rw veur:route* [destination-prefix]
+--rw v6ur:destination-prefix
| inet:ipv6-prefix
+--rw véur: description? string
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+--rw rib* [nane]
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+--rw véur: next - hop

+- -

rw (véur: next-hop-options)
+--:(v6ur: sinpl e- next - hop)
| +--rw v6ur:outgoing-interface?
| if:interface-ref
| +--rw v6ur: next-hop-address?
| i net:ipv6-address
+--:(v6ur: speci al - next - hop)
| +--rw v6ur: speci al - next - hop?
| enumer ation
+--:(v6ur: next-hop-1ist)
+--rw veéur: next-hop-1ist
+--rw véur: next - hop* [index]
+--rw véur: i ndex
| string
+--rw véur: out goi ng-interface?
| if:interface-ref
+--rw véur: next - hop- addr ess?
i net:ipv6-address

+--rw nane string
+--rw address-famly i dentityref
+--ro default-rib? bool ean {multiple-ribs}?

+--ro routes

+--ro route*
+--ro0 route-preference?

rout e- pref erence

+--1r0 next-hop

+-r0
+- -

I
I
I
I
I
+- -
I
+- -

(next - hop-options)
: (si npl e- next - hop)
+--ro0 outgoing-interface?
| if:interface-ref
+--r1r0 vdur: next-hop-address?
| i net:ipv4-address
+--1r0 v6ur: next-hop-address?
i net:ipv6-address
: (speci al - next - hop)
+--ro speci al - next - hop? enumer ati on
:(next-hop-list)
+--1r0 next-hop-Ilist
+--r0 next-hop*
+--ro0 outgoing-interface?
| if:interface-ref
+--ro v4ur: address?
| i net:ipv4-address
+--ro vé6ur: address?
i net:ipv6-address
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| +--ro0 source- protocol i dentityref

| +--ro active? enpty

| +--ro | ast-updat ed? yang: dat e-and-ti ne
| +--1r0 vdur:destination-prefix? inet:ipvéd-prefix

| +--r0 v6ur:destination-prefix? i net:ipv6-prefix

+---X active-route
+---w i nput
| +---w vdur:destination-address? i net:ipv4-address
| +---w v6ur:destination-address? i net:ipv6-address
+--r0 out put
+--ro0 route
+--1r0 next-hop
| +--ro (next-hop-options)
+--:(sinpl e- next - hop)
| +--ro outgoing-interface?
| if:interface-ref
|  +--ro vdur:next-hop-address?
| ] i net:ipv4-address
| +--ro v6ur:next-hop-address?
| i net:ipv6-address
+--: (speci al - next - hop)
| +--ro special -next-hop?
| enuneration
+--:(next-hop-list)
+--ro next-hop-1|i st
+--ro next-hop*
+--ro0 outgoing-interface?
| if:interface-ref
+--1r0 v4ur: next-hop-address?
| i net:ipv4-address
+--r0 v6ur: next-hop-address?
i net:ipv6-address
+--r0 source- protocol identityref
+--ro active? enpty
+--ro | ast-updat ed?
| yang: dat e-and-ti ne
+--ro v4ur:destination-prefix?
| inet:ipvé-prefix
+--ro0 v6ur:destination-prefix?
inet:ipv6-prefix

+--rw description? string
0--ro routing-state
O--ro router-id? yang: dot t ed- quad
o--ro interfaces
| o--ro interface* if:interface-state-ref
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0--ro control -pl ane-protocol s
| o--ro control-plane-protocol* [type nane]
| 0--ro type identityref
| 0--ro nane string
0--ro ribs
0--ro rib* [nane]

O--ro nane string
0--ro address-famly i dentityref
0--ro default-rib? bool ean {multiple-ribs}?

0--ro routes
| o--ro route*
0--ro route-preference? rout e- preference
0--ro next-hop
| o--ro (next-hop-options)
0--: (sinpl e- next - hop)
| o--ro outgoing-interface?
| if:interface-ref
| o--ro vdur:next-hop-address?
| ] i net:ipv4-address
| o0--ro v6ur:next-hop-address?
| i net:ipv6-address
0--: (speci al - next - hop)
| o--ro special-next-hop? enuner ation
0--: (next-hop-list)
0--ro next-hop-Iist
0--ro next-hop*
0--ro outgoing-interface?
| if:interface-ref
0--ro vdur: address?
| i net:ipv4-address
0--ro véur: address?
i net:ipv6-address

0--ro source-protocol identityref

0--ro active? enpty

0--ro | ast-updat ed? yang: date-and-ti ne
0--ro vdur:destination-prefix? i net:ipva-prefix
0--ro véur:destination-prefix? i net:ipv6-prefix

0---X active-route
0---w i nput
| o0---w vdur:destination-address? i net:ipv4-address
| o---w v6ur:destination-address? i net:ipv6-address
0--ro out put
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0--ro route
0--ro next-hop
| o0--ro (next-hop-options)
0--: (si npl e- next - hop)
| o--ro outgoing-interface?
| ] if:interface-ref
| o0--ro vdur:next-hop-address?
| i net:ipv4-address
| o0--ro v6ur:next-hop-address?
| i net:ipv6-address
0--: (speci al - next - hop)
| o--ro special-next-hop?
| enumer ati on
0--:(next-hop-1list)
0--ro next-hop-Ilist
0--ro next-hop*
0--ro outgoing-interface?
| if:interface-ref
0--ro0 vdur: next-hop-address?
| i net:ipv4-address
0--ro0 vb6ur: next-hop-address?
i net:ipv6-address
0--ro source-protocol i dentityref
0--ro active? enpty
0--ro | ast-updat ed?
| yang: dat e-and-ti ne
0--ro vdur:destination-prefix?
| inet:ipvéd-prefix
0--ro vb6ur: destination-prefix?
i net:ipv6-prefix
nmodul e: ietf-ipv6-unicast-routing
augrment /if:interfaces/if:interface/ip:ipvé6:
+--rw i pv6-router-advertisenents
+--rw send- adverti sement s? bool ean
+--rw max-rtr-adv-interval ? ui nt 16
+--rwmn-rtr-adv-interval ? uintl6

+--rw managed- f | ag? bool ean
+--rw ot her-config-fl ag? bool ean
+--rw link-mu? ui nt 32
+--rw reachabl e-tinme? ui nt 32
+--rwretrans-timer? ui nt 32
+--rw cur-hop-limt? uint8

+--rw default-lifetine? uintl16

+--rw prefix-Ilist
+--rw prefix* [prefix-spec]
+--rw prefix-spec inet:ipv6-prefix
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+--rw (control -adv-prefixes)?
+--:(no-advertise)

| +--rw no-advertise? enpty
+--: (advertise)
+--rwvalid-lifetime? ui nt 32
+--rw on-1link-flag? bool ean
+--rw preferred-lifetinme? ui nt 32
+--rw aut ononous-fl ag? bool ean

augnment /if:interfaces-state/if:interface/ip:ipv6:
0--ro ipv6-router-advertisenents
0--ro send-adverti senents? bool ean
0--ro max-rtr-adv-interval ? uint 16
Oo--ro min-rtr-adv-interval ? ui nt 16

0--ro nmanaged-fl ag? bool ean
0--ro other-config-flag? bool ean
0--ro link-ntu? ui nt 32
0--ro reachable-tine? ui nt 32
O--ro retrans-tinmer? ui nt 32
0--ro cur-hop-limt? uint8

o--ro default-lifetine? uint 16

o--ro prefix-list
o--ro prefix* [prefix-spec]

o--ro prefix-spec i net:ipv6-prefix
o--ro valid-lifetinme? ui nt 32
0--ro on-link-flag? bool ean
o--ro preferred-lifetine? ui nt 32
0--ro autonomous-flag? bool ean

Appendi x B. M ni mum | npl enent ati on

Sone parts and options of the core routing nodel, such as
user-defined RIBs, are intended only for advanced routers. This
appendi x gi ves basic non-normative guidelines for inplenenting a bare
m ni mum of avail able functions. Such an inplenentation my be used
for hosts or very sinple routers.

A mnimuminpl erentati on does not support the "nultiple-ribs"
feature. This nmeans that a single systemcontrolled RIB is avail able
for each supported address famly -- 1Pv4, 1Pv6, or both. These RIBs
are also the default RIBs. No user-controlled RIBs are all owed.

In addition to the mandatory instance of the "direct"
pseudo- protocol, a m ni num i npl ementati on shoul d support configuring
instance(s) of the "static" pseudo-protocol

For hosts that are never intended to act as routers, the ability to

turn on sending | Pv6 Router Advertisenents (Section 5.4) should be
renoved
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Platforms with severely constrained resources may use deviations for
restricting the data nmodel, e.g., linmting the nunber of "static"
control - pl ane protocol instances.

Appendi x C. Exanple: Adding a New Control - Pl ane Protoco

Thi s appendi x denonstrates how the core routing data nodel can be
extended to support a new control-plane protocol. The YANG nodul e
"exanpl e-ri p* shown belowis intended as an illustration rather than
a real definition of a data nodel for the Routing Information
Protocol (RIP). For the sake of brevity, this nodul e does not obey
all the guidelines specified in [ YANG CGuidelines]. See also

Section 5.3. 2.

modul e exanple-rip {

yang-version "1.1";
nanespace "http://exanple.conlrip";
prefix "rip";

inmport ietf-interfaces {
prefix "if";
}

inmport ietf-routing {
prefix "rt";
}

identity rip {
base rt:routing-protocol;
description
"ldentity for the Routing Information Protocol (R P).";

}

typedef rip-netric {
type uint8 {
range "0..16";
}
}
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groupi ng route-content {
description
"This grouping defines RIP-specific route attributes."”;
| eaf metric {
type rip-netric;

| eaf tag {
type uint 16;
default "0";
description
"This | eaf may be used to carry additional infornmation,
e.g., an autonompus system (AS) nunber.";
}
}

augnment "/rt:routing/rt:ribs/rt:rib/rt:routes/rt:route" {
when "derived-fromor-self(rt:source-protocol, 'rip:rip )" {
description
"This augnment is only valid for a route whose source
protocol is RIP.";
}
description
"Rl P-specific route attributes.";
uses route-content;

}

augnment “"/rt:routing/rt:ribs/rt:rib/rt:active-route/"
+ "rt:output/rt:route" {
description
"Rl P-specific route attributes in the output of an
"active-route’ RPC ";
uses route-content;

}

augrment "/rt:routing/rt:control-plane-protocols/”
+ "rt:control - pl ane-protocol " {
when "derived-fromor-self(rt:type,’ rip:rip )" {
description
"This augnent is only valid for a routing protocol instance
of type 'rip .";

container rip {
presence
"RIP configuration”;
description
"RIP instance configuration.";
contai ner interfaces {
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description
"Per-interface RIP configuration.";
list interface {
key "nane";
description
"RIP is enabled on interfaces that have an entry in this
list, unless "enabled is set to 'false for that
entry.";
| eaf nane {
type if:interface-ref;

| eaf enabl ed {
type bool ean;
default "true";

| eaf metric {
type rip-netric;
default "1";
}
}

| eaf update-interval {
type uint8 {
range "10..60";
}
units "seconds";
defaul t "30";
description
"Time interval between periodic updates."”;
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Appendi x D. Data Tree Exanple

This section contains an exanmple of an instance data tree fromthe
operational state, in JSON encodi ng [ RFC7951]. (This exanple
includes "iana-if-type", which is defined in [ RFC7224].)

The data confornms to a data nodel that is defined by the follow ng
YANG | i brary specification [ RFC7895]:

{
"ietf-yang-library: nodul es-state":
"modul e-set-id": "c2elf54169aa7f 36e1a6e8d0865d441d3600f 9c4",
"modul e": [
{
"name": "ietf-routing",
"revision": "2018-03-13",
"feature": |
"mul tiple-ribs",

"router-id"
1,
"namespace”: "urn:ietf:parans:xm:ns:yang:ietf-routing”,
"conformance-type": "inplenent"
H
{
"name": "ietf-ipv4-unicast-routing”,
"revision": "2018-03-13",
"namespace"”:
"urn:ietf:parans: xnm:ns:yang:ietf-ipv4-unicast-routing”,
"conformance-type": "inplenent"
H
{
"name": "ietf-ipv6-unicast-routing”,
"revision": "2018-03-13",
"nanmespace":
"urn:ietf:parans: xm:ns:yang:ietf-ipv6-unicast-routing"”,
"conformance-type": "inplenent",
"subnodul e": |
{
"name": "ietf-ipv6-router-adverti senents"”,
"revision": "2018-03-13"
}
]
b
{
"name": "ietf-interfaces"”,
"revision": "2018-02-20",
"namespace": "urn:ietf:parans:xn:ns:yang:ietf-interfaces",
"conformance-type": "inplenent"
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b

{
"name": "ietf-inet-types",
"nanmespace": "urn:ietf:parans:xm:
"revision": "2013-07-15",
"conf ormance-type": "inport"

b

{
"name": "ietf-yang-types",
"nanmespace": "urn:ietf:parans:xm:
"revision": "2013-07-15",
"conf ormance-type": "inport"

b

{
"name": "iana-if-type",
"nanmespace": "urn:ietf:parans:xm:
"revision": "2014-05-08",
"conformance-type": "inplenent"

b

{
"name": "ietf-ip",
"revision": "2018-02-22",
"nanmespace": "urn:ietf:parans:xm:
"conformance-type": "inplenent"

}

Lhot ka, et al.
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A sinmple network setup as shown in Figure 2 is assuned:

March 2018

router "A"

uses static default routes with the "I SP" router as the next hop
I Pv6 Router Advertisenents are configured only on the "ethl"

interface and disabled on the upstream "ethQ0" interface.

| Router ISP |

| 2001: db8: 0: 1:: 2

|192.0.2.2
I

I
| 2001: db8: 0:1::1

eth0] 192.0.2.1

T T +
I I
| Router A |
I I
Fomm oo Fomm oo +

et hl| 198. 51. 100. 1

| 2001: db8: 0: 2:: 1

Figure 2: Exanpl e of Network Configuration

The instance data tree could then be as foll ows:

"ietf-interfaces:interfaces": {
"interface": |

{
"name": "eth0",
"type": "iana-if-type:ethernetCsnacd",
"description": "Uplink to | SP.",
"phys-address”: "00:0C: 42: E5: B1: E9",
"oper-status": "up",
"statistics": {
"discontinuity-time": "2015-10-24T17:11:27+02: 00"
}
"ietf-ip:ipvd": {
"forwardi ng": true,
"mu": 1500,
"address": [
"ip": "192.0.2.1",
"prefix-length": 24
Lhotka, et al. St andards Track
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}
]
}
"ietf-ip:ipve": {
"forwardi ng": true,
"mtu": 1500,
"address": |
{
"ip": "2001:0db8:0:1::1",
"prefix-length": 64
}
"autoconf": {
"create-gl obal -addresses”: fal se
"ietf-ipv6-unicast-routing:ipv6-router-advertisenents": {
"send- advertisenents": false
}
}
b
{
"name": "ethl",
"type": "iana-if-type:ethernet Csnacd",
"description": "Interface to the internal network.",
"phys-address”: "00:0C: 42: E5: B1: EA",
"oper-status": "up",

"statistics": {
“discontinuity-time": "2015-10-24T17:11: 29+02: 00"
}

"ietf-ip:ipvd": {
"forwardi ng": true,
"mtu": 1500,
"address": [

"ip": "198.51.100.1",
"prefix-length": 24
}
]

ietf-ip:ipve": {
"forwardi ng": true,

"mtu": 1500,
"address": |
{

"ip": "2001:0db8:0:2::1",
"prefix-length": 64
}
1,
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"autoconf": {
"create-gl obal -addresses”: fal se

"ietf-ipv6-unicast-routing:ipv6-router-advertisenents": {
"send- adverti sements": true,
"prefix-list": {
"prefix": [

"prefix-spec": "2001:db8:0:2::/64"

"ietf-routing:routing": {
"router-id': "192.0.2.1",
"control - pl ane-protocol s": {

"control -plane-protocol ": |
{
"type": "ietf-routing:static",
n narT-B" : n St OII ,

"description":
"Static routing is used for the internal network.",
"static-routes": {
"ietf-ipv4-unicast-routing:ipv4d": {
"route": [

"destination-prefix": "0.0.0.0/0",
"next - hop": {
"next - hop-address": "192.0.2.2"

}
}
]
"ietf-ipv6-unicast-routing:ipve": {
“route": [
"destination-prefix": "::/0",
"next - hop": {
"next - hop-address": "2001:db8:0:1::2"
}
}
]

}

Lhotka, et al. St andards Track [ Page 74]



RFC 8349 YANG Rout i ng Managenent March 2018

}
}
]
1
"ribs": {
"rib": [
{ _
"name": "ipv4-master",
"address-fam|y":
"ietf-ipv4-unicast-routing:ipv4-unicast",
"default-rib": true,
"routes": {
"route": [
"ietf-ipv4-unicast-routing:destination-prefix":
"192.0. 2.1/ 24",
"next - hop": {
"out goi ng-i nterface": "eth0"
},
"rout e-preference": O,
"source-protocol": "ietf-routing:direct”,
"l ast-updat ed": "2015-10-24T17:11: 27+02: 00"
H
{
"ietf-ipv4-unicast-routing:destination-prefix":
"198.51.100. 0/ 24",
"next - hop": {
"out going-interface": "ethl"
},
"source-protocol": "ietf-routing:direct",
"rout e-preference": O,
"l ast -updat ed": "2015-10-24T17:11: 27+02: 00"
H
{
"ietf-ipv4-unicast-routing:destination-prefix":
"0.0.0.0/0",
"source-protocol": "ietf-routing:static",
"rout e-preference": 5,
"next - hop": {
"ietf-ipv4-unicast-routing: next-hop-address":
"192.0.2.2"
}
"l ast -updated": "2015-10-24T18: 02: 45+02: 00"
}
]
}
H
{
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"name": "ipv6-naster",
"address-fam | y":
"ietf-ipv6-unicast-routing:ipv6-unicast”,
"default-rib": true,
"routes": {
"route": [

"ietf-ipv6-unicast-routing:destination-prefix":
"2001: db8: 0: 1::/64",

"next - hop": {
"out goi ng-i nterface": "eth0"

}

"source-protocol": "ietf-routing:direct",
"rout e-preference": O,
"l ast-updat ed": "2015-10-24T17:11: 27+02: 00"

H
{
"ietf-ipv6-unicast-routing:destination-prefix":
"2001: db8: 0: 2::/64",
"next - hop": {
"outgoi ng-interface": "ethl"
"source-protocol": "ietf-routing:direct",
"rout e-preference": O,
"l ast-updated": "2015-10-24T17:11:27+02: 00"
b
{
"ietf-ipv6-unicast-routing:destination-prefix":
R O
"next - hop": {
"ietf-ipv6-unicast-routing: next-hop-address":
"2001: db8: 0: 1:: 2"
},
"source-protocol": "ietf-routing:static",
"rout e-preference": 5,
"l ast -updated": "2015-10-24T18: 02: 45+02: 00"
}
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Appendi x E.  NETCONF Get Data Reply Exanple

This section gives an exanple of an XM. [ WBC. REC- xnml - 20081126] reply
to the NETCONF <get-data> request for <operational> for a device that
i npl ements the exanpl e data nodel s above.

<rpc-reply
xm ns="urn:ietf:paranms: xm : ns: net conf: base: 1. 0"
message-i d="101">
<dat a>
<routing
xm ns="urn:ietf:paranms: xm :ns:yang:ietf-routing"
xmns:or="urn:ietf:paranms: xm : ns:yang:ietf-origin">

<router-id or:origin="or:intended">192.0. 2. 1</router-id>
<control - pl ane-protocol s or:origin="or:intended">
<control - pl ane- pr ot ocol >
<type>ietf-routing:static</type>
<name>st ati c-routi ng- prot ocol </ nane>
<static-routes>
<ietf-ipv4-unicast-routing:ipv4d>
<r out e>
<desti nati on-prefix>0.0.0.0/0</destination-prefix>
<next - hop>
<next - hop- addr ess>192. 0. 2. 2</ next - hop- addr ess>
</ next - hop>
</rout e>
</ietf-ipv4-unicast-routing:ipv4d>
<ietf-ipv6-unicast-routing:ipve>
<rout e>
<destination-prefix>::/0</destination-prefix>
<next - hop>
<next - hop- addr ess>2001: db8: 0: 1: : 2</ next - hop- addr ess>
</ next - hop>
</route>
</ietf-ipv6-unicast-routing:ipv6>
</static-routes>
</ control - pl ane-protocol >
</ control - pl ane- prot ocol s>

<ri bs>
<rib or:origin="or:intended">
<name>i pv4- mast er </ name>
<address-fam |y>
i etf-ipv4-unicast-routing:ipv4-unicast
</ address-fam | y>
<defaul t-rib>true</default-rib>
<r out es>

Lhotka, et al. St andards Track [ Page 77]



RFC 8349

YANG Rout i ng Managenent March 2018

<r out e>
<ietf-ipv4-unicast-routing:destination-prefix>
192.0.2.1/24

</ietf-ipv4-unicast-routing:destination-prefix>
<next - hop>
<out goi ng-i nterface>et hO</ out goi ng-i nterface>
</ next - hop>
<r out e- pr ef er ence>0</r out e- pr ef er ence>
<sour ce-protocol > etf-routing:direct</source-protocol >
<l ast - updat ed>2015- 10- 24T17: 11: 27+02: 00</ | ast - updat ed>
</rout e>
<rout e>
<i etf-ipv4-unicast-routing:destination-prefix>
198. 51. 100. 0/ 24
</ietf-ipv4-unicast-routing:destination-prefix>
<next - hop>
<out goi ng-i nterface>ethl</outgoing-interface>
</ next - hop>
<rout e- pr ef erence>0</r out e- pr ef erence>
<sour ce-protocol > etf-routing: direct</source-protocol >
<l ast - updat ed>2015- 10- 24T17: 11: 27+02: 00</ | ast - updat ed>
</route>
<rout e>
<ietf-ipv4-unicast-routing:destination-prefix>0.0.0.0/0
</ietf-ipv4-unicast-routing:destination-prefix>
<next - hop>
<i etf-ipv4-unicast-routing: next-hop-address>192.0.2.2
</ietf-ipv4-unicast-routing: next-hop-address>
</ next - hop>
<rout e- pr ef erence>5</r out e- pr ef er ence>
<sour ce-protocol >i etf-routing: static</source-protocol >
<l ast - updat ed>2015- 10- 24T18: 02: 45+02: 00</ | ast - updat ed>
</rout e>
</routes>
</rib>
<rib or:origin="or:intended">
<name>i pv6- mast er </ nanme>
<address-fam |y>
i etf-ipv6-unicast-routing:ipv6e-unicast
</ address-fam | y>
<defaul t-rib>true</default-rib>
<r out es>
<r out e>
<ietf-ipv6-unicast-routing:destination-prefix>
2001: db8: 0:1::/64
</ietf-ipv6-unicast-routing:destination-prefix>
<next - hop>
<out goi ng-i nterface>et hO</ out goi ng-i nterface>
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</ribs>
</routing>

</ dat a>
</rpc-reply>
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</ next - hop>
<r out e- pr ef er ence>0</r out e- pr ef er ence>
<sour ce-protocol > etf-routing:direct</source-protocol >
<l ast - updat ed>2015- 10- 24T17: 11: 27+02: 00</ | ast - updat ed>
rout e>
out e>
<ietf-ipv6-unicast-routing:destination-prefix>

2001: db8: 0: 2: : / 64
</ietf-ipv6-unicast-routing:destination-prefix>
<next - hop>

<out goi ng-i nterface>ethl</outgoing-interface>
</ next - hop>
<rout e- pr ef erence>0</r out e- pr ef erence>
<sour ce-protocol > etf-routing: direct</source-protocol >
<l ast - updat ed>2015- 10- 24T17: 11: 27+02: 00</ | ast - updat ed>
rout e>
out e>
<ietf-ipv6-unicast-routing:destination-prefix>::/0
</ietf-ipv6-unicast-routing:destination-prefix>
<next - hop>

<i etf-ipv6-unicast-routing: next-hop-address>

2001: db8:0: 1:: 2

</ietf-ipv6-unicast-routing: next-hop-address>
</ next - hop>
<rout e- pref erence>5</rout e- pref erence>
<sour ce-protocol > etf-routing: static</source-protocol >
<l ast - updat ed>2015- 10- 24T18: 02: 45+02: 00</ | ast - updat ed>
rout e>
ut es>
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