I nternet Engi neering Task Force (IETF) M Georgescu

Request for Comments: 8219 L. Pislaru
Cat egory: I nfornmational RCS&RDS
I SSN: 2070-1721 G Lencse

Szechenyi Istvan University
August 2017

Benchmar ki ng Met hodol ogy for 1 Pv6 Transition Technol ogi es
Abstract

Benchmar ki ng net hodol ogi es that address the performance of network

i nterconnect devices that are |Pv4- or |Pv6-capable exist, but the

I Pv6 transition technol ogies are outside of their scope. This
docunent provides conpl enmentary guidelines for evaluating the
performance of | Pv6 transition technol ogies. Mre specifically, this
docunent targets IPv6 transition technol ogies that enpl oy
encapsul ati on or transl ati on nmechani snms, as dual -stack nodes can be
tested using the recomendati ons of RFCs 2544 and 5180. The

met hodol ogy al so includes a netric for benchmarking | oad scalability.

Status of This Meno

Thi s docunent is not an Internet Standards Track specification; it is
publ i shed for informational purposes.

Thi s docunent is a product of the Internet Engineering Task Force
(IETF). It represents the consensus of the |IETF conmmunity. It has
recei ved public review and has been approved for publication by the
Internet Engineering Steering Group (IESG. Not all docunents
approved by the ESG are a candidate for any |evel of Internet

St andard; see Section 2 of RFC 7841.

I nformati on about the current status of this docunent, any errata,

and how to provide feedback on it may be obtained at
http://ww. rfc-editor.org/info/rfc8219
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Copyri ght Notice

Copyright (c) 2017 |IETF Trust and the persons identified as the
docunent authors. Al rights reserved.

Thi s docunent is subject to BCP 78 and the | ETF Trust’'s Lega
Provisions Relating to | ETF Docunents
(http://trustee.ietf.org/license-info) in effect on the date of
publication of this docunment. Please review these documents
carefully, as they describe your rights and restrictions with respect
to this docunent. Code Conponents extracted fromthis docunent nust
include Sinplified BSD Li cense text as described in Section 4.e of
the Trust Legal Provisions and are provided without warranty as
described in the Sinplified BSD License.
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1. I nt roducti on

The net hodol ogi es described in [ RFC2544] and [ RFC5180] hel p vendors
and network operators alike analyze the performance of |Pv4 and

| Pv6- capabl e network devices. The nethodol ogy presented in [ RFC2544]
is nostly IP version independent, while [RFC5180] contains

compl enentary recommendati ons that are specific to the latest IP
version, |IPv6. However, [RFC5180] does not cover IPv6 transition

t echnol ogi es.

I Pv6 is not backwards conpati bl e, which nmeans that |Pv4-only nodes
cannot directly conmunicate with IPv6-only nodes. To solve this

i ssue, IPv6 transition technol ogi es have been proposed and

i mpl ement ed.

Thi s docunent presents benchmarki ng gui delines dedicated to | Pv6
transition technol ogies. The benchmarking tests can provide insights
about the performance of these technol ogies, which can act as useful

f eedback for devel opers and network operators going through the |IPv6
transition process.

The docurent al so includes an approach to quantify performance when
operating in overload. Overload scalability can be defined as a
systemis ability to gracefully acconmpdate a greater nunmber of flows
than the maxi mum nunber of flows that the Device Under Test (DUT) can
operate normally. The approach taken here is to quantify the
overload scalability by neasuring the performance created by an
excessi ve nunber of network flows and conparing performance to the
non-over| oaded case.

1.1. 1Pv6 Transition Technol ogi es

Two of the basic transition technol ogies, dual IP |ayer (also known
as dual stack) and encapsul ation, are presented in [ RFC4213].

I Pv4/ 1 Pv6 translation is presented in [ RFC6144]. Most of the
transition technol ogi es enploy at |east one variation of these
mechani sms. In this context, a generic classification of the
transition technol ogi es can prove useful.
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W can consider a production network transitioning to | Pv6 as being
constructed using the follow ng | P domai ns:

0 Domain A | PvX-specific domain

0 Core domain: |PvY-specific or dual-stack (IPvX and | PvY) donain
0 Domain B: | PvX-specific domain

Note: X,Y are part of the set {4,6}, and X is NOT EQUAL to Y

The transition technol ogi es can be categorized according to the
technol ogy used for traversal of the core domain

1. Dual stack: Devices in the core domain inplenment both IP
pr ot ocol s.

2. Single translation: In this case, the production network is
assuned to have only two donains: Domain A and the core donain

The core domain is assumed to be IPvY specific. |PvX packets are
translated to I PvY at the edge between Domain A and the core
domai n.

3. Double translation: The production network is assunmed to have all
three donai ns; Domains A and B are I PvX specific, while the core
domain is IPvY specific. A translation nechanismis enployed for
the traversal of the core network. The |IPvX packets are
translated to I PvY packets at the edge between Donain A and the
core dommin. Subsequently, the IPvY packets are transl ated back
to I PvX at the edge between the core domain and Donai n B.

4. Encapsul ation: The production network is assunmed to have all
three domains; Domains A and B are I PvX specific, while the core
domain is IPvY specific. An encapsulation nechanismis used to
traverse the core domain. The |PvX packets are encapsulated to
| PvY packets at the edge between Donmain A and the core donain.
Subsequently, the IPvY packets are de-encapsul ated at the edge
bet ween the core domain and Domai n B.

The performance of dual -stack transition technol ogies can be fully
eval uat ed usi ng the benchmarki ng nmet hodol ogi es presented by [ RFC2544]
and [ RFC5180]. Consequently, this docunent focuses on the other
three categories: single-translation, double-translation, and
encapsul ati on transition technol ogi es.

Anot her inportant aspect by which IPv6 transition technol ogi es can be

categorized is their use of stateful or stateless mapping al gorithns.
The technol ogi es that use stateful nmapping algorithns (e.g., Stateful
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NAT64 [ RFC6146]) create dynam c correl ati ons between | P addresses or
{1 P address, transport protocol, transport port nunber} tuples, which
are stored in a state table. For ease of reference, IPv6 transition
technol ogi es that enploy stateful mapping algorithns will be called
"stateful I Pv6 transition technologies". The efficiency with which
the state table is nanaged can be an inportant perfornance indicator
for these technol ogies. Hence, additional benchmarking tests are
RECOMVENDED for stateful IPv6 transition technol ogies.

Table 1 contains the generic categories and associations with sone of
the IPv6 transition technol ogi es proposed in the | ETF. Please note
that the list is not exhaustive.

| 1| Dual stack | Dual |P Layer Operations [RFC4213]
| 2| Single translation | NAT64 [ RFC6146], IVI [RFC6219] |
| 3 | Double translation | 464XLAT [ RFC6877], MAP-T [ RFC7599]

| DS-Lite [RFC6333], MAP-E [ RFC7597],
| | | Lightweight 4over6 [ RFC7596], |

| 6rd [ RFC5569], 6PE [ RFC4798], |

| 6VPE [ RFC4659] |

Table 1: I Pv6 Transition Technol ogi es Categories
Conventions Used in This Docunent

The key words "MJST", "MJST NOT*, "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "NOT RECOMVENDED', "MAY", and
"OPTIONAL" in this docunent are to be interpreted as described in BCP
14 [ RFC2119] [RFCB174] when, and only when, they appear in al
capital s, as shown here

Al t hough these ternms are usually associated with protocol
requirenents, in this docunment, the terns are requirenents for users
and systens that intend to inplenent the test conditions and claim
conformance with this specification.
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3. Termi nol ogy

A nunber of ternms used in this menmo have been defined in other RFCs.
Pl ease refer to the RFCs bel ow for definitions, testing procedures,
and reporting fornmats.

o Throughput (Benchmark) [RFC2544]

0 Frane Loss Rate (Benchmark) [RFC2544]

0 Back-to-Back Franes (Benchmark) [RFC2544]

0 System Recovery (Benchmark) [RFC2544]

0 Reset (Benchmark) [RFC6201]

0 Concurrent TCP Connection Capacity (Benchmark) [RFC3511]

0 Maxi mum TCP Connection Establishment Rate (Benchmark) [RFC3511]
4. Test Setup

The test environment setup options recommended for benchmarking | Pv6
transition technol ogies are very simlar to the ones presented in
Section 6 of [RFC2544]. |In the case of the Tester setup, the options
presented in [ RFC2544] and [ RFC5180] can be applied here as well.
However, the DUT setup options should be explained in the context of
the targeted categories of IPv6 transition technol ogies: single
transl ation, double translation, and encapsul ati on.

Al t hough both single Tester and sender/receiver setups are applicable
to this nethodol ogy, the single Tester setup will be used to describe
the DUT setup options.

For the test setups presented in this nmeno, dynanmic routing SHOULD be
enpl oyed. However, the presence of routing and nanagenent frames can
represent unwanted background data that can affect the benchmarking
result. To that end, the procedures defined in Sections 11.2 and
11.3 of [RFC2544] related to routing and managenent franmes SHOULD be
used here. Mbreover, the "trial description" recommendations
presented in Section 23 of [RFC2544] are also valid for this neno.

In terms of route setup, the recomendati ons of Section 13 of

[ RFC2544] are valid for this docunment, assuming that |Pv6-capable
routing protocols are used.
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4.1. Single-Translation Transition Technol ogi es

For the evaluation of single-translation transition technologies, a
single DUT setup (see Figure 1) SHOULD be used. The DUT is

responsible for translating the | PvX packets into | PvY packets. In
this context, the Tester device SHOULD be configured to support both
| PvX and | PvY.
o e e e +
A | 1 PvX  Tester IPVY| <------mmm---- +
I I I I
| - + |
I I
| o e e e o - - + |
I I I I
e >| | PvX DUT IPVY|----mmmma oo - - +
I I
Fom e e e e e oo o +

Figure 1: Test Setup 1 (Single DUT)
4.2. Encapsul ation and Doubl e- Transl ation Transition Technol ogi es

For eval uating the performance of encapsul ati on and doubl e-
translation transition technol ogies, a dual DUT setup (see Figure 2)
SHOULD be enpl oyed. The Tester creates a network flow of |PvX
packets. The first DUT is responsible for the encapsul ation or
translation of | PvX packets into | PvY packets. The |PvY packets are
de- encapsul at ed/ transl ated back to | PvX packets by the second DUT and
forwarded to the Tester.

o e +
I I

R R | 1 PvX  Tester IPvX| <------cmmmmmaaa - +

I I I I

| - + |

I I

| o e e e o - - + o e e e o - - + |

I I I I

S e >| | PvX DUT 1 [IPVY |----- >| | PvY DUT 2 IPvX |------ +
I I I I
- + - +

Figure 2: Test Setup 2 (Dual DUT)
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One of the limtations of the dual DUT setup is the inability to
reflect asymmetries in behavior between the DUTs. Considering this,
addi ti onal performance tests SHOULD be perforned using the single DUT
set up.

Not e: For encapsul ation I Pv6 transition technologies in the single
DUT setup, the Tester SHOULD be able to send | PvX packets

encapsul ated as IPvY in order to test the de-encapsul ation
efficiency.

5. Test Traffic

The test traffic represents the experinental workl oad and SHOULD neet
the requirenents specified in this section. The requirements are
dedicated to unicast IP traffic. Milticast IP traffic is outside of
the scope of this docunent.

5.1. Franme Formats and Sizes

[ RFC5180] describes the frame size requirenents for two comonly used
medi a types: Ethernet and SONET (Synchronous Optical NetworKk).

[ RFC2544] al so covers other nedia types, such as token ring and Fi ber
Distributed Data Interface (FDDI). The recomendations of those two
docunents can be used for the dual-stack transition technol ogi es.

For the rest of the transition technol ogies, the frane overhead

i ntroduced by translation or encapsul ati on MJST be consi der ed.

The encapsul ation/transl ati on process generates different size franes
on different segnments of the test setup. For instance, the single-
translation transition technologies will create different frame sizes
on the receiving segnment of the test setup, as |PvX packets are
translated to IPvY. This is not a problemif the bandw dth of the
enpl oyed nedia is not exceeded. To prevent exceeding the limtations
i nposed by the nedia, the frane size overhead needs to be taken into
account when cal culating the maxi rumtheoretical frane rates. The
calculation nmethod for the Ethernet, as well as a calculation
exanple, are detailed in Appendix A The details of the nmedia

enpl oyed for the benchmarking tests MJST be noted in all test

reports.

In the context of frame size overhead, MIU recomendati ons are needed
in order to avoid franme | oss due to MIU nm snatch between the virtua
encapsul ation/transl ation interfaces and the physical network
interface controllers (NICs). To avoid this situation, the |arger
MIU bet ween the physical NI Cs and virtual encapsul ation/translation
interfaces SHOULD be set for all interfaces of the DUT and Tester
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To be nore specific, the minimmIlPv6 MU size (1280 bytes) plus the
encapsul ati on/transl ati on overhead i s the RECOWENDED val ue for the
physical interfaces as well as virtual ones.

5.1.1. Frane Sizes to Be Used over Ethernet

Based on the recommendati ons of [RFC5180], the followi ng frane sizes
SHOULD be used for benchmarking | PvX/1PvY traffic on Ethernet I|inks:
64, 128, 256, 512, 768, 1024, 1280, 1518, 1522, 2048, 4096, 8192, and
9216.

For Ethernet franes exceeding 1500 bytes in size, the [| EEE802. 1AC]
standard can be consul t ed.

Note: For single-translation transition technologies (e.g., NAT64) in
the IPv6 -> I Pvd translation direction, 64-byte frames SHOULD be
replaced by 84-byte frames. This would allow the frames to be
transported over nedia such as the ones described by the [| EEE802. 1(
standard. Modreover, this would also allow the inplenmentation of a
frane identifier in the UDP data

The theoretical maxi mumfrane rates considering an exanple of franme
overhead are presented in Appendi x A

5.2. Protocol Addresses

The sel ected protocol addresses should follow the recomendati ons of
Section 5 of [RFC5180] for IPv6 and Section 12 of [RFC2544] for |Pv4.

Note: Testing traffic with extension headers night not be possible
for the transition technol ogies that enploy translation. Proposed
I PvX/ I PvY translation algorithms such as | P/ICVWP translation

[ RFC7915] do not support the use of extension headers.

5.3. Traffic Setup

Fol I owi ng the recomrendati ons of [RFC5180], all tests described
SHOULD be performed with bidirectional traffic. Unidirectiona
traffic tests MAY al so be perforned for a fine-grained performance
assessnent.

Because of the sinplicity of UDP, UDP neasurenents offer a nore
reliable basis for conparison than other transport-|ayer protocols.
Consequently, for the benchmarking tests described in Section 7 of
this document, UDP traffic SHOULD be enpl oyed
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Considering that a transition technol ogy could process both native
IPv6 traffic and transl ated/ encapsul ated traffic, the foll ow ng
traffic setups are recomended:

i) IPvX only traffic (where the IPvX traffic is to be
transl at ed/ encapsul ated by the DUT)

ii) 90%IPvX traffic and 10% I PvY native traffic

iii) 50% I PvX traffic and 50% | PvY native traffic

iv) 10%IPvX traffic and 90% | PvY native traffic

For the benchnarks dedicated to stateful IPv6 transition
technol ogi es, included in Section 8 of this nmeno (Concurrent TCP
Connection Capacity and Maxi mum TCP Connection Establishment Rate),
the traffic SHOULD fol |l ow the recomendati ons of Sections 5.2.2.2 and
5.3.2.2 of [RFC3511].

6. Mddifiers

The idea of testing under different operational conditions was first
introduced in Section 11 of [RFC2544] and represents an inportant
aspect of benchmarking network el enents, as it enulates, to some
extent, the conditions of a production environnent. Section 6 of

[ RFC5180] describes conpl enentary test conditions specific to | Pv6.
The recomendati ons in [ RFC2544] and [ RFC5180] can al so be fol |l owed
for testing of IPv6 transition technol ogi es.

7. Benchmarking Tests

The foll owi ng sub-sections describe all recommended benchmar ki ng
tests.

7.1. Throughput
Use Section 26.1 of [RFC2544] unnodifi ed.
7.2. Latency

hj ective: To determine the latency. Typical latency is based on the
definitions of |atency from|[RFC1242]. However, this meno provides a
new measur enent procedure.

Procedure: Sinmilar to [ RFC2544], the throughput for DUT at each of
the listed frame sizes SHOULD be deternmined. Send a stream of franes
at a particular frane size through the DUT at the detern ned
throughput rate to a specific destination. The stream SHOULD be at

| east 120 seconds in duration

Geor gescu, et al. I nf or mat i onal [ Page 11]



RFC 8219 Benchmarking for 1 Pv6 Transition Technol ogi es August 2017

I dentifying tags SHOULD be included in at |east 500 frames after 60
seconds. For each tagged frame, the time at which the frame was
fully transmitted (tinestanp A) and the tine at which the frame was
received (tinmestanp B) MJIST be recorded. The latency is tinestanp B
m nus tinmestanp A as per the relevant definition from RFC 1242,
namely, latency as defined for store and forward devices or |atency
as defined for bit forwarding devices.

We recommend encoding the identifying tag in the payl oad of the
frane. To be nobre exact, the identifier SHOULD be inserted after the
UDP header

Fromthe resulted (at |least 500) latencies, two quantities SHOULD be
calculated. One is the typical |atency, which SHOULD be cal cul at ed
with the foll ow ng fornul a:

TL = Medi an(Li)

Wher e:
0o TL = the reported typical latency of the stream
o Li =the latency for tagged frane i

The other measure is the worst-case | atency, which SHOULD be
calculated with the follow ng fornul a

WCL = L99. 9t hPercentile
VWher e:
0 WL = the reported worst-case | atency

0 L99.9thPercentile = the 99.9th percentile of the stream neasured
| at enci es

The test MJST be repeated at least 20 tines with the reported val ue
bei ng the nedi an of the recorded values for TL and WCL.

Reporting Format: The report MJST state which definition of |atency
(from RFC 1242) was used for this test. The summarized | atency
results SHOULD be reported in the format of a table with a row for
each of the tested frane sizes. There SHOULD be colums for the
frane size, the rate at which the latency test was run for that frame
size, the nmedia types tested, and the resultant typical |atency, and
the worst-case |atency values for each type of data streamtested.

To account for the variation, the 1st and 99th percentiles of the 20
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iterations MAY be reported in two separated colums. For a fine-
grai ned anal ysis, the histogram (as exenplified in Section 4.4 of
[ RFC5481]) of one of the iterations MAY be displ ayed.

7.3. Packet Delay Variation

[ RFC5481] presents two netrics: Packet Delay Variation (PDV) and
Inter Packet Delay Variation (IPDV). Measuring PDV is RECOMVENDED,
for a fine-grained analysis of delay variation, |IPDV neasurenents MAY
be perforned.

7.3.1. PDV

hj ective: To determne the Packet Delay Variation as defined in
[ RFC5481] .

Procedure: As described by [RFC2544], first determ ne the throughput
for the DUT at each of the listed frane sizes. Send a stream of
franes at a particular franme size through the DUT at the deternined
throughput rate to a specific destination. The stream SHOULD be at

| east 60 seconds in duration. Measure the one-way del ay as descri bed
by [RFC3393] for all frames in the stream Calculate the PDV of the
stream using the fornul a:

PDV = D99. 9t hPercentile - Dmn
Wher e:

0 DQ9.9thPercentile = the 99.9th percentile (as described in
[ RFC5481]) of the one-way delay for the stream

0 Dmin = the mnimum one-way delay in the stream

As recommended in [ RFC2544], the test MJST be repeated at |east 20
times with the reported val ue being the nmedi an of the recorded

val ues. Moreover, the 1st and 99th percentiles SHOULD be cal cul ated
to account for the variation of the dataset.

Reporting Format: The PDV results SHOULD be reported in a table with
a row for each of the tested franme sizes and colums for the frane
size and the applied frane rate for the tested nedia types. Two
colums for the 1st and 99th percentile val ues MAY be displ ayed.

Fol | owi ng the recomrendati ons of [RFC5481], the RECOVMENDED units of
measurenent are mlliseconds.
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7. 3.

Geo

2. | PDV

hj ective: To determine the Inter Packet Delay Variation as defined
in [ RFC5481] .

Procedure: As described by [RFC2544], first determ ne the throughput
for the DUT at each of the listed frane sizes. Send a stream of
franes at a particular frame size through the DUT at the detern ned
throughput rate to a specific destination. The stream SHOULD be at

| east 60 seconds in duration. Measure the one-way del ay as descri bed
by [RFC3393] for all frames in the stream Calculate the |IPDV for
each of the frames using the formula:

IPDV(i) = D(i) - D(i-1)
Wher e:
o D(i) =the one-way delay of the i-th frame in the stream

o D(i-1) =the one-way delay of (i-1)th frame in the stream

G ven the nature of IPDV, reporting a single nunber mght lead to
over-summari zation. |In this context, the report for each neasurenent
SHOULD i ncl ude three val ues: Dmin, Dned, and Dnax.

Wher e:

o Dmn the mnimumIPDV in the stream

o Dmed = the nedian | PDV of the stream
0 Dmax = the maximum I PDV in the stream

The test MUST be repeated at least 20 tines. To sunmarize the 20
repetitions, for each of the three (Dmin, Dned, and Dmax), the nedi an
val ue SHOULD be reported.

Reporting format: The medi an for the three proposed val ues SHOULD be
reported. The IPDV results SHOULD be reported in a table with a row
for each of the tested frame sizes. The colums SHOULD include the
frane size and associated frane rate for the tested nedia types and
sub-colums for the three proposed reported values. Follow ng the
recomrendat i ons of [RFC5481], the RECOVMENDED units of measurenent
are nmilliseconds.
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7.4. Frane Loss Rate

Use Section 26.3 of [RFC2544] unnodifi ed.
7.5. Back-to-Back Franes

Use Section 26.4 of [RFC2544] unnodifi ed.
7.6. System Recovery

Use Section 26.5 of [RFC2544] unnodifi ed.
7.7. Reset

Use Section 4 of [RFC6201] unnodifi ed.

8. Additional Benchmarking Tests for Stateful |Pv6 Transition
Technol ogi es

This section describes additional tests dedicated to stateful |1Pv6
transition technol ogies. For the tests described in this section,
the DUT devices SHOULD foll ow the test setup and test paraneters
recomendati ons presented in Sections 5.2 and 5.3 of [RFC3511].
The foll owing additional tests SHOULD be perf ormned.

8.1. Concurrent TCP Connection Capacity
Use Section 5.2 of [RFC3511] unnodified.

8.2. Maxi mum TCP Connection Establishnent Rate
Use Section 5.3 of [RFC3511] unnodified.

9. DNS Resol ution Performance
Thi s section describes benchmarking tests dedicated to DNS64 (see

[ RFC6147]), used as DNS support for single-translation technol ogies
such as NAT64.
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9.1. Test and Traffic Setup

The test setup in Figure 3 follows the setup proposed for single-
translation I Pv6 transition technologies in Figure 1.

1: AAAA query R +
. IR +
| |1 Pv6  Tester | Pvé4| |
| e >| | oo +
| A R T + 3:enpty | |
| | 6:synt’d AAAA, | |
| AAAA - - + Bivalid A |
IRSEEEEEEES | | <-mmees +
| | 1 Pv6 DUT | Pv4| |
e >| ( DNS64) [-------------- +
R LR R R + 2: AAAA query, 4: A query

Figure 3. Test Setup 3 (DNS64)
The test traffic SHOULD be conposed of the foll owi ng nessages.

1. Query for the AAAA record of a dommin nane (fromclient to DNS64
server)

2. Query for the AAAA record of the same domain nane (from DNS64
server to authoritative DNS server)

3. Enpty AAAA record answer (fromauthoritative DNS server to DNS64
server)

4. Query for the A record of the same domain nane (from DNS64 server
to authoritative DNS server)

5. Valid Arecord answer (fromauthoritative DNS server to DNS64
server)

6. Synthesized AAAA record answer (from DNS64 server to client)

The Tester plays the role of DNS client as well as authoritative DNS
server. It MAY be realized as a single physical device, or
alternatively, two physical devices MAY be used.

Pl ease note that:

o |If the DNS64 server inplements caching and there is a cache hit,

then step 1 is followed by step 6 (and steps 2 through 5 are
omtted).
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9

2

o |If the domain nane has a AAAA record, then it is returned in step
3 by the authoritative DNS server, steps 4 and 5 are onmitted, and
the DNS64 server does not synthesize a AAAA record but returns the
recei ved AAAA record to the client.

o0 As for the IP version used between the Tester and the DUT, |Pv6
MUST be used between the client and the DNS64 server (as a DNS64
server provides service for an | Pv6-only client), but either |Pv4
or I Pv6 MAY be used between the DNS64 server and the authoritative
DNS server.

Benchmar ki ng DNS Resol uti on Performance

oj ective: To determ ne DNS64 perfornmance by nmeans of the maxi num
nunber of successfully processed DNS requests per second.

Procedure: Send a specific nunber of DNS queries at a specific rate
to the DUT, and then count the replies fromthe DUT that are received
intime (wWthin a predefined tineout period fromthe sending tine of
the correspondi ng query, having the default value 1 second) and that

are valid (contain a AAAA record). If the count of sent queries is
equal to the count of received replies, the rate of the queries is
raised, and the test is rerun. |If fewer replies are received than

queries were sent, the rate of the queries is reduced, and the test
is rerun. The duration of each trial SHOULD be at |east 60 seconds.
This will reduce the potential gain of a DNS64 server, which is able
to exhibit higher performance by storing the requests and thus al so
utilizing the tinmeout tinme for answering them For the sanme reason,
no higher tineout tine than 1 second SHOULD be used. For further
consi derations, see [Lencsel].

The maxi mum nunber of processed DNS queries per second is the fastest
rate at which the count of DNS replies sent by the DUT is equal to
the nunber of DNS queries sent to it by the test equipnent.

The test SHOULD be repeated at |east 20 tinmes, and the nedi an and
1st/99th percentiles of the nunber of processed DNS queries per
second SHOULD be cal cul at ed.

Detail s and paraneters:

1. Caching
First, all the DNS queries MJST contain different domai n nanes
(or domai n names MUST NOT be repeated before the cache of the DUT

i s exhausted). Then, new tests MAY be executed when donmi n nanes
are 20% 40% 60% 80% and 100% cached. Ensuring that a record
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is cached requires repeating a domain name both "l ate enough"
after the first query to be already resol ved and be present in
the cache and "early enough" to be still present in the cache.

2. Existence of a AAAA record

First, all the DNS queries MJST contain domain nanes that do not
have a AAAA record and have exactly one A record. Then, new
tests MAY be executed when 20% 40% 60% 80% and 100% of donain
names have a AAAA record

Pl ease note that the two conditions above are orthogonal; thus, all
their conbi nations are possible and MAY be tested. The testing with
0% cached domai n nanes and with 0% exi sting AAAA records i s REQU RED
and the other conbinations are OPTIONAL. (Wen all the domai n nanes
are cached, then the results do not depend on what percentage of the
domai n nanmes have AAAA records; thus, these conbinations are not
worth testing one by one.)

Reporting format: The primary result of the DNS64 test is the nedian
of the nunber of processed DNS queries per second neasured with the
above nentioned "0% + 0% conbi nation". The nmedi an SHOULD be

conpl enented with the 1st and 99th percentiles to show the stability
of the result. |If optional tests are done, the nedian and the 1st
and 99th percentiles MAY be presented in a two-di mensional table
where the dinmensions are the proportion of the repeated domai n nanes
and the proportion of the DNS nanes havi ng AAAA records. The two
tabl e headi ngs SHOULD contai n these percentage val ues.

Al ternatively, the results MAY be presented as a correspondi ng two-
di nensional graph. |In this case, the graph SHOULD show the nedi an
values with the percentiles as error bars. Fromboth the table and
the graph, one-di mensi onal excerpts MAY be made at any given fixed-
percent age val ue of the other dinmension. 1In this case, the fixed
val ue MUST be given together with a one-dinensional table or graph

9.2.1. Requirenents for the Tester

Before a Tester can be used for testing a DUT at rate r queries per
second with t seconds tinmeout, it MJST performa self-test in order
to exclude the possibility that the poor performance of the Tester
itself influences the results. To performa self-test, the Tester is
| ooped back (leaving out DUT), and its authoritative DNS server
subsystemis configured to be able to answer all the AAAA record
queries. To pass the self-test, the Tester SHOULD be able to answer
AAAA record queries at rate of 2*(r+delta) within a 0.25*t tinmeout,
where the value of delta is at |east 0.1.

Geor gescu, et al. I nf or mat i onal [ Page 18]



RFC 8219 Benchmarking for 1 Pv6 Transition Technol ogi es August 2017

Expl anati on: When perform ng DNS64 testing, each AAAA record query
may result in at nost two queries sent by the DUT: the first for a
AAAA record and the second for an A record (they are both sent when
there is no cache hit and al so no AAAA record exists). The
paraneters above guarantee that the authoritative DNS server
subsystem of the DUT is able to answer the queries at the required
frequency using up not nore than half of the timeout tine.

Not e: A sanpl e open-source test program dns64perf++, is available
from[Dns64perf] and is docunented in [Lencse2]. It inplenents only
the client part of the Tester and shoul d be used together with an
authoritative DNS server inplenentation, e.g., BIND, NSD, or YAD FA
Its experinmental extension for testing caching is available from

[ Lencse3d] and is docunented in [Lencse4].

10. Overload Scalability

Scal ability has been often di scussed; however, in the context of
network devices, a formal definition or a measurenent method has not
yet been proposed. |In this context, we can define overl oad
scalability as the ability of each transition technology to
acconmodat e network growh. Poor scalability usually |eads to poor
performance. Considering this, overload scalability can be nmeasured
by quantifying the network perfornmance degradati on associated with an
i ncreased number of network fl ows.

The foll owi ng subsections descri be how the test setups can be
nodi fied to create network growth and how the associ at ed performance
degradation can be quantifi ed.

10.1. Test Setup

The test setups defined in Section 4 have to be nodified to create
net wor k gr ow h.

10.1.1. Single-Translation Transition Technol ogi es
In the case of single-translation transition technol ogies, the

network growm h can be generated by increasing the nunmber of network
flows (NFs) generated by the Tester machine (see Figure 4).
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o e e e e a e oo oo +
R | NF1 NFL| <-----mnmmnn-- +
| +--------- | NF2 Tester NF2| <---------- +
|| I I ||
| +----- | NFn NFn| <------ + |
|| I Home e + I ||
|| I I ||
|| I oo + I ||
| +---->| NFn NFn| ------- + |
|| DUt ||
| 4= >| NF2 (transl ator) NF2| ----------- +
R >| NF1 NFL|-------------- +
o e e e e a e oo oo +

Figure 4: Test Setup 4 (Single DUT with Increased
Net wor k Fl ows)

10.1.2. Encapsul ation and Doubl e- Transl ati on Transiti on Technol ogi es

Simlarly, for the encapsul ati on and double-translation transition
technologies, a nulti-flow setup is recommended. Considering a

mul ti point-to-point scenario, for nost transition technol ogies, one
of the edge nodes is designed to support nore than one connecting
device. Hence, the recommended test setup is an n:1 design, where n
is the nunmber of client DUTs connected to the same server DUT (see
Figure 5).

o e e e e e e e e oo oo +

oo | NF1 NFL| <-------------- +
[ R e | NF2 Tester NF2| <----------- +
|| I I ||
| A | NFn NFn| <------- + |
[ Fommmmm e + [
[ [
I R R R o
| ] +---> NFn DUT n NFn |--->| NFn NFn| ---+ |
| R RRRREEEE o | |
|| I I ||
| R R + DUT n+1 | |
| +------- > NF2 DUT 2 NF2 |--->| NF2 NF2| -------- + |
I Foommmome s + I I I
I Foooomoooo oo + I I
A > NF1 DUT 1 NF1 |--->|NF1 NFL|----------- +

o e e e e oo - + o m e e e oo - +

Figure 5: Test Setup 5 (DUAL DUT with I ncreased
Net wor k Fl ows)
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This test setup can help to quantify the scalability of the server
device. However, for testing the overload scalability of the client
DUTs, additional recommendati ons are needed.

For encapsul ation transition technologies, an mn setup can be
created, where mis the nunber of flows applied to the same client
device and n the nunber of client devices connected to the sane
server device

For translation-based transition technol ogies, the client devices can
be separately tested with n network flows using the test setup
presented in Figure 4.

10. 2. Benchmarki ng Perfornmance Degradati on
10.2.1. Network Performance Degradation with Sinultaneous Load

oj ective: To quantify the perfornance degradation introduced by n
paral | el and sinultaneous network fl ows.

Procedure: First, the benchmarking tests presented in Section 7 have
to be perforned for one network fl ow.

The sane tests have to be repeated for n network flows, where the
network flows are started sinultaneously. The performance
degradation of the X benchmarking di mensi on SHOULD be cal cul ated as
rel ati ve performance change between the 1-flow (single flow) results
and the n-flowresults, using the follow ng fornul a:

Xn - X1
Xpd = -----ea--- * 100, where: X1
X1 Xn

result for 1-fl ow
result for n-fl ows

This forrmula SHOULD be applied only for "lower is better" benchmarks
(e.g., latency). For "higher is better" benchmarks (e.g.,
t hroughput), the following formula i s RECOMVENDED:

result for 1-fl ow
result for n-flows

Xpd = ----------- * 100, where: X1 =

X1 Xn =
As a guideline for the maxi mum nunber of flows n, the value can be
deduced by neasuring the Concurrent TCP Connection Capacity as
descri bed by [RFC3511], follow ng the test setups specified by
Section 4.
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10.

11.

Reporting Format: The performance degradati on SHOULD be expressed as
a percentage. The nunmber of tested parallel flows n MIST be clearly
specified. For each of the performed benchmarking tests, there
SHOULD be a table containing a colum for each frane size. The table
SHOULD al so state the applied frane rate. In the case of benchmarks
for which nore than one value is reported (e.g., |IPDV, discussed in
Section 7.3.2), a colum for each of the values SHOULD be i ncl uded.

2.2. Network Perfornmance Degradation with Increnental Load

oj ective: To quantify the perfornance degradati on introduced by n
parallel and incrementally started network fl ows.

Procedure: First, the benchmarking tests presented in Section 7 have
to be performed for one network flow

The sane tests have to be repeated for n network flows, where the
network flows are started increnentally in succession, each after
time t. In other words, if flowi is started at tinme x, flowi+1
will be started at tine x+t. Considering the tine t, the tinme
duration of each iteration nust be extended with the tine necessary
to start all the flows, nanely, (n-1)xt. The neasurenent for the
first flow SHOULD be at |east 60 seconds in duration.

The perfornmance degradati on of the x benchnarking di mensi on SHOULD be
calculated as rel ative performance change between the 1-flow results
and the n-flow results, using the fornula presented in

Section 10.2.1. Internediary degradation points for 1/4*n, 1/2*n,
and 3/4*n MAY al so be perforned.

Reporting Format: The performance degradati on SHOULD be expressed as
a percentage. The nunmber of tested parallel flows n MIST be clearly
specified. For each of the performed benchmarking tests, there
SHOULD be a table containing a colum for each frane size. The table
SHOULD al so state the applied frane rate and tinme duration T, which
is used as an increnental step between the network flows. The units
of measurenent for T SHOULD be seconds. A columm for the

i ntermedi ary degradati on points MAY al so be displayed. In the case
of benchmarks for which nore than one value is reported (e.g., |PDV,
di scussed in Section 7.3.2), a columm for each of the val ues SHOULD
be incl uded.

NAT44 and NAT66
Al t hough these technol ogies are not the primary scope of this

docunent, the benchmarki ng net hodol ogy associated with single-
transl ation technol ogi es as defined in Section 4.1 can be enployed to
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benchmark i npl enentati ons that use NAT44 (as defined by [ RFC2663]
with the behavior described by [RFC7857]) and inplementations that
use NAT66 (as defined by [ RFC6296]).

12. Summari zi ng Function and Variation

To ensure the stability of the benchmarking scores obtained using the
tests presented in Sections 7 through 9, nmultiple test iterations are
RECOMVENDED. Using a summari zing function (or neasure of centra
tendency) can be a sinple and effective way to conpare the results
obtained across different iterations. However, over-sumrarization is
an unwanted effect of reporting a single nunber.

Measuring the variation (dispersion index) can be used to counter the
over-summari zation effect. Enpirical data obtained follow ng the
proposed net hodol ogy can al so offer insights on which sumari zi ng
function would fit better

To that end, data presented in [ietf95pres] indicate the nmedian as a
sui tabl e summari zi ng function and the 1st and 99th percentiles as
vari ation nmeasures for DNS Resol ution Performance and PDV. The
medi an and percentile cal culation functions SHOULD fol | ow t he
recomendati ons of Section 11.3 of [RFC2330].

For a fine-grained analysis of the frequency distribution of the
data, histograns or cunul ative distribution function plots can be
enpl oyed.

13. Security Considerations

Benchmarki ng activities as described in this menpo are linmted to
technol ogy characterization using controlled stinmuli in a | aboratory
environment, wth dedi cated address space and the constraints
specified in the sections above.

The benchnmarki ng network topology will be an i ndependent test setup
and MJUST NOT be connected to devices that may forward the test
traffic into a production network or msroute traffic to the test
managemnent net wor K.

Further, benchmarking is perforned on a "bl ack-box" basis, relying
sol ely on neasurenents observabl e external to the DUT or System Under
Test (SUT). Special capabilities SHOULD NOT exist in the DUT/ SUT
specifically for benchmarki ng purposes. Any inplications for network
security arising fromthe DUT/ SUT SHOULD be identical in the |ab and
i n production networks.
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14. | ANA Consi der ati ons

The |1 ANA has all ocated the prefix 2001:2::/48 [ RFC5180] for |Pv6
benchmar ki ng. For | Pv4 benchnarking, the 198.18.0.0/15 prefix was
reserved, as described in [RFC6890]. The two ranges are sufficient
for benchmarking | Pv6 transition technol ogies. Thus, no action is
request ed.

15. Ref er ences
15.1. Normative References

[ RFC1242] Bradner, S., "Benchmarking Term nol ogy for Network
I nt erconnection Devices", RFC 1242, DO 10.17487/ RFC1242,
July 1991, <http://www. rfc-editor.org/info/rfcl242>.

[ RFC2119] Bradner, S., "Key words for use in RFCs to Indicate
Requi renment Level s", BCP 14, RFC 2119,
DO 10.17487/ RFC2119, March 1997,
<http://ww.rfc-editor.org/info/rfc2119>.

[ RFC2330] Paxson, V., Alnmes, G, Mhdavi, J., and M Mathis,
"Framework for | P Performance Metrics", RFC 2330,
DA 10.17487/ RFC2330, May 1998,
<http://ww. rfc-editor.org/info/rfc2330>.

[ RFC2544] Bradner, S. and J. MQaid, "Benchmarking Met hodol ogy for
Net wor k | nterconnect Devices", RFC 2544,
DO 10.17487/ RFC2544, March 1999,
<http://wwv. rfc-editor.org/info/rfc2544>.

[ RFC3393] Denmichelis, C. and P. Chinento, "IP Packet Delay Variation
Metric for 1P Performance Metrics (I PPM", RFC 3393,
DO 10.17487/ RFC3393, Novenber 2002,
<http://ww. rfc-editor.org/info/rfc3393>.

[ RFC3511] Hickman, B., Newran, D., Tadjudin, S., and T. Martin,
"Benchmar ki ng Met hodol ogy for Firewall Performance",
RFC 3511, DO 10.17487/ RFC3511, April 2003,
<http://ww. rfc-editor.org/info/rfc3511>.

[ RFC5180] Popoviciu, C., Hanza, A, Van de Velde, G, and D.
Dugat ki n, "1Pv6 Benchmar ki ng Met hodol ogy for Network
I nterconnect Devices", RFC 5180, DO 10.17487/RFC5180,
May 2008, <http://wwv. rfc-editor.org/info/rfc5180>.

Geor gescu, et al. I nf or mat i onal [ Page 24]



RFC 8219

[ RFC5481]

[ RFC6201]

[ RFC8174]

Benchmarking for 1 Pv6 Transition Technol ogi es August 2017

Morton, A. and B. O aise, "Packet Delay Variation
Applicability Statenent", RFC 5481, DO 10.17487/ RFC5481,
March 2009, <http://www. rfc-editor.org/info/rfc5481>.

Asati, R, Pignataro, C., Calabria, F., and C. dvera,
"Devi ce Reset Characterization", RFC 6201,

DA 10.17487/ RFC6201, March 2011,

<http://ww. rfc-editor.org/info/rfc6201>.

Leiba, B., "Anbiguity of Uppercase vs Lowercase in RFC
2119 Key Words", BCP 14, RFC 8174, DO 10.17487/ RFC8174,
May 2017, <http://ww.rfc-editor.org/info/rfc8174>.

15. 2. I nformati ve References

[ RFC2663]

[ RFC4213]

[ RFC4659]

[ RFC4798]

[ RFC55609]

[ RFC5144]

[ RFC6146]

Srisuresh, P. and M Hol drege, "IP Network Address
Transl ator (NAT) Term nol ogy and Consi derations",
RFC 2663, DO 10. 17487/ RFC2663, August 1999,
<http://ww. rfc-editor.org/info/rfc2663>.

Nordmark, E. and R G lligan, "Basic Transition Mechani snms
for 1 Pv6 Hosts and Routers", RFC 4213,

DO 10.17487/ RFC4213, Cctober 2005,

<http://wwv. rfc-editor.org/info/rfc4213>.

De Cercq, J., OConms, D., Carugi, M, and F. Le Faucheur,
"BGP-MPLS I P Virtual Private Network (VPN) Extension for

| Pv6 VPN', RFC 4659, DO 10.17487/ RFC4659, Septenber 2006,
<http://ww. rfc-editor.org/info/rfc4659>.

De Cercq, J., OConms, D., Prevost, S., and F. Le Faucheur,
"Connecting I Pv6 |Islands over |Pv4 MPLS Using | Pv6

Provi der Edge Routers (6PE)", RFC 4798,

DO 10.17487/ RFC4A798, February 2007,

<http://ww. rfc-editor.org/info/rfc4798>.

Despres, R, "IPv6 Rapid Deploynent on |Pv4
Infrastructures (6rd)", RFC 5569, DO 10.17487/ RFC5569,
January 2010, <http://ww. rfc-editor.org/info/rfc5569>.

Baker, F., Li, X, Bao, C., and K Yin, "Framework for
| Pv4/ 1 Pv6 Translation", RFC 6144, DO 10.17487/ RFC6144,
April 2011, <http://ww.rfc-editor.org/info/rfc6144>.

Bagnulo, M, Matthews, P., and |I. van Beijnum "Stateful
NAT64: Networ k Address and Protocol Translation fromlPv6
Clients to | Pv4 Servers", RFC 6146, DO 10.17487/ RFC6146,
April 2011, <http://ww. rfc-editor.org/info/rfc6146>.

Geor gescu, et al. I nf or mat i onal [ Page 25]



RFC 8219

[ RFC6147]

[ RFC6219]

[ RFC6296]

[ RFC6333]

[ RFC6877]

[ RFC6890]

[ RFC7596]

[ RFC7597]

[ RFC7599]

CGeor gescu, et

Benchmarking for 1 Pv6 Transition Technol ogi es August 2017

Bagnulo, M, Sullivan, A, Matthews, P., and |I. van

Bei j num " DNS64: DNS Extensions for Network Address
Translation fromIPv6 Clients to I Pv4 Servers", RFC 6147,
DO 10.17487/ RFC6147, April 2011,

<http://ww. rfc-editor.org/info/rfc6147>.

Li, X., Bao, C, Chen, M, Zhang, H, and J. Wi, "The
Chi na Educati on and Research Network (CERNET) |V
Transl ati on Desi gn and Depl oynment for the |Pv4/lPv6
Coexi stence and Transition", RFC 6219,

DO 10.17487/ RFC6219, May 2011,

<http://wwv. rfc-editor.org/info/rfc6219>.

Wasserman, M and F. Baker, "|IPv6-to-1Pv6 Network Prefix
Transl ation", RFC 6296, DO 10.17487/ RFC6296, June 2011,
<http://ww. rfc-editor.org/info/rfc6296>.

Durand, A, Drons, R, Wodyatt, J., and Y. Lee, "Dual -
Stack Lite Broadband Depl oynents Foll owi ng | Pv4
Exhaustion", RFC 6333, DO 10.17487/ RFC6333, August 2011,
<http://ww.rfc-editor.org/info/rfc6333>.

Mawat ari, M, Kawashima, M, and C. Byrne, "464XLAT:
Conbi nati on of Stateful and Statel ess Translation",
RFC 6877, DO 10.17487/ RFC6877, April 2013,
<http://ww. rfc-editor.org/info/rfc6877>.

Cotton, M, Vegoda, L., Bonica, R, Ed., and B. Haberman,
" Speci al - Purpose | P Address Registries", BCP 153,

RFC 6890, DO 10. 17487/ RFC6890, April 2013,

<http://ww. rfc-editor.org/info/rfc6890>.

Cui, Y., Sun, Q, Boucadair, M, Tsou, T., Lee, Y., and I.
Farrer, "Lightweight 4over6: An Extension to the Dual -
Stack Lite Architecture", RFC 7596, DO 10. 17487/ RFC7596,
July 2015, <http://ww.rfc-editor.org/info/rfc7596>.

Troan, O, Ed., Dec, W, Li, X, Bao, C., Mitsushim, S,
Murakam , T., and T. Taylor, Ed., "Mapping of Address and
Port with Encapsulation (MAP-E)", RFC 7597,

DO 10.17487/ RFC7597, July 2015,

<http://ww. rfc-editor.org/info/rfc7597>.

Li, X, Bao, C, Dec, W, Ed., Troan, O, Mtsushim, S.,
and T. Murakam , "Mapping of Address and Port using
Translation (MAP-T)", RFC 7599, DO 10. 17487/ RFC7599, July
2015, <http://ww.rfc-editor.org/info/rfc7599>.

al . I nf or mat i onal [ Page 26]



RFC 8219 Benchmarking for 1 Pv6 Transition Technol ogi es August 2017

[ RFC7857] Penno, R, Perreault, S., Boucadair, M, Ed., Sivakumar,
S., and K. Naito, "Updates to Network Address Transl ation
(NAT) Behavioral Requirenents”, BCP 127, RFC 7857,
DO 10.17487/ RFC7857, April 2016,
<http://ww. rfc-editor.org/info/rfc7857>.

[ RFC7915] Bao, C., Li, X , Baker, F., Anderson, T., and F. CGont,
"I P/1CVWP Transl ation Algorithm, RFC 7915,
DA 10.17487/ RFC7915, June 2016,
<http://www. rfc-editor.org/info/rfc7915>.

[ Dns64perf]
Bakai, D., "A C++11 DNS64 performance tester",
<https://github. con bakai d/ dns64perf pp>.

[ietf95pres]
Georgescu, M, "Benchmarki ng Met hodol ogy for |Pv6
Transiti on Technol ogi es", | ETF 95 Proceedi ngs, Buenos
Aires, Argentina, April 2016,
<https://ww.ietf.org/proceedi ngs/95/slides/
sl i des-95- bmng- 2. pdf >.

[ Lencsel] Lencse, G, Georgescu, M, and Y. Kadobayashi,
"Benchmar ki ng Met hodol ogy for DNS64 Servers", Conputer
Communi cations, vol. 109, no. 1, pp. 162-175,
DA 10.1016/j.concom 2017. 06. 004, Sept enber 2017,
<http://ww. sci encedirect.coniscience/article/piil
S0140366416305904?vi a¥3Di hub>

[Lencse2] Lencse, G and D. Bakai, "Design and Inplenmentation of a
Test Program for Benchmarki ng DNS64 Servers", |ElCE
Transactions on Comuni cations, Vol. E100-B, No. 6,
pp. 948-954, DA 10.1587/transcom 2016EBNO007, June 2017,
<https://ww. jstage.jst.go.jp/articlel/transcom E100. B/

6/ E100. B_2016EBNO007/ _arti cl e>.

[ Lencse3d] dns64perfppc,
<http://ww. hit.bnme. hu/~l encse/ dns64perf ppc/ >.

[ Lencsed4] Lencse, G, "Enabling Dns64perf++ for Benchmarking the
Cachi ng Performance of DNS64 Servers", unpublished, review
version, <http://ww.hit.bme.hu/~l encse/publications/
| El CE- 2016- dns64per f ppc-f or - revi ew. pdf >.

Geor gescu, et al. I nf or mat i onal [ Page 27]



RFC 8219 Benchmarking for I Pv6 Transition Technol ogi es August

[ 1 EEE802. 1AC]
| EEE, "I EEE Standard for Local and netropolitan area
networ ks -- Media Access Control (MAC) Service
Definition", |EEE 802.1AC.

[ | EEES02. 1Q
| EEE, "I EEE Standard for Local and netropolitan area
networ ks -- Bridges and Bridged Networks", |EEE Std
802. 1Q

2017

Geor gescu, et al. I nf or mat i onal [ Page 28]



RFC 8219 Benchmarking for 1 Pv6 Transition Technol ogi es August 2017

Appendi x A.  Theoretical Maxi num Franme Rates

Thi s appendi x descri bes the recomended cal cul ation formulas for the
theoretical maximumfranme rates to be enpl oyed over Ethernet as
exanpl e nmedia. The formula takes into account the franme size
overhead created by the encapsulation or translation process. For
exanpl e, the 6in4 encapsul ati on described in [ RFC4213] adds 20 bytes
of overhead to each frane.

Considering X to be the franme size and Oto be the frane size
overhead created by the encapsul ation or translation process, the
maxi mum t heoretical frane rate for Ethernet can be cal cul ated using
the follow ng fornul a:

Li ne Rate (bps)

(8 bits/byte) * (X+0O+20) bytes/frane

The calculation is based on the formula recommended by [ RFC5180] in
Appendix A.1. As an exanple, the frane rate recommended for testing
a 6ind inplenmentation over 10 Mb/s Ethernet with 64 bytes franes is:

10, 000, 000 (bps)
-------------------------------------- = 12,019 fps
(8 bits/byte) * (64+20+20) bytes/frane

The conplete |list of recommended frame rates for 6ind4 encapsul ation
can be found in the follow ng tabl e:

Fom e e o - S S Fom e oo Fom e e o - +
| Frane size | 10 Mo/s | 100 Mo/s | 1000 Mo/s | 10000 Mo/ s

| (bytes) | (fps) | (fps) | (fps) | (fps) I
R S R TS R R +
| 64 | 12,019 | 120,192 | 1,201,923 | 12,019, 231 |
| 128 | 7,440 | 74, 405 | 744,048 | 7,440, 476

| 256 | 4,223 | 42,230 | 422, 297 | 4,222,973 |
| 512 | 2,264 | 22,645 | 226, 449 | 2,264,493 |
| 678 | 1,740 | 17,409 | 174,094 | 1,740,947

| 1024 | 1,175 | 11,748 | 117,481 | 1,174,812

| 1280 | 947 | 9,470 | 94, 697 | 946, 970 |
| 1518 | 802 | 8,023 | 80,231 | 802,311 |
| 1522 | 800 | 8,003 | 80,026 | 800, 256 |
| 2048 | 599 | 5,987 | 59, 866 | 598, 659 |
| 4096 | 302 | 3,022 | 30,222 | 302,224 |
| 8192 | 152 | 1,518 | 15,185 | 151, 846 |
| 9216 | 135 | 1,350 | 13,505 | 135,048 |
Fom ek S S Fom e Fom ek +
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