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1. Introduction

In the ForCES architecture, a packet service can be nodel ed by
conposi ng a graph of one or nore LFB instances. The reader is
referred to the details in the ForCES nodel [RFC5812].

The For CES nodel describes the processing within a single Forwarding
Element (FE) in terms of Logical Functional Blocks (LFBs), including
provision for the Control Element (CE) to establish and nodify that
processi ng sequence, and the paraneters of the individual LFBs.

Joachinpillai & Hadi Salim Standards Track [ Page 2]



RFC 8013 ForCES Inter-FE LFB February 2017

2.

2.

2.

Under sone circunstances, it would be beneficial to be able to extend
this view and the resulting processing across nore than one FE. This
may be in order to achieve scale by splitting the processing across
el ements or to utilize specialized hardware avail abl e on specific
FEs.

G ven that the ForCES inter-LFB architecture calls for the ability to
pass netadata between LFBs, it is inperative to define mechanisnms to
extend that existing feature and al |l ow passing the netadata between
LFBs across FEs.

Thi s docunent describes how to extend the LFB topol ogy across FEs,

i.e., inter-FE connectivity w thout needing any changes to the ForCES
definitions. It focuses on using Ethernet as the interconnection
bet ween FEs.

Term nol ogy and Conventi ons
1. Requirenents Language
The key words "MJST", "MJST NOT", "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "MAY", and "OPTIONAL" in this
docunent are to be interpreted as described in [ RFC2119].
2. Definitions
Thi s docunent depends on the terns (below) defined in several ForCES
docunents: [RFC3746], [RFC5810], [RFC5811], [RFC5812], [RFC7391], and
[ RFC7408] .
Control El ement (CE)
Forwar di ng El ement (FE)
FE Model
LFB (Logi cal Functional Block) Cdass (or type)
LFB I nstance
LFB Model
LFB Met adat a
For CES Conponent

LFB Conponent
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For CES Protocol Layer (ForCES PL)
For CES Protocol Transport Mapping Layer (ForCES TM.)
3. Problem Scope and Use Cases

The scope of this docunent is to solve the chall enge of passing
For CES- defi ned net adat a al ongsi de packet data across FEs (be they
physical or virtual) for the purpose of distributing the LFB
processi ng.

3.1. Assunptions

o The FEs involved in the inter-FE LFB belong to the sane Network
El ement (NE) and are within a single adnministrative private
network that is in close proximty.

0 The FEs are already interconnected using Ethernet. W focus on
Et hernet because it is comonly used for FE interconnection
O her higher transports (such as UDP over |IP) or |ower transports
could be defined to carry the data and nmetadata, but these cases
are not addressed in this docunent.

3.2. Sanple Use Cases

To illustrate the probl em scope, we present two use cases where we
start with a single FE running all the LFBs functionality and then
split it into nultiple FEs achieving the sane end goal s.

3.2. 1. Basi c | Pv4 Router

A sampl e LFB topol ogy depicted in Figure 1 denponstrates a service
graph for delivering a basic |Pv4-forwarding service within one FE
For the purpose of illustration, the diagram shows LFB cl asses as
graph nodes instead of nmultiple LFB class instances.

Since the purpose of the illustration in Figure 1 is to showase how
data and netadata are sent down or upstreamon a graph of LFB
instances, it abstracts out any ports in both directions and talks
about a generic ingress and egress LFB. Again, for illustration

pur poses, the diagram does not show exception or error paths. Also

| eft out are details on Reverse Path Filtering, ECMP, nulticast
handling, etc. In other words, this is not neant to be a conplete
description of an | Pv4d-forwarding application; for a nore conplete
exanpl e, please refer to the LFBLi brary document [RFC6956].

The output of the ingress LFB(s) comng into the I Pv4 Validator LFB
wi Il have both the | Pv4 packets and, depending on the inplenmentation,
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a variety of ingress nmetadata such as offsets into the different
headers, any classification netadata, physical and virtual ports
encountered, tunneling information, etc. These netadata are | unped
together as "ingress netadata".

Once the IPv4 validator vets the packet (for exanple, it ensures that
there is no expired TTL), it feeds the packet and inherited netadata
into the I Pv4 unicast LPM (Longest-Prefix-Mtching) LFB

+----+
I I
| Pv4 pkt | | I'Pv4 pkt +o---- + ot
oo I e R > | |
| + ingress | | + ingress | 1 Pvd | | Pv4 pkt | |
| met adata | | netadata | Ucast +------------ >| +- -+
| oo+ |[LPM | + ingress | [ ]
+- -+ | Pv4 +----- + + NHinfo +---+
| | Val i dat or net adat a | Pv4
| LFB Next Hop|
| | LFB |
[ |
| | Pv4 pkt |
| | + {ingress |
oo+ + NHdet ai | s}
I ngress net adat a
LFB oo - + |
| Egress | |
<--+ I +
| LFB |
T +

Figure 1: Basic |Pv4 Packet Service LFB Topol ogy

The 1 Pv4 unicast LPM LFB does an LPM | ookup on the I Pv4 FIB using the
destination I P address as a search key. The result is typically a
next - hop selector, which is passed downstream as mnet adat a.

The Next Hop LFB receives the | Pv4 packet with associated next-hop
(NH) information netadata. The NextHop LFB consunes the NH

i nformati on netadata and derives a table index fromit to | ook up the
next-hop table in order to find the appropriate egress information.
The | ookup result is used to build the next-hop details to be used
downstream on the egress. This information may include any source
and destination information (for our purposes, which Media Access
Control (MAC) addresses to use) as well as egress ports. (Note: It
is also at this LFB where typically, the forwardi ng TTL-decrenenting
and | P checksum recal cul ati on occurs.)
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The details of the egress LFB are considered out of scope for this
di scussion. Suffice it to say that sonewhere within or beyond the
Egress LFB, the |IPv4 packet will be sent out a port (e.g., Ethernet,
virtual or physical).

3.2.1.1. Distributing the Basic |Pv4 Router

Figure 2 denmonstrates one way that the router LFB topology in

Figure 1 may be split across two FEs (e.g., two Application-Specific
Integrated Circuits (ASICs)). Figure 2 shows the LFB topology split
across FEs after the |Pv4 unicast LPM LFB

FE1
o m m e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e mem oo +
I +o- -t I
| A-----m---- + I
| | I'ngress | | Pv4 pkt | | I'Pv4 pkt +----- + |
| | LFB e >| T >| | |
| | | + ingress | | + ingress | 1 Pvd | |
| +---------- + met adat a | | met adat a | Ucast | |
I n Ho- -t | LPM | I
| | | Pv4 +- - - -+ |
| | Val i dat or | |
| LFB | |
T e N N N [--------- +
I
| Pv4 packet +
{ingress + NHi nfo}
met adat a
FE2 |

T e N N N [--------- +
I \Y I
| B R + B R + |
| | Egress | | Pv4 packet | 1Pv4 | |
| <----- + LFB IR e +Next Hop | |
| | | {ingress + NHdetails} | LFB | |
| R + net adat a R + |
o m m e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e mem oo +

Figure 2: Split |1Pv4 Packet Service LFB Topol ogy

Sone proprietary interconnections (for exanple, BroadcomH G g over
XAU [brcmhigig]) are known to exist to carry both the |IPv4 packet
and the rel ated netadata between the | Pv4 Unicast LFB and | Pv4Next Hop
LFB across the two FEs.
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Thi s docunment defines the inter-FE LFB, a standard nmechani smfor
encapsul ati ng, generating, receiving, and decapsul ati ng packets and
associ at ed nmet adata FEs over Ethernet.

3.2.2. Arbitrary Network Function
In this section, we show an exanple of an arbitrary Network Function

that is nore coarsely grained in terms of functionality. Each
Net wor k Function may constitute nmore than one LFB

FE1
e m m e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e emee— oo +
| SRR |
| oo + | |
| | Network | pkt | NF2 | pkt S g + |
| | Function 4-------------- >| R >| | |
| | 1 | + NF1 | | + NF1/2 | NF3 | |
| +-----e--- + met adat a | | met adat a | | |
| » oo | | |
| | R |
I I I I
I I I
R T [--------- +
V

Figure 3: A Network Function Service Chain within One FE

The setup in Figure 3 is typical of npbst packet processing boxes
where we have functions |ike deep packet inspection (DPl), NAT,
Routing, etc., connected in such a topology to deliver a packet
processing service to flows.
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3.2.2.1. Distributing the Arbitrary Network Function

The setup in Figure 3 can be split across three FEs instead of as
denmonstrated in Figure 4. This could be notivated by scal e-out
reasons or because different vendors provide different functionality,
which is plugged-in to provide such functionality. The end result is
havi ng the same packet service delivered to the different flows
passi ng t hrough.

FE1 FE2
S R + +o-- -t FE3
| Network | pkt | NF2 | pkt +----- +
| Function 4-------------- >| R >| |
| 1 | + NF1 | | + NF1/2 | NF3
L + met adata | | met adata | |
" oo o
| +o- - -+
I
Y,

Figure 4: A Network Function Service Chain Distributed across
Mul tiple FEs

4. Inter-FE LFB Overvi ew

We address the inter-FE connectivity requirenments by defining the
inter-FE LFB class. Using a standard LFB class definition inmplies no
change to the basic ForCES architecture in the formof the core LFBs
(FE Protocol or (hject LFBs). This design choice was nade after
considering an alternative approach that woul d have required changes
to both the FE bject capabilities (SupportedLFBs) and the
LFBTopol ogy conmponent to describe the inter-FE connectivity
capabilities as well as the runtine topol ogy of the LFB instances.

4.1. Inserting the Inter-FE LFB ne 15

The distributed LFB topol ogy described in Figure 2 is re-illustrated
in Figure 5 to show the topol ogy | ocation where the inter-FE LFB
would fit in.

As can be observed in Figure 5, the sane details passed between | Pv4
uni cast LPM LFB and the I Pv4 NH LFB are passed to the egress side of
the inter-FE LFB. This information is illustrated as multiplicity of
inputs into the egress inter-FE LFB instance. Each input represents
a uni que set of selection information.
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FE1
o m m e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e mem oo +
| +---------- + +--- -+ |
| | Ingress | | Pv4 pkt | | 1 Pv4 pkt oo + |
| | LFB L >| R >| | |
| | | + ingress | | + ingress | 1 Pvd | |
| +-----a--- + met adat a | | met adat a | Ucast | |
| n b |LPM | |
| | | Pv4 +-- -+ |
| | Val i dat or | |
I I LFB I I
| | | Pv4 pkt + netadata |
| | {ingress + NHi nfo} |
I I I I
| | +oo--+ 4 |
I I I N I
| +-V--V-V--V-+ |
| | Egress | |
| | Inter-FE | |
I | LFB I I
| [ S, +--- -+ |
o [--------- +
I
Et hernet Frame with: |
| Pv4 packet data and netadata
{ingress + NHinfo + Inter-FE info}
FE2 |
o [--------- +
| L S R |
I N I
| +-V--V-V--V-+ |
| | I'ngress |
| | Inter-FE | |
I | LFB I
| S e +
I I
| | Pv4 pkt + netadata |
| {ingress + NH nfo} |
} S SRR + +----|V---+ }
| | Egress | | Pv4 packet | I'Pv4 | |
| <----- + LFB I R +Next Hop | |
| | | {ingress + NHdetails} | LFB | |
| Fo-em- - + met adat a Fo-em- - + |
T +

Figure 5: Split |IPv4-Forwarding Service with Inter-FE LFB
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The egress of the inter-FE LFB uses the received packet and netadata
to select details for encapsul ati on when sendi ng nessages towards the
sel ected nei ghboring FE. These details include what to comuni cate
as the source and destination FEs (abstracted as MAC addresses as
described in Section 5.2); in addition, the original netadata may be
passed along with the original |IPv4 packet.

On the ingress side of the inter-FE LFB, the received packet and its
associ ated netadata are used to decide the packet graph continuation
Thi s includes which of the original nmetadata and on which next LFB
class instance to continue processing. In Figure 5, an |Pv4NextHop
LFB instance is selected and the appropriate netadata is passed to
it.

The ingress side of the inter-FE LFB consunes sone of the information
passed and passes it the | Pv4 packet alongside with the ingress and
NH nfo netadata to the | Pv4Next Hop LFB as was done earlier in both
Figures 1 and 2.

5. Inter-FE Ethernet Connectivity

Section 5.1 describes sone of the issues related to using Ethernet as
the transport and how we nitigate them

Section 5.2 defines a payload format that is to be used over
Et hernet. An existing inplenentation of this specification that runs
on top of Linux Traffic Control [linux-tc] is described in [tc-ife].

5.1. Inter-FE Ethernet Connectivity |ssues

There are several issues that may occur due to using direct Ethernet
encapsul ati on that need consi deration

5.1.1. MIU Consi derati on

Because we are adding data to existing Ethernet frames, MIU issues
may arise. W recomend

o0 Using | arge MIUs when possible (exanple with junbo franes).

0o Limting the anount of netadata that could be transmtted; our

definition allows for filtering of select netadata to be

encapsul ated in the frame as described in Section 6. W reconmrend
sizing the egress port MIU so as to all ow space for maxi num size
of the metadata total size to allow between FES. In such a setup,
the port is configured to "lie" to the upper layers by clainmng to
have a lower MIU than it is capable of. Setting the MU can be
achi eved by ForCES control of the port LFB (or sone other

Joachinpillai & Hadi Salim Standards Track [ Page 10]



RFC 8013 ForCES Inter-FE LFB February 2017

5

5

configuration. |In essence, the control plane when explicitly
maki ng a decision for the MIU settings of the egress port is
inmplicitly deciding how nuch metadata will be allowed. Caution
needs to be exercised on how low the resulting reported |ink MU
could be: for IPv4 packets, the mninmnumsize is 64 octets [ RFC791]
and for IPv6 the nminimumsize is 1280 octets [ RFC2460].

1.2. (Qality-of-Service Considerations
A raw packet arriving at the inter-FE LFB (from upstream LFB cl ass

i nstances) may have C ass-of-Service (CoS) netadata indicating howit
shoul d be treated froma Quality-of-Service perspective

The resulting Ethernet frame will be eventually (preferentially)
treated by a downstream LFB (typically a port LFB instance) and their
CoS marks will be honored in terms of priority. 1In other words, the

presence of the inter-FE LFB does not change the CoS semantics.
1.3. Congestion Considerations

Most of the traffic passing through FEs that utilize the inter-FE LFB
is expected to be IP based, which is generally assuned to be
congestion controlled [UDP-GQUI DE]. For exanple, if congestion causes
a TCP packet annotated with additional ForCES netadata to be dropped
bet ween FEs, the sending TCP can be expected to react in the same
fashion as if that packet had been dropped at a different point on
its path where ForCES is not involved. For this reason, additiona

i nter-FE congestion-control nechani sns are not specified.

However, the increased packet size due to the addition of ForCES
metadata is likely to require additional bandwi dth on inter-FE |inks
in conmparison to what would be required to carry the sanme traffic

wi t hout For CES netadata. Therefore, traffic engi neering SHOULD be
done when depl oying inter-FE encapsul ati on.

Furthernmore, the inter-FE LFB MJUST only be deployed within a single
network (with a single network operator) or networks of an adjacent
set of cooperating network operators where traffic is managed to
avoi d congestion. These are Controlled Environments, as defined by
Section 3.6 of [UDP-GUIDE]. Additional nmeasures SHOULD be inposed to
restrict the inmpact of inter-FE-encapsulated traffic on other
traffic; for exanple:

0 rate-limting all inter-FE LFB traffic at an upstream LFB

0 nmanaging circuit breaking [circuit-b]

Joachinpillai & Hadi Salim Standards Track [ Page 11]



RFC 8013 ForCES Inter-FE LFB February 2017

o Isolating the inter-FE traffic either via dedicated interfaces or
VLANs
5.2. Inter-FE Ethernet Encapsul ation
The Ethernet wire encapsulation is illustrated in Figure 6. The

process that leads to this encapsulation is described in Section 6.
The resulting frane is 32-bit aligned.

0 1 2 3
01234567890123456789012345678901
i I T T e i T T e e il i e S NI S R e
nati on MAC Address |
R ik i ST CEIE N R R S S T T R i it S R R e e e e i i o
nati on MAC Address | Sour ce MAC Address |
R s i o S S e e i S S i s o SEIE SRS i R R
e MAC Address |
T i i i R R e e i i S I i S e e s
-FE et hertype | Metadata | ength |
R i o S o S e T T N Tt it S SRR R e S e e e e e
oded Metadata ~~~.............. ~~ |
R e il it S SIS SRR R R R S S R e it it I I SR R R
ode
+

ti

+
U)+§+

t

C+

r

—+g>+9+

nte

L n

—|+—|+
<+<+ T+

+
c
+
L nc d Metadata ~~~.............. ~r |
Bl T e T R i i Tk i o S e S e S e e i S B N S
al packet data ~~................ ~~ |
+

T S T T o S T i S e

gn

+- -+
| i

+- - +-
| i

+- - +-
| C
+- - -
| r
+- - +-
| e
+- - +-
| e
+- - -
| i

+- - +-

+Q+
+ =

Figure 6: Packet Format Definition

The Ethernet header (illustrated in Figure 6) has the follow ng
senmanti cs:

(0]

The Destination MAC Address is used to identify the Destination
FEID by the CE policy (as described in Section 6).

The Source MAC Address is used to identify the Source FEID by the
CE policy (as described in Section 6).

The ethertype is used to identify the frame as inter-FE LFB type.
Et hert ype ED3E (base 16) is to be used.

The 16-bit netadata length is used to describe the total encoded
met adata length (including the 16 bits used to encode the netadata
| ength).

One or nore 16-bit TLV-encoded netadatum foll ows the Metadata
length field. The TLV type identifies the netadata ID. For CES
met adata | Ds that have been registered with 1ANA will be used.
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Al TLVs will be 32-bit-aligned. W recognize that using a 16-bit
TLV restricts the netadata IDto 16 bits instead of a For CES-
defined component |ID space of 32 bits if an |Index-Length-Val ue
(ILV) is used. However, at the tinme of publication, we believe
this is sufficient to carry all the informati on we need; the TLV
approach has been sel ected because it saves us 4 bytes per

met adatum transferred as conpared to the |ILV approach.

o The original packet data payload is appended at the end of the
net adat a as shown.

6. Detailed Description of the Ethernet Inter-FE LFB

The Ethernet inter-FE LFB has two LFB i nput port groups and three LFB
out put ports as shown in Figure 7.

The inter-FE LFB defines two conponents used in aiding processing
described in Section 6. 1.

o e e e e oo - +
Inter-FE LFB | |
Encapsul at ed | QUT2+- - > Decapsul at ed Packet
—————————————— >| I ngressl nG oup | + netadat a
Et hernet Frane | |
I I
raw Packet + | QUT1+--> Encapsul at ed Et her net
—————————————— >| Egr essl nG oup | Fr ame

Met adat a | |
| EXCEPTI ONOUT +--> Exceptionl D, packet
| | + net adat a

Figure 7: Inter-FE LFB
6.1. Data Handling

The inter-FE LFB (i nstance) can be positioned at the egress of a
source FE. Figure 5 illustrates an exanple source FE in the form of
FE1. 1In such a case, an inter-FE LFB instance receives, via port
group EgresslnG oup, a raw packet and associ ated netadata fromthe
preceding LFB instances. The input information is used to produce a
sel ection of how to generate and encapsul ate the new frane. The set
of all selections is stored in the LFB conmponent | FETabl e descri bed
further below. The processed encapsul ated Ethernet frane will go out
on QUT1 to a downstream LFB i nstance when processi ng succeeds or to
t he EXCEPTI ONOUT port in the case of failure.
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The inter-FE LFB (instance) can be positioned at the ingress of a
receiving FE. Figure 5 illustrates an exanple destination FE in the
formof FE1. 1In such a case, an inter-FE LFB receives, via an LFB
port in the IngresslnGoup, an encapsul ated Ethernet frane.
Successful processing of the packet will result in a raw packet with
associ ated netadata | Ds going downstreamto an LFB connected on QUT2.
On failure, the data is sent out EXCEPTI ONOUT

6.1.1. Egress Processing

The egress inter-FE LFB recei ves packet data and any acconpanyi ng
met adatum at an LFB port of the LFB instance’s input port group
| abel ed EgresslnG oup.

The LFB inplenmentation may use the incomng LFB port (within the LFB
port group EgressinGroup) to nmap to a table index used to | ook up the
| FETabl e t abl e.

If the lookup is successful, a matched table row that has the I FEInfo
details is retrieved with the tuple (optional |FETYPE, optiona
Statld, Destination MAC address (DSTFE), Source MAC address (SRCFE)
and optional netafilters). The netafilters lists define a whitelist
of which netadatumare to be passed to the neighboring FE. The
inter-FE LFB will performthe follow ng actions using the resulting
tupl e:

o Increnment statistics for packet and byte count observed at the
corresponding | FEStats entry.

0 Wien the MetaFilterList is present, wal k each recei ved nmetadatum
and apply it against the MetaFilterList. |If no legitimte
metadata is found that needs to be passed downstream then the
processing stops and the packet and netadata are sent out the
EXCEPTI ONOUT port with the exceptionl D of EncapTabl eLookupFail ed
[ RFC6956] .

0 Check that the additional overhead of the Ethernet header and
encapsul ated nmetadata will not exceed MIU. If it does, increnent
the error-packet-count statistics and send the packet and netadata
out the EXCEPTI ONQUT port with the exceptionl D of FragRequired
[ RFC6956] .

0 Create the Ethernet header

0 Set the Destination MAC address of the Ethernet header with the
val ue found in the DSTFE fi el d.
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0 Set the Source MAC address of the Ethernet header with the val ue
found in the SRCFE fi el d.

o If the optional IFETYPE is present, set the ethertype to the val ue
found in IFETYPE. |f IFETYPE is absent, then the standard inter-
FE LFB et hertype ED3E (base 16) is used.

0 Encapsul ate each all owed metadatumin a TLV. Use the nmetal D as
the "type" field in the TLV header. The TLV should be aligned to
32 bits. This nmeans you may need to add a paddi ng of zeroes at
the end of the TLV to ensure alignnent.

0 Update the netadata |l ength to the sum of each TLV s space plus 2
bytes (a 16-bit space for the Metadata |l ength field).

The resulting packet is sent to the next LFB i nstance connected to
the QUT1 LFB-port, typically a port LFB

In the case of a failed | ookup, the original packet and associ ated
metadata i s sent out the EXCEPTI ONOUT port with the exceptionlD of
EncapTabl eLookupFai |l ed [ RFC6956]. Note that the EXCEPTI ONOUT LFB
port is nerely an abstraction and inplenmentation nay in fact drop
packets as descri bed above.

6.1.2. Ingress Processing

An ingressing inter-FE LFB packet is recognized by inspecting the
ethertype, and optionally the destination and source MAC addresses.
A mat chi ng packet is mapped to an LFB i nstance port in the

I ngresslnGoup. The | FETable table row entry matching the LFB

i nstance port may have optionally programed netadata filters. In
such a case, the ingress processing should use the netadata filters
as a whitelist of what metadatumis to be all owed.

0 Increnment statistics for packet and byte count observed.
0 Look at the nmetadata length field and wal k the packet data,

extracting the metadata values fromthe TLVs. For each netadatum
extracted, in the presence of netadata filters, the nmetalDis

conpared agai nst the relevant | FETable row netafilter list. |If
the nmetadatumis recogni zed and all owed by the filter, the
correspondi ng i npl enentation Metadatumfield is set. If an

unknown metadatum ID is encountered or if the metalDis not in the
allowed filter list, then the inplenentation is expected to ignore
it, increment the packet error statistic, and proceed processing
ot her metadat um
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o Upon conpletion of processing all the netadata, the inter-FE LFB
instance resets the data point to the original payload (i.e.,
skips the I FE header information). At this point, the original
packet that was passed to the egress inter-FE LFB at the source FE
is reconstructed. This data is then passed along with the
reconstructed nmetadata downstreamto the next LFB instance in the
gr aph.

In the case of a processing failure of either ingress or egress
positioning of the LFB, the packet and netadata are sent out the
EXCEPTI ONOUT LFB port with the appropriate error ID. Note that the
EXCEPTI ONOUT LFB port is nmerely an abstraction and inplenmentation may
in fact drop packets as described above.

6.2. Conponents

There are two LFB conmponents accessed by the CE. The reader is asked
to refer to the definitions in Figure 8.

The first conponent, populated by the CE, is an array known as the
"| FETabl e" table. The array rows are made up of |FEInfo structure.
The I FEInfo structure constitutes the optional |FETYPE, the
optionally present Statld, the Destination MAC address (DSTFE), the
Source MAC address (SRCFE), and an optionally present array of

all owed netal Ds (MetaFilterlList).

The second conponent (ID 2), populated by the FE and read by the CE
is an indexed array known as the "I FEStats" table. Each IFEStats row
carries statistics information in the structure bstats.

A note about the Statld rel ationship between the | FETabl e table and
the IFEStats table -- an inplenmentati on nmay choose to map between an
| FETabl e row and | FEStats table row using the Statld entry in the

mat ching | FETable row. |In that case, the |FETable Statld nust be
present. An alternative inplenentation may nmap an | FETable row to an
| FEStats table row at provisioning time. Yet another alternative

i mpl eent ati on may choose not to use the | FETable row Statld and
instead use the | FETable row i ndex as the | FEStats index. For these
reasons, the Statld conponent is optional.
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6.3. Inter-FE LFB XM. Mbdel

<LFBLi brary xm ns="urn:ietf:paranms: xm :ns:forces:|fbnodel :1.1"
xm ns: xsi ="http://ww. w3. or g/ 2001/ XM_Schena- i nst ance"
provi des="1FE">
<f rameDef s>
<f r ameDef >
<nane>Packet Any</ nane>
<synopsi s>Arbi trary Packet </ synopsi s>
</ f rameDef >
<f r ameDef >
<nane>| nt er FEFr ame</ name>
<synopsi s>
Et hernet frame with encapsul ated | FE i nformati on
</ synopsi s>
</ f rameDef >

</ frameDef s>
<dat aTypeDef s>

<dat aTypeDef >
<nane>bst at s</ name>
<synopsi s>Basi ¢ st at s</synopsi s>
<struct>
<conponent conponent| D="1">
<name>byt es</ nane>
<synopsi s>The total nunber of bytes seen</synopsi s>
<t ypeRef >ui nt 64</t ypeRef >
</ conponent >

<conponent conponent| D="2">

<name>packet s</ name>

<synopsi s>The total nunber of packets seen</synopsis>
<t ypeRef >ui nt 32</ t ypeRef >

</ conponent >

<conponent conponent| D="3">
<name>er r or s</ name>
<synopsi s>The total nunber of packets with errors</synopsis>
<t ypeRef >ui nt 32</ t ypeRef >
</ conponent >
</struct>

</ dat aTypeDef >
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<dat aTypeDef >
<name>| FEI nf o</ nanme>
<synopsi s>Descri bing | FE tabl e row I nformati on</synopsi s>
<struct>
<conponent conponent| D="1">
<nane>| FETYPE</ nane>
<synopsi s>
The ethertype to be used for outgoing | FE frame
</ synopsi s>
<optional />
<t ypeRef >ui nt 16</t ypeRef >
</ conponent >
<conponent conponent| D="2">
<name>St at | d</ name>
<synopsi s>
The Index into the stats table
</ synopsi s>
<optional / >
<t ypeRef >ui nt 32</ t ypeRef >
</ conponent >
<conponent conponent| D="3">
<nane>DSTFE</ nane>
<synopsi s>
The destination MAC address of the destination FE
</ synopsi s>
<t ypeRef >byt e[ 6] </ t ypeRef >
</ conponent >
<conponent conponent| D="4">
<nane>SRCFE</ nane>
<synopsi s>
The source MAC address used for the source FE
</ synopsi s>
<t ypeRef >byt e[ 6] </t ypeRef >
</ conponent >
<conponent conponent| D="5">
<nane>Met aFi | t er Li st </ name>
<synopsi s>
The all owed netadata filter table
</ synopsi s>
<optional />
<array type="vari abl e-si ze">
<t ypeRef >ui nt 32</ t ypeRef >
</ array>
</ conponent >

</struct>
</ dat aTypeDef >
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</ dat aTypeDef s>

<LFBd assDef s>
<LFBCd assDef LFBC assl D="18">
<nane>| FE</ nanme>
<synopsi s>
This LFB describes | FE connectivity paraneterization
</ synopsi s>
<versi on>1. 0</ ver si on>

<i nput Port s>

<i nput Port group="true">
<nane>Egr essl| nG oup</ nane>
<synopsi s>
The input port group of the egress side.
It expects any type of Ethernet frane.
</ synopsi s>
<expectati on>
<frameExpect ed>
<r ef >Packet Any</r ef >
</ f rameExpect ed>
</ expect ati on>
</i nput Port >

<inputPort group="true">
<name>| ngr essl nG oup</ name>
<synopsi s>
The input port group of the ingress side.
It expects an interFE-encapsul ated Ethernet frane.
</ synopsi s>
<expectation>
<franeExpect ed>
<r ef >I nt er FEFr ane</r ef >
</ f rameExpect ed>
</ expect ati on>
</i nput Port >

</i nput Port s>
<out put Port s>
<out put Port >
<name>QUT1</ name>
<synopsi s>

The output port of the egress side
</ synopsi s>
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<pr oduct >
<f r amePr oduced>
<r ef >| nt er FEFr ane</r ef >
</ framePr oduced>
</ pr oduct >
</ out put Port >

<out put Port >
<name>QUT2</ nanme>
<synopsi s>
The output port of the Ingress side
</ synopsi s>
<pr oduct >
<f ramePr oduced>
<r ef >Packet Any</r ef >
</ framePr oduced>
</ pr oduct >
</ out put Port >

<out put Port >
<name>EXCEPTI ONQUT</ nanme>
<synopsi s>
The exception handling path
</ synopsi s>
<pr oduct >
<f ramePr oduced>
<r ef >Packet Any</r ef >
</ framePr oduced>
<met adat aPr oduced>
<r ef >Excepti onl D</ref >
</ met adat aPr oduced>
</ pr oduct >
</ out put Port >

</ out put Port s>
<conponent s>

<conponent comnponent| D="1" access="read-wite">
<nane>| FETabl e</ name>
<synopsi s>
The table of all inter-FE rel ations
</ synopsi s>
<array type="vari abl e-si ze">
<t ypeRef >I FEI nf o</t ypeRef >
</array>
</ conponent >
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<conponent comnponent| D="2" access="read-only">
<name>| FESt at s</ nane>
<synopsi s>
The stats corresponding to the | FETabl e table
</ synopsi s>
<t ypeRef >bst at s</ t ypeRef >

</ conponent >

</ conponent s>

</ LFBd assDef >
</ LFBC assDef s>

</ LFBLi brary>
Figure 8: Inter-FE LFB XM
I ANA Consi derati ons
| ANA has registered the following LFB class nane in the "Logica
Functional Block (LFB) C ass Nanes and C ass ldentifiers" subregistry

of the "Forwardi ng and Control El enment Separation (ForCES)" registry
<https://ww. i ana. or g/ assi gnnent s/ f orces>

. R R o m e e e eeeiaaoo-- ommm e oo +
| LFB dass | LFB | LFB | Descri ption | Reference

| Identifier | ass | Version | | |
| | Name | | | |
R S SRR R o e e e e e e oo S +
| 18 | IFE | 1.0 | An |FE LFB to | Thi s |
| | | | standardize inter-FE | docunent |
| | | | LFB for For CES | |
| | | | Net wor k El ement s | |
R Fomm oo S R o e e e e R +

Logi cal Functional Block (LFB) C ass Nanes and Class ldentifiers
| EEE Assi gnment Consi derati ons

This meno i ncludes a request for a new Ethernet protocol type as
described in Section 5. 2.
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9.

Security Considerations

The FEs involved in the inter-FE LFB belong to the sane NE and are
within the scope of a single adm nistrative Ethernet LAN private
network. While trust of policy in the control and its treatnent in
the datapath exists already, an inter-FE LFB inpl enentati on SHOULD
support security services provided by Media Access Control Security
(MACsec) [ieee802lae]l]. MACsec is not currently sufficiently widely
depl oyed in traditional packet processing hardware although it is
present in newer versions of the Linux kernel (which will be widely
depl oyed) [linux-nmacsec]. Over tinme, we expect that nost FEs will be
abl e to support MACsec.

MACsec provides security services such as a nessage authentication
service and an optional confidentiality service. The services can be
configured manual ly or automatically using the MACsec Key Agreenent
(MKA) over the | EEE 802. 1x [ieee8021x] Extensible Authentication
Protocol (EAP) framework. It is expected that FE inpl enentations are
going to start with shared keys configured fromthe control plane but
progress to automated key managenent.

The following are the MACsec security mechani sns that need to be in
pl ace for the inter-FE LFB:

0 Security mechanisns are NE-wide for all FEs. Once the security is
turned on, dependi ng upon the chosen security level (e.g.,
Aut hentication, Confidentiality), it will be in effect for the
inter-FE LFB for the entire duration of the session.

0 An operator SHOULD configure the sane security policies for all
participating FEs in the NE cluster. This will ensure uniform
operations and avoi d unnecessary conplexity in policy
configuration. |In other words, the Security Associ ation Keys
(SAKs) should be pre-shared. When using MKA, FEs nust identify
thenselves with a shared Connectivity Association Key (CAK) and
Connectivity Association Key Nane (CKN). EAP-TLS SHOULD be used
as the EAP net hod.

0 An operator SHOULD configure the strict validation node, i.e., all
non-protected, invalid, or non-verifiable frames MJUST be dropped.

It should be noted that given the above choices, if an FE is
conmprom sed, an entity running on the FE would be able to fake inter-
FE or modify its content, causing bad outcones.
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