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1. Introduction

It is conmon practice for network operators to propagate a nore-
specific prefix in the BGP routing systemalong with the |ess-
specific prefix that they originate. 1t is also possible for sone
Aut ononobus Systens (ASes) to apply different policies to the nore
specific and the | ess-specific prefix.

Al t hough BGP makes i ndependent, policy-driven decisions for the

sel ection of the best path to be used for a given IP prefix, routers
must forward packets using the |ongest-prefix-match rule, which
"precedes" any BGP policy [RFCL812]. The existence of a prefix p
that is nore specific than a prefix p° in the Forwarding Information
Base (FIB) will let packets whose destination matches p be forwarded
according to the next hop selected as best for p (the nmore-specific
prefix). This process takes place by disregarding the policies
applied in the control plane for the selection of the best next hop
for p’. Wen an AS filters nore-specific prefixes and forwards
packets according to the | ess-specific prefix, the discrepancy anong
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the routing policies applied to the less and the nore-specific
prefixes can create unexpected traffic flows. These may infringe on
the policies of other ASes still holding a path towards the nore-
specific prefix.

The objective of this docunent is to shed light on possible side
effects associated with nore-specific prefix filtering. Such actions
can be explained by traffic engi neering action, m sconfiguration, or
malicious intent. This docunent presents exanples of such side

ef fects and di scusses approaches towards solutions to the probl em

The rest of the docunment is organized as follows: in Section 2 we
provi de sone scenarios in which the filtering of nore-specific
prefixes leads to the creation of unexpected traffic flows; Section 3
and Section 4 discuss sone techni ques that ASes can use for,
respectively, detecting and reacting to unexpected traffic flows; and
t he docunent concludes in Section 5.

1.1. Termi nol ogy

More-specific prefix: A prefix in the routing table with an address
range that is covered by a shorter prefix also present in the
routing table.

Less-specific prefix: A prefix in the routing table with an address
range partially covered by other prefixes.

Cust omer - provi der peering: A peering arrangenent in which a transit
net wor k provides connectivity to a custonmer in exchange of a fee,
as derived from RFC 4384 [ RFC4384] .

Settlement-free peering: A peering arrangenment in which two networks
agree on a settlenent-free traffic exchange, typically covering
only their custoner traffic, as derived from RFC 4384 [ RFC4384].

Sel ective advertisenent: The behavior of only advertising a self
originated BGP path for a prefix over a strict subset of the
External BGP (eBGP) sessions of the AS.

Sel ective propagation: The behavior of only propagating a BGP path
for a prefix over a strict subset of the eBGP sessions of an AS.

Local filtering: The behavior of explicitly ignoring a BGP path
recei ved over an eBGP session
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Renote filtering: The behavior of triggering selective propagation
of a BGP path at a distant AS. Note that this is typically
achi eved by tagging a self-originated path with BGP communities
defined by the distant AS.

Unexpected traffic flow Traffic flow ng between two nei ghboring
ASes of an AS, although the transit policy of that ASis to not
provi de connectivity between these two neighbors. A traffic flow
across an AS between two of its transit providers or between a
transit provider and one of its settlenment-free peers are classic
exanpl es of unexpected traffic flows.

2. Unexpected Traffic Fl ows

In this section, we describe how nore-specific prefix filtering can

| ead to unexpected traffic flows in other, renpte, ASes. W
differentiate cases in which the filtering is perfornmed locally from
those where the filtering is triggered renotely.

2.1. Local Filtering
Different reasons notivate |local filtering, for exanple:

Traffic engineering: An ISP can decide to filter nore-specific
prefixes when it wants to control their local outbound traffic
distribution using only the policy applied to the | ess-specific
prefix. Such a practice was notably docunented in a presentation
by Init7 [INT7-R PE63].

Enforcing contract conpliance: An ISP can decide to filter nore-
specific prefixes to enforce clauses of their peering agreenents.
For instance, a settlenment-free peer of an | SP can use sel ective
adverti senent of nore-specific prefixes to attract traffic to one
link. |If this practice is not allowed by their peering agreenent,
the ISP can filter the nore-specific prefixes to prevent it.

Menory preservation: An ISP can decide to filter nmore-specific
prefixes in order to preserve FIB nmenory of their routers

Figure 1 illustrates a scenario where one AS perforns local filtering
due to outbound traffic engineering. The figure depicts AS64504 and
two of its neighboring ASes, AS64502 and AS64505. AS64504 has a
settlenent-free peering with AS64502 and is a custoner of AS64505
AS64504 receives from AS64505 prefixes 2001: DB8: : /32 and

2001: DB8::/34. AS64504 only receives the |l ess-specific prefix

2001: DB8:: /32 from AS64502
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Figure 1: Local Filtering

Due to econom c reasons, AS64504 mght prefer to send traffic to
AS64502 i nstead of AS64505. However, even if paths received from
AS64502 are given a large |local preference, routers in AS64504 wil |
still send traffic to prefix 2001: DB8::/34 via nei ghbor AS64505
This situation may push AS64504 to apply an inbound filter for the
nmore-speci fic prefix, 2001:DB8::/34, on the session with AS64505.
After applying the filter, AS64504 will send traffic for the nore-
specific prefix to AS64502

2.1.1. Unexpected Traffic Flows Caused by Local Filtering of Mre-
Specific Prefixes

In this section, we show how t he deci sion of AS64504 to performloca
filtering creates unexpected traffic flows in AS64502. Figure 2
shows the whole picture of the scenario where AS64501 is a custoner
of AS64503 and AS64502. AS64503 is a settlement-free peer with
AS64502. AS64503 and AS64502 are custoners of AS64505. The AS
originating the two prefixes, AS64501, perforns sel ective
advertisenent with the nore-specific prefix and only announces it to
AS64503.

After AS64504 locally filters the nore-specific prefix, traffic from
AS64504 to prefix 2001:DB8::/34 is forwarded towards AS64502

Because AS64502 receives the nore-specific prefix from AS64503,
traffic from AS64504 to 2001: DB8::/34 follows the path

AS64504- AS64502- AS64503- AS64501. AS64502's BGP policies are

i mpl emented to avoid transporting traffic between AS64504 and
AS64503. However, due to the discrepancies of routes between the
nmore and the | ess-specific prefixes, unexpected traffic flows between
AS64504 and AS64503 exi st in AS64502’' s networKk.
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Figure 2: Unexpected Traffic Flows Due to Local Filtering
2.2. Renpte Filtering

I SPs can tag the BGP paths that they propagate to nei ghboring ASes
with cormunities in order to tweak the propagation behavior of the
ASes that handl e these paths; see a paper from 2008 by Donnet and
Bonaventure [on_BGP_comunities]. Some |ISPs allow their custoners to
use such comunities to let the receiving AS not export the path to
sonme sel ected nei ghboring ASes. By conbining communities, the prefix
could be advertised only to a given peer of the AS providing this
feature. A network operator can |leverage renmote filtering to, for
instance, limt the scope of prefixes and hence perform nore granul ar
i nbound traffic engineering.
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Figure 3 illustrates a scenario in which an AS uses BGP comuniti es
to command its provider to selectively propagate a nmore-specific
prefix. Let AS64501 be a customer of AS64502 and AS64503. AS64501
originates prefix 2001:DB8::/32, which it advertises to AS64502 and
AS64503. AS64502 and AS64503 are settlenent-free peers. Let AS64501
do sel ective advertisenent and only propagate 2001: DB8::/34 over
AS64503. AS64503 woul d normal |y propagate this prefix to its
customers, providers, and peers, including AS64502

Let us consider that AS64501 decides to limt the scope of the nore-
specific prefix. AS64501 can nake this decision based on its traffic
engi neering strategy. To achieve this, AS64501 can tag the nore-
specific prefix with a set of communities that |eads AS64503 to only
propagate the path to AS64502

N \ / N N \ / N
| /32 \ /132 | | 132\ /132 |
| AS64502 /' AS64503  \
SRR EEPERRRRR )
\ 17132 132\ /
‘ S /34 N
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Figure 3: Renote-Triggered Filtering

.2.1. Unexpected Traffic Fl ows Caused by Renotely Triggered Filtering
of Mbre-Specific Prefixes

Fi gure 4 expands the scenario fromFigure 3 and includes other ASes
peering with AS64502 and AS64503. Due to the limtation on the scope
performed on the nore-specific prefix, ASes that are not custoners of
AS64502 will not receive a path for 2001:DB8::/34. These ASes wi ||
forward packets destined to 2001:DB8::/34 according to their routing
state for 2001:DB8::/32. Let us assune that AS64505 is such an AS
and that its best path towards 2001:DB8::/32 is through AS64502.
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Packets sent towards 2001: DB8::1 by AS64505 will reach AS64502
However, in the data plane of the nodes of AS64502, the | ongest
prefix match for 2001:DB8::1 is 2001:DB8::/34, which is reached

t hrough AS64503, a settlenent-free peer of AS64502. Since AS64505 is
not in the customer branch of AS64502, traffic flows between two
noncust omer ASes in AS64502
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Fi gure 4: Unexpected Traffic Flows Due to Renote-Triggered Filtering

3. Techniques to Detect Unexpected Traffic Flows Caused by Filtering of
Mor e- Speci fic Prefixes

3.1. Existence of Unexpected Traffic Flows within an AS

To detect if unexpected traffic flows are taking place inits
network, an ISP can nonitor its traffic data to check if it is
providing transit between two of its peers, although its policy is
configured to not provide such transit. |PFIX [RFC7011] is an
exanpl e of a technology that can be used to export infornmation
regarding traffic flows across the network. Traffic information nust
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3.

2

be anal yzed under the perspective of the business relationships with
nei ghboring ASes to detect the flows not fitting the policy.
Operators can use collection systenms that conbine traffic statistics
with policy information for this end. See the pnacct project

[ PMACCT] for an open-source application neeting these requirenents.

Note that the AS detecting the unexpected traffic flow may sinply
realize that its policy configuration is broken. The first
recomrended action upon detection of an unexpected traffic flowis to
verify the correctness of the BGP configuration

Once the local configuration is confirned correct, the operator
shoul d check if the unexpected flow arose due to filtering of BGP
pat hs for nore-specific prefixes by neighboring ASes. This can be
performed in two steps. First, the operator should check whether the
nei ghboring AS originating the unexpected flowis forwarding traffic
using a less-specific prefix that is announced to it by the affected
network. The second step is to try to infer the reason why the

nei ghbori ng AS does not use the nore-specific path for forwarding,
i.e., finding why the nore-specific prefix was filtered. Due to the
distributed nature and restricted visibility of the steering of BGP
policies, this second step does not identify the origin of the
probl em wi t h guarant eed accuracy.

For the first step, the operator should check if the destination
address of the unexpected traffic flowis locally routed as per a
nmore-specific prefix only received from noncustonmer peers. The
operator should also check if there are paths to a | ess-specific
prefix received froma custoner and hence propagated to peers. |If
these two situations happen at the sane tine, the neighboring AS at
the entry point of the unexpected flowis routing the traffic based
on the less-specific prefix, although the ISP is actually forwarding
the traffic via noncustoner |inks.

For the second step, one can rely on hunan interaction or | ooking

gl asses to find out whether local filtering, renote filtering, or

sel ective propagati on was performed on the nore-specific prefix. No
openly available tools that can automatically performthis operation
have been identified.

Contribution to the Exi stence of Unexpected Traffic Flows in
Anot her AS

It can be considered problematic to trigger unexpected traffic flows
in another AS. It is thus advisable for an AS to assess the risks of
filtering nore-specific prefixes before inplenenting them by

obtai ning as rmuch information as possi ble about its surrounding
routing environnent.
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There may be justifiable reasons for one ISP to performfiltering:
either to enforce established policies or to provide prefix-

adverti senent scoping features to its custoners. These can vary from
troubl eshooti ng purposes to business-rel ationship inplenentations.
Restricting the use of these features for the sake of avoiding the
creation of unexpected traffic flows is not a practical option

In order to assess the risk of filtering nore-specific prefixes, the
AS woul d need information on the routing policies and the

rel ati onshi ps anobng external ASes to detect if its actions could
trigger the appearance of unexpected traffic flows. Wth this

i nformati on, the operator could detect other ASes receiving the nore-
specific prefix fromnoncustomer ASes whil e announcing the | ess-
specific prefix to other noncustoner ASes. |If the filtering of the
nmore-specific prefix | eads other ASes to send traffic for the nore-
specific prefix to these ASes, an unexpected traffic flow can ari se.
However, the information required for this operation is difficult to
obtain since it is frequently considered confidenti al

4. Techniques to Traffic Engi neer Unexpected Fl ows

Net wor k operators can adopt different approaches with respect to
unexpected traffic flows. Note that due to the conplexity of inter-
domain routing policies, there is not a single solution that can be
applied to all situations. This section provides potential solutions
that | SPs nmust eval uate agai nst each particul ar case. W classify
these actions according to whether they are proactive or reactive.

Reacti ve approaches are those in which the operator tries to detect
the situations via nonitoring and sol ve unexpected traffic fl ows
manual |y on a case-by-case basis.

Anti ci pant or preventive approaches are those in which the routing
systemw || not let the unexpected traffic flows actually take place
when the scenario arises.

We use the scenario depicted in Figure 5 to describe these two kinds
of approaches. Since proactive approaches can be conplex to

i mpl ement and can lead to undesired effects, the reactive approach is
the nore reasonabl e recommendation to deal with unexpected fl ows.
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Figure 5: Traffic Engineering of Unexpected Traffic Flows -
Base Exanpl e

4.1. Reactive Traffic Engineering

An operator who detects unexpected traffic flows originated by any of
the cases described in Section 2 can contact the ASes that are likely
to have perfornmed the propagati on tweaks, informthem of the
situation, and persuade themto change their behavior

If the situation remains, the operator can inplenent prefix filtering
in order to stop the unexpected flows. The operator can decide to
performthis action over the session with the operator announcing the
nmore-speci fic prefix or over the session with the nei ghboring AS from
which it is receiving the traffic. Each of these options carry a
different repercussion for the affected AS. W briefly describe the
two alternatives
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0 An operator can decide to stop announcing the | ess-specific prefix
at the peering session with the neighboring AS fromwhich it is
receiving traffic to the nore-specific prefix. In the exanple of
Figure 5, AS64502 would filter out the prefix 2001:DB8::/32 from
the eBGP session with AS64504. 1In this case, traffic heading to
the prefix 2001:DB8::/32 from AS64501 woul d no | onger traverse
AS64502. AS64502 shoul d evaluate if solving the issues originated
by the unexpected traffic flows are worth the loss of this traffic
share.

0 An operator can decide to filter out the nore-specific prefix at
the peering session over which it was received. In the exanple of
Figure 5, AS64502 would filter out the incomng prefix
2001: DB8:: /34 fromthe eBGP session with AS64505. As a result,
the traffic destined to that /32 would be forwarded by AS64502
along its link with AS64501, despite the actions perforned by
AS64501 to have this traffic coming in through its link with
AS64503. However, as AS64502 will no longer know a route to the
nmore-specific prefix, it risks losing the traffic share from
customers different from AS64501 to that prefix. Furthernore,
this action can generate conflicts between AS64502 and AS64501,
since AS64502 does not follow the routing information expressed by
AS64501 in its BGP announcenents.

Note that it is possible that the behavior of the neighboring AS
causi ng the unexpected traffic flows violates a contractual agreenent
bet ween the two networks.

4.2. Proactive Measures
4.2.1. Access Lists

An operator could install access lists to prevent unexpected traffic

flows from happening in the first place. In the exanple of Figure 5,
AS64502 woul d install an access |ist denying packets natching

2001: DB8:: /34 associated with the interface connecting to AS64504.

As a result, traffic destined to that prefix would be dropped despite
the existence of a valid route towards 2001: DB8: :/ 32

The operational overhead of such a solution is considered high, as
the operator would have to constantly adapt these access lists to
acconmodat e i nter-domain routing changes. Mreover, this technique
| ets packets destined to a valid prefix be dropped while they are
sent from a nei ghboring AS that nmay not know about the policy
conflict and hence had no neans to avoid the creation of unexpected
traffic flows. For this reason, this techni que can be consi dered
har nf ul
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4.2.2. Neighbor-Specific Forwarding

An operator can technically ensure that traffic destined to a given
prefix will be forwarded froman entry point of the network based
only on the set of paths that have been advertised over that entry
poi nt .

As an example, let us analyze the scenario of Figure 5 fromthe point
of view of AS64502. The edge router connecting to the AS64504
forwards packets destined to prefix 2001: DB8::/34 towards AS64505

Li kewi se, it forwards packets destined to prefix 2001: DBS8::/32
towar ds AS64501. The router, however, only propagates the path of
the | ess-specific prefix (2001:DB8::/32) to AS64504. An operator
coul d inplenment the necessary techniques to force the edge router to
forward packets com ng from AS64504 based only on the paths
propagated to AS64504. Thus, the edge router would forward packets
destined to 2001: DB8::/34 towards AS64501, in which case no
unexpected traffic fl ow woul d occur

Di fferent techniques could provide this functionality; however, their
techni cal inplenmentation can be conplex to design and operate. An
operator could, for instance, enploy VPN Routing and Forwardi ng (VRF)
tabl es [RFC4364] to store the routes announced to a nei ghbor and
forward traffic exclusively based on those routes. A presentation
from 2009 [on_BGP_RS VPNs] describes the use of such an architecture
for Internet routing and provides a description of its limtations.

In such architecture, packets received froma peer would be forwarded
sol ely based on the paths that fit the path propagation policy for
that peer and not based on the global routing table of the router

As a result, a nore-specific path that would not be propagated to a
peer will not be used to forward a packet fromthat peer, and the
unexpected flow will not take place. Packets will be forwarded based
on the policy-conpliant, |ess-specific prefix. However, note that an
operator nust nake sure that all their routers could support the
potential performance inpact of this approach

Note that simlar to the solution described in Section 4.1, this
approach could create conflicts between AS64502 and AS64501, since
the traffic forwarding perfornmed by AS64502 goes agai nst the policy
of AS64501.

Cardona, et al. I nf or mat i onal [ Page 13]



RFC 7789 I npact of BGP Filtering April 2016

5

7

7

Concl usi ons

Thi s docunent describes how filtering and sel ective propagati on of
nor e-speci fic prefixes can potentially create unexpected traffic

fl ows across sonme ASes. W provided exanpl es of scenarios where
these practices | ead to unexpected traffic flows and introduce sone
techniques for their detection and prevention. Although there are
reasonabl e situations in which ASes could filter nore-specific
prefixes, network operators are encouraged to inmplenent this type of
filter considering the cases described in this docunent. Operators
can inplenent nonitoring systens to detect unexpected traffic flows
and react to themaccording to their own policy.

Security Considerations

It is possible for an AS to use any of the nethods described in this
docunent to deliberately reroute traffic flow ng through another AS.
Thi s docunent described the potential routing security issue and
anal yzed ways for operators to defend against it.

It nmust be noted that, at the time of this docunent, there are no
exi sting or proposed tools to automatically protect agai nst such
behavi or. Operators can use network nonitoring and coll ection tools
to detect unexpected flows and deal with themon a case-by-case

basi s.
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