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Abstract

The Internet is structured to be an open conmuni cations nedium This
openness is one of the key underpinnings of Internet innovation, but
it can also allow communications that nmay be viewed as undesirabl e by
certain parties. Thus, as the Internet has grown, so have nechani sns
tolimt the extent and inpact of abusive or objectionable

communi cations. Recently, there has been an increasing enphasis on
"bl ocking” and "filtering", the active prevention of such

conmmuni cations. This docunent exam nes several technical approaches
to Internet blocking and filtering in terns of their alignnent with
the overall Internet architecture. Wen it is possible to do so, the
approach to blocking and filtering that is nbst coherent with the
Internet architecture is to inform endpoints about potentially

undesi rabl e services, so that the conmuni cants can avoid engaging in
abusi ve or objectionabl e communi cations. W observe that certain
filtering and bl ocki ng approaches can cause uni ntended consequences
to third parties, and we discuss the limts of efficacy of various
appr oaches.

Status of This Meno

Thi s docunent is not an Internet Standards Track specification; it is
publ i shed for informational purposes.

Thi s docunent is a product of the Internet Architecture Board (I AB)
and represents information that the | AB has deened valuable to
provide for pernanent record. It represents the consensus of the
Internet Architecture Board (1 AB). Docunents approved for
publication by the | AB are not a candidate for any |evel of Internet
St andard; see Section 2 of RFC 5741

I nformati on about the current status of this docunent, any errata,

and how to provide feedback on it nmay be obtained at
http://ww. rfc-editor.org/info/rfc7754
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1.

I nt roducti on

The original design goal of the Internet was to enabl e comuni cati ons
bet ween hosts. As this goal was net and people started using the
Internet to communi cate, however, it becane apparent that sone hosts
were engagi ng i n conmuni cations that were viewed as undesirabl e by
certain parties. The nost fanmous early exanpl e of undesirable
communi cati ons was the Morris worm [Morris], which used the Internet
to infect many hosts in 1988. As the Internet has evolved into a

ri ch communi cations medium so too have mechani sns to restrict
conmuni cati ons viewed as undesirable, ranging from acceptabl e use
policies enforced through informal channels to technical bl ocking
mechani sns.

Efforts to restrict or deny access to Internet resources and services
have evolved over tinme. As noted in [RFC4084], sonme Internet service
providers performfiltering to restrict which applications their
customers may use and which traffic they allow on their networks.
These restrictions are often inposed with customer consent, where
custonmers may be enterprises or individuals. However, governnents,
service providers, and enterprises are increasingly seeking to block
or filter access to certain content, traffic, or services w thout the
know edge or agreenment of affected users. \Were these organi zations
do not directly control networks thenselves, they commonly aimto
make use of internediary systenms to inplenent the bl ocking or
filtering.

Wil e blocking and filtering remain highly contentious in many cases,
the desire to restrict communications or access to content wll
likely continue to exist.

The difference between "bl ocking" and "filtering" is a matter of
scal e and perspective. "Blocking" often refers to preventing access
to resources in the aggregate, while "filtering" refers to preventing
access to specific resources within an aggregate. Both bl ocking and
filtering can be inplenmented at the level of "services" (web hosting
or video stream ng, for exanple) or at the |level of particular
"content." For the analysis presented in this docunent, the

di stinction between blocking and filtering does not create

meani ngful ly di fferent conclusions. Hence, in the remainder of this
docunent, we will treat the terns as being generally equival ent and
applicable to restrictions on both content and services.

Thi s docunent aims to clarify the technical inplications and trade-
of fs of various blocking strategies and to identify the potential for
different strategies to potentially cause harnful side effects

("coll ateral danage") for Internet users and the overall Internet
architecture. This analysis is limted to technical bl ocking
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mechani sms. The scope of the anal yzed blocking is limted to
i ntentional blocking, not accidental blocking due to m sconfiguration
or as an unintentional side effect of sonething else.

Filtering may be considered legal, illegal, ethical, or unethical in
different places, at different times, and by different parties. This
docunent is intended for those who are conducting filtering or are
consi dering conducting filtering and want to understand the
inmplications of their decisions with respect to the Internet
architecture and the trade-offs that cone with each type of filtering
strategy. This docunment does not present fornulas on how to nake
those trade-offs; it is likely that filtering decisions require

know edge of context-specific details. \Wether particular forns of
filtering are lawful in particular jurisdictions raises conplicated

| egal questions that are outside the scope of this document. For
simlar reasons, questions about the ethics of particular forns of
filtering are al so out of scope.

2. Filtering Exanples

Bl ocki ng systens have evol ved al ongsi de the Internet technol ogies
they seek to restrict. Looking back at the history of the Internet,
there have been several such systens deployed by different parties
and for different purposes.

Firewalls: Firewalls of various sorts are very commonly enpl oyed at
many points in today’'s Internet [RFC2979]. They can be depl oyed
either on end hosts (under user or admnistrator control) or in the
network, typically at network boundaries. While the Internet
Security d ossary [ RFC4949] contains an extended definition of a
firewall, informally, nost people would tend to think of a firewall
as sinply "sonmething that bl ocks unwanted traffic" (see [ RFC4948] for
a di scussion on many types of unwanted traffic). While there are
many sorts of firewalls, there are several specific types of firewall
functionality worth noting.

0 Stateless Packet Filtering: Statel ess packet filters bl ock
according to content-neutral rules, e.g., blocking all inbound
connecti ons or outbound connections on certain ports, protocols,
or network-|ayer addresses. For exanple, blocking outbound
connections to port 25.

o Stateful Packet Filtering: Mre advanced configurations require

keeping state used to enforce fl ow based policies, e.g., blocking
i nbound traffic for flows that have not been established.
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0 Deep Packet Inspection: Yet nore advanced configurations perform
deep packet inspection and filter or block based on the content
carried. Many firewalls include web filtering capabilities (see
bel ow) .

Web Filtering: HTTP and HTTPS are comon targets for bl ocking and
filtering, typically targeted at specific URIs. Sonme enterprises use
HTTP bl ocking to bl ock non-work-appropriate web sites, and severa
nations require HITP and HTTPS filtering by their 1SPs in order to

bl ock content deened illegal. HITPS is a challenge for these
systens, because the URI in an HTTPS request is carried inside the
encrypted channel. To block access to content made accessible via

HTTPS, filtering systens thus nust either block based on network- and
transport-layer headers (1P address and/or port), or else obtain a
trust anchor certificate that is trusted by endpoints (and thus act
as a man in the mddle). These filtering systens often take the form
of "portals" or "enterprise proxies" presenting their own,

dynani cal |y generated HTTPS certificates. (See further discussion in
Section 5.)

Spam Filtering: Spamfiltering is one of the ol dest forms of content
filtering. Spamfilters eval uate nessages based on a variety of
criteria and information sources to deci de whether a given nessage is
spam For exanple, DNS Blacklists use the reverse DNS to flag

whet her an | P address is a known spam source [ RFC5782]. Spamfilters
can be installed on user devices (e.g., in a mil client), operated
by a mail domain on behalf of users, or outsourced to a third party
that acts as an internediate MX proxy.

Domai n Nanme Sei zure: A nunber of approaches are used to block or

modi fy resolution of a domain name. One approach is to make use of

I CANN' s Uni form Di spute Resolution Policy (URDP) for the purposes of
dealing with fraudul ent use of a nane. Qher authorities may require
that donmi ns be bl ocked within their jurisdictions. Substanti al
research has been perfornmed on the value and efficacy of such

sei zures [ Takedown08] [ Bl ackLi sts14].

The preci se nethod of how domai n nanes are seized will vary from

pl ace to place. One approach in use is for queries to be redirected
to resolve to I P addresses of the authority that hosts information
about the seizure. The effectiveness of domain seizures wll
simlarly vary based on the nmethod. In sone cases, the person whose
name was seized will sinply use a new name. |n other cases, the

bl ock may only be effective within a region or when specific name
service infrastructure is used
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Sei zures can al so have overbroad effects, since access to content is
bl ocked not only within the jurisdiction of the seizure, but

gl obally, even when it may be affirmatively | egal el sewhere
[RojaDirecta]. Wen domain redirection is effected via redirections
at internmediate resolvers rather than at authoritative servers, it
directly contradicts end-to-end assunptions in the DNS security
architecture [RFC4033], potentially causing validation failures by
val i dati ng end-nodes.

Saf e Browsi ng: Mddern web browsers provi de sone neasures to prevent
users from accessing nmalicious web sites. For instance, before

| oading a URI, current versions of Google Chrone and Firefox use the
Googl e Safe Browsing service to determnine whether or not a given UR
is safe to |l oad [SafeBrowsing]. The DNS can al so be used to store
third party information that nmark domai ns as safe or unsafe

[ RFC5782] .

Mani pul ation of routing and addressi ng data: Governnents have
recently intervened in the nanagenent of |P addressing and routing
information in order to maintain control over a specific set of DNS
servers. As part of an internationally coordi nated response to the
DNSChanger malware, a Dutch court ordered the RIPE NCC to freeze the
accounts of several resource holders as a neans to limt the resource
hol ders’ ability to use certain address bl ocks [GhostCickRI PE] (also
see Section 4.3). These actions have led to concerns that the number
resource certification systemand rel ated secure routing technol ogi es
devel oped by the I ETF s SIDR working group might be subject to
governnment mani pul ati on as well [RFC6480], potentially for the

pur pose of denying targeted networks access to the Internet.

Ingress filtering: Network service providers use ingress filtering
[ RFC2827] [ RFC3704] as a means to prevent source address spoofing
which is used as a part of other attacks.

Data | oss prevention (DLP): Enterprise and other networks are
concerned with potential |eaking of confidential information, whether

accidental or intentional. Sone of the tools used for this are
simlar to the main subject of this docunent of bl ocking and
filtering. |In particular, enterprise proxies mght be part of a DLP
sol uti on.

3. Characteristics of Blocking Systens

At a generic level, blocking systens can be characterized by four
attributes: the party who sets the bl ocking policy, the purpose of
the bl ocking, the intended target of the blocking, and the Internet
conmponent (s) used as the basis of the bl ocking system
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3.1. The Party Who Sets Bl ocking Policies

Parties that institute bl ocking policies include governnents, courts,
enterprises, network operators, reputation trackers, application
provi ders, and individual end users. A governnent mght create | aws
based on cultural nornms and/or their elected mandate. Enterprises

m ght use cultural, industry, or legal norms to guide their policies.

There can be several steps of translation and transformation fromthe
original intended purpose -- first to laws, then to (governnent)

regul ation, followed by high-level policies in, e.g., network
operators, and fromthose policies to filtering architecture and

i npl ementation. Each of those steps is a potential source of
uni nt ended consequences as discussed in this docunent.

In sone cases, the policy setting entity is the same as the entity
that enforces the policy. For exanple, a network operator night
install a firewall in its own networking equipnent, or a web
application provider mght block responses between its web server and
certain clients.

In other cases, the policy setting entity is different fromthe
entity that enforces the policy. Such policy mght be inposed upon
the enforcing entity, such as in the case of blocking initiated by
governnents, or the enforcing entity mght explicitly choose to use
policy set by others, such as in the case of a reputation system used
by a spamfilter or safe browsing service. Because a policy mght be
enforced by others, it is best if it can be expressed in a formthat

i s i ndependent of the enforcing technol ogy.

3.2. Purposes of Bl ocking
There are a variety of notivations to filter

0 Preventing or responding to security threats. Network operators,
enterprises, application providers, and end users often bl ock
communi cations that are believed to be associated with security
threats or network attacks.

0 Restricting objectionable content or services. Certain
conmuni cati ons may be vi ewed as undesirable, harnful, or illega
by particular governnents, enterprises, or users. Governnments may
seek to bl ock conmunications that are deemed to be defamation
hat e speech, obscenity, intellectual property infringenent, or
ot herwi se objectionable. Enterprises may seek to restrict
enpl oyees from accessing content that is not deened to be work
appropriate. Parents nay restrict their children from accessing
content or services targeted for adults.
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3.

3. 3.

2

0 Restricting access based on busi ness arrangenents. Some networks
are designed so as to only provide access to certain content or
services ("wall ed gardens"), or to only provide |limted access
until end users pay for full Internet services (captive portals
provi ded by hotspot operators, for exanple).

1. Blacklist vs. Wiitelist Mdel

Note that the purpose for which bl ocking occurs often dictates

whet her the bl ocki ng system operates on a bl acklist nodel, where
conmmuni cations are allowed by default but a subset are bl ocked, or a
whitelist nodel, where communications are bl ocked by default with
only a subset allowed. Captive portals, walled gardens, and
sandboxes used for security or network endpoint assessnent usually
require a whitelist nodel since the scope of communications all owed
is narrow. Blocking for other purposes often uses a bl acklist nodel
since only individual content or traffic is intended to be bl ocked.

I ntended Targets of Bl ocking

Bl ocki ng systens are instituted so as to target particular content,
servi ces, endpoints, or sone conbination of these. For exanple, a
"content" filtering systemused by an enterprise nmight block access
to specific URIs whose content is deened by the enterprise to be

i nappropriate for the workplace. This is distinct froma "service"
filtering systemthat blocks all web traffic (perhaps as part of a
parental control systemon an end-user device) and al so distinct from
an "endpoint" filtering systemin which a web application bl ocks
traffic fromspecific endpoints that are suspected of nalicious
activity.

As di scussed in Section 4, the design of a blocking system may affect
content, services, or endpoints other than those that are the

i ntended targets. For exanple, when dommi n nane sei zures descri bed
above are intended to address specific web pages associated with
illegal activity, by renoving the domains fromuse, they affect all
services nade avail able by the hosts associated with those nanes,
including mail services and web services that nay be unrelated to the
illegal activity. Depending on where the block is inposed within the
DNS hi erarchy, entirely unrel ated organi zati ons may be i npact ed.
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3.4. Conponents Used for Bl ocking

Broadl y speaking, the process of delivering an Internet service
i nvol ves three different components:

1. Endpoints: The actual content of the service is typically an
application-layer protocol between two or nore Internet hosts.
In many protocols, there are two endpoints, a client and a
server.

2. Network services: The endpoints communi cate by way of a
collection of IP networks that use routing protocols to determ ne
how to deliver packets between the endpoints.

3. Rendezvous services: Service endpoints are typically identified
by identifiers that are nore "human-friendl y" than | P addresses.
Rendezvous services allow one endpoint to figure out howto
contact another endpoint based on an identifier. An exanple of a
rendezvous service is the donmain name system Distributed Hash
Tabl es (DHTs) have al so been used as rendezvous services.

Consi der, for exanple, an HITP transaction fetching the content of
the URI <http://exanple.comindex.htm >  The client endpoint is an
end host running a browser. The client uses the DNS as a rendezvous
service when it perforns a AAAA query to obtain the |IP address for
the server nane "exanple.con. The client then establishes a
connection to the server, and sends the actual HTTP request. The
server endpoint then responds to the HITP request.

As anot her exanple, in the SIP protocol, the two endpoints
communi cating are | P phones, and the rendezvous service is provided
by an application-layer SIP proxy as well as the DNS

Bl ocki ng access to Internet content, services, or endpoints is done
by controlling one or nore of the conponents involved in the
provi sion of the conmmunications involved in accessing the content,

services, or endpoints. 1In the HTTP exanpl e above, the successfu
compl etion of the HTTP request could have been prevented in severa
ways:

o [Endpoint] Preventing the client from nmaki ng the request
0 [Endpoint] Preventing the server fromresponding to the request

0 [Endpoint] Preventing the client from maki ng the DNS request
needed to resol ve exanpl e. com

0 [Network] Preventing the request fromreaching the server
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4.

4.

0 [Network] Preventing the response fromreaching the client
0 [Network] Preventing the client fromreaching the DNS servers
0 [Network] Preventing the DNS responses fromreaching the client

0 [Rendezvous] Preventing the DNS servers from providing the client
the correct |IP address of the server

Those who desire to block communications will typically have access
to only one or two conponents; therefore their choices for howto
performblocking will be limted. End users and application
providers can usually only control their own software and hardware,
whi ch neans that they are linmted to endpoint-based filtering. Sone
network operators offer filtering services that their custoners can
activate individually, in which case end users m ght have network-
based filtering systens available to them Network operators can
control their own networks and the rendezvous services for which they
provide infrastructure support (e.g., DNS resolvers) or to which they
may have access (e.g., SIP proxies), but not usually endpoints.
Enterprises usually have access to their own networks and endpoints
for filtering purposes. Governments m ght nmake arrangenents with the
operators or owners of any of the three conponents that exist within
their jurisdictions to performfiltering.

In the next section, blocking systens designed according to each of
the three patterns -- network services, rendezvous services, and
endpoints -- are evaluated for their technical and architectura
inmplications. The analysis is as agnostic as possible as to who sets
the bl ocki ng policy (governnent, end user, network operator,
application provider, or enterprise), but in some cases the way in
whi ch a particul ar bl ocking design pattern is used mght differ,
dependi ng on the who desires a block. For example, a network-based
firewall provided by an ISP that parents can elect to use for

parental control purposes will likely function differently from one
that all 1SPs in a particular jurisdiction are required to use by the
| ocal governnent, even though in both cases the same conponent
(network) forms the basis of the bl ocking system

Eval uati on of Bl ocking Design Patterns
1. Criteria for Evaluation
To evaluate the technical inplications of each of the bl ocking design

patterns, we conpare them based on four criteria: scope, granularity,
efficacy, and security.
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4.1.1. Scope: What set of hosts and users are affected?

The Internet is conprised of many distinct autononmous networks and
applications, which means that the inpact of a blocking systemwill
only be within a defined topol ogi cal scope. For exanple, blocking
within an access network will only affect a well-defined set of users
(nanely, those connected to the access network). Bl ocking performnmed
by an application provider can affect users across the entire

I nternet.

Bl ocki ng systens are generally viewed as | ess objectionable if the
scope of their inpact is as narrow as possible while still being
effective, and as long as the inpact of the blocking is within the
adm nistrative realmof the policy setting entity. As nentioned
previously, enterprise blocking systens are conmonly depl oyed, and
will generally have inpact on enterprise users. However, design
flaws in blocking systems nmay cause the effects of blocking to be
overbroad. For example, at |east one service provider blocking
content in accordance with a regul ati on has ended up bl ocki ng content
for downstream service providers because it filtered routes to
particul ar systens and did not distribute the original information to
downstream service providers in other jurisdictions
[INNOMfiltering]. Oher service providers have accidentally | eaked
such bl ack hole routes beyond the jurisdiction [N\O8]. A substanti al
anmount of work has gone into BGP security to avoid such attacks, but
depl oynent of such systems | ags.

4.1.2. Ganularity: How specific is the blocking? WII blocking one
service al so bl ock others?

Internet applications are built out of a collection of |oosely
coupl ed components or "layers". Different |ayers serve different
purposes and rely on or offer different functions such as routing,
transport, and nam ng (see [RFC1122], especially Section 1.1.3). The
functions at these |ayers are devel oped autononously and al nost

al ways operated by different parties. For exanple, in many networks,
physi cal and link-layer connectivity is provided by an "access
provider"”, 1P routing is performed by an "lInternet service provider,"
and application-layer services are provided by completely separate
entities (e.g., web servers). Upper-layer protocols and applications
rely on conbinations of |ower-layer functions in order to work.
Functionality at higher layers tends to be nore specialized, so that
many di fferent specialized applications can make use of the sane
generic underlying network functions.

As a result of this structure, actions taken at one | ayer can affect

functionality or applications at other layers. For exanple,
mani pul ating routing or naming functions to restrict access to a
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narrow set of resources via specific applications will likely affect
all applications that depend on those functions. As with the scope
criteria, blocking systens are generally viewed as | ess objectionable
when they are highly granular and do not cause coll ateral damage to
content or services unrelated to the target of the bl ocking

[ RFC4924] .

Even within the application layer, the granularity of blocking can
vary dependi ng on how targeted the bl ocking systemis designed to be.
Bl ocking all traffic associated with a particular application
protocol is |less granular than blocking only traffic associated with
a subset of application instances that nake use of that protocol
Sophi sticated heuristics that make use of information about the
application protocol, |ower-layer protocols, payload signatures,
source and destination addresses, inter-packet timng, packet sizes,
and other characteristics are sonetinmes used to narrow the subset of
traffic to be bl ocked.

4.1.3. Efficacy: How easy is it for a resource or service to avoid
bei ng bl ocked?

Al t hough bl ocking a resource or service mght have sonme i medi ate
effect, efficacy nust be evaluated in terns of whether it is easy to
circumvent. Sinply doing a one-tine policy is often unlikely to have
lasting efficacy (e.g., see [O eanFeed] and [Bl ackLi sts14]).

Experi ence has shown that, in general, blacklisting requires
continual maintenance of the blacklist itself, both to add new
entries for unwanted traffic and del eting entries when of fendi ng
content is renoved. Experience also shows that, depending on the
nature of the block, it may be difficult to deternmi ne when to

unbl ock. For instance, if a host is blocked because it has been
comprom sed and used as a source of attack, it may not be plainly
evi dent when that site has been fixed.

For bl acklist-style blocking, the distributed and nobile nature of
Internet resources limts the effectiveness of blocking actions. A
service that is blocked in one jurisdiction can often be noved or re-
instantiated in another jurisdiction (see, for exanple,

[ Malicious-Resolution]). Likew se, services that rely on bl ocked
resources can often be rapidly reconfigured to use non-bl ocked
resources. |If a web site is prevented fromusing a donmain nane or
set of | P addresses, the content can sinply be noved to another
domai n nane or network, or use alternate syntaxes to express the same
resource name (see the discussion of fal se negatives in [ RFC6943]).
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In a process known as "snowshoe spanm ng," a spam origi nator uses
addresses in many different networks as sources for spam This
technique is already wi dely used to spread spam generation across a
variety of resources and jurisdictions to prevent spam bl ocking from
bei ng effective.

In the presence of either blacklist or whitelist systens, there are
several ways in which a user or application can try to circument the
filters.

The users may choose to use different sets of protocols or otherw se
alter their traffic characteristics to circunvent the filters. In
some cases, applications may shift their traffic to port 80 or 443
when ot her ports are blocked. O, services may be tunneled within
ot her services, proxied by a collaborating external host (e.g., an
anonynous redirector), or sinply run over an alternate port (e.g.,
port 8080 vs port 80 for HTTP). Another neans of circunvention is
alteration of the service behavior to use a dynamic port negotiation
phase, in order to avoid use of a constant port address.

One of the primary notivations for arguing that HTTP/ 2 shoul d be
encrypted by default was that unencrypted HTTP 1.1 traffic was
soneti nes bl ocked or inproperly processed. Users or applications
shifting their traffic to encrypted HITP has the effect of
circumventing filters that depend on the HTTP pl ai ntext payl oad.

If voice comruni cati on based on SIP [ RFC3261] is bl ocked, users are
likely to use applications which use proprietary protocols that allow
themto talk to each other.

Sone filtering systens are only capable of identifying IPv4d traffic
and therefore, by shifting to I Pv6, users may be able to evade
filtering. Using IPv6 with header options, using nultiple |ayers of
tunnel s, or using encrypted tunnels can also nmake it nore chall engi ng
for blocking systems to find transport ports within packets, naking
port-based blocking nore difficult. Thus, distribution and nmobility
can hanper efforts to bl ock conmunications in a nunber of ways

4.1.4. Security: How does the bl ocking imnmpact existing trust
i nfrastructures?

Modern security nmechanisns rely on trusted hosts comunicating via a
secure channel without intermediary interference. Protocols such as
Transport Layer Security (TLS) [RFC5246] and | Psec [ RFC4301] are
designed to ensure that each endpoint of the comunication knows the
identity of the other endpoint(s) and that only the endpoints of the
communi cation can access the secured contents of the communi cation
For exanple, when a user connects to a bank’s web site, TLS ensures
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that the user’s banking information is securely conmunicated to the
bank and nobody el se, ensuring the data remains confidential while in
transit.

Sone bl ocking strategies require internediaries to insert thensel ves
within the end-to-end comunications path, potentially breaking
security properties of Internet protocols [RFC4924]. |In these cases,
it can be difficult or inpossible for endpoints to distinguish

bet ween attackers and "authorized" parties conducting bl ocking. For
exanple, an enterprise firewall admnistrator could gain access to
users’ personal bank accounts when users on the enterprise network
connect to bank web sites.

Finally, one needs to eval uate whet her a bl ocki ng mechani sm can be
used by an end user to efficiently |locate bl ocked resources that can
then be accessed via other nmechani sns that circunvent the bl ocking
mechani sm For exanple, Cdayton [C eanFeed] showed how speci al
treatment in one bl ocking systemcould be detected by end users in
order to efficiently locate illegal web sites, which was thus

count erproductive to the policy objective of the bl ocking mechani sm

4.2. Network-Based Bl ocki ng

Being able to block access to resources w thout the consent or
cooperation of either endpoint is viewed as a desirable feature by
some that depl oy bl ocking systenms. Systems that have this property
are often inplemented using intermediary devices in the network, such
as firewalls or filtering systens. These systens inspect traffic as
it passes through the network, decide based on the characteristics or
content of a given comunication whether it should be bl ocked, and
then bl ock or allow the communi cation as desired. For exanple, web
filtering devices usually inspect HTTP requests to determ ne the UR
bei ng requested, conpare that URI to a list of blacklisted or
whitelisted URIs, and allow the request to proceed only if it is
permitted by policy. Firewalls performa simlar function for other
classes of traffic in addition to HTTP. Sone bl ocki ng systens focus
on specific application-layer traffic, while others, such as router
Access Control Lists (ACLs), filter traffic based on | ower-I|ayer
criteria (transport protocol and source or destination addresses or
ports).

Internediary systens used for blocking are often not far fromthe
edge of the network. For exanple, nmany enterprise networks operate
firewalls that block certain web sites, as do sone residential |SPs.
In sone cases, this filtering is done with the consent or cooperation
of the affected endpoints. PCs within an enterprise, for exanple,

m ght be configured to trust an enterprise proxy, a residential ISP
m ght offer a "safe browsing" service, or mail clients night
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aut horize mail servers on the local network to filter spamon their
behal f. These cases share sonme of the properties of the "Endpoint-
Based Bl ocki ng" scenarios discussed in Section 4.4 below, since the
endpoi nt has made an informed decision to authorize the internediary
to block on its behalf and is therefore unlikely to attenpt to
circunvent the blocking. Froman architectural perspective, however
they may create nmany of the same probl ems as network-based filtering
conducted w t hout consent.

4.2.1. Scope

In the case of governnent-initiated bl ocking, network operators
subject to a specific jurisdiction nmay be required to bl ock or
filter. Thus, it is possible for laws to be structured to result in
bl ocki ng by imposing obligations on the operators of networks within
a jurisdiction, either via direct governnent action or by allow ng
private actors to denand bl ocking (e.g., through | awsuits).

Regardl ess of who is responsible for a bl ocking policy, enforcenent
can be done using Statel ess Packet Filtering, Stateful Packet
Filtering, or Deep Packet Inspection as defined in Section 2. Wile
net wor k- based Statel ess Packet Filtering has granularity issues

di scussed in Section 4.2.2, network-based Stateful Packet Filtering
and Deep Packet I|nspection approaches often run into severa

technical issues that Iinmt their viability in practice. For
exanpl e, many issues arise fromthe fact that an intermedi ary needs
to have access to a sufficient amount of traffic to nmake its bl ocking
det erm nati ons.

For residential or consuner networks with many egress points, the
first step to obtaining this traffic is sinply gaining access to the
constituent packets. The Internet is designed to deliver packets

i ndependently from source to destination -- not to any particul ar
poi nt along the way. Thus, the sequence of packets fromthe sender
can only be reliably reconstructed at the intended receiver. In

addition, inter-network routing is often asymretric, and for
sufficiently complex |ocal networks, intra-network traffic flows can
be asymetric as well [asymretry]. Thus, packets in the reverse
direction use a different sent of paths than the forward direction

This asymetry means that an internediary in a network with many
egress points nmay, depending on topol ogy and configuration, see only
one half of a given conmmunication, which may linmit the scope of the
communi cations that it can filter. For exanple, a filter aimed at
requests destined for particular URIs cannot nmake accurate bl ocking
deci sions based on the URI if it is only in the data path for HITP
responses and not requests, since the URl is not included in the
responses. Asynmetry may be surnountable given a filtering system
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wi th enough distributed, interconnected filtering nodes that can
coordi nate informati on about flows belonging to the same

communi cati on or transaction, but depending on the size of the
network this may inply significant conplexity in the filtering
system Routing can sonetines be forced to be symmetric within a

gi ven network using routing configuration, NAT, or Layer 2 mechani sns
(e.g., MPLS), but these nmechanisms are frequently brittle, conplex,
and costly -- and can sonetimes result in reduced network performance
relative to asynmetric routing. Enterprise networks may al so be |ess
susceptible to these problens if they route all traffic through a
smal | nunber of egress points.

4.2.2. Ganularity

Once an intermediary in a network has access to traffic, it nust
identify which packets nust be filtered. This decision is usually
based on sone conbination of information at the network |ayer (e.qg.
| P addresses), transport layer (ports), or application layer (URI's or
other content). Deep Packet Inspection type bl ocking based on
application-layer attributes can be potentially nore granul ar and
less likely to cause coll ateral damage than blocking all traffic
associated with a particular address, which can inpact unrel ated
occupants of the sane address. However, nore narrowy focused
targeting may be nore conplex, less efficient, or easier to
circunvent than filtering that sweeps nore broadly, and those who
seek to block nust bal ance these attributes agai nst each other when
choosing a bl ocki ng system

4.2.3. Efficacy and Security

Regardl ess of the |ayer at which bl ocking occurs, it may be open to
circunvention, particularly in cases where network endpoints have not
aut hori zed the bl ocking. The comruni cati ng endpoi nts can deny the
intermedi ary access to attributes at any layer by using encryption
(see below). |P addresses nmust be visible, even if packets are
protected with | Psec, but bl ocking based on I P addresses can be
trivial to circunvent. A filtered site nmay be able to quickly change
its I P address using only a few sinple steps: changing a single DNS
record and provisioning the new address on its server or noving its
services to the new address [BT-TPB].

I ndeed, Poort, et al. [Poort] found that "any behavi oural change in
response to bl ocking access to The Pirate Bay has had no | asting net

i mpact on the overall nunber of downl oaders fromillegal sources, as
new consuners have started downl oading fromill egal sources and
people learn to circumvent the bl ocking while new illegal sources may
be launched, causing file sharing to increase again", and that these
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results "are in line with a tendency found in the literature that any
effects of legal action against file sharing often fade out after a
period of typically six nonths."

If application content is encrypted with a security protocol such as
I Psec or TLS, then the internediary will require the ability to
decrypt the packets to examine application content, or resort to
statistical nmethods to guess what the content is. Since security
protocols are generally designed to provide end-to-end security
(i.e., to prevent internediaries fromexan ning content), the

i ntermedi ary woul d need to masquerade as one of the endpoints,
breaki ng the authentication in the security protocol, reducing the
security of the users and services affected, and interfering with
legitimate private communication. Besides, various techniques that
use public databases with whitelisted keys (e.g., DANE [ RFC6698])
enabl e users to detect these sort of internediaries. Those users are
then likely to act as if the service is bl ocked.

If the intermediary is unable to decrypt the security protocol, then
its bl ocking determ nations for secure sessions can only be based on
unprotected attributes, such as |IP addresses, protocol |Ds, port
nunbers, packet sizes, and packet timng. Sone bl ocking systens
today still attenpt to block based on these attributes, for exanple
by blocking TLS traffic to known proxies that could be used to tunne
t hrough the bl ocki ng system

However, as the Telex project [Telex] recently denonstrated, if an
endpoi nt cooperates with a relay in the network (e.g., a Telex
station), it can create a TLS tunnel that is indistinguishable from
legitimate traffic. For exanple, if an | SP used by a banki ng web
site were to operate a Telex station at one of its routers, then a
bl ocki ng system woul d be unable to distinguish legitimte encrypted
banking traffic from Tel ex-tunneled traffic (potentially carrying
content that would have been filtered).

Thus, in principle in a blacklist systemit is inpossible to block
tunnel ed traffic through an intermedi ary device w t hout bl ocking al
secure traffic fromthat system (The only limtation in practice is
the requirenent for special software on the client.) Those who
require that secure traffic be blocked fromsuch sites risk bl ocking
content that would be valuable to their users, perhaps inpeding
substantial econonic activity. Conversely, those who are hosting a
nmyriad of content have an incentive to see that |aw abiding content
does not end up bei ng bl ocked.
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CGovernments and network operators should, however, take care not to
encourage the use of insecure conmunications in the nam ng of

security, as doing so will invariably expose their users to the
various attacks that the security protocols were put in place to
prevent.

Sone operators may assune that only bl ocking access to resources
avai l abl e via unsecure channels is sufficient for their purposes --
i.e., that the size of the user base that will be willing to use
secure tunnels and/or special software to circunvent the blocking is
| ow enough to make bl ocking via internediaries worthwhile. Under
that assunption, one m ght decide that there is no need to contro
secure traffic and thus that network-based blocking is an attractive
opti on.

However, the |onger such blocking systens are in place, the nore
likely it is that efficient and easy-to-use tunneling tools wll
become available. The proliferation of the Tor network, for exanple,
and its increasingly sophisticated bl ocki ng-avoi dance techni ques
demonstrate that there is energy behind this trend [Tor]. Thus,

net wor k- based bl ocki ng becones | ess effective over tine.

Net wor k- based bl ocking is a key contributor to the arns race that has
led to the devel opment of such tools, the result of which is to
create unnecessary |ayers of conplexity in the Internet. Before
cont ent - based bl ocki ng becane comon, the next best option for
networ k operators was port blocking, the w despread use of which has
driven nore applications and services to use ports (80 and 443 nost
commonly) that are unlikely to be blocked. |In turn, network
operators shifted to finer-grained content bl ocking over port 80,
content providers shifted to encrypted channels, and operators began
seeking to identify those channels (although doing so can be
resource-prohibitive, especially if tunnel endpoints begin to change
frequently). Because the prem se of network-based bl ocking is that
endpoi nts have incentives to circunvent it, this cat-and-nouse gane
is an inevitable by-product of this form of bl ocking.

One reason above all stands as an enornous chall enge to network-based
bl ocki ng: the Internet was designed with the prem se that people wll
want to connect and communicate. I[P will run on anything up to and
including carrier pigeons [RFC1149]. It often runs atop TLS and has
been made to run on other protocols that themselves run atop IP
Because of this fundamental |ayering approach, nearly any authorized
avenue of communi cation can be used as a transport. This sane
"problem permts communications to succeed in the nost chall engi ng
of environments.
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4.2.4. Summary

In sum network-based blocking is only effective in a fairly
constrai ned set of circunstances. First, the traffic needs to flow
through the network in such a way that the internediary device has
access to any comuni cations it intends to block. Second, the

bl ocki ng system needs an out-of -band nmechanismto mitigate the risk
of secure protocols being used to avoid bl ocking (e.g., human

anal ysts identifying | P addresses of tunnel endpoints). |If the
network is sufficiently conplex, or the risk of tunneling too high,

t hen network-based bl ocking is unlikely to be effective, and in any
case this type of blocking drives the devel opment of increasingly
compl ex layers of circumvention. Network-based bl ocki ng can be done
wi t hout the cooperation of either endpoint to a conmunication, but it
has the serious drawback of breaking end-to-end security assurances
in some cases. The fact that network-based blocking is prem sed on
this lack of cooperation results in arns races that increase the
conpl exity of both application design and network design

4.3. Rendezvous-Based Bl ocki ng

Internet applications often require or rely on support from common,
gl obal rendezvous services, including the DNS, certificate
authorities, search engi nes, WHO S dat abases, and Internet Route

Regi stries. These services control or register the structure and
availability of Internet applications by providing data el enents that
are used by application code. Some applications also have their own
speci al i zed rendezvous services. For exanple, to establish an end-
to-end SIP call, the end-nodes (termnals) rely on presence and
session information supplied by SIP servers.

G obal rendezvous services are conprised of generic technica

dat abases intended to record certain facts about the network. The
DNS, for exanple, stores infornmation about which servers provide
services for a given nane, and the Resource Public Key Infrastructure
(RPKI) stores information about which organi zati ons have been

all ocated | P addresses. To offer specialized Internet services and
applications, different people rely on these generic records in
different ways. Thus, the effects of changes to the databases can be
much nore difficult to predict than, for exanple, the effect of
shutting down a web server (which fulfills the specific purpose of
serving web content).

Al t hough rendezvous services are discussed as a single category, the
preci se characteristics and inplications of blocking each kind of
rendezvous service are slightly different. This section provides
exanples to highlight these differences.
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4.3.1. Scope

In the case of governnent-initiated bl ocking, the operators of
servers used to provide rendezvous service that are subject to a
specific jurisdiction nay be required to block or filter. Thus, it
is possible for laws to be structured to result in blocking by

i mposi ng obligations on the operators of rendezvous services within a
jurisdiction, either via direct government action or by allow ng
private actors to demand bl ocking (e.g., through | awsuits)

The scope of bl ocking conducted by others will depend on which
servers they can access. For exanple, network operators and
enterprises may be capabl e of conducting bl ocking using their own DNS
resol vers or application proxies within their networks, but not
authoritative servers controlled by others.

However, if a service is hosted and operated within a jurisdiction
where it is considered legitinmate, then bl ocking access at a gl oba
rendezvous service (e.g., one within a jurisdiction where it is
considered illegitimte) night deny services in jurisdictions where
they are considered legitimate. This type of collateral damage is

| essened when bl ocking is done at a |ocal rendezvous server that only
has | ocal inpact, rather than at a gl obal rendezvous server wth

gl obal i npact.

4.3.2. Ganularity

Bl ocki ng at a gl obal rendezvous service can be overbroad if the
resources bl ocked support mnultiple services, since bl ocking service
can cause collateral damage to legitimte uses of other services.
For exanple, a given address or domain nane m ght host both
legitimate services as well as services that some would desire to
bl ock.

4.3.3. Efficacy

The distributed nature of the Internet linmts the efficacy of

bl ocki ng based on rendezvous services. |f the Internet comunity
realizes that a bl ocki ng decision has been nade and wi shes to counter
it, then local networks can "patch" the authoritative data that a

gl obal rendezvous service provides to avoid the bl ocking (although

t he devel opnent of DNSSEC and the RPKI are causing this to change by

requiring updates to be authorized). |In the DNS case, registrants
whose nanes get bl ocked can rel ocate their resources to different
names.
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Endpoi nts can al so choose not to use a particul ar rendezvous service
They might switch to a conpetitor or use an alternate nechani sm (for
exanple, IPliterals in URIs to circumvent DNS filtering)

4.3.4. Security and QGther Inplications

Bl ocki ng of gl obal rendezvous services al so has a variety of other
implications that may reduce the stability, accessibility, and
usability of the global Internet. Infrastructure-based bl ocki ng may
erode the trust in the general Internet and encourage the devel opnent
of parallel or "underground" infrastructures causing forns of

Internet fragnentation, for exanple. This risk nmay becone nore acute
as the introduction of security infrastructures and mechani sms such
as DNSSEC and RPKI "hardens" the authoritative data -- including

bl ocked nanmes or routes -- that the existing infrastructure services
provide. Those seeking to circunmvent the bl ocks nay opt to use | ess-
secure but unbl ocked parallel services. As applied to the DNS, these
consi derations are further discussed in RFC 2826 [ RFC2826], in the
advi sory [ SAC-056] from I CANN s Security and Stability Advisory
Conmittee (SSAC), and in the Internet Society s whitepaper on DNS
filtering [ISOCFiltering], but they also apply to other gl oba

I nternet resources.

4.3.5. Exanples

Bel ow we provide a few specific exanples for routing, DNS, and WHO S
services. These exanmples demponstrate that for these types of
rendezvous services (services that are often considered a gl oba
commons), jurisdiction-specific |egal and ethical notivations for

bl ocki ng can both have collateral effects in other jurisdictions and
be circunmvented because of the distributed nature of the Internet.

In 2008, Pakistan Tel ecom attenpted to deny access to YouTube within
Paki st an by announci ng bogus routes for YouTube address space to
peers in Pakistan. YouTube was tenporarily denied service on a

gl obal basis as a result of a route |eak beyond the Pakistani ISP s
scope, but service was restored in approximately two hours because
networ k operators around the world reconfigured their routers to

i gnore the bogus routes [RenesysPK]. In the context of SIDR and
secure routing, a simlar reconfiguration could theoretically be done
if a resource certificate were to be revoked in order to bl ock
routing to a given network.

In the DNS realm one of the recent cases of U S. |aw enforcenent
sei zi ng domai n nanes involved RojabDirecta, a Spanish web site. Even
t hough several of the affected domai n names bel onged to Spani sh
organi zations, they were subject to blocking by the U S. governnent
because certain servers were operated in the United States.
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Government officials required the operators of the parent zones of a
target name (e.g., "com for "exanple.conm') to direct queries for
that name to a set of U S.-governnent-operated name servers. Users
of other services (e.g., email) under a target name would thus be
unable to | ocate the servers providing services for that nane,
denying themthe ability to access these services.

Sim | ar workarounds as those that were used in the Pakistan Tel ecom
case are also available in the DNS case. |If a domain nane is bl ocked
by changi ng authoritative records, network operators can restore
service sinply by extending TTLs on cached pre-blocking records in
recursive resolvers, or by statically configuring resolvers to return
unbl ocked results for the affected name. However, depending on the
availability of valid signature data, these types of workarounds wl|l
not work with DNSSEC- si gned dat a.

The action of the Dutch authorities against the RIPE NCC, where Rl PE
was ordered to freeze the accounts of Internet resource holders, is
of a simlar character. By controlling the account holders’ WHO S
information, this type of action limted the ability of the I1SPs in
question to manage their Internet resources. This example is
slightly different fromthe others because it does not imrediately
impact the ability of ISPs to provide connectivity. While |SPs use
(and trust) the WHO S databases to build route filters or use the
dat abases for troubl e-shooting information, the use of the WHO S

dat abases for those purposes is voluntary. Thus, seizure of this
sort may not have any i medi ate effect on network connectivity, but
it may inpact overall trust in the common infrastructure. It is
simlar to the other exanples in that action in one jurisdiction can
have broader effects, and in that the global system nay encourage
networ ks to devel op their own autononous sol utions.

4.3.6. Summary

In summary, rendezvous-based bl ocki ng can sonetines be used to

i medi ately bl ock a target service by renoving sone of the resources
it depends on. However, such bl ocking actions can have harnful side
effects due to the global nature of Internet resources and the fact
that many different application-|layer services rely on generic,

gl obal dat abases for rendezvous purposes. The fact that |nternet
resources can quickly shift between network | ocations, nanes, and
addresses, together with the autonony of the networks that conprise
the Internet, can nmean that the effects of rendezvous-based bl ocking
can be negated on short order in sone cases. For some applications,
rendezvous services are optional to use, not mandatory. Hence, they
are only effective when the endpoint or the endpoint’s network
chooses to use them they can be routed around by choosing not to use
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the rendezvous service or mgrating to an alternative one. To adapt
a quote by John Glnore, "The Internet treats bl ocking as damage and
routes around it".

4. 4. Endpoi nt-Based Bl ocking

Internet users and their devices constantly nake decisions as to

whet her to engage in particular Internet comrunications. Users

deci de whether to click on links in suspect email nessages; browsers
advi se users on sites that have suspicious characteristics; spam
filters evaluate the validity of senders and nessages. |If the

har dwar e and software nmaeki ng these decisions can be instructed not to
engage in certain conmuni cations, then the comunications are
effectively bl ocked because they never happen

There are several systens in place today that advise user systens
about whi ch communi cations they shoul d engage in. As discussed
above, several nodern browsers consult with "Safe Browsing" services
before loading a web site in order to determ ne whether the site
could potentially be harnful. Spamfiltering is one of the ol dest
types of filtering in the Internet; nodern filtering systens
typically make use of one or nore "reputation" or "blacklist”

dat abases in order to nake decisi ons about whether a given nessage or
sender shoul d be bl ocked. These systens typically have the property
that many filtering systens (browsers, Miil Transfer Agents (MIAs))
share a single reputation service. Even the absence of provisioned
PTR records for an I P address may result in email nmessages not being
accept ed.

4.4.1. Scope

I n an endpoi nt-based bl ocking system bl ocking actions are perforned
aut ononously, by individual endpoints or their del egates. The
effects of blocking are thus usually local in scope, mnimzing the
effects on other users or other, legitinmate services.

4.4.2. Ganularity

Endpoi nt - based bl ocki ng avoi ds sone of the limtations of rendezvous-
based bl ocki ng: while rendezvous-based bl ocking can only see and

af fect the rendezvous service at hand (e.g., DNS nane resol ution),
endpoi nt - based bl ocki ng can potentially see into the entire
application, across all layers and transactions. This visibility can
provi de endpoi nt - based bl ocki ng systenms with a much richer set of

i nformati on for maki ng narrow bl ocki ng deci sions. Support for narrow
granul arity depends on how the application protocol client and server
are desi gned, however. A typical endpoint-based firewall application
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may have less ability to nake fine-grained decisions than an
application that does its own bl ocking (see [RFC7288] for further
di scussi on).

4.4.3. Efficacy

Endpoi nt - based bl ocking deals well with nobile adversaries. |If a
bl ocked service rel ocates resources or uses different resources, a
rendezvous- or network-based bl ocki ng approach may not be able to
af fect the new resources (at |least not imrediately). A network-based
bl ocki ng system nmay not even be able to tell whether the new
resources are being used, if the previously bl ocked service uses
secure protocols. By contrast, endpoint-based bl ocking systens can
det ect when a bl ocked service' s resources have changed (because of
their full visibility into transactions) and adjust bl ocking as

qui ckly as new bl ocki ng data can be sent out through a reputation
system

The primary chal l enge to endpoint-based blocking is that it requires
the cooperation of endpoints. \Where this cooperation is wlling,
this is a fairly low barrier, requiring only reconfiguration or
software update. Wiere cooperation is unwilling, it can be
chal l enging to enforce cooperation for |arge nunbers of endpoints.
That chall enge i s exacerbated when the endpoints are a diverse set of
static, nobile, or visiting endpoints. |f cooperation can be

achi eved, endpoi nt-based bl ocking can be much nore effective than

ot her approaches because it is so coherent with the Internet’s
architectural principles.

4.4.4. Security

Endpoi nt - based bl ocking is performed at one end of an Internet
communi cati on, and thus avoids the problens related to end-to-end
security nechani sns that network-based bl ocking runs into and the
chal l enges to gl obal trust infrastructures that rendezvous-based
bl ocki ng creates.

4.4.5. Server Endpoints

In this discussion of endpoint-based bl ocking, the focus has been on
the consum ng side of the end-to-end comruni cation, nostly the client
side of a client-server type connection. However, simlar

consi derations apply to the content-produci ng side of end-to-end
communi cati ons, regardl ess of whether that endpoint is a server in a
client-server connection or a peer in a peer-to-peer type of
connecti on.
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For instance, for blocking of web content, narrow targeting can be
achi eved through whitelisting nethods |ike password authentication,
wher eby passwords are available only to authorized clients. For
exanple, a web site mght only nake adult content available to users
who provide credit card information, which is assuned to be a proxy
for age.

The fact that content-produci ng endpoints often do not take it upon
thensel ves to bl ock particular forns of content in response to
requests from governnents or other parties can sonetinmes notivate
those latter parties to engage in blocking el sewhere within the

I nternet.

If a service is to be blocked, the best way of doing that is to
di sable the service at the server endpoint.

4.4.6. Summary

Qut of the three design patterns, endpoint-based bl ocking is the

|l east likely to cause collateral damage to Internet services or the
overall Internet architecture. Endpoint-based bl ocking systens can
potentially see into all layers involved in a comunication, allow ng
bl ocking to be narrowy targeted and can nini m ze uni nt ended
consequences. Adversary nobility can be accounted for as soon as
reputation systens are updated with new adversary information. One
potential drawback of endpoint-based blocking is that it requires the
endpoi nt’ s cooperation; inplenmenting blocking at an endpoi nt when it
is not in the endpoint’s interest is therefore difficult to
acconpl i sh because the endpoint’s user can disable the blocking or
switch to a different endpoint.

5. Security Considerations

The primary security concern related to Internet service blocking is
the effect that it has on the end-to-end security nodel of many
Internet security protocols. Wen blocking is enforced by an
intermediary with respect to a given communi cation, the bl ocking
system may need to obtain access to confidentiality-protected data to
make bl ocki ng deci sions. Mechanisns for obtaining such access often
require the bl ocking systemto defeat the authentication nmechani sns
built into security protocols.

For exanple, some enterprise firewalls will dynamically create TLS
certificates under a trust anchor recogni zed by endpoints subject to
bl ocking. These certificates allowthe firewall to authenticate as
any web site, so that it can act as a nan-in-the-mddle on TLS
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connections passing through the firewall. This is not unlike an
external attacker using conpronised certificates to intercept TLS
connecti ons.

Modi fications such as these obviously make the firewall itself an
attack surface. |If an attacker can gain control of the firewall or
conmprom se the key pair used by the firewall to sign certificates,
the attacker will have access to the unencrypted data of all current
and recorded TLS sessions for all users behind that firewall, in a
way that is undetectable to users. Besides, if the conprom sed key-
pairs can be extracted fromthe firewall, all users, not only those
behind the firewall, that rely on that public key are vul nerabl e.

We nust al so consider the possibility that a legitimte adm nistrator
of such a firewall could gain access to privacy-sensitive

i nformation, such as the bank accounts or health records of users who
access such secure sites through the firewall. These privacy
considerations nmotivate legitinate use of secure end-to-end protocols
that often make it difficult to enforce granul ar bl ocking policies.

VWhen bl ocki ng systens are unable to inspect and surgically block
secure protocols, it is tenpting to conpletely block those protocols.
For exanple, a web blocking systemthat is unable to inspect HITPS
connections mght sinply block any attenpted HTTPS connecti on
However, since Internet security protocols are comonly used for
critical services such as online conmerce and banki ng, bl ocking these
protocol s woul d bl ock access to these services as well, or worse,
force themto be conducted over insecure comunication

Security protocols can, of course, also be used as nechanisns for

bl ocki ng services. For exanple, if a blocking systemcan insert
invalid credentials for one party in an authentication protocol, then
the other end will typically term nate the connection based on the
authentication failure. However, it is typically nmuch sinpler to
sinmply bl ock secure protocols than to exploit those protocols for
servi ce bl ocki ng.

6. Concl usion

Filtering will continue to occur on the Internet. W conclude that,
whenever possible, filtering should be done on the endpoint.
Cooperative endpoints are nost |likely to have sufficient contextua
know edge to effectively target blocking; hence, such bl ocking

m ni m zes uni ntended consequences. It is realistic to expect that at
times filtering will not be done on the endpoints. In these cases,
pronptly inform ng the endpoint that blocking has occurred provides
necessary transparency to redress any errors, particularly as they
relate to any collateral damage introduced by errant filters.
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Bl ackl i st approaches are often a gane of "cat and nouse", where those
with the content nmove it around to avoid blocking. O, the content
may even be naturally mrrored or cached at other legitimte sites
such as the Internet Archive Wayback Machi ne [ Wayback]. At the sane
time, whitelists provide sinilar risks because sites that had
"acceptabl e" content may becone targets for "unacceptable content",
and simlarly, access to perfectly inoffensive and perhaps useful or
productive content is unnecessarily bl ocked.

From a techni cal perspective, there are no perfect or even good
solutions -- there is only |least bad. On that front, we posit that a
hybri d approach that conbi nes endpoi nt-based filtering with network
filtering may prove | east damagi ng. An endpoint may choose to
participate in a filtering reginme in exchange for the network
provi di ng broader unfiltered access.

Finally, we note that where filtering is occurring to address content
that is generally agreed to be inappropriate or illegal, strong
cooperation anong service providers and governments may provide
additional neans to identify both the victins and the perpetrators
through non-filtering nmechani snms, such as partnerships with the
finance industry to identify and limt illegal transactions.
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