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Security Inplications of Predictable Fragnent Identification Values

Abst ract

| Pv6 specifies the Fragnent Header, which is enployed for the
fragmentati on and reassenbly nechani sns. The Fragnent Header
contains an "ldentification"” field that, together with the 1Pv6
Source Address and the I Pv6 Destination Address of a packet,
identifies fragnents that correspond to the sane original datagram
such that they can be reassenbl ed together by the receiving host.

The only requirenment for setting the Identification field is that the
correspondi ng val ue nmust be different than that enployed for any

ot her fragmented datagram sent recently with the sanme Source Address
and Destination Address. Sone inplenentations use a sinple globa
counter for setting the Identification field, thus |leading to

predi ctable Identification values. This docunent analyzes the
security inplications of predictable Identification values, and

provi des i npl ementati on gui dance for setting the Identification field
of the Fragnent Header, such that the aforenentioned security
inplications are mtigated.

Status of This Meno

Thi s docunent is not an Internet Standards Track specification; it is
publ i shed for informational purposes.

Thi s docunent is a product of the Internet Engineering Task Force
(IETF). It represents the consensus of the |IETF comunity. It has
recei ved public review and has been approved for publication by the
Internet Engineering Steering Goup (IESG. Not all docunents
approved by the IESG are a candidate for any |evel of Internet

St andard; see Section 2 of RFC 5741.

I nformati on about the current status of this docunent, any errata,

and how to provide feedback on it nay be obtained at
http://ww.rfc-editor.org/info/rfc7739
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1.

I nt roducti on

| Pv6 specifies the Fragnent Header, which is enployed for the
fragnentation and reassenbly nechani sns. The Fragnent Header
contains an "ldentification" field that, together with the |IPv6
Source Address and the I Pv6 Destination Address of a packet,
identifies fragnents that correspond to the sane original datagram
such that they can be reassenbl ed together by the receiving host.

The only requirenment for setting the Identification field is that its
val ue nust be different than that enployed for any other fragnented
datagram sent recently with the same Source Address and Destination
Addr ess.

The nost trivial algorithmto avoid reusing ldentification values too
quickly is to maintain a global counter that is increnented for each
fragnmented datagramthat is transmtted. However, this trivial
algorithmleads to predictable Identification values that can be

| everaged to performa variety of attacks.

Section 3 of this document anal yzes the security inplications of
predi ctable Identification values. Section 4 discusses constraints
in the possible algorithns for selecting Identification val ues.
Section 5 specifies a nunber of algorithnms that could be used for
generating ldentification values that mtigate the issues discussed
in this document. Finally, Appendix B contains a survey of the

al gorithms enpl oyed by popul ar 1 Pv6 inplenentations for generating
the Identification val ues.

Ter mi nol ogy
The key words "MJST", "MJST NOT", "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "MAY", and "OPTIONAL" in this
docunent are to be interpreted as described in RFC 2119 [ RFC2119].
Security Inplications of Predictable Fragnent Identification Values
Predictable Identification values result in an information | eakage
that can be exploited in a nunber of ways. Anpbng others, they nmay

potentially be exploited to:

0 determne the packet rate at which a given systemis transnitting
i nformation

o performstealth port scans to a third party
0 uncover the rules of a nunber of firewalls

0 count the nunmber of systens behind a m ddl e- box
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o perform Deni al -of - Service (DoS) attacks, or

o performdata injection attacks against transport or application
protocol s

The security inplications introduced by predictable Identification
values in IPv6 are very simlar to those of predictable
Identification values in |Pv4.

NOTE:
[Sanfilippol998a] originally pointed out how the |Pv4
Identification field could be exam ned to determ ne the packet
rate at which a given systemis transmitting information. Later,
[ Sanfilippol998b] described how a systemwi th such an
i npl ementation could be used to performa stealth port scan to a
third (victim host. [Sanfilippol999] expl ained how to exploit
this inplenmentation strategy to uncover the rules of a nunber of
firewalls. [Bellovin2002] explained how the I Pv4 Identification
field could be exploited to count the nunber of systens behind a
NAT. [Fyodor2004] is an entire paper on nost (if not all) the
ways to exploit the information provided by the Identification
field of the IPv4 header (and these results apply in a simlar way
to I Pv6). [ Zal ewski 2003] originally envisioned the exploitation
of IP fragnmentation/reassenbly for perfornming data injection
attacks agai nst upper-|ayer protocols. [Herzberg2013] expl ores
the use of 1Pv4/IPv6 fragmentation and predictable lIdentification
val ues for perform ng DNS cache poi soning attacks in great detail
[ RFC6274] covers the security inplications of the IPv4 case in
detail .

One key difference between the | Pv4 case and the | Pv6 case is that,
in |IPvd4, the lIdentification field is part of the fixed |Pv4 header
(and thus usually set for all packets), while in IPv6 the
Identification field is present only in those packets that carry a
Fragment Header. As a result, successful exploitation of the
Identification field depends on two different factors:

o vulnerable Identification generators, and

o the ability of an attacker to trigger the use of |Pv6
fragmentation for packets sent fromto the victimnode

The scenarios in which an attacker may successfully performthe

af orenmenti oned attacks depend on the specific attack type. For
exanple, in order to performa DoS attack on comuni cati ons between
two hosts, an attacker would need to know the | Pv6 addresses enpl oyed
by the aforenentioned two nodes. Such know edge nay be readily
available if the target of the attack is the communi cati on between
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two specific BGP peers, two specific SMIP servers, or one specific
primary DNS server and one of its secondary DNS servers, but may not
be easily available if the goal is a DoS attack on all conmunications
between arbitrary I Pv6 hosts (e.g., the goal is to performa DoS
attack on all comuni cations involving one specific node with
arbitrary/unknown hosts). Qher attacks, such as perforning stealth
port scans to a third party or deternining the packet rate at which a
given systemis transmtting information, only require the attacker
to know the 1 Pv6 address of a vul nerable inplementation

As noted in Section 1, sone inplenentations have been known to use
predi ctable Identification values. For instance, Appendix B of this
docunment shows that recent versions of a number of popular |Pv6

i mpl ement ati ons enpl oy predictable values for the Identification
field of the Fragment Header.

Additionally, we note that [RFC2460] states that when an | CMPv6
Packet Too Big (PTB) error nmessage advertising a Maxi mum Transfer
Unit (MIU) snaller than 1280 bytes is received, the receiving host is
not required to reduce the Path-MIU for the correspondi ng Destination
Address, but nust sinply include a Fragnent Header in all subsequent
packets sent to that destination. This triggers the use of the so-
called IPv6 "atomc fragnents" [RFC6946]: |Pv6 fragnents with a
Fragment Offset equal to O, and the "M ("Mre fragnments") bit clear
[ DEPCGEN] docunents the notivation of deprecating the generation of

I Pv6 atonmic fragnents in [ RFC2460].

Thus, an attacker can usually cause a victimhost to "fragnent"” its
out goi ng packets by sending it a forged | CMPv6 Packet Too Big (PTB)
error nessage that advertises an MIU snaller than 1280 bytes.

There are a nunber of aspects that should be considered, though:

o Al the inplenentations the author is aware of record the Path-MIU
informati on on a per-destination basis. Thus, an attacker can
only cause the victimto enable fragnmentation for those packets
sent to the Source Address of |Pv6 packet enbedded in the payl oad
of the 1CWPv6 PTB nessage. However, we note that Section 5.2 of
[ RFC1981] notes that an inplenmentation could maintain a single
systemw de Path MIU (PMIU) value to be used for all packets sent
to that node. Cearly, such inplenentations woul d exacerbate the
probl em of any attacks based on Path MIU Di scovery (PMIuD)

[ RFC5927] or 1Pv6 fragnmentation

o If the victimnode inplenents sone of the counter-neasures for
| CMP attacks described in RFC 5927 [ RFC5927], it might be
difficult for an attacker to cause the victimnode to enpl oy
fragmentation for its outgoing packets. However, nany current
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i mpl ementations fail to enforce these validation checks. For
exanpl e, Linux 2.6.38-8 does not even require received | CMPv6
error nessages to correspond to an ongoi ng comuni cati on instance.

o0 Sone inplenentations (notably Linux) have al ready been updated
according to [ DEPGEN] such that | CMPv6 PTB nessages do not result
in the generation of |IPv6 atonic fragments.

I mpl enent ati ons that enpl oy predictable Identification values and
also fail to enforce validation checks on | CMPv6 error nessages
becone vul nerable to the sane type of attacks that can be exploited
with | Pv4 fragmentation, discussed earlier in this section.

One possible way in which predictable Identification values could be
| everaged for performng a DoS attack is as follows: Let us assune
that Host A is communicating with Host B, and that an attacker wants
to performa DoS attack such communi cation. The attacker would | earn
the lIdentification value currently in use by Host A, possibly by
sendi ng any packet that would elicit a fragnented response (e.g., an
| CPM/6 echo request with a |large payload). The attacker would then
send a forged | CMPv6 PTB error nessage to Host A (with the 1Pv6
Source Address of the enbedded | Pv6 packet set to the | Pv6 address of
Host A, and the Destination Address of the enbedded | Pv6 packet set
to the | Pv6 address of a Host B), such that any subsequent packets
sent by Host A to Host B include a Fragnent Header. Finally, the
attacker would send forged | Pv6 fragments to Host B, with their |Pv6
Source Address set to that of Host A, and ldentification values that
would result in collisions with the Identification val ues enpl oyed
for the legitimate traffic sent by Host Ato Host B. |If Host B

di scards fragnents that result in collisions of Identification values
(e.g., such fragments overlap, and the host inplenents [RFC5722]),
the attacker could sinply trash the lIdentification space by sending
multiple forged fragnents with different Identification values, such
that any subsequent packets from Host A to Host B are discarded at
Host B as a result of the nalicious fragments sent by the attacker

NOTE:
For exanple, Linux 2.6.38-10 is vulnerable to the aforenentioned
i ssue.

[ RFC6946] describes an inproved processing of these packets that
would elimnate this specific attack vector, at least in the case
of TCP connections that enploy the Path-MIU Di scovery mechani sm

The af orenentioned attack scenario is sinply included to illustrate

the probl em of enploying predictable Identification values. W note
that regardless of the attacker’s ability to cause a victimhost to
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enpl oy fragnmentati on when conmmunicating with third parties, use of
predi ctabl e Identification values makes comruni cati on fl ows that
enpl oy fragnentation vul nerable to any fragnentation-based attacks.

4. Constraints for the Selection of Fragnment ldentification Val ues

The ldentification field of the Fragnment Header is 32-bits |ong.
However, when translators (e.g. [RFC6145]) are enployed, the high-
order 16 bits of the lIdentification field are effectively ignored.

NOTE:
[ RFC6145] notes that, when translating in the |Pv6-to-IPv4
direction, "if there is a Fragnent Header in the |IPv6 packet, the
last 16 bits of its value MJIST be used for the IPv4 identification
val ue".

Additionally, Section 3.3 of [RFC6052] encourages operators to use
a Network-Specific Prefix (NSP) that maps the | Pv4 address space
into I Pv6. Thus, when an NSP is being used, |Pv6 addresses
representing | Pv4d nodes (reached through a statel ess translator)
are indistinguishable fromnative | Pv6 addresses.

Thus, when translators are enployed, the "effective" length of the
Identification field is 16 bits and, as a result, at |east during the
| Pv6/1 Pv4 transition/co-existence phase, it is probably safer to
assune that only the loworder 16 bits of the Identification field
are of use to the destination system

Regardi ng the selection of ldentification values, the only
requirenent specified in [ RFC2460] is that the ldentification value
must be different than that of any other fragnmented packet sent
recently with the sane Source Address and Destinati on Address.
Failure to conply with this requirement could lead to the
interoperability problens discussed in [ RFC4963].

From a security standpoint, unpredictable Identification values are
desirable. However, this is somewhat at odds with the "reuse"
requirenents specified in [ RFC2460], that specifies that an
Identification value nust be different than that enployed for any
ot her fragnented packet sent recently with the sane Source Address
and Destination Address.

Finally, since Identification values need to be selected for each

out goi ng datagram that requires fragmentation, the performance inpact
shoul d be consi dered when choosing an algorithmfor the selection of
I dentification val ues.
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5

5

1.

Al gorithms for Selecting Fragnent ldentification Values

There are a nunber of algorithns that may be used for setting the
Identification field such that the security issues discussed in this
docunent are avoided. This section presents three of those.

The algorithmin Section 5.1 typically leads to a low Identification
reuse frequency at the expense of keeping per-destination state; this
al gorithmonly uses a Pseudorandom Number GCenerator (PNRG when the
host comuni cates with a new destination. The algorithmin

Section 5.2 may result in a higher Identification reuse frequency.

It also uses a PRNG for each datagramthat needs to be fragnmented.
Hence, the algorithmin Section 5.1 will likely result in better
performance properties. Finally, the algorithmin Section 5.3
achieves a simlar Identification reuse frequency to that of the
algorithmin Section 5.1 without the need of keeping state, but

possi bly at the expense of |ower per-packet perfornmance.

NOTE:
Since the specific algorithmto be enployed for the PRNGs in
Section 5.1 and Section 5.2, and the specific algorithns to be
enpl oyed for the hash functions in Section 5.3 have not been
specified, it is inpossible to provide a quantitative performance
conparison of the algorithnms described in this section

Per-Destination Counter (lnitialized to a Random Val ue)
This algorithmconsists of the foll ow ng steps:

1. \Whenever a packet nust be sent with a Fragnment Header, the
sendi ng host should | ook up in the Destination Cache an entry
corresponding to the Destination Address of the packet.

2. If such an entry exists, it contains the last ldentification
val ue used for that Destination Address. Therefore, such a value
shoul d be incremented by 1 and used for setting the
Identification field of the outgoing packet. Additionally, the
updat ed val ue should be recorded in the corresponding entry of
the Destination Cache [ RFC4861].

3. If such an entry does not exist, it should be created, and the
Identification value for that destination should be initialized
with a randomvalue (e.g., with a Pseudorandom Nurmber GCenerator),
and used for setting the Identification field of the Fragnent
Header of the outgoing fragmented datagram
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5

2

The advantages of this algorithm are:

o It is sinple to inplement, with the only conplexity residing in
the PRNG used to initialize the Identification value contained in
each entry of the Destination Cache.

o0 The ldentification reuse frequency will typically be |ower than
that achieved by a gl obal counter (when sending traffic to
mul tiple destinations), since this algorithmuses per-destination
counters (rather than a single systemw de counter).

o It has good performance properties (once the corresponding entry
in the Destination Cache has been created and initialized, each
subsequent Identification value sinply involves the increnment of a
counter).

The possi bl e drawbacks of this algorithmare:

o If, as a result of resource managenent, an entry of the
Destinati on Cache nust be renoved, the last Identification value
used for that Destination will be lost. Thus, subsequent traffic
to that destination would cause that entry to be recreated and
reinitialized to random val ue, thus possibly leading to
Identification "collisions".

0 Since the lIdentification values are predictable by the destination
host, a vul nerable host mght possibly leak to third parties the
Identification values used by other hosts to send traffic to it
(i.e., Host B could leak to Host C the ldentification values that
Host A is using to send packets to Host B). Appendi x A describes
one possible scenario for such | eakage in detail

Random zed ldentification Val ues

Clearly, use of a Pseudorandom Nunber Generator for selecting the

I dentification would be desirable froma security standpoint. Wth
such a scheme, the ldentification of each fragnented datagram woul d
be sel ected as:

Identification = random()
where "random()" is the PRNG

The specific properties of such scheme would clearly depend on the
specific PRNG enmpl oyed. For exanple, sone PRNGs may result in higher
Identification reuse frequencies than others, in the sane way that
some PRNGs may be nore expensive (in terns of processing requirenents
and/or inplenmentation conplexity) than others.
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Di scussion of the properties of possible PRNGs is considered out of
the scope of this document. However, we do note that some PRNGs
enpl oyed in the past by sone inplenentati ons have been found to be
predi ctabl e [ Kl ei n2007]. Pl ease see [ RFC4086] for randomess
requirenents for security.

5.3. Hash-Based Fragnent Identification Selection Al gorithm

Anot her alternative is to inplenment a hash-based algorithmsinmlar to
that specified in [ RFC6056] for the selection of transport port
numbers. Wth such a schenme, the Identification value of each
fragnment ed dat agram woul d be sel ected with the expression

Identification = F(Src IP, Dst IP, secretl) +
counter[(Src I P, Dst Pref, secret2)]

wher e:

I dentification:
Identification value to be used for the fragnented dat agram

FO) -

Fﬁsh function

Src | P
| Pv6 Source Address of the datagramto be fragnented

Dst I P
| Pv6 Destination Address of the datagramto be fragnented

secret 1:
Secret data unknown to the attacker. This value can be
initialized to a pseudo-random val ue during the system

boot st rappi ng sequence. It should renmain constant at |east while
there could be previously sent fragnents still in the network or
at the fragnent reassenbly buffer of the corresponding destination
systen(s).

counter[]:

Systemwi de array of 32-bit counters (e.g. with 8K el enents or
nmore). Each counter should be initialized to a pseudo-random
val ue during the system bootstrappi ng sequence.

) :
Hash function. 1t may or may not be the same hash function as
that used for F().
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Dst Pref:
I Pv6 "Destination Prefix" of the datagramto be fragnented (can be
assuned to be the first eight bytes of the Destination Address of
such packet). Note: the "Destination Prefix" (rather than
Destination Address) is used, such that the ability of an attacker
of searching the "increments" space by using multiple addresses of
the same subnet is reduced.

secret 2:
Secret data unknown to the attacker. This value can be
initialized to a pseudo-random val ue during the system

boot st rappi ng sequence. It should renmain constant at |east while
there could be previously sent fragnents still in the network or
at the fragnment reassenbly buffer of the corresponding destination
systen(s).

NOTE:

counter[src I P, Dst Pref, secret2)] should be increnented by one
each time an ldentification value is sel ected.

The output of F() will be constant for each (Src IP, Dst IP) pair.
Simlarly, the output of Q) wll be constant for each (Src | P, Dst
Pref) pair. Thus, the resulting lIdentification value will be the
result of a random offset plus a |inear function (provided by
counter[]), therefore resulting in a nonotonically increasing
sequence of ldentification values for each (src IP, Dst IP) pair.

NOTE:
F() essentially provides the unpredictability (by off-path
attackers) of the resulting lIdentification values, while counter[]
provides a linear function such that the Identification values are
different for each fragmented packet while the Identification
reuse frequency is mnimnmzed.

The advant ages of this algorithmare:

o The ldentification reuse frequency will typically be |ower than
that achieved by a gl obal counter (when sending traffic to
mul tiple destinations), since this algorithmuses multiple system
wi de counters (rather than a single systemw de counter). The
extent to which the reuse frequency will be | ower depends on the
nunber of elements in counter[], and the nunber of other active
flows that result in the sane value of ) (and hence cause the
same counter to be increnmented for each datagramthat is
fragment ed) .
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o It is possible to inplenment the al gorithm such that good
performance is achieved. For exanple, the result of F() could be
stored in the Destination Cache (such that it need not be
reconputed for each packet that nust be sent) along with the
conmput ed i ndex/ argunent for counter[].

NOTE:
If this inplenentation approach is followed, and an entry of
the Destinati on Cache nmust be renpved as a result of resource
managenent, the last ldentification value used for that
Destination will *not* be lost. This is an inprovenent over
the algorithmspecified in Section 5.1

The possi bl e drawbacks of this algorithm are:

0 Since the lIdentification values are predictable by the destination
host, a vul nerabl e host could possibly leak to third parties the
Identification values used by other hosts to send traffic to it
(i.e., Host B could leak to Host C the Identification values that
Host A is using to send packets to Host B). Appendi x A describes
a possible scenario in which that information | eakage coul d take
pl ace. W note, however, that this algorithm nakes the
af orementioned attack less reliable for the attacker, since each
counter could be possibly shared by multiple traffic flows (i.e.,
packets destined to other destinations night cause the sane
counter to be increnented).

This al gorithm m ght be preferable (over the one specified in
Section 5.1) in those scenarios in which a node is expected to
communi cate with a | arge nunber of destinations, and thus it is
desirable to limt the ambunt of information to be maintained in
nenory.

NOTE:
In such scenarios, if the algorithmspecified in Section 5.1 were
i npl emrented, entries fromthe Destination Cache m ght need to be
pruned frequently, thus increasing the risk of ldentification
"col l'isions".

6. Security Considerations
Thi s docunent di scusses the security inplications of predictable

Identification values, and provides inplenmentation gui dance such that
the af orementi oned security inplications can be mtigated.
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A nunber of possible algorithns are described, to provide sone

i npl ementation alternatives to inplenenters. W note that the

sel ection of such an algorithmusually inplies a nunber of trade-offs
(security, performance, inplenentation conplexity, interoperability
properties, etc.).
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Appendi x A.  Information Leakage Produced by Vul nerabl e | npl enentations

Section 3 provides a nunber of references describing a nunber of ways
in which a vulnerable inplenentation may reveal the ldentification
val ues to be used in subsequent packets, thus opening the door to a
number of attacks. In all of those scenarios, a vulnerable

i mpl ementation | eaks/reveals its own ldentification nunber.

This section presents a different attack scenario, in which a

vul nerabl e i npl enentation | eaks/reveals the Identification nunber of
a non-vul nerabl e inplenentation. That is, a vulnerable

i npl ementation (Host A) |eaks the current Identification value in use
by a third-party host (Host B) to send fragnented datagrans from Host
B to Host A

NOTE:
For the nost part, this section is included to illustrate how a
vul nerabl e i npl enentati on m ght be | everaged to | eak out the
Identification value of an otherw se non-vul nerable
i mpl ement at i on.

The foll owi ng scenari os assune:

Host A:
An | Pv6 host that inplenments the algorithmspecified in
Section 5.1, inplenments [RFC5722], but does not inplenment
[ RFC6946] .

Host B:
Victimnode. Selects the Identification values froma gl oba
counter.

Host C
Attacker. Can forge the I Pv6 Source Address of his packets at
will.

In the followi ng scenarios, large | CMPv6 Echo Request packets are
enpl oyed to "sample" the ldentification value of a host. W note
that while the figures show only one packet for the | CMPv6 Echo
Request and the |1 CWPv6 Echo Reply packets, each of those packets will
typically conprise two fragnents, such that the corresponding
unfragnmented datagramis |arger than the MIU of the networks to which
Host B and Host C are attached. Additionally, the follow ng
scenari os assune that Host A enploys a Fragnent Header when sending
traffic to Host B (typically the so-called "IPv6 atom c fragnents”

[ RFC6946]): this behavior nay be triggered by forged | CvPv6 PTB
messages that advertise an MIU smaller than 1280 bytes (assuming the
victimstill generates atom ¢ fragnents [ DEPGEN]).
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In lines #1-#2 (and lines #7-#8), the attacker sanples the current
Identification value at Host B. In line #3, the attacker sends a
forged TCP SYN segnment to Host A. In line 4, the attacker sends a
forged TCP segnent to Host B as an inconplete |Pv6 fragnented
datagram (e.g., a single fragnent with Fragnent O fset=0, Mre
fragments=1). |f corresponding TCP port is closed, and the attacker
fails when trying to produce a collision of Identification val ues
(see line #4), the foll ow ng packet exchange m ght take place:

A B C
#1 S Echo Req #1 -----------
#2 --- Echo Repl #1, FID=5000 --->
#3  <eeeieeaaaaoo- - SYN #1, src= B ---------mmmmmmaiaa -
#4 <--- SYN ACK, FID=42 src=A ----
#5 ---- SYN ACK, FID=9000 --->
#6 <----- RST, FID= 5001 -----
#7 <-mmmm- - Echo Req #2 ---------
#8 --- Echo Repl #2, FID=5002 --->

The RST segnent in line #6 is elicited by the SYN ACK segment from
line #5 (illegitimately elicited by the SYN segnent fromline #3).
The packet fromline #4, sent as an inconplete | Pv6 datagram
eventual ly tinmes out.

On the other hand, if the attacker succeeds to produce a collision of
Identification values, the follow ng packet exchange could take

pl ace:

A B C
#1 <mmmmm - Echo Req #1 ----------
#2 --- Echo Repl #1, FID=5000 --->
#3  <eeemeeeeaaa- - SYN #1, src= B ---------------mmm- -
#4 <-- SYN ACK, FID=9000 src=A ---
#5 ---- SYN ACK, FID=9000 --->

(RFC5722) ...

#6 <mmmmm - Echo Req #2 ----------
#7 ---- Echo Repl #2, FID=5001 -->

Clearly, the Identification value sanpled fromthe second | CMPv6 Echo
Reply packet ("Echo Repl #2") inmplicitly indicates whether the
Identification value in the forged SYNACK (see line #4 in both
figures) was the current ldentification value in use by Host A

As a result, the attacker could enploy this technique to learn the

current ldentification value used by host A to send packets to host
B, even when Host A itself has a non-vul nerable inplenmentation

Gont I nf or mat i onal [ Page 17]



RFC 7739 I nmplications of Predictable Fragnment |Ds February 2016

Appendi x B. Survey of Fragnent
Enmpl oyed by Popul ar

Identification Selection Al gorithns
I Pv6 | mpl enent ati ons

This section includes a survey of the Identification selection
al gorithms enpl oyed by some popul ar operating systens.

The survey was produced with the SI6 Networks’ |Pv6 tool kit

NOTE:
[ SI 6-1Pv6].

o e e e e e e e e e e e e e e e e e e e e ==
| Qperating System
.
| Cisco I0s 15.3
|
o e e e e e e e e e e e e e e e e e e e e e e m =
| FreeBSD 9.0
o e e e e e e e e e e e e e e e e mm - -
| Li nux 3.0.0-15
I
o e e e e e e e e e e e e e e e e e e e e e e m =
| Li nux-current
I
o e e e e e e e e e e e e e e e e mm - -
| Net BSD 5.1
o e e e e e e e e e e e e e e e e e e e e e e ==
| OpenBSD- cur r ent
o e e e e e e e e e e e e e e e e e e e e e e m =
| Solaris 10
I
.
| W ndows XP SP2
|
o e e e e e e e e e e e e e e e e e e e e e e m =
| W ndows XP Pr of essi onal
| 32bit, SP3
.
| Wndows Vista (Build 6000)
|
o e e e e e e e e e e e e e e e e e e e e e e m =
| W ndows Vi sta Busi ness
| 64bit, SP1
.
| W ndows 7 Home Prem um
|
o e e e e e e e e e e e e e e e e e e e e e e m =
| W ndows Server 2003 R2
| St andard 64bit, SP2

Gont

Predi ctable (d obal Counter,
Init=0, Incr=1)

Predi ctabl e (d obal Counter,
Init=0, Incr=1)

Unpr edi ct abl e (Per-dest Counter,

I nit=random Incr=1)

Predi ctabl e (Per-dst Counter,
Init=0, Incr=1)

Predi ctabl e (d obal Counter,
Init=0, Incr=2)

Predi ctabl e (d obal Counter,
Init=0, Incr=2)

Predi ctabl e (d obal Counter,
Init=0, Incr=2)

Predi ctabl e (d obal Counter,
Init=0, Incr=2)

Predi ctabl e (d obal Counter,
Init=0, Incr=2)

Predi ctabl e (d obal Counter,
Init=0, Incr=2)
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S T e +
| Wndows Server 2008 Standard | Predi ctabl e (d obal Counter, |
| 32bit, SP1 | Init=0, Incr=2) |
o e e e e e e e e e o e m e e e e e e e e e e +
| W ndows Server 2008 R2 | Predi ctabl e (d obal Counter, |
| Standard 64bit, SP1 | Init=0, Incr=2) |
Fom e meemeeieeeeeceieemeaacaaas T T +
| Wndows Server 2012 Standard | Predi ctabl e (d obal Counter, |
| 64bi t | Init=0, Incr=2) |
o e e e e e e e e e o e m e e e e e e e e e e +
| W ndows 7 Hone Prem um | Predi ctabl e (d obal Counter, |
| 32bit, SP1 | Init=0, Incr=2) |
Fom e meemeeieeeeeceieemeaacaaas T T +
| Wndows 7 Utimte 32bit, | Predi ctable (d obal Counter, |
| SP1 | Init=0, Incr=2) |
o e e e e e e e e e o e m e e e e e e e e e e +
| Wndows 8 Enterprise 32 bit | Unpredictable (Alg. from Section |
I I 5.3) I
Fom e meemeeieeeeeceieemeaacaaas T > +

Table 1: Fragnment ldentification algorithnms enployed by different OSs

NOTE:
In the text above, "predictable" should be taken as "easily
guessabl e by an off-path attacker, by sending a few probe
packet s".

Gont I nf or mat i onal [ Page 19]



RFC 7739 I nmplications of Predictable Fragnment |Ds February 2016

Acknowl edgenent s

The author would like to thank Ivan Arce for proposing the attack
scenari o described in Appendix A

The author would like to thank Ivan Arce, Stephen Bensley, Ron

Boni ca, Tassos Chatzithomaogl ou, CGuillernmo Gont, Brian Habernan, Bob
H nden, Sheng Ji ang, Tatuya Jinnei, Merike Kaeo, WII| Liu, Juan
Antoni o Matos, Simon Perreault, Hosnieh Rafiee, Meral Shirazipour,
Mark Smith, Dave Thal er, and Kl aas Werenga, for providing val uable
comrents on earlier draft versions of this document.

Thi s docunent is based on work perforned by Fernando Gont on behal f
of the UK Centre for the Protection of National Infrastructure
(CPNI).

The author would like to thank Buffy for her |ove and support.
Aut hor’ s Address

Fer nando CGont

Huawei Technol ogi es

Evaristo Carriego 2644
Haedo, Provincia de Buenos Aires 1706

Argentina

Phone: +54 11 4650 8472

Enmai | : fgont @i 6net wor ks. com

URI : http://ww. si 6net wor ks. com

Gont I nf or mat i onal [ Page 20]






