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In order to provide inter-domain authentication services, it is
necessary to have a standardi zed nethod that dommins can use to
identify each other’s users. This docunent defines the syntax for
the Network Access ldentifier (NAl), the user identifier submtted by
the client prior to accessing resources. This docunment is a revised
version of RFC 4282. |t addresses issues with internationa

character sets and nmakes a number of other corrections to RFC 4282
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1.

I nt roducti on

Consi derabl e interest exists for a set of features that fit within
the general category of inter-domain authentication, or "roam ng
capability" for network access, including dialup Internet users,
Virtual Private Network (VPN) usage, wireless LAN authentication, and
ot her applications.

By "inter-domain authentication”, this docunment refers to situations
where a user has authentication credentials at one "home" domain but
is able to present themat a second "visited" domain to access
certain services at the visited domain. The two domains generally
have a pre-existing relationship, so that the credentials can be
passed fromthe visited domain to the home domain for verification
The hone domain typically responds with a perm t/deny response, which
may al so include authorization paraneters that the visited domain is
expected to enforce on the user

That is, the "roam ng" scenario involves a user visiting, or
"roanmi ng" to, a non-hone domain and requesting the use of services at
that visited domain.

Interested parties have included the foll ow ng:

* Regional Internet Service Providers (1SPs) operating within a
particul ar state or province, |looking to combine their efforts
with those of other regional providers to offer dialup service
over a w der area.

* Tel ecommuni cati ons conpani es who wi sh to conbine their operations
with those of one or nore conpanies in other areas or nations, in
order to offer more conprehensive network access service in areas
where there is no native service (e.g., in another country).

* Wreless LAN hotspots providing service to one or nore | SPs.

* Businesses desiring to offer their enployees a conprehensive
package of dialup services on a global basis. Those services nmay
include Internet access as well as secure access to corporate
intranets via a VPN, enabled by tunneling protocols such as the
Poi nt -t o- Poi nt Tunneling Protocol (PPTP) [RFC2637], the Layer 2
Forwardi ng (L2F) protocol [RFC2341], the Layer 2 Tunneling
Protocol (L2TP) [RFC2661], and the |IPsec tunnel node [ RFC4301].

* Other protocols that are interested in |everaging the users
credentials in order to take advantage of an existing
aut henti cati on franmework.
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In order to enhance the interoperability of these services, it is
necessary to have a standardi zed nethod for identifying users. This
docunent defines syntax for the Network Access ldentifier (NAI).
Exanpl es of inplenentations that use the NAI, and descriptions of its
semantics, can be found in [ RFC2194].

When the NAI was defined for network access, it had the side effect
of defining an identifier that could be used in non- AAA systens.

Sone non- AAA systens defined identifiers that were conpatible with
the NAI, and deploynents used the NAI. This process sinplified the
managenent of credentials, by reusing the same credential in nmultiple
situations. Protocols that reuse the sane credential or the same
identifier format can benefit fromthis sinplified nanagenment. The
alternative is to have protocol -specific credentials or identifier
formats, which increases cost to both the user and the adm ni strator

There are privacy inplications to using one identifier across
mul tiple protocols. See Sections 2.7 and 4 for further discussion of
this topic.

The goal of this docunment is to define the format of an identifier
that can be used in many protocols. A protocol may transport an
encoded version of the NAI (e.g., '.' as 9%2E). However, the
definition of the NAl is protocol independent. The goal of this
docunent is to encourage the w despread adoption of the NAI fornmat.
This adoption will decrease the work required to | everage
identification and authentication in other protocols. It will also
decrease the conplexity of non-AAA systens for end users and

adm ni strators.

Thi s docunent only suggests that the NAl format be used; it does not
require such use. Many protocols already define their own identifier
formats. Some of these are inconpatible with the NAI, while others
allow the NAI in addition to non-NAl identifiers. The definition of
the NAI in this docunent has no requirenents on protoco
specifications, inplenentations, or deploynents.

However, this docunent suggests that using one standard identifier
format is preferable to using multiple inconpatible identifier
formats. \Where identifiers need to be used in new protocols and/or
specifications, it is RECOWENDED that the format of the NAl be used
That is, the interpretation of the identifier is context specific,
while the format of the identifier remains the sane. These issues
are discussed in nore detail in Section 2.8, bel ow.
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The recomendation for a standard identifier format is not a
recommendati on that each user have one universal identifier. In
contrast, this docunent allows for the use of multiple identifiers
and recomends the use of anonynous identifiers where those
identifiers are publicly visible.

Thi s docunent is a revised version of [RFC4282], which originally
defined internationalized NAls. Differences and enhancenents
conmpared to that docunment are listed in Appendix A

1.1. Term nol ogy
Thi s docunent frequently uses the follow ng terns:
"Local " or "Localized" Text

"Local " or "localized" text is text that is in either non-UTF-8 or
non-nornal i zed form The character set, encoding, and | ocale are
(in general) unknown to Authentication, Authorization, and
Accounting (AAA) network protocols. The client that "knows" the

| ocal e may have a different concept of this text than other AAA
entities, which do not know the sane | ocal e.

Net wor k Access ldentifier

The Network Access Ildentifier (NAI) is a common format for user
identifiers submtted by a client during authentication. The
purpose of the NAl is to allow a user to be associated with an
account nane, as well as to assist in the routing of the

aut henti cation request across nultiple domains. Please note that
the NAI may not necessarily be the sane as the user’s emil
address or the user identifier submitted in an application-I|ayer
aut henti cati on.

Net wor k Access Server

The Network Access Server (NAS) is the device that clients connect
to in order to get access to the network. In PPTP term nol ogy,
this is referred to as the PPTP Access Concentrator (PAC), and in
L2TP term nology, it is referred to as the L2TP Access
Concentrator (LAC). In IEEE 802.11, it is referred to as an
Access Point.
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1.

1.

Roami ng Capability

Roam ng capability can be | oosely defined as the ability to use
any one of nmultiple Internet Service Providers (I1SPs), while

mai ntai ning a formal customer-vendor relationship with only one.
Exanpl es of cases where roaming capability mght be required

i nclude |1 SP "confederations" and | SP-provi ded corporate network
access support.

Nor mal i zati on or Canonicalization

These terns are defined in Section 4 of [ RFC6365]; those
definitions are incorporated here by reference.

Local e

This termis defined in [ RFC6365], Section 8; that definition is
i ncorporated here by reference.

Tunnel i ng Service

A tunneling service is any network service enabl ed by tunneling
protocol s such as PPTP, L2F, L2TP, and |Psec tunnel node. One
exanpl e of a tunneling service is secure access to corporate
intranets via a Virtual Private Network (VPN)

2. Requirenents Language

The key words "MJST", "MJST NOT", "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMVENDED', "NOT RECOMVENDED', "MAY", and
"OPTIONAL" in this docunment are to be interpreted as described in

[ RFC2119] .

3. Purpose

As described in [RFC2194], there are a nunber of providers offering
networ k access services, and essentially all Internet Service
Providers are involved in roam ng consorti a.

In order to be able to offer roam ng capability, one of the
requirenents is to be able to identify the user’s home authentication
server. For use in roamng, this function is acconplished via the
Net wor k Access ldentifier (NAI) submitted by the user to the NAS in
the initial network authentication. 1t is also expected that NASes
will use the NAl as part of the process of opening a new tunnel, in
order to determ ne the tunnel endpoint.

DeKok St andards Track [ Page 7]



RFC 7542 The Network Access ldentifier May 2015

Thi s docunent suggests that other protocols can take advantage of the
NAI format. Many protocols include authentication capabilities,
including defining their own identifier formats. These identifiers
can then end up being transported in AAA protocols, so that the
originating protocols can | everage AAA for user authentication

There is therefore a need for a definition of a user identifier that
can be used in multiple protocols.

VWhile the NAl is defined herein, it should be noted that existing
protocol s and depl oynents do not always use it. AAA systenms MJST
therefore be able to handle user identifiers that are not in the NA
format. The process by which that is done is outside of the scope of
this docunent.

Non- AAA systens can accept user identifiers in fornms other than the

NAI . This specification does not forbid that practice. It only
codifies the format and interpretation of the NAI. This docunent
cannot change existing protocols or practices. It can, however,

suggest that using a consistent formfor a user identifier is of
benefit to the community.

Thi s docunent does not nmke any protocol-specific definitions for an
identifier format, and it does not make changes to any existing
protocol. Instead, it defines a protocol-independent formfor the
NAI. It is hoped that the NAl is a user identifier that can be used
in multiple protocols.

Using a common identifier format sinplifies protocols requiring

aut hentication, as they no |onger need to specify a protocol -specific
format for user identifiers. It increases security, as multiple
identifier formats all ow attackers to make contradictory clainms

wi t hout being detected (see Section 4.2 for further discussion of
this topic). It sinplifies deploynents, as a user can have one
identifier in multiple contexts, which allows themto be uniquely
identified, so long as that identifier is itself protected against
unaut hori zed access.

In short, having a standard is better than having no standard at all
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1.4. Motivation

The changes from [ RFC4282] are listed in detail in Appendix A
However, some additional discussion is appropriate to notivate those
changes.

The notivation to revise [ RFC4282] began with internationalization
concerns raised in the context of [EDURCAM. Section 2.1 of

[ RFC4282] defines ABNF for realns and limts the real mgranmmar to
English letters, digits, and the hyphen "-" character. The intent
appears to have been to encode, conpare, and transport realns with
the Punycode [ RFC3492] encoding form as described in [ RFC5891].
There are a nunber of problems with this approach

* The [RFC4282] ABNF is not aligned with internationalization
of DNS.

* The requirenent in Section 2.1 of [RFC4282] that realns are ASCII
conflicts with the Extensible Authentication Protocol (EAP) as
defined in [ RFC3748], and RADIUS, which are both 8-bit clean, and
whi ch both recommend the use of UTF-8 for identifiers

* Section 2.4 of [RFC4282] required mappi ngs that are | anguage
specific and that are nearly inpossible for internmedi ate nodes to
performcorrectly without information about that |anguage.

* Section 2.4 of [RFC4282] requires nornalization of usernanes,
which may conflict with |ocal systemor adm nistrative
requirenents.

* The reconmendations in Section 2.4 of [RFC4282] for treatment of
bi directional characters have proven to be unworkabl e.

* The prohibition of the use of unassigned code points in
Section 2.4 of [RFC4282] effectively prohibits support for new
scripts.

*  No Authentication, Authorization, and Accounting (AAA) client,
proxy, or server has inplemented any of the requirenents in
Section 2.4 of [RFC4282], anpbng ot her sections.

Wth international roamng growing in popularity, it is inmportant for
these issues to be corrected in order to provide robust and
i nt eroper abl e network servi ces.

Furthernore, this docunent was notivated by a desire to codify

existing practice related to the use of the NAI fornmat and to
encourage w despread use of the fornat.
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2. NAl Definition
2.1. UTF-8 Syntax and Normali zation

UTF-8 characters can be defined in terms of octets using the
foll owi ng ABNF [ RFC5234], taken from [ RFC3629]:

UTF8- xt r a- char UTF8-2 / UTF8-3 / UTF8-4

UTF8- 2 = % C2- DF UTF8-tail

UTF8- 3 = OXEO %AO-BF UTF8-tail /
YXE1-EC 2( UTF8-tail ) /
YED 9%x80- 9F UTF8-tail /
UXEE- EF 2( UTF8-tail )

UTF8- 4 = OXFO %90-BF 2( UTF8-tail ) /
oF1-F3 3( UTF8-tail ) /
9F4 %80-8F 2( UTF8-tail )

UTF8-t ai | = % 80- BF

These are normatively defined in [ RFC3629] but are repeated in this
docunent for reasons of convenience.

See [ RFC5198] and Section 2.6 of this specification for a discussion
of normalization. Strings that are not Normal Form Conposed (NFC)
are not valid NAl's and SHOULD NOT be treated as such.

I npl enent ati ons that expect to receive an NAl but that instead
recei ve non-nornalized (but otherwi se valid) UTF-8 strings instead
SHOULD attenpt to create a local version of the NAI, which is
normal i zed fromthe input identifier. This local version can then be
used for local processing. This |ocal version of the identifier MJST
NOT be used outside of the |ocal context.

Where protocols carry identifiers that are expected to be transported
over a AAA protocol, it is RECOWENDED that the identifiers be in NA
format. Where the identifiers are not in the NAI format, it is up to
the AAA systens to discover this and to process them This docunent
does not suggest how that is done. However, existing practice
indicates that it is possible.

As internationalized domain names become nore wi dely used, existing
practices are likely to becone inadequate. This docunent therefore
defines the NAI, which is a user identifier format that can correctly
deal with internationalized identifiers
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2.2.

Formal Synt ax

The grammar for the NAl is given bel ow, described in Augnented
Backus- Naur Form (ABNF) as docunented in [ RFC5234].

nai = ut f 8- user nane
nai =/ "@ utf8-realm
nai =/ utf8-username "@ utf8-realm
utf8-usernane = dot-string
dot-string = string *("." string)
string = 1*utf 8- at ext
ut f 8- at ext = ALPHA/ DIGT /

R A

st "%

&

Y N

R A

N A

A A

rempot

B Y A

utf8-realm

" ~II /
UTF8- xt r a- char

1*( label "." ) I abel

| abel = utf8-rtext *(ldh-str)
| dh-str = *( utf8-rtext / "-" ) utf8-rtext
utf8-rtext = ALPHA/ DIA T / UTF8-xtra-char

2. 3.

NAI Lengt h Consi derations

Devi ces handling NAl's MJST support an NAl |ength of at |east

72

octets. Devices SHOULD support an NAI |ength of 253 octets.

However, the follow ng inplenentation issues should be consi dered:

*

DeKok

NAI octet |length constraints nmay i npose a nore severe constraint
on the number of UTF-8 characters.

NAls are often transported in the User-Nane attribute of the
Renote Authentication Dial-1n User Service (RAD US) protocol
Unfortunately, [RFC2865], Section 5.1 states that "the ability to

handl e at | east 63 octets is recormended.” As a result, it may
not be possible to transfer NAl's beyond 63 octets through all
devices. In addition, since only a single User-Nanme attribute may

St andards Track [ Page 11]



RFC 7542 The Network Access ldentifier May 2015

be included in a RAD US message and the maximum attribute |ength
is 253 octets, RADIUS is unable to support NAl |engths beyond
253 octets.

* NAls can also be transported in the User-Name attribute of
D ameter [RFC6733], which supports content lengths up to
2724 - 9 octets. As a result, NAls processed only by D aneter
nodes can be very long. However, an NAl transported over D aneter
may eventually be translated to RADIUS, in which case the above
limtations will apply.

* NAls may be transported in other protocols. Each protocol can
have its own limitations on maxi num NAl [ ength.

The above criteria should permt the wi dest use and w dest possible
interoperability of the NAI

2.4. Support for Username Privacy

Interpretation of the usernane part of the NAI depends on the realm
in question. Therefore, the utf8-usernane porti on SHOULD be treated
as opaque data when processed by nodes that are not a part of the
hone dormain for that realm

That is, the only domain that is capable of interpreting the neaning
of the utf8-usernanme portion of the NAI is the home domain. Any
third-party domains cannot form any concl usi ons about the

ut f 8-usernane and cannot decode it into subfields. For exanple, it
may be used as "firstnane.|lastnane”, or it may be entirely digits, or
it my be a random hex identifier. There is sinply no way (and no
reason) for any other domain to interpret the utf8-usernane field as
havi ng any meani ng what soever.

In sone situations, NAls are used together with a separate

aut hentication nmethod that can transfer the usernanme part in a nore
secure manner to increase privacy. |In this case, NAls MAY be
provided in an abbreviated formby onitting the usernane part.
Oritting the usernanme part is RECOMVENDED over using a fixed usernane
part, such as "anonynous", since including a fixed usernane part is
anbi guous as to whether or not the NAI refers to a single user.
However, current practice is to use the username "anonynous" instead
of onmitting the usernane part. This behavior is also pernitted.

The npst common use case of omitting or obfuscating the username part
is wth TLS-based EAP net hods such as Tunnel ed Transport Layer
Security (TTLS) [RFC5281]. Those nethods allow for an "outer”
identifier, which is typically an anonynous "@eal nf. This outer
identifier allows the authentication request to be routed froma
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visited domain to a home domain. At the same time, the usernanme part
is kept confidential fromthe visited network. The protocol provides
for an "inner" authentication exchange, in which a full identifier is
used to authenticate a user

That scenario offers the best of both worlds. An anonymous NAl can
be used to route authentication to the honme donain, and the hone
domai n has sufficient information to identify and authenticate users.

However, some protocols do not support authentication nethods that
allow for "inner" and "outer" exchanges. Those protocols are linited

to using an identifier that is publicly visible. It is therefore
RECOMVENDED t hat such protocols use epheneral identifiers. W
recogni ze that this practice is not currently used and will likely be

difficult to inplenment.

Simlar to the anonynous user, there nmay be situati ons where portions
of the realmare sensitive. For those situations, it is RECOVMENDED
that the sensitive portion of the realmalso be onmitted (e.g., to use
" @xanpl e. cont’ instead of "@ensitive.exanple.conl, or
"anonynous@ensi tive. exanpl e.com'). The hone domain is authoritative
for users in all subdomains and can (if necessary) route the

aut hentication request to the appropriate subsystemw thin the hone
domai n.

For roam ng purposes, it is typically necessary to |locate the
appropri ate backend authentication server for the given NAl before
the aut hentication conversation can proceed. As a result,

aut hentication routing is inpossible unless the realmportion is
available and is in a well-known format.

2.5. I nternational Character Sets

This specification allows both international usernanes and real ns.
International usernanes are based on the use of Unicode characters,
encoded as UTF-8. Internationalization of the username portion of
the NAl is based on the "Internationalized Email Headers" [RFC6532]
extensions to the "local -part"” portion of email addresses [ RFC5322].

In order to ensure a canonical representation, characters of the
real mportion in an NAI MJST match the ABNF in this specification as
well as the requirenents specified in [RFC5891]. |In practice, these
requi renents consist of the following item

* Realms MUST be of the formthat can be registered as a Fully
Qualified Domain Name (FQDN) within the DNS
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This list is significantly shorter and sinpler than the list in
Section 2.4 of [RFC4282]. The form suggested in [ RFC4282] depended
on intermedi ate nodes perform ng canonicalizations based on
insufficient information, which neant that the form was not

canoni cal

Speci fying the real mrequirenent as above means that the requirenents
depend on specifications that are referenced here, rather than copied
here. This allows the real mdefinition to be updated when the

ref erenced docunents change, without requiring a revision of this
speci fication.

One caveat on the above recomendation is the issues noted in

[ RFC6912]. That docunent notes that there are additiona
restrictions around DNS registration that forbid sone code points
frombeing valid in a DNS U-label. These restrictions cannot be
expressed al gorithmcally.

For this specification, that caveat neans the foll ow ng:

Real ms not matching the above ABNF are not valid NAls. However, sone
realns that do match the ABNF are still invalid NAls. That is,

mat ching the ABNF is a necessary, but not sufficient, requirenent for
an NAI.

In general, the above requirenent neans follow ng the requirements
specified in [ RFC5891].

2.6. The Normmlization Process

Conversion to Unicode as well as nornalization SHOULD be perfornmed by
edge systenms (e.g., |aptops, desktops, smart phones, etc.) that take
"local" text as input. These edge systens are best suited to
determne the user’s intent and can best convert from"local" text to
a normalized form

O her AAA systens such as proxies do not have access to |ocale and
character set information that is available to edge systens.
Therefore, they may not always be able to convert local input to
Uni code.

That is, all processing of NAls from"local" character sets and

| ocales to UTF-8 SHOULD be perforned by edge systens, prior to the
NAls entering the AAA system Inside of a AAA system NAIs are sent
over the wire in their canonical form and this canonical formis
used for all NAI and/or real mconparisons.
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Copying of localized text into fields that can subsequently be pl aced
into the RADIUS User-Nane attribute is problematic. This practice
can result in a AAA proxy encountering non-UTF-8 characters within
what it expects to be an NAI. An exanple of this requirenment is
Section 2.1 of [RFC3579], which states:

the NAS MUST copy the contents of the Type-Data field of the
EAP- Response/l dentity received fromthe peer into the User-Name
attribute

As a result, AAA proxies expect the contents of the

EAP- Response/l dentity sent by an EAP supplicant to consist of UTF-8
characters, not localized text. Using localized text in AAA username
or identity fields neans that real mrouting becones difficult or

i mpossi bl e.

In contrast to Section 2.4 of [RFC4282], AAA systens are now expected
to perform NAI conparisons, matching, and AAA routing based on the
NAI as it is received. This specification provides a canonica
representation, ensures that intermedi ate AAA systens such as proxies
are not required to performtranslations, and can be expected to work
through AAA systens that are unaware of international character sets.

In an ideal world, the follow ng requirenments would be wi dely
i mpl enment ed:

* Edge systens using "localized" text SHOULD normalize the NAl prior
to it being used as an identifier in an authentication protocol

*  AAA systens SHOULD NOT normalize the NAI, as they may not have
sufficient information to performthe normalization

There are issues with this approach, however.
2.6.1. Issues with the Nornualization Process

The requirenents in the preceding section are not inplenmented today.
For exanple, nost EAP inplementations use a user identifier that is
passed to them from sone other |ocal system This identifier is
treated as an opaque blob and is placed as is into the EAP ldentity
field. Any subsequent systemthat receives that identifier is
assuned to be able to understand and process it.

Thi s opaque bl ob unfortunately can contain |ocalized text, which
means that the AAA systens have to process that text.
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These limtations have the followi ng theoretical and practica
i mplications:

* Edge systens used today generally do not normalize the NA
* Therefore, AAA systens SHOULD attenpt to normalize the NAI

The suggesti ons above contradict the suggestions in the previous
section. This is the reality of inperfect protocols.

Where the user identifier can be normalized, or determned to be in
normal form the normal form MUST be used as the NAI. In all other

ci rcunstances, the user identifier MJST NOT be treated as an NAI

That data is still, however, a user identifier. AAA systens MJST NOT
fail authentication sinmply because the user identifier is not an NAl.

That is, when the realmportion of the NAl is not recognized by a AAA
server, it SHOULD try to normalize the NAI into NFC form That
normalized formcan then be used to see if the real mmatches a known
realm |If no match is found, the original formof the NAI SHOULD be
used in all subsequent processing.

The AAA server may al so convert realns to Punycode and perform al

real m conpari sons on the resulting Punycode strings. This conversion
foll ows the reconmendati ons above but may have different operationa
effects and fail ure nodes.

2.7. Use in Oher Protocols

As noted earlier, the NAI format can be used in other, non-AAA
protocols. It is RECOWENDED that the definition given here be used
unchanged. Using other definitions for user identifiers may hinder
interoperability, along with the user’s ability to authenticate
successfully. It is RECOMENDED that protocols requiring the use of
a user identifier use the NAl format.

Thi s docunent cannot require other protocols to use the NAl format
for user identifiers. Their needs are unknown and, at this tineg,
unknowabl e. This docunent suggests that interoperability and

i nter-donmmi n aut hentication are useful and shoul d be encouraged.

Wiere a protocol is 8-bit clean, it can likely transport the NAl as
is, without further nodification
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Where a protocol is not 8-bit clean, it cannot transport the NAl as
is. Instead, this docunent presunes that a protocol-specific
transport |ayer takes care of encoding the NAI on input to the
protocol and decoding it when the NAl exits the protocol. The
encoded or escaped version of the NAl is not a valid NAl and MUST NOT
be presented to the AAA system

For exanple, HITP carries user identifiers but escapes the .
character as "9%E"' (anong others). Wen HITP is used to transport
the NAI "fred@xanple.conf, the data as transported will be in the
form"fred@xanpl e%2Ecom'. That data exists only within HTTP and has
no rel evance to any AAA system

Any conparison, validation, or use of the NAI MJST be done on its
unescaped (i.e., utf8-clean) form

2.8. Using the NAI Fornmat for Other ldentifiers

As discussed in Section 1, above, it is RECOMVENDED t hat the NA
format be used as the standard format for user identifiers. This
section discusses that use in nore detail

It is often useful to create newidentifiers for use in specific
contexts. These identifiers may have a nunber of different
properties, nost of which are uninportant to this docunent. The

goal of this docunent is to create identifiers that are to be in a
wel | -known format and that will have nanespaces. The NAI format fits
t hese requirenents.

One exanpl e of such use is the "private user identity", which is an
identifier defined by the 3rd Generation Partnership Project (3GPP)
That identifier is used to uniquely identify the user to the network.
The identifier is used for authorization, authentication, accounting,
adm nistration, etc. The "private user identity" is globally unique
and is defined by the hone network operator. The fornmat of the
identifier is explicitly the NAI, as stated by Section 13.3 of

[ 3GPP] :

The private user identity shall take the formof an NAl, and shal
have the form usernane@eal mas specified in clause 2.1 of |ETF
RFC 4282

For 3GPP, the "usernane" portion is a unique identifier that is
derived fromdevice-specific information. The "realm portion is
composed of information about the home network, followed by the base
string "3gppnetwork.org" (e.g.,
234150999999999@ ns. mc015. ncc234. 3gppnet wor k. org) .
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This format as defined by 3GPP ensures that the identifier is
globally unique, as it is based on the "3gppnetwork.org" domain. It
ensures that the "realni portion is specific to a particular hone
network (or organization), via the "inms.mMmc015. ncc234" prefix to the
realm Finally, it ensures that the "username" portion follows a
wel | - known format.

Thi s docunent suggests that the NAl format be used for all new
speci fications and/ or protocols where a user identifier is required.
Where the usernane portions need to be created with subfields, a

wel | - known and docunent ed met hod, as has been done with 3GPP, is
preferred to ad hoc nethods.

3. Routing inside of AAA Systens

Many AAA systens use the "utf8-realn portion of the NAI to route
requests within a AAA proxy network. The semantics of this operation
involves a logical AAA routing table, where the "utf8-realm portion
acts as a key, and the values stored in the table are one or nore
"next hop" AAA servers.

I nt ernedi ate nodes MJST use the "utf8-realn portion of the NA

wi thout nodification to performthis | ookup. As noted earlier,

i ntermedi at e nodes may not have access to the sanme |ocale information
as the systemthat injected the NAI into the AAA routing systens.
Therefore, alnost all "case insensitive" conparisons can be w ong.
VWhere the "utf8-realm is entirely ASCII, current AAA systens
sonetimes perform case-insensitive matching on realns. This nethod
MAY be continued, as it has been shown to work in practice.

Many exi sting non- AAA systens have user identifiers that are simlar
in format to the NAl but that are not conpliant with this
specification. For exanple, they may use non-NFC form or they may

have multiple "@ characters in the user identifier. Internediate
nodes SHOULD nornalize non-NFC identifiers to NFC, prior to | ooking
up the "utf8-realn in the logical routing table. Internmediate nodes

MUST NOT nodify the identifiers that they forward. The data as
entered by the user is inviolate.

The "utf8-realni provisioned in the | ogical AAA routing table SHOULD
be provisioned to the proxy prior to it receiving any AAA traffic.
The "utf8-realn’ SHOULD be supplied by the "next hop" or "hone"
systemthat also supplies the routing information necessary for
packets to reach the next hop.
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This "next hop" information nmay be any of, or all of, the follow ng
information: |IP address, port, RADH US shared secret, TLS certificate,
DNS host name, or instruction to use dynam c DNS discovery (i.e.,

| ook up a record in the "utf8-realnm domain). This list is not
exhaustive and may be extended by future specifications.

It is RECOWENDED to use the entirety of the "utf8-realni for the
routing deci sions. However, AAA systens MAY use a portion of the
"utf8-realm portion, so long as that portion is a valid "utf8-real nf
and is handl ed as above. For exanple, routing "fred@xanple.com to
a "com' destination is forbidden, because "com' is not a valid
"utf8-realnf. However, routing "fred@al es. exanpl e.cont to the
"exanpl e. com destination is permissible.

Anot her reason to forbid the use of a single |abel (e.g.,

"fred@al es") is that nany non- AAA systens treat a single | abel as
being a local identifier within their realm That is, a user |ogging
in as "fred@al es" to a domain "exanple.conm would be treated as if
the NAI was instead "fred@al es. exanple.conf. Pernitting the use of
a single | abel would mean changing the interpretati on and neani ng of
a single | abel, which cannot be done.

3.1. Conpatibility with Email Usernanes

As proposed in this docunent, the Network Access ldentifier is of the
form"user@ealm'. Please note that while the user portion of the
NAI is based on the "Internet Message Format" [RFC5322] "l ocal -part”
portion of an enmil address as extended by "Internationalized Enmail
Headers" [RFC6532], it has been nodified for the purposes of

Section 2.2. It does not pernmit quoted text along with "folding" or
"non-fol di ng" whitespace that is commpnly used in email|l addresses.

As such, the NAl is not necessarily equivalent to usernanmes used in
emai | .

However, it is a commpn practice to use ennil addresses as user
identifiers in AAA systems. The ABNF in Section 2.2 is defined to be
close to the "addr-spec" portion of [RFC5322] as extended by

[ RFC6532], while still being conpatible with [ RFC4282].

In contrast to Section 2.5 of [RFC4282], this docunent states that
the internationalization requirenents for NAls and ermmi| addresses
are substantially sinmilar. The NAI and ermil identifiers may be the
same, and both need to be entered by the user and/or the operator
suppl yi ng network access to that user. There is therefore good
reason for the internationalization requirenments to be sinilar.
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3.2. Conpatibility with DNS

The "utf8-realnt portion of the NAIl is intended to be conpatible with
Internationalized Domain Nanes (1 DNs) [RFC5890]. As defined above,
the "utf8-realnl portion as transported within an 8-bit clean
protocol such as RADI US and EAP can contain any valid UTF-8
character. There is therefore no reason for a NAS to convert the
"utf8-realm portion of an NAl into Punycode encodi ng form [ RFC3492]
prior to placing the NAI into a RADIUS User-Nane attri bute.

The NAI does not neke a distinction between A-labels and U-|abels, as
those are terns specific to DNS. It is instead an |IDNA-valid |abel,
as per the first itemin Section 2.3.2.1 of [RFC5890]. As noted in
that section, the term"IDNA-valid | abel" enconpasses both "A-1label"
and "U-| abel ".

When the real mportion of the NAl is used as the basis for nane
resolution, it nay be necessary to convert internationalized realm
nanes to Punycode [ RFC3492] encoding formas described in [ RFC5891].
As noted in Section 2 of [RFC6055], resolver Application Progranmnm ng
Interfaces (APIs) are not necessarily DNS specific, so conversion to
Punycode needs to be done carefully:

Applications that convert an IDN to A-label formbefore calling (for
exanpl e) getaddrinfo() will result in nane resolution failures if the
Punycode name is directly used in such protocols. Having libraries
or protocols to convert fromA-labels to the encodi ng schene defined
by the protocol (e.g., UTF-8) would require changes to APls and/or
servers, which Internationalized Donmain Names for Applications (1 DNA)
was i ntended to avoid.

As a result, applications SHOULD NOT assune that non-ASCI| nanes are
resol vabl e using the public DNS and blindly convert themto A-labels
wi t hout knowl edge of what protocol will be selected by the nane
resolution library.

3.3. Realm Construction

The hone real musually appears in the "utf8-realni portion of the
NAI, but in sone cases a different real mcan be used. This may be
useful, for instance, when the hone realmis reachable only via

i nt ermedi at e proxies.

Such usage may prevent interoperability unless the parties involved
have a nmutual agreement that the usage is allowed. In particular,
NAls MUST NOT use a different real mthan the home real munless the
sender has explicit know edge that (a) the specified other realmis
avai l abl e and (b) the other real msupports such usage. The sender
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may determine the fulfillnment of these conditions through a database,
dynani ¢ di scovery, or other means not specified here. Note that the
first condition is affected by roam ng, as the availability of the
other real m may depend on the user’s location or the desired
appl i cation.

The use of the hone real m MUST be the default unless otherw se
confi gur ed.

3.3.1. Historical Practices

Sone AAA systenms have historically used NAI nodifications with
multiple "prefix" and "suffix" decorations to performexplicit
routing through multiple proxies inside of a AAA network.

I n RADI US- based environnments, the use of decorated NAl is NOT
RECOMVENDED for the foll owi ng reasons:

* Using explicit routing paths is fragile and is unresponsive to
changes in the network due to servers going up or down or to
changi ng busi ness rel ati onshi ps.

* There is no RADI US routing protocol, neaning that routing paths
have to be communi cated "out of band" to all internedi ate AAA
nodes, and also to all edge systens (e.g., supplicants) expecting
to obtain network access.

* Using explicit routing paths requires thousands, if not mllions,
of edge systens to be updated with new path informati on when a AAA
routing path changes. This adds huge expense for updates that
woul d be better done at only a few AAA systens in the network

* Manual updates to RADIUS pat hs are expensive, tine-consum ng, and
prone to error.

* Creating conpatible formats for the NAl is difficult when locally
defined "prefixes" and "suffixes" conflict with simlar practices
el sewhere in the network. These conflicts nean that connecting
two networks may be inpossible in sonme cases, as there is no way
for packets to be routed properly in a way that neets al
requirenents at all internediate proxies

* Leveragi ng the DNS nane system for real mnames establishes a
gl obal | y uni que namespace for real ns.
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In sunmary, network practices and capabilities have changed
significantly since NAIs were first overl oaded to define AAA routes
through a network. While manually managed explicit path routing was
once useful, the time has conme for better nethods to be used.

Not wi t hst andi ng t he above reconmendati ons, the above practice is

wi dely used for Dianeter routing [RFC5729]. The routes described
there are managed automatically, for both credential provisioning and
routi ng updates. Those routes also exist within a particul ar
framework (typically 3G, where nenbership is controlled and system
behavi or is standardi zed. There are no known issues with using
explicit routing in such an environment.

However, if decorated identifiers are used, such as:
honer eal m exanpl e. or g! user @t herr eal m exanpl e. net

then the part before the (non-escaped) '!'" MJST be a "utf8-realni as
defined in the ABNF in Section 2.2. \When receiving such an
identifier, the "otherreal mexanple.net" system MJST convert the
identifier to "user @onereal mexanpl e. org” before forwarding the
request. The forwardi ng system MUST then apply normal AAA routing
for the transaction, based on the updated identifier

3.4. Exanpl es
Exanmpl es of valid Network Access ldentifiers include the foll ow ng:

bob

j oe@xanpl e. com

fred@ oo-9. exanpl e. com

j ack@r d. dept s. exanpl e. com
fred. smth@xanpl e. com

fred smth@xanpl e.com
fred$@xanpl e. com

fred=?#%$& +-/"sm t h@xanpl e. com
nancy@ng. exanpl e. net

eng. exanpl e. net ! nancy@xanpl e. net
eng%ancy @xanpl e. net

@r i vat ecor p. exanpl e. net

\ (user\) @xanpl e. net

An additional valid NAl is the following -- shown here as a
hex string, as this docunent can only contain ASCI| characters:

626f 6240 ceb4 cebf ceba ceb9 cebc ceae 2e63 6f 6d
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Exanpl es of invalid Network Access ldentifiers include the follow ng:

fred@xanpl e
fred@xanpl e_9. com
fred@xanpl e. net @xanpl e. net
fred. @xanpl e. net

eng: nancy@xanpl e. net

eng; nancy@xanpl e. net

(user) @xanpl e. net
<nancy>@xanpl e. net

One exanple given in [RFC4282] is still permitted by the ABNF, but it
i's NOT RECOMVENDED because of the use of the Punycode [ RFC3492]
encoding formfor what is now a valid UTF-8 string:

al i ce@n- -t nonesi ner kki - bf bb. exanpl e. net
4. Security Considerations

Since an NAl reveals the honme affiliation of a user, it may assist an
attacker in further probing the usernane space. Typically, this
problemis of npbst concern in protocols that transnit the usernane in
clear-text across the Internet, such as in RADI US [ RFC2865]

[ RFC2866]. In order to prevent snooping of the usernanme, protocols
may use confidentiality services provided by protocols transporting
them such as RADI US protected by | Psec [ RFC3579] or Diameter
protected by TLS [ RFC6733].

Thi s specification adds the possibility of hiding the usernanme part
inthe NAI, by omtting it. As discussed in Section 2.4, thisis
possi ble only when NAls are used together with a separate

aut henti cation method that can transfer the usernane in a secure
manner. I n some cases, application-specific privacy mechani sns have
al so been used with NAls. For instance, sone EAP nethods apply

met hod- speci fi ¢ pseudonyns in the usernane part of the NAl [ RFC3748].
Wil e neither of these approaches can protect the real mpart, their
advant age over transport protection is that the privacy of the
username is protected, even through internediate nodes such as NASes.

4.1. Correlation of Identities over Tinme and Protocol s

The reconmmendations in Sections 2.7 and 2.8 for using the NAl in
other protocols have inplications for privacy. Any attacker who is
capabl e of observing traffic containing the NAI can track the user
and can correlate his activity across tine and across multiple
protocols. The authentication credentials therefore SHOULD be
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transported over channels that permt private conmunications, or
multiple identifiers SHOULD be used, so that user tracking is
i mpossi bl e.

It is RECOVWWENDED that user privacy be enhanced by configuring
multiple identifiers for one user. These identifiers can be changed
over time, in order to make user tracking nore difficult for a
mal i ci ous observer. However, provisioning and managenent of the
identifiers may be difficult to do in practice -- a likely reason why
multiple identifiers are rarely used today.

4.2. Miltiple ldentifiers

Section 1.3 states that multiple identifier formats all ow attackers
to make contradictory clains w thout being detected. This statenent
deserves further discussion.

Section 2.4 discussed "inner" and "outer" identifiers in the context
of TTLS [RFC5281]. A close reading of that specification shows there
is no requirement that the inner and outer identifiers be in any way
related. That is, it is perfectly valid to use "@xanple.cont for an
outer identifier and "user @xanple.org" as an inner identifier. The
aut hentication request will then be routed to "exanple.cont, which
will likely be unable to authenticate "user @xanple.org"

Even worse, a misconfiguration of "exanple.com means that it may in
turn proxy the inner authentication request to the "exanple.org"
domai n. Such cross-donain authentication is highly problematic, and
there are few good reasons to allow it.

It is therefore RECOWENDED that systens that permit anonynous
"outer" identifiers require that the "inner" domain be the sane as,
or a subdomain of, the "outer" domain. An authentication request
using disparate realns is a security violation, and the request
SHOULD be rej ect ed.

The situation gets worse when nultiple protocols are involved. The
TTLS protocol pernmits Mcrosoft CHAP (MsS-CHAP) [ RFC2433] to be
carried inside of the TLS tunnel. M5 CHAP defines its own
identifier, which is encapsul ated inside of the Ms-CHAP exchange.

That identifier is not required to be any particular format, is not
required to be in UTF-8, and, in practice, can be one of nmany unknown
character sets. There is no way in practice to determ ne which
character set was used for that identifier.
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The result is that the "outer” EAP ldentity carried by TTLS is likely
to not even share the sane character set as the "inner" identifier
used by M5-CHAP. The two identifiers are entirely independent and
fundanental | y i nconpar abl e.

Such a protocol design is NOT RECOMVENDED.
5. Administration of Nanes

In order to avoid creating any new adm ni strative procedures,
adm ni stration of the NAl real mnanespace piggybacks on the
adm ni stration of the DNS nanespace.

NAI real m names are required to be unique, and the rights to use a
given NAlI realmfor roam ng purposes are obtained coincident with
acquiring the rights to use a particular Fully Qualified Donain Nane
(FQN). Those wishing to use an NAl real mnanme should first acquire
the rights to use the corresponding FQDN. Admi nistrators MJST NOT
publicly use an NAI real mwithout first owning the correspondi ng
FQDN. Private use of unowned NAI realns within an adm nistrative
domain is allowed, though it is RECOMVENDED t hat exanpl e nanes be
used, such as "exanpl e.cont.

Note that the use of an FQDN as the real m nane does not require use
of the DNS for |ocation of the authentication server. Wile Dianeter
[ RFC6733] supports the use of DNS for location of authentication
servers, existing RADIUS inpl enentations typically use proxy
configuration files in order to |ocate authentication servers within
a domain and perform authentication routing. The inplenentations
described in [RFC2194] did not use DNS for |ocation of the

aut hentication server within a domain. Simlarly, existing

i mpl ement ati ons have not found a need for dynam c routing protocols
or propagation of global routing information. Note also that there
is no requirenment that the NAl represent a valid enmil address.
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Appendi x A.  Changes from RFC 4282

Thi s docunent contains the foll owi ng updates with respect to the
previous NAl definition in RFC 4282 [ RFC4282]:

*

DeKok

The formal syntax in Section 2.1 has been updated to forbid
non- UTF-8 characters (e.g., characters with the "high bit" set).

The formal syntax in Section 2.1 of [RFC4282] has been updated to
allow UTF-8 in the "realm' portion of the NAI

The formal syntax in Section 2.1 of [RFC4282] applied to the NA
after it was "internationalized" via the ToAscii function. The
contents of the NAl before it was "internationalized' were |eft
indeterm nate. This docunent updates the formal syntax to define
an internationalized formof the NAl and forbids the use of the
ToAscii function for NAI "internationalization”

The grammar for the user and realmportion is based on a
combi nation of the "nai" defined in Section 2.1 of [RFC4282] and
the "utf8-addr-spec" defined in Section 4.4 of [RFC5335].

Al'l use of the ToAscii function has been noved to nornal

requi renents on DNS i npl enentati ons when real ns are used as the
basis for DNS | ookups. This involves no changes to the existing
DNS i nfrastructure

The di scussions on internationalized character sets in Section 2.4
of [RFC4282] have been updated. The suggestion to use the ToAsci
function for real mconpari sons has been renbved. No AAA system
has inpl emented t hese suggestions, so this change shoul d have no
operati onal inpact.

The "Routing inside of AAA Systens" section is newin this
docunent. The concept of a "local AAA routing table" is al so new,
al though it accurately describes the functionality of w despread

i mpl ement ati ons.

The "Conmpatibility with EMail Usernames” and "Conpatibility with
DNS" sections have been revised and updated. The Punycode
transformation is suggested to be used only when a realmnane is
used for DNS | ookups, and even then the function is only used by a
resolving APl on the local system and even then it is reconmended
that only the hone network performthis conversion
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* The "Real m Construction" section has been updated to note that
editing of the NAI is NOTI' RECOVMENDED.

* The "Exanpl es" section has been updated to renbve the instance of
the I DN being converted to ASCII. This behavior is now forbidden.
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