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Abst ract

Demands on networking infrastructure are growi ng exponentially due to
bandwi dt h- hungry applications such as rich nedia applications and

i nter-data-center comunications. In this context, it is inportant
to optinmally use the bandwidth in wired networks that extensively use
i nk aggregation groups and equal -cost nultipaths as techniques for
bandwi dth scaling. This docunment explores sonme of the mechani snms
useful for achieving this.

Status of This Meno

Thi s docunent is not an Internet Standards Track specification; it is
publi shed for informational purposes.

This docunent is a product of the Internet Engineering Task Force
(IETF). It represents the consensus of the IETF community. It has
recei ved public review and has been approved for publication by the
Internet Engineering Steering Goup (IESG. Not all docunents
approved by the I ESG are a candidate for any |evel of Internet

St andard; see Section 2 of RFC 5741.

I nformati on about the current status of this docunent, any errata,

and how to provide feedback on it nay be obtained at
http://ww. rfc-editor.org/infol/rfc7424
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1.

1.

I nt roducti on

Net wor ks extensively use |ink aggregation groups (LAGs) [802.1AX] and
equal -cost nultipaths (ECVWPs) [ RFC2991] as techniques for capacity
scaling. For the problens addressed by this docunent, network
traffic can be predominantly categorized into two traffic types
long-lived large flows and other flows. These other flows, which
include long-lived small flows, short-lived small flows, and short-
lived large flows, are referred to as "small flows" in this docunent.
Long-lived large flows are sinply referred to as "large flows".

St at el ess hash-based techni ques [I TCOM [RFC2991] [RFC2992] [ RFC6790]
are often used to distribute both large flows and small flows over
the conponent links in a LAG ECMWP. However, the traffic may not be
evenly distributed over the conponent |inks due to the traffic
pattern.

Thi s docunent describes nechanisns for optinizing LAG ECVP conponent
link utilization when using hash-based techni ques. The mechani sns
comprise the follow ng steps: 1) recognizing large flows in a router
and 2) assigning the large flows to specific LAG ECVWP conponent |inks
or redistributing the small flows when a conponent |ink on the router
i s congested.

It is useful to keep in nmnd that in typical use cases for these
mechani sms, the large flows consune a significant anount of bandwi dth
on a link, e.g., greater than 5% of |ink bandwi dth. The nunber of
such flows woul d necessarily be fairly small, e.g., on the order of
10s or 100s per LAG ECVWP. |In other words, the nunber of large flows
is NOT expected to be on the order of millions of flows. Exanples of
such large flows would be I Psec tunnels in service provider backbone
networ ks or storage backup traffic in data center networKks.

1. Acronyns

DoS: Deni al of Service

ECVP: Equal - Cost Mul ti path

GRE: Generi ¢ Routing Encapsul ation

IPFIX: 1P Flow Information Export

LAG Li nk Aggregation G oup

MPLS: Mul ti protocol Label Switching

NVGRE: Network Virtualization using Generic Routing Encapsul ation
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PBR: Pol i cy- Based Routi ng
QS Quality of Service
STT: Statel ess Transport Tunneling

VXLAN: Virtual eXtensible LAN
1.2. Term nol ogy

Central managenent entity:
An entity that is capable of nonitoring information about |ink
utilization and flows in routers across the network and may be
capabl e of making traffic-engi neering decisions for placement of
large flows. It may include the functions of a collector
[ RFC7011] .

ECMP conponent |ink
An individual next hop within an ECMP group. An ECMP comnponent
link may itself conprise a LAG

ECWP t abl e:
A table that is used as the next hop of an ECWP route that
conprises the set of ECMP conmponent |inks and the weights
associ ated with each of those ECMP conponent |inks. The input for
| ooking up the table is the hash value for the packet, and the
wei ghts are used to determ ne which values of the hash function
map to a given ECVMP conponent |ink.

Fl ow (large or small):
A sequence of packets for which ordered delivery should be
mai nt ai ned, e.g., packets belonging to the same TCP connecti on.

LAG conponent |ink
An individual Iink within a LAG A LAG conponent link is
typically a physical Iink.

LAG t abl e:
A table that is used as the output port, which is a LAG that
conprises the set of LAG conponent |inks and the weights
associated with each of those conponent |inks. The input for
| ooking up the table is the hash value for the packet, and the
wei ghts are used to determnine which values of the hash function
map to a given LAG component |ink

Large flows):
Refers to long-lived large flows).
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2.

Smal | flows):
Refers to any of, or a conbination of, long-lived small flows),
short-lived small flows, and short-lived |large flow(s).

Fl ow Cat egori zati on

In general, based on the size and duration, a flow can be categorized
into any one of the follow ng four types, as shown in Figure 1:

o short-lived large flow (SLLF),
o short-lived small flow (SLSF),
o long-lived large flow (LLLF), and
o long-lived small flow (LLSF).
FI ow Bandwi dt h

| |
Large | SLLF | LLLF |

Fl ow | | |
| o | o |
I I I
Smal | | SLSF | LLSF |
Fl ow | | |
A R T A R T +-->Fl ow Duration
Short - Li ved Long- Li ved
Fl ow Fl ow

Figure 1: Fl ow Categorization

In this docunent, as nentioned earlier, we categorize |long-lived
large flows as "large flows", and all of the others (long-lived snall
flows, short-lived small flows, and short-lived |arge flows) as
"smal | flows".

Hash- Based Load Distribution in LAG ECMP

Hash- based techni ques are often used for |oad balancing of traffic to
sel ect anong multiple available paths within a LAG ECMP group. The
advant ages of hash-based techniques for |oad distribution are the
preservation of the packet sequence in a flow and the real-tine
distribution without maintaining per-flow state in the router. Hash-
based techni ques use a conbination of fields in the packet’s headers
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to identify a flow, and the hash function conputed using these fields
is used to generate a unique nunber that identifies a link/path in a
LAG ECMP group. The result of the hashing procedure is a many-to-one
mappi ng of flows to conponent |inks.

Hash- based t echni ques produce good results with respect to
utilization of the individual component links if:

o the traffic mx constitutes flows such that the result of the hash
function across these flows is fairly uniformso that a simlar
nunber of flows is mapped to each conponent |ink,

o the individual flow  rates are much smaller as conpared to the link
capacity, and

o the differences in flowrates are not dranatic.

However, if one or nore of these conditions are not net, hash-based
techniques may result in inbalance in the | oads on individua
component |i nks.

An exanple is illustrated in Figure 2. As shown, there are two
routers, RL and R2, and there is a LAG between themthat has three
component links (1), (2), and (3). A total of ten flows need to be
distributed across the links in this LAG The result of applying the
hash- based technique is as follows:

0 Conponent link (1) has three flows (two small flows and one | arge
flow, and the link utilization is nornal.

0 Conponent link (2) has three flows (three small flows and no | arge
flows), and the link utilization is light.

- The absence of any large flow causes the conponent link to be
underutilized.

0 Conponent link (3) has four flows (two snall flows and two | arge
flows), and the link capacity is exceeded resulting in congestion

- The presence of two large flows causes congestion on this
conmponent i nk.
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Figure 2: Unevenly Uilized Conmponent Links

Thi s docunent presents nechani sns for addressing the inbalance in

| oad distribution resulting fromcomonly used hash-based techni ques
for LAG ECWP that are shown in the above exanple. The nechanisns use
| arge fl ow awareness to conpensate for the inbalance in |oad

di stribution.

4. Mechanisns for Optimzing LAG ECMP Conponent Link Uilization

The suggested nechanisns in this docunent are |ocal optimzation
solutions; they are local in the sense that both the identification
of large flows and rebal ancing of the | oad can be acconplished
completely within individual routers in the network w thout the need
for interaction with other routers.

Thi s approach may not yield a gl obal optimnmzation of the placenent of
large flows across multiple routers in a network, which may be
desirable in some networks. On the other hand, a |ocal approach may
be adequate for some environnents for the foll ow ng reasons

1) Different links within a network experience different |evels of
utilization; thus, a "targeted" solution is needed for those hot
spots in the network. An exanple is the utilization of a LAG
between two routers that needs to be optinized.
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2) Some networks may | ack end-to-end visibility, e.g., when a
certain network, under the control of a given operator, is a
transit network for traffic fromother networks that are not
under the control of the same operator

4.1. Differences in LAG vs. ECW

Wi | e the mechani sns expl ai ned herein are applicable to both LAG and
ECVMP groups, it is useful to note that there are sonme key differences
between the two that may i npact how effective the nmechani sns are.
This relates, in part, to the localized information with which the
mechani snms are intended to operate.

A LAG is usually established across links that are between two

adj acent routers. As a result, the scope of the probl em of
optimzing the bandwi dth utilization on the conponent links is fairly
narrow. It sinply involves rebal ancing the | oad across the conponent
Iinks between these two routers, and there is no inpact whatsoever to
ot her parts of the network. The schene works equally well for

uni cast and nulticast fl ows.

On the other hand, with ECMP, redistributing the | oad across
conmponent links that are part of the ECMP group nay inpact traffic
patterns at all of the routers that are downstream of the given
router between itself and the destination. The |ocal optimzation
may result in congestion at a downstreamnnode. (In its sinplest
form an ECWVP group may be used to distribute traffic on component
links that are between two adjacent routers, and in that case, the
ECMP group is no different than a LAG for the purpose of this

di scussion. It should be noted that an ECVMP component |ink may
itself conprise a LAG in which case the scheme may be further
applied to the conponent links within the LAG)

To denonstrate the limtations of |local optinzation, consider a two-
| evel O os network topology as shown in Figure 3 with three | eaf
routers (L1, L2, and L3) and two spine routers (S1 and S2). Assune
all of the links are 10 CGhps.

Let L1 have two flows of 4 Gops each towards L3, and let L2 have one
flow of 7 CGops also towards L3. |If L1 balances the load optinmally
between S1 and S2, and L2 sends the flow via S1, then the downlink
fromSl to L3 woul d get congested, resulting in packet discards. On
the other hand, if L1 had sent both its flows towards S1 and L2 had
sent its flow towards S2, there would have been no congestion at
either S1 or S2.
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Figure 3: Two-Level O os Network

The other issue with applying this scheme to ECVMP groups is that it
may not apply equally to unicast and nulticast traffic because of the
way mnulticast trees are constructed.

Finally, it is possible for a single physical link to participate as
a conponent link in multiple ECMP groups, whereas with LAGs, a link
can participate as a component |ink of only one LAG

4.2. Operational Overview

The various steps in optimzing LAG ECMP conponent |ink utilization
in networks are detail ed bel ow

Step 1:
This step involves recognizing large flows in routers and
mai ntai ni ng the mapping for each large flow to the conponent |ink
that it uses. Recognition of large flows is explained in Section
4. 3.

Step 2:
The egress conponent links are periodically scanned for |ink
utilization, and the inbalance for the LAG ECMP group is

monitored. |f the inbal ance exceeds a certain threshold, then
rebal ancing is triggered. Measurement of the inbal ance is
di scussed further in Section 5.1. |In addition to the inbal ance,

further criteria (such as the maxi mumutilization of any of the
conponent |inks) nay al so be used to determ ne whether or not to
trigger rebal ancing. The use of sanpling techniques for the
measur enent of egress conponent link utilization, including the
i ssues of depending on ingress sanpling for these nmeasurenents,
are discussed in Section 4.3.3.
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Step 3:
As a part of rebal ancing, the operator can choose to rebal ance the
|large flows by placing themon lightly | oaded conponent |inks of
the LAG ECVWP group, redistribute the small flows on the congested
link to other conponent |inks of the group, or a conbination of
bot h.

Al of the steps identified above can be done locally within the
router itself or could involve the use of a central managenent
entity.

Providing large flow information to a central managenent entity

provi des the capability to globally optimze flow distribution as
described in Section 4.1. Consider the follow ng exanple. A router
may have three ECMP next hops that |ead down paths P1, P2, and P3. A
coupl e of hops downstreamon path Pl, there may be a congested |ink,
whil e paths P2 and P3 may be underutilized. This is sonething that
the |l ocal router does not have visibility into. Wth the help of a
central managenent entity, the operator could redistribute sone of
the flows fromPl to P2 and/or P3, resulting in a nore optimzed flow
of traffic.

The steps descri bed above are especially useful when bundling Iinks
of different bandwi dths, e.g., 10 CGops and 100 Cbps as described in
[ RFC7226] .

4.3. Large Flow Recognition

4.3.1. Flow ldentification

Flows are typically identified using one or nore fields fromthe
packet header, for exanple:

0 Layer 2: Source Media Access Control (MAC) address, destination
MAC address, VLAN I|D.

o0 |P header: IP protocol, IP source address, |P destination address,
flow |l abel (1Pv6 only).

0 Transport protocol header: Source port nunber, destination port
nunber. These apply to protocols such as TCP, UDP, and the Stream
Control Transni ssion Protocol (SCTP)

o MPLS | abel s.

For tunneling protocols |ike Generic Routing Encapsul ati on (GRE)

[ RFC2784], Virtual eXtensible LAN (VXLAN) [ RFC7348], Network
Virtualization using Generic Routing Encapsul ation (NVGRE) [ NVGRE],
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Statel ess Transport Tunneling (STT) [STT], Layer 2 Tunneling Protocol
(L2TP) [ RFC3931], etc., flow identification is possible based on

i nner and/or outer headers as well as fields introduced by the tunne
header, as any or all such fields may be used for | oad bal ancing
deci si ons [ RFC5640] .

The above |ist is not exhaustive.

The nmechani sns described in this docunent are agnostic to the fields
that are used for flow identification

This nethod of flow identification is consistent with that of | PFI X
[ RFC7011] .

4.3.2. Criteria and Techniques for Large Fl ow Recognition

From the perspective of bandwidth and time duration, in order to
recogni ze large flows, we define an observation interval and neasure
the bandwi dth of the flow over that interval. A flow that exceeds a
certain m ni mum bandwi dth threshol d over that observation interva
woul d be considered a | arge fl ow

The two paranmeters -- the observation interval and the m ni mum
bandwi dt h t hreshol d over that observation interval -- should be
programmabl e to facilitate handling of different use cases and
traffic characteristics. For exanple, a flowthat is at or above 10%
of link bandwidth for a tinme period of at |east one second coul d be
declared a large fl ow [ DEVOFLOW.

In order to avoid excessive churn in the rebal anci ng, once a flow has
been recognized as a large flow, it should continue to be recognized
as a large flow for as long as the traffic received during an
observation interval exceeds some fraction of the bandw dth
threshol d, for exanple, 80% of the bandwi dth threshol d.

Various techniques to recognize a large flow are described in
Sections 4.3.3, 4.3.4, and 4.3.5.

4.3.3. Sanpling Techniques

A nunber of routers support sanpling techniques such as sFl ow

[ sFl owv5] [sFlow LAG, Packet Sanpling (PSAMP) [RFC5475], and
Net Fl ow Sanpling [ RFC3954]. For the purpose of large flow
recognition, sanpling needs to be enabled on all of the egress ports
in the router where such neasurenents are desired
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Usi ng sFl ow as an exanpl e, processing in an sFlow collector can
provi de an approxi mate indication of the mapping of large flows to
each of the conponent |inks in each LAG ECMP group. Assum ng
sufficient control plane resources are available, it is possible to

i mpl ement this part of the collector function in the control plane of
the router to reduce dependence on a central nanagenent entity.

If egress sanpling is not available, ingress sanpling can suffice
since the central managenent entity used by the sanpling technique
typically has visibility across nultiple routers in a network and can
use the sanples froman i medi ately downstreamrouter to nmake
measurenents for egress traffic at the | ocal router

The option of using ingress sanpling for this purpose may not be
available if the downstreamrouter is under the control of a
different operator or if the downstream device does not support

sanpl i ng.

Al ternatively, since sanpling techniques require that the sanple be
annotated with the packet’s egress port information, ingress sanpling
may suffice. However, this neans that sanpling would have to be
enabled on all ports, rather than only on those ports where such
monitoring is desired. There is one situation in which this approach
may not work. |If there are tunnels that originate fromthe given
router and if the resulting tunnel conprises the |large flow, then
this cannot be deduced fromingress sampling at the given router.
Instead, for this scenario, if egress sanmpling is unavailable, then

i ngress sanpling fromthe downstream router nust be used

To illustrate the use of ingress versus egress sanpling, we refer to
Figure 2. Since we are | ooking at rebalancing flows at Rl, we would
need to enabl e egress sanpling on ports (1), (2), and (3) on RL. If
egress sanpling is not available and if R2 is also under the contro
of the sane adm nistrator, enabling ingress sanpling on R2’s ports
(1), (2), and (3) would also work, but it would necessitate the

i nvol venent of a central nanagenent entity in order for RL to obtain
large flow information for each of its links. Finally, Rl can only
enabl e ingress sanpling on all of its ports (not just the ports that
are part of the LAG ECWP group being nonitored), and that would
suffice if the sanpling techni que annotates the sanples with the
egress port infornmation.
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The advant ages and di sadvant ages of sanpling techni ques are as
fol |l ows.

Advant ages:

0 Supported in nost existing routers.
0 Requires nminiml router resources.
D sadvant age:

0 In order to minimze the error inherent in sanpling, there is a
m ni mum del ay for the recognition time of large flows, and in the
tinme that it takes to react to this information.

Wth sanpling, the detection of large flows can be done on the order
of one second [ DEVOFLOW . A discussion on determning the
appropriate sanpling frequency is available in [ SAMP-BASI C].

4. 3. 4. Inline Data Path Measurenment

I npl enent ati ons may performrecognition of large flows by performng
measurenents on traffic in the data path of a router. Such an
approach woul d be expected to operate at the interface speed on every
interface, accounting for all packets processed by the data path of
the router. An exanple of such an approach is described in I PFIX

[ RFC5470] .

Using inline data path neasurenent, a faster and nore accurate

i ndication of large flows mapped to each of the conponent links in a
LAG ECMP group may be possible (as compared to the sanpling-based
appr oach) .

The advant ages and di sadvantages of inline data path neasurenent are
as foll ows:

Advant ages:

0 As link speeds get higher, sanpling rates are typically reduced to
keep the nunber of sanples manageabl e, which places a | ower bound
on the detection tine. Wth inline data path nmeasurenent, |arge
fl ows can be recogni zed in shorter wi ndows on higher |ink speeds
since every packet is accounted for [NDTM.

o Inline data path nmeasurenent elimnates the potential dependence
on a central managenent entity for large flow recognition
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D sadvant age:

o Inline data path measurenent is nore resource intensive in terns
of the table sizes required for nonitoring all flows.

As nmentioned earlier, the observation interval for deternmning a
large flow and the bandwi dth threshold for classifying a flow as a
| arge flow shoul d be programuabl e paraneters in a router.

The inpl enentation details of inline data path neasurenent of |arge
flows is vendor dependent and beyond the scope of this docunent.

4.3.5. Use of Miltiple Methods for Large Fl ow Recognition

It is possible that a router may have line cards that support a
sanmpling technique while other line cards support inline data path
measurenent. As long as there is a way for the router to reliably
determ ne the mapping of large flows to conponent |inks of a LAG ECWP
group, it is acceptable for the router to use nore than one mnethod
for large flow recognition.

If both nethods are supported, inline data path neasurenent may be
preferabl e because of its speed of detection [FLOMACC.

4.4. Options for Load Rebal anci ng

The foll owi ng subsections descri be suggested techni ques for | oad

bal anci ng. Equi pnent vendors may i nplenment nore than one technique,
i ncluding those not described in this docunent, and allow the
operator to choose between them

Note that regardless of the nethod used, perfect rebal ancing of |arge
flows may not be possible since flows arrive and depart at different
times. Also, any flows that are noved from one conponent link to
anot her may experience nonentary packet reordering.

4.4.1. Aternative Placenent of Large Fl ows

Wthin a LAG ECVMP group, menber conponent |inks with the |east
average link utilization are identified. Sone large flow(s) fromthe
heavi |l y | oaded conponent |inks are then noved to those |lightly | oaded
menber conponent |inks using a PBR rule in the ingress processing
element(s) in the routers.

Wth this approach, only certain large flows are subjected to
monentary fl ow reordering
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Moving a large flowwill increase the utilization of the link that it
is noved to, potentially once again creating an inbalance in the
utilization across the conponent |inks. Therefore, when noving a
|arge flow, care nust be taken to account for the existing | oad and
the future load after the large flow has been noved. Further, the
appearance of new large flows nay require a rearrangenent of the

pl acement of existing flows.

Consi der a case where there is a LAG conprom sing four 10 Ghps
conmponent links and there are four large flows, each of 1 Ghps.

These fl ows are each placed on one of the conponent I|inks.
Subsequently, a fifth large flow of 2 Gops is recognized, and to

mai ntain equitable load distribution, it may require placenment of one
of the existing 1 Gops flowto a different conponent link. This
woul d still result in sone inbalance in the utilization across the
conponent |i nks.

4.4.2. Redistributing Small Fl ows

Sone | arge flows may consume the entire bandwi dth of the conponent
link(s). 1In this case, it would be desirable for the small flows to
not use the congested conponent |ink(s).

o The LAGECW table is nodified to include only non-congested
component link(s). Small flows hash into this table to be napped
to a destination conponent link. Alternatively, if certain
component |inks are heavily | oaded but not congested, the output
of the hash function can be adjusted to account for large flow
| oadi ng on each of the conponent |inks.

o The PBR rules for large flows (refer to Section 4.4.1) nust have
strict precedence over the LAG ECMP table | ookup result.

This nmethod works on sone existing router hardware. The idea is to
prevent, or reduce the probability, that a small flow hashes into the
congest ed conponent |ink(s).

Wth this approach, the small flows that are noved woul d be subject
to reordering.

4.4.3. Conponent Link Protection Considerations

If desired, certain conponent |inks nmay be reserved for |ink
protection. These reserved conponent |inks are not used for any
flows in the absence of any failures. When there is a failure of one
or nore conponent links, all the flows on the fail ed conponent
link(s) are noved to the reserved conponent |ink(s). The mapping
table of large flows to conmponent links sinmply replaces the failed
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conponent link with the reserved component link. Likew se, the
LAG ECMP tabl e replaces the failed conmponent link with the reserved
component |i nk.

4.4.4. A gorithms for Load Rebal anci ng

Specific algorithns for placenment of large flows are out of the scope
of this docunent. One possibility is to formulate the problemfor

| arge flow placenent as the well-known bin-packi ng probl em and nake
use of the various heuristics that are available for that problem

[ BI N- PACK] .

4.4.5. Exanple of Load Rebal ancing
Optim zing LAG ECVMP conponent utilization for the use case in Figure
2 is depicted belowin Figure 4. The |arge flow rebal anci ng
explained in Section 4.4.1 is used. The inproved link utilization is
as foll ows:

o0 Component link (1) has three flows (two small flows and one | arge
flow, and the link utilization is normal

0 Conponent link (2) has four flows (three small flows and one | arge
flow, and the link utilization is normal now.

0 Component link (3) has three flows (two small flows and one | arge
flow, and the link utilization is normal now.
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Figure 4: Evenly Utilized Conposite Links

Basically, the use of the nechani sns described in Section 4.4.1
resulted in a rebal ancing of flows where one of the large flows on
component link (3), which was previously congested, was noved to
component link (2), which was previously underutilized.

5. Infornmation Mdel for Flow Rebal ancing

In order to support flow rebalancing in a router froman externa
system the exchange of sonme information is necessary between the
router and the external system This section provides an exenplary
i nformati on nodel covering the various conponents needed for this
purpose. The nodel is intended to be informational and may be used
as a guide for the devel opment of a data nodel

5.1. Configuration Paranmeters for Fl ow Rebal anci ng

The foll owi ng paraneters are required for configuration of this
feature:

o Large flow recognition paraneters
- (bservation interval: The observation interval is the tine

period in seconds over which packet arrivals are observed for
the purpose of large flow recognition
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(0]

- M ninmum bandwi dt h threshol d: The ni ni nrum bandw dth threshol d
woul d be configured as a percentage of |ink speed and
translated into a nunmber of bytes over the observation
interval. A flow for which the nunber of bytes received over a
gi ven observation interval exceeds this nunber would be
recogni zed as a large flow.

- M nimum bandwi dt h threshold for |arge flow maintenance: The
m ni mum bandwi dth threshold for |arge fl ow mai ntenance i s used
to provide hysteresis for large flow recognition. Once a flow
is recognized as a large flow, it continues to be recognized as
a large flowuntil it falls belowthis threshold. This is also
configured as a percentage of link speed and is typically | ower
than the m ni num bandwi dth t hreshol d defi ned above.

I mbal ance threshol d: A neasure of the deviation of the conponent
link utilizations fromthe utilization of the overall LAG ECVP
group. Since conponent |inks can be different speeds, the

i mbal ance can be conmputed as follows. Let the utilization of each
component link in a LAG ECMP group with n links of speed b_1, b 2

b nbewul u?2.. un The mean utilization is conputed as
uave = [ (ul*b1l1) +(u2*b2) +.. +(un+*>bmn)]/
[b1+b2+ .. +bn].

The inbal ance is then conputed as
max_{i=1..n} | u_i - u_ave |
Rebal ancing interval: The nini nrum amount of tinme between

rebal anci ng events. This paraneter ensures that rebalancing is
not invoked too frequently as it imnpacts packet ordering.

These paraneters nay be configured on a systemw de basis or may
apply to an individual LAG ECVWP group. They may be applied to an
ECMP group, provided that the conmponent |inks are not shared with any
ot her ECVP group.

5. 2.

System Configuration and Identification Paraneters

The foll owi ng paraneters are useful for router configuration and
operation when using the nechanisns in this docunent.

0

| P address: The I P address of a specific router that the feature
is being configured on or that the large fl ow placenent is being
applied to.
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0 LAGID Identifies the LAGon a given router. The LAG ID may be
requi red when configuring this feature (to apply a specific set of
large flow identification paranmeters to the LAG and will be
requi red when specifying flow placenent to achieve the desired
r ebal anci ng.

o Conponent Link ID: ldentifies the component link within a LAG or
ECMP group. This is required when specifying flow placenment to
achi eve the desired rebal anci ng.

0 Conponent Link Weight: The relative weight to be applied to
traffic for a given conmponent |ink when using hash-based
techni ques for |oad distribution

o ECWP group: ldentifies a particular ECVMP group. The ECMP group
may be required when configuring this feature (to apply a specific
set of large flow identification paraneters to the ECMP group) and
wi Il be required when specifying flow placenment to achi eve the
desired rebalancing. W note that nultiple ECMP groups can share
an overl appi ng set (or non-overl appi ng subset) of component I|inks.
Thi s docunent does not deal with the conplexity of addressing such
configurations.

The feature may be configured globally for all LAGs and/or for al
ECVMP groups, or it may be configured specifically for a given LAG or
ECMP group

5.3. Information for Alternative Placenent of Large Fl ows
In cases where large flow recognition is handled by a centra
managenment entity (see Section 4.3.3), an information nodel for flows
is required to allow the inmport of large flow information to the
router.
Typical fields used for identifying |arge flows were discussed in
Section 4.3.1. The IPFIX information nodel [RFC7012] can be
| everaged for large flow identification

Large flow placenment is achieved by specifying the rel evant flow
information along with the foll ow ng:

o For LAG router’s |IP address, LAG ID, LAG component |ink |ID.
o For ECWP: router’s |IP address, ECMP group, ECWMP conponent link ID
In the case where the ECMP conponent link itself conprises a LAG we

woul d have to specify the paraneters for both the ECMP group as well
as the LAGto which the large flowis being directed
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5.4. Information for Redistribution of Small Flows
Redi stribution of small flows is done using the foll ow ng:

o0 For LAG The LAG ID and the conmponent link IDs along with the
relative weight of traffic to be assigned to each conponent I|ink
I D are required.

o For ECWP: The ECWMP group and the ECVMP next hop along with the
relative weight of traffic to be assigned to each ECMP next hop
are required.

It is possible to have an ECMP next hop that itself conprises a LAG
In that case, we would have to specify the new weights for both the
ECMP conponent |inks and the LAG component i nks.

In the case where an ECMP conponent link itself conprises a LAG we
woul d have to specify new weights for both the conponent links within
the ECVWP group as well as the conponent links within the LAG

5.5. Export of Flow Information

Exporting large flow infornmation is required when |arge flow
recognition is being done on a router but the decision to rebal ance
is being made in a central managenent entity. Large flow information
includes flow identification and the component link ID that the flow
is currently assigned to. Oher information such as flow QS and
bandwi dt h may be exported too.

The | PFI X information nodel [RFC7012] can be | everaged for |large flow
i dentification.

5.6. Monitoring Informtion

5.6.1. Interface (Link) Uilization
The incoming bytes (iflnCctets), outgoing bytes (ifQutCctets), and
interface speed (ifSpeed) can be obtained, for exanple, fromthe

Interfaces table (ifTable) in the MB nodul e defined in [ RFC1213].

The link utilization can then be conputed as foll ows:

Incoming link utilization (delta_iflnCctets * 8) / (ifSpeed * T)

Qutgoing link utilization = (delta_ifQutCctets * 8) / (ifSpeed * T)

Krishnan, et al. I nf or mat i onal [ Page 21]



RFC 7424 Optim zing Load Distribution over LAG ECMP  January 2015

Where T is the interval over which the utilization is being measured,
delta_iflnCctets is the change in iflnCOctets over that interval, and
delta ifQutCctets is the change in ifQutCctets over that interval.

For hi gh-speed Ethernet |inks, the etherStatsH ghCapacityTable in the
M B nodul e defined in [RFC3273] can be used.

Simlar results may be achi eved using the correspondi ng objects of
other interface managenent data nodel s such as YANG [ RFC7223] if
those are used instead of M Bs.
For scalability, it is recommended to use the counter push nmechani sm
in [sFlowv5] for the interface counters. Doing so would help avoid
counter polling through the MB interface.
The outgoing link utilization of the conponent links within a
LAG ECMP group can be used to conmpute the inbal ance (see Section 5.1)
for the LAG ECMP group.

5.6.2. Oher Mnitoring Informtion
Additional nonitoring information that is useful includes:
o Nunber of times rebal anci ng was done.
o Time since the last rebal ancing event.
0 The nunber of large flows currently rebal anced by the schene.

o Alist of the large flows that have been rebal anced i ncl udi ng

- the rate of each large flow at the tine of the |ast rebal ancing
for that flow,

- the tine that rebal ancing was | ast perforned for the given
| arge flow, and

- the interfaces that the large flows was (re)directed to.

0 The settings for the weights of the interfaces within a LAG ECW
group used by the small flows that depend on hashi ng.
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6. Operational Considerations
6.1. Rebal anci ng Frequency

Fl ows shoul d be rebal anced only when the inbalance in the utilization
across conponent |inks exceeds a certain threshold. Frequent

rebal anci ng to achi eve precise equitable utilization across conponent
l'inks could be counterproductive as it may result in nmoving fl ows
back and forth between the conmponent |inks, inpacting packet ordering
and systemstability. This applies regardl ess of whether large flows
or snall flows are redistributed. It should be noted that reordering
is a concern for TCP flows with even a few packets because three out-
of -order packets would trigger sufficient duplicate ACKs to the
sender, resulting in a retransni ssion [ RFC5681].

The operator woul d have to experinment with various val ues of the

| arge flow recognition paraneters (m ni mum bandw dth threshol d,

m ni mum bandwi dt h threshold for large fl ow nmai ntenance, and
observation interval) and the inbal ance threshold across conponent
links to tune the solution for their environnent.

6.2. Handling Route Changes

Large flow rebal anci ng nust be aware of any changes to the Forwarding
Information Base (FIB). 1In cases where the next hop of a route no

|l onger to points to the LAG or to an ECMP group, any PBR entries
added as described in Sections 4.4.1 and 4.4.2 nmust be withdrawn in
order to avoid the creation of forwarding | oops.

6.3. Forwardi ng Resources

Hash- based t echni ques used for | oad bal ancing with LAG ECVMP are
usual |y statel ess. The mechani snms described in this docunent require
additional resources in the forwarding plane of routers for creating
PBR rul es that are capabl e of overriding the forwarding decision from
t he hash-based approach. These resources may linmt the nunber of
flows that can be rebal anced and may al so i npact the | atency
experienced by packets due to the additional |ookups that are
required.

7. Security Considerations
Thi s docunent does not directly inpact the security of the Internet
infrastructure or its applications. |In fact, it could help if there

is a DoS attack pattern that causes a hash inbal ance resulting in
heavy overl oading of large flows to certain LAG ECVP conponent |inks.
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8.

8.

1.

An attacker with know edge of the large flow recognition algorithm
and any statel ess distribution method can generate flows that are
distributed in a way that overloads a specific path. This could be
used to cause the creation of PBR rules that exhaust the avail able
PBR rul e capacity on routers in the network. |f PBR rules are
consequently discarded, this could result in congestion on the
attacker-sel ected path. Alternatively, tracking |arge nunbers of PBR
rules could result in perfornmance degradation
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Appendi x A. Internet Traffic Analysis and Load-Bal anci ng Simul ation

Internet traffic [CAIDA] has been analyzed to obtain flow statistics
such as the nunber of packets in a flow and the flow duration. The
5-tuple in the packet header (1P source address, |P destination
address, transport protocol source port nunber, transport protocol
destination port nunber, and IP protocol) is used for flow
identification. The analysis indicates that < ~2% of the flows take
~30% of total traffic volume while the rest of the flows (> ~98%
contributes ~70% [ YONG .

The sinulation has shown that, given Internet traffic patterns, the
hash- based t echni que does not evenly distribute fl ows over ECWMP
paths. Sone paths may be > 90% | oaded whil e others are < 40% | oaded.
The greater the number of ECMP paths, the nore severe is the

i mbal ance in the load distribution. This inplies that hash-based

di stribution can cause sone paths to beconme congested whil e other
paths are underutilized [ YONG .

The sinul ation al so shows substantial inprovement by using the |arge
fl ow aware, hash-based distribution technique described in this
docunent. In using the sane sinulated traffic, the inproved

rebal anci ng can achieve < 10% | oad differences anong the paths. It
proves how | arge fl ow aware, hash-based distribution can effectively
conpensate the uneven | oad bal anci ng caused by hashing and the
traffic characteristics [ YONG .
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