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I ntroduction
1. Problem Description

The I nternet Key Exchange Protocol version 2 (I1KEv2), specified in

[ RFC7296], uses UDP as a transport for its nmessages. Most | KEv2
messages are relatively small, usually bel ow several hundred bytes.
A not abl e exception is the | KE_AUTH exchange, which requires fairly

| arge nmessages, up to several KB, especially when certificates are
transferred. Wen the | KE nessage size exceeds the path MIU, it gets
fragmented at the IP level. The problemis that some network

devi ces, specifically some NAT boxes, do not allow IP fragnments to
pass through. This apparently bl ocks | KE comruni cati on and,
therefore, prevents peers fromestablishing an I Psec Security

Associ ation (SA). Section 2 of [RFC7296] discusses the inmpact of IP
fragnmentation on | KEv2 and acknow edges this problem
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W despread depl oyment of Carrier-Gade NATs (CGNs) introduces new
chal  enges. [RFC6888] describes requirenents for CG\Ns. It states
that CG\s rmust comply with Section 11 of [RFC4787], which requires

NATs to support receiving IP fragments (REQ 14). In real life,
fulfillment of this requirenment creates an additional burden in terns
of menory, especially for high-capacity devices used in CGNs. It was

found by people deploying IKE that nore and nore | SPs use equi prent
that drops IP fragments, thereby violating this requirenent.

Security researchers have found, and continue to find, attack vectors
that rely on IP fragnentation. For these reasons, and al so as
articulated in [ FRAGDROP], nmany network operators filter all |Pv6
fragments. Also, the default behavior of nmany currently depl oyed
firewalls is to discard | Pv6 fragments

In one recent study [BLACKHOLES], two researchers utilized a

measur enent network to neasure fragnment filtering. They sent
packets, fragmented to the m ni mum MTU of 1280, to 502 | Pv6-enabl ed
and reachabl e probes. They found that during any given trial period,
ten percent of the probes did not receive fragmented packets.

Thus, this problemis valid for both IPv4 and | Pv6 and may be caused
by either deficiency of network devices or operational choice.

1.2. Proposed Sol ution

The solution to the problem described in this docunent is to perform
fragnmentation of |arge nessages by IKEv2 itself and replace themwth
a series of smaller nmessages. |In this case, the resulting IP
datagranms will be snmall enough so that no fragnentation at the IP
level will take place.

The primary goal of this solutionis to allow IKEv2 to operate in
environments that might block IP fragnents. This goal does not
assune that | P fragnentation should be avoi ded conpletely, but only
in those cases when it interferes with | KE operations. However, this
solution could be used to avoid IP fragnmentation in all situations
where fragmentation within IKE is applicable, as recomrended in
Section 3.2 of [RFC5405]. Avoiding IP fragnentation would be

beneficial for IKEv2 in general. The Security Considerations section
of [RFC7296] nentions exhaustion of the IP reassenbly buffers as one
of the possible attacks on the protocol. [In [ DOSUDPPROT], severa

aspects of attacks on IKE using IP fragnmentation are di scussed, and
one of the defenses it proposes is to performfragmentation within
IKE, simlar to the solution described in this docunent.
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1.3. Conventions Used in This Docunent

The key words "MJST", "MJST NOT*, "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "MAY", and "OPTIONAL" in this
docunent are to be interpreted as described in [ RFC2119].

2. Protocol Details
2.1. Overview

The idea of the protocol described in this docunent is to split large
| KEv2 nmessages into a set of smaller ones, called | KE Fragnent
messages. Fragnentation takes place before the original nessage is
encrypted and authenticated, so that each | KE Fragnent nessage

recei ves individual protection. On the receiving side, |KE Fragnent
messages are collected, verified, decrypted, and nerged together to
get the original nessage before encryption. See Appendix A for
details on design rationale.

2. 2. Limtations

Since | KE Fragnment nessages are cryptographically protected, SK a and
SK e nmust already be calculated. 1In general, it neans that the
original nmessage can be fragnmented if and only if it contains an
Encrypt ed payl oad.

This inplies that nmessages of the IKE_ SA IN T exchange cannot be
fragnmented. In nobst cases, this is not a problembecause IKE SAINT
messages are usually small enough to avoid IP fragnentation. But in
some cases (advertising a badly structured long list of algorithns,
usi ng | arge Mdul ar Exponentiation (MODP) groups, etc.), these
messages may becone fairly large and get fragnmented at the I P |evel
In this case, the solution described in this docunent will not help.

Anmong exi sting | KEv2 extensions, nessages of an | KE_SESSI ON RESUME
exchange, as defined in [RFC5723], cannot be fragnmented either. See
Section 3 for details.

Another limtation is that the m nimum size of an | P datagram bearing
an | KE Fragnent nessage is about 100 bytes, depending on the

al gorithms enpl oyed. According to [ RFCO791], the mininmum | Pv4
datagram si ze that is guaranteed not to be further fragnmented is

68 bytes. So, even the snallest | KE Fragnent nessages could be
fragmented at the IP level in sone circunstances. But such extrenely
smal | Path MIU (PMIU) sizes are very rare in real life
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2.3. Negotiation

The initiator indicates its support for |IKE fragnentati on and
willingness to use it by including a Notification payl oad of type

| KEV2_FRAGVENTATI ON_SUPPORTED in the IKE_SA INIT request nessage. |f
the responder al so supports this extension and is willing to use it,
it includes this notification in the response nessage.

Initiator Responder

HDR, SAi 1, KEi, N,
[ N( | KEV2_FRAGVENTATI ON_SUPPORTED)] - - >

<-- HDR SArl, KEr, Nr, [CERTREQ,
[ N( 1 KEV2_FRAGVENTATI ON_SUPPORTED) |

The Notify payload is formatted as foll ows:
1 2 3

01234567890123456789012345678901
i S S T i S S e e i S S S S

| Next Payload |C RESERVED | Payl oad Length |
i i i T i I S i e s o o i i
| Protocol ID(=0)| SPI Size (=0) | Notify Message Type |

B i s sl o S S S S N i e ik T SEIE TR e Sl R R i S S e e i e i
o Protocol ID (1 octet) - MIST be O.

0 SPI Size (1 octet) - MJST be 0, neaning no Security Paraneter
Index (SPI) is present.

o Notify Message Type (2 octets) - MIST be 16430, the val ue assi gnhed
for the | KEV2_FRAGVENTATI ON_SUPPORTED noti fi cati on.

This notification contains no data.
2.4. Using | KE Fragmentation

| KE fragnentati on MUST NOT be used unl ess both peers have indicated
their support for it. After that, it is up to the initiator of each
exchange to deci de whether or not to use it. The responder usually
replies in the sane formas the request nessage, but other

consi derations mght override this.

The initiator can enploy various policies regarding the use of IKE
fragnmentation. It might first try to send an unfragnented nessage
and resend it as fragnmented only if no conplete response is received
even after several retransmissions. Alternatively, it mght choose
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to al ways send fragnented nessages (however, see Section 3), or it
m ght fragnment only | arge messages and messages that are expected to
result in large responses

The foll owi ng general guidelines apply:

o |If either peer has information that a part of the transaction is
likely to be fragnented at the I P |layer, causing interference with
the | KE exchange, that peer SHOULD use IKE fragnentation. This
informati on m ght be passed froma |ower |ayer, provided by
configuration, or derived through heuristics. Exanples of
heuristics are the | ack of a conplete response after severa
retransm ssions for the initiator, and receiving repeated
retransm ssions of the request for the responder.

o |If either peer knows that |KE fragnentation has been used in a
previ ous exchange in the context of the current |KE SA that peer
SHOULD continue to use | KE fragnentation for the nessages that are
| arger than the current fragnentation threshold (see
Section 2.5.1).

o0 |KE fragnentation SHOULD NOT be used in cases where |P-|ayer
fragnmentation of both the request and response nessages is
unlikely. For exanple, there is no point in fragnenting |iveness
check nessages

o |If none of the above apply, the responder SHOULD respond in the
same form (fragnmented or not) as the request nessage to which it
is responding. Note that the other guidelines mght override this
because of information or heuristics available to the responder

In nmost cases, | KE fragnentation will be used in the | KE AUTH
exchange, especially if certificates are enpl oyed.

2.5. Fragnenting Message

Only messages that contain an Encrypted payl oad are subject to | KE
fragmentation. For the purpose of construction of |KE Fragnent
messages, the original (unencrypted) content of the Encrypted payl oad
is split into chunks. The content is treated as a binary blob and is
split regardless of the boundaries of inner payloads. Each of the
resulting chunks is treated as an original content of the Encrypted
Fragment payload and is then encrypted and authenticated. Thus, the
Encrypted Fragment payl oad contains a chunk of the original content
of the Encrypted payload in encrypted form The cryptographic
processing of the Encrypted Fragment payload is identical to that
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described in Section 3.14 of [RFC7296], as well as docunents updating
such processing for particular algorithms or nodes, such as
[ RFC5282] .

As is the case for the Encrypted payl oad, the Encrypted Fragnent
payl oad, if present in a nessage, MJST be the |ast payload in the
nessage

The Encrypted Fragnment payload is denoted SKF{...}, and its payl oad
type is 53. This payload is also called the "Encrypted and
Aut henti cated Fragnment" payl oad.

1 2 3
01234567890123456789012345678901
B i s T T i i o S o T Ji I
| Next Payload |C RESERVED | Payl oad Length |
R e s T o T S R El ok i R e e S S e o o s
| Fragnment Number | Total Fragnents |
R e o T T e S S T ol S i T S s ik i I S I S S R S R
| Initialization Vector |
B i s T T i i o S o T Ji I
~ Encrypted cont ent ~
+ i i i i i S S e o o h ok
| Paddi ng (0-255 octets) |
i i i e N i i i e N

| | Pad Length

B i s T T i i o S o T Ji I
~ Integrity Checksum Data ~
R e s T o T S R El ok i R e e S S e o o s

Encrypted Fragnment Payl oad

0 Next Payload (1 octet) - in the very first fragment (w th Fragnent
Nunber equal to 1), this field MIUST be set to the payl oad type of
the first inner payload (the sane as for the Encrypted payl oad).
In the rest of the Fragnent nessages (with Fragnent Nunber greater
than 1), this field MJST be set to zero

o Fragment Nunber (2 octets, unsigned integer) - current Fragnent
message nunber, starting froml1l. This field MJST be |ess than or
equal to the next field (Total Fragnents). This field MJUST NOT be
zero.

o Total Fragments (2 octets, unsigned integer) - nunber of Fragnent
messages into which the original nessage was divided. This field
MUST NOT be zero. Wth PMIU discovery, this field plays an
additional role. See Section 2.5.2 for details.
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The other fields are identical to those specified in Section 3.14 of
[ RFC7296] .

When prependi ng the | KE header to the | KE Fragnment nmessages, it MJST
be taken intact fromthe original nessage, except for the Length and
Next Payload fields. The Length field is adjusted to reflect the

I ength of the | KE Fragnent message being constructed, and the Next
Payload field is set to the payload type of the first payload in that
message (in nost cases, it will be the Encrypted Fragnment payl oad)
After prepending the | KE header and all payl oads that possibly
precede the Encrypted payload in the original nessage (if any; see
Section 2.5.3), the resulting nessages are sent to the peer

Bel ow i s an exanple of fragnmenting a message.
HDR(M D=n), SK(Next Pl d=PLD1) {PLDl1 ... PLDN}

Oiginal Message

HDR(M D=n), SKF(Next Pl d=PLD1, Frag#=1, Total Frags=m {...},
HDR(M D=n), SKF(Next Pl d=0, Frag#=2, Total Frags=n) {...},

Hbﬁ(M D=n), SKF(NextPld=0, Frag#=m Total Frags=m) {...}
| KE Fragment Messages
2.5.1. Selecting Fragnent Size

When splitting the content of an Encrypted payl oad i nto chunks, the
sender SHOULD choose their size so that the resulting | P datagrans
will be smaller than some fragmentation threshold. Inplenentations
may cal cul ate the fragnentation threshold using various sources of

i nformation.

If the sender has information about the PMIU size, it SHOULD use it.
The responder in the exchange nmay use the maxi num size of the

recei ved | KE Fragnent nmessage | P datagranms as a threshol d when
constructing a fragnented response. Successful conpletion of

previ ous exchanges (including those exchanges that cannot enploy |KE
fragmentation, e.g., IKESAINT) may be an indication that the
fragmentation threshold can be set to the size of the |largest nessage
of those nessages al ready sent.

O herwi se, for nessages to be sent over IPv6, it is RECOMMENDED t hat
a val ue of 1280 bytes as a maxi num | P datagram si ze be used

([ RFC2460]). For messages to be sent over IPv4, it is RECOVMENDED
that a value of 576 bytes as a maxi num | P datagram si ze be used. The
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presence of tunnels on the path may reduce these val ues.
I mpl enent ati ons may use other values if they are appropriate in the
current environment.

According to [ RFC0O791], the mininum | Pv4 datagramsize that is
guaranteed not to be further fragnmented is 68 bytes, but it is
generally inmpossible to use such a small value for the solution
described in this docunent. Using 576 bytes is a conmprom se -- the
value is | arge enough for the presented solution and small enough to
avoid I P fragnmentation in nost situations. Several other UDP-based
protocols (Syslog, DNS, etc.) use 576 bytes as a safe low limt for

| P dat agram si ze.

See Appendix B for correlation between |IP datagram size and Encrypted
payl oad content size.

2.5.2. PMIU Di scovery

The amount of traffic that the | KE endpoi nt produces during the

lifetime of an IKE SAis fairly nodest -- it is usually below 100 KB
within a period of several hours. Mst of this traffic consists of
relatively short nessages -- usually bel ow several hundred bytes. In

nost cases, the only tinme when | KE endpoi nts exchange nessages of
several KB in size is | KE SA establishnment, and often each endpoi nt
sends exactly one such message.

For the reasons articul ated above, inplenmenting PMIU di scovery in | KE
is OPTIONAL. It is believed that using the val ues recomrended in
Section 2.5.1 as a fragnentation threshold will be sufficient in nost
cases. Using these values could | ead to suboptinal fragnentation,

but it is acceptable given the anmount of traffic | KE produces.

I mpl enent ati ons may support PMIU discovery if there are good reasons
to do it (for example, if they are intended to be used in
environments where the MIU size m ght be |l ess than the values listed
in Section 2.5.1).

PMIU di scovery in | KE foll ows recommendati ons given in Section 10.4
of [RFC4821] with some nodifications, induced by the distinctive
features of IKE |isted above. The difference is that the PMIU search
is performed downward, while in [RFC4821] it is perfornmed upward.

The reason for this change is that | KE usually sends | arge nessages
only when the IKE SA is being established, and in many cases there is
only one such nessage. |If the probing were perforned upward, this
message woul d be fragmented using the smallest allowable threshold,
and usually all other nessages are small enough to avoid IP
fragnmentation, so continued probing would be of little val ue.
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It is the initiator of the exchange who perfornms PMIU di scovery.

This is done by probing several values of fragnentation threshold.

I mpl enent ati ons MJST be prepared to probe in every exchange that
utilizes IKE fragnentation to deal with possible changes in path MU
over time. Wile doing probes, it MJUST start fromlarger val ues and
refragment the original nessage, using the next snaller value of the
threshold if it did not receive a response in a reasonable tine after
several retransm ssions. The exact nunber of retransm ssions and

Il ength of tineouts are not covered in this specification because they
do not affect interoperability. However, the tineout interval is
supposed to be relatively short, so that unsuccessful probes would
not delay | KE operations too nuch. Perfornming a fewretries within
several seconds for each probe seens appropriate, but different
environments may require different rules. Wen starting a new probe,
the node MJST reset its retransmssion tinmers so that if it enploys
exponential back-off the tinmers will start over. After reaching the
smal | est all owed value for the fragnentation threshold, an

i npl ementati on MJUST continue retransnitting until the exchange either
compl etes or times out using some timeout interval as discussed in
Section 2.4 of [RFC7296].

PMIU di scovery in IKE is supposed to be coarse-grained, i.e., it is
expected that a node will try only a few fragnentation thresholds in
order to mnimze del ays caused by unsuccessful probes. |f path MU
information is not yet available, the endpoint may use the |ink MU
size when it starts probing. |In subsequent exchanges, the node
should start with the current value of the fragmentation threshold.

If an inplenmentation is capable of receiving |CVMP error nessages, it
can additionally utilize classic PMIU di scovery methods, as descri bed
in [RFC1191] and [RFC1981]. |In particular, if the initiator receives
a Packet Too Big error in response to the probe, and it contains a
smal | er value than the current fragnentation threshold, then the
initiator SHOULD stop retransmtting the probe and SHOULD sel ect a
new val ue for the fragnentation threshold that is |ess than or equa
to the value fromthe I CVMP nessage and neets the requirenents listed
bel ow.

In the case of PMIU discovery, the Total Fragments field is used to
di stingui sh between different sets of fragnents, i.e., the sets that
were created by fragnenting the original nessage using different
fragmentation thresholds. Since the sender starts from | arger
fragments and then nmakes themsnaller, the value in the Tota
Fragments field increases with each new probe. When selecting the
next smaller value for the fragnmentation threshold, the sender MJST
ensure that the value in the Total Fragnents field is really
increased. This requirenent should not be a problemfor the sender,
because PMIU di scovery in IKE is supposed to be coarse-grai ned, so
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the di fference between previous and next fragnentation thresholds
shoul d be significant anyway. The need to distinguish between the
sets is vital for the receiver, since receiving a valid fragnment from
a newer set neans that it has to start the reassenbly process over
and not mx fragnments fromdifferent sets.

2.5.3. Fragnenting Messages Contai ni ng Unprotected Payl oads

Currently, there are no | KEv2 exchanges that define messages,
cont ai ni ng both unprotected payl oads and payl oads, that are protected
by the Encrypted payl oad. However, |KEv2 does not prohibit such
construction. |If some future | KEv2 extension defines such a nessage
and it needs to be fragmented, all unprotected payl oads MJST be
placed in the first fragment (with the Fragnent Nunber field equal to
1), along with the Encrypted Fragnment payl oad, which MJST be present
in every |KE Fragnent nessage and be the last payload in it.

Bel ow i s an exanple of a fragnenting nessage that contains both
protected and unprotected payl oads.

HDR(M D=n), PLDO, SK(NextPld=PLD1) {PLDl ... PLDN}

Original Message

HDR(M D=n), PLDO, SKF(NextPl d=PLD1, Frag#=1, Total Frags=m {...},
HDR(M D=n), SKF(NextPl d=0, Frag#=2, Total Frags=m {...},

Hbﬁ(M D=n), SKF(NextPl d=0, Frag#=m Total Frags=m {...}
| KE Fragnent Messages

Note that the size of each | P datagram bearing | KE Fragnent nessages
shoul d not exceed the fragnentation threshold, including the first
one, that contains unprotected payloads. This will reduce the size
of the Encrypted Fragnment payload content in the first |KE Fragnent
message to acconmodate all unprotected payl oads. |n an extrene case,
the Encrypted Fragment payload will contain no data, but it stil

must be present in the nessage, because only its presence allows the
receiver to determne that the sender has used | KE fragnmentation

2.6. Receiving | KE Fragnent Message
The receiver identifies the | KE Fragment message by the presence of
an Encrypted Fragnent payload in it. 1In nost cases, it will be the

first and only payload in the nmessage; however, this nay not be true
for sonme hypothetical |KE exchanges (see Section 2.5.3).
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Upon receiving the | KE Fragment nessage, the follow ng actions are
per f or med:

0 Check nessage validity - in particular, check whether the val ues
in the Fragnent Nunber and the Total Fragnents fields in the
Encrypted Fragnment payload are valid. The following tests need to
be perforned.

* check that the Fragnent Nunmber and the Total Fragments fields
contain non-zero val ues

* check that the value in the Fragnent Nunber field is | ess than
or equal to the value in the Total Fragments field

* if reassenbling has already started, check that the value in
the Total Fragments field is equal to or greater than the Tota
Fragnments field in the fragnments that have al ready been stored
in the reassenbling queue

If any of these tests fail, the message MJST be silently
di scarded

0 Check that this I KE Fragnent nessage is new for the receiver and
not a replay. |If an |IKE Fragnent nessage with the sanme Message
I D, Fragnent Nunber, and Total Fragnents fields is already present
in the reassenbling queue, this message is considered a replay and
MJST be silently discarded.

o Verify IKE Fragnent nessage authenticity by checking the Integrity
Check Value (ICV) in the Encrypted Fragnent payload. |If the ICV
check fails, the nessage MJUST be silently discarded.

o If reassenbling is not finished yet and the Total Fragnments field
in the received fragnent is greater than the Total Fragnents field
in those fragnments that are in the reassenbling queue, the
recei ver MJST discard all received fragments and start the
reassenbly process over with just the received | KE Fragnent
message

0 Store the nessage in the reassenbling queue waiting for the rest
of the fragnents to arrive

When all | KE Fragment messages (as indicated in the Total Fragnments
field) are received, the decrypted content of all Encrypted Fragnent
payl oads is nerged together to formthe content of the origina
Encrypted payl oad and, therefore, along with the | KE header and
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2

6

unprotected payloads (if any), the original nmessage. Then, it is
processed as if it was received, verified, and decrypted as a regul ar
| KE message.

If the receiver does not get all IKE fragnents needed to reassenbl e
the original nessage within a timeout interval, it MJST discard all
| KE Fragnent nessages received so far for the exchange. The next
actions depend on the role of the receiver in the exchange.

o The initiator acts as described in Section 2.1 of [RFC7296]. It
either retransmts the fragnented request nessage or deens the |KE
SA to have failed and deletes it. The nunber of retransmts and
I ength of timeouts for the initiator are not covered in this
specification, since they are assunmed to be the sane as in a
regul ar 1 KEv2 exchange and are di scussed in Section 2.4 of
[ RFC7296] .

o0 The responder in this case acts as if no request nessage was
received. It would delete any nenory of the inconplete request
message and not treat it as an IKE SA failure. It is RECOMVENDED
that the reassenbling tineout for the responder be equal to the
time interval that the inplenentation waits before conpletely
giving up when acting as the initiator of an exchange.

Section 2.4 of [RFC7296] gives recomendations for selecting this
interval. Inplementations can use a shorter tineout to conserve
menory.

1. Replay Detection and Retransm ssions

According to Section 2.2 of [RFC7296], the Message ID is used, in
particular, to identify retransni ssions of |KE nmessages. Each
request or response nessage, sent by either side, nmust have a unique
Message I D, or be considered a retransm ssion otherwise. This logic
has al ready been updated by [ RFC6311], which deliberately allows any
nunber of nessages with zero Message ID. This docunent al so updates
this logic for those situations where |KE fragnentation is in use.

If an incom ng nessage contains an Encrypted Fragnent payl oad, the
val ues of the Fragnment Nunmber and Total Fragnents fields MJST be used
along with the Message ID to detect retransm ssions and repl ays.

If the responder receives a retransnmitted fragment of a request when
it has already processed that request and has sent back a response,
that event MJUST only trigger a retransm ssion of the response nessage
(fragmented or not) if the Fragnment Nunber field in the received
fragnment is set to 1; otherwise, it MJST be ignored.
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3.

Interaction with O her | KE Extensions

| KE fragnentation is conpatible with nost | KE extensions, such as | KE
Sessi on Resunption ([ RFC5723]), the Quick Crash Detection Method

([ RFC6290]), and so on. It neither affects their operation nor is
affected by them It is believed that IKE fragnmentation will also be
conpatible with future I KE extensions, if they follow genera
principles of formatting, sending, and receiving | KE messages, as
described in [ RFC7296] .

When | KE fragnentation is used with | KE Sessi on Resunption

([ RFC5723] ), nmessages of an | KE_SESSI ON_RESUME exchange cannot be
fragmented, since they do not contain an Encrypted payl oad. These
messages may be large due to the ticket size. To avoid IP
fragmentation in this situation, it is recomrended that smaller
tickets be used, e.g., by utilizing a "ticket by reference" approach
i nstead of "ticket by val ue"

Prot ocol Support for High Availability of |IKEv2/I|Psec, described in

[ RFC6311], requires special care when deciding whether to fragment an
| KE message or not. Since it deliberately allows any number of
synchroni zati on exchanges to have the sane Message I D, nanely zero,
standard | KEv2 replay detection |ogic, based on checking the Message
ID, is not applicable for such nessages, and the receiver has to
check nessage content to detect replays. When inplenmenting |KE
fragmentation along with [ RFC6311], |KE Message | D Synchroni zati on
messages MUST NOT be sent fragnented, to sinplify the receiver’s task
of detecting replays. Fortunately, these nessages are snall, and
there is no point in fragnenting them anyway.

Transport Consi derations

Wth IKE fragnentation, if any single | KE Fragment message gets | ost,
the receiver beconmes unable to reassenble the original nessage. So,
in general, using IKE fragmentation inplies a higher probability that
the nmessage will not be delivered to the peer. Although in nost
networ k environnents the difference will be insignificant, on sone

| ossy networks it may become noticeable. Wen using |KE
fragmentation, inplenmentations MAY use |onger timeouts and do nore
retransmts than usual before considering the peer dead.

Not e that Fragnment nessages are not individually acknow edged. The
response Fragment nessages are all sent back together only when all
fragments of the request are received, and the original request
message i s reassenbl ed and successfully processed.
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5

Security Considerations

Most of the security considerations for |KE fragmentation are the
same as those for the base | KEv2 protocol described in [ RFC7296].
Thi s extension introduces the Encrypted Fragnent payload to protect
the content of an | KE Message Fragnent. This allows the receiver to
i ndividually check the authenticity of fragments, thus protecting
peers froma DoS attack.

The Security Considerations section of [RFC7296] nmentions a possible
attack on | KE where an attacker could prevent an exchange from

conmpl eting by exhausting the | P reassenbly buffers. The mechani sm
described in this docunent allows IKE to avoid |IP fragnentati on and
therefore increases its robustness to DoS attacks.

The following attack is possible with | KE fragnentation. An attacker
can initiate an IKE_SA INIT exchange, conplete it, conpute SK a and
SK e, and then send a large but still inconplete set of |KE_AUTH
fragments. These fragnments will pass the ICV check and will be
stored in reassenbly buffers, but since the set is inconplete, the
reassenbling will never succeed and eventually will tine out. |If the
set is large, this attack could potentially exhaust the receiver’s
mMenory resources.

To mitigate the inpact of this attack, it is RECOMVENDED t hat the
receiver limt the nunmber of fragnents it stores in the reassenbling
queue so that the sum of the sizes of Encrypted Fragnent payl oad
contents (after decryption) for fragnments that are already placed
into the reassenbling queue is | ess than sone value that is
reasonabl e for the inplementation. |f the peer sends so many
fragments that the above condition is not met, the receiver can
consider this situation to be either an attack or a broken sender
impl ementation. In either case, the receiver SHOULD drop the
connection and discard all the received fragnents.

Thi s val ue can be predefined, can be a configurable option, or can be
cal cul ated dynami cally, depending on the receiver’s nmenory | oad.

Sone care should be taken when selecting this value because if it is
too small it mght prevent a legitimte peer fromestablishing an | KE
SA if the size of messages it sends exceeds this value. It is NOT
RECOMVENDED for this value to exceed 64 KB because any | KE nessage
before fragnmentation would likely be shorter than that.

If IKE fragments arrive in order, it is possible, but not advised,
for the receiver to parse the beginning of the nmessage that is being
reassenbl ed and extract the already-avail abl e payl oads before the
reassenbly is conplete. It can be dangerous to take any action based
on the content of these payl oads, because the fragnents that have not
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yet been received m ght contain payl oads that could change the

meani ng of them (or could even make t he whol e nessage invalid), and
this can potentially be exploited by an attacker. It is inportant to
address this threat by ensuring that all the fragnents are received
prior to parsing the reassenbl ed nessage, as described in

Section 2.6.

6. | ANA Consi der ati ons

Thi s docunent defines a new payload in the "I KEv2 Payl oad Types"
registry:

53 Encrypted and Aut henticated Fragnent SKF

Thi s docunent al so defines a new Notify Message Type in the "I KEv2
Notify Message Types - Status Types" registry:

16430 | KEV2_FRAGVENTATI ON_SUPPORTED
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Appendi x A.  Design Rationale

The sinpl est approach to | KE fragnentati on woul d have been to
fragnment a nessage that is fully fornmed and ready to be sent.

However, if a nmessage got fragnented after being encrypted and

aut henticated, this could nake a sinple DoS attack possible. The
attacker could infrequently emt forged but valid-1looking fragments
into the network, and sonme of these fragments would be fetched by the
receiver into the reassenbling queue. The receiver would not be able
to distinguish forged fragnents fromvalid ones and would only be
able to determne that sone of the received fragnents were forged
after the whol e nessage was reassenbled and its authenticity check
fail ed.

To prevent this kind of attack and al so reduce vulnerability to sone
ot her kinds of DoS attacks, it was decided to performfragnentation
bef ore applying cryptographic protection to the nessage. |In this
case, each Fragnment nessage becones individually encrypted and
authenticated; this allows the receiver to determine forged fragnments
and not store themin the reassenbling queue.

Appendi x B. Correlation between | P Datagram Si ze and Encrypted Payl oad
Content Size

In the case of IPv4, the content size of the Encrypted Payl oad is
|l ess than the | P datagram size by the sumof the foll owi ng val ues:

0 |Pv4 header size (typically 20 bytes, up to 60 if IP options are
present)

o UDP header size (8 bytes)

0 non-ESP (Encapsul ating Security Payl oad) marker size (4 bytes if
present)

0 | KE header size (28 bytes)

o0 Encrypted payl oad header size (4 bytes)

o initialization vector (I1V) size (variable)
0 padding and its size (at least 1 byte)

o ICV size (variable)

The sum may be estimated as 61..105 bytes + IV + | CV + paddi ng.
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In the case of IPv6, the content size of the Encrypted Payl oad is
| ess than the | P datagram size by the sumof the foll owi ng val ues:

0 | Pv6 header size (40 bytes)
o0 |Pv6 extension headers (optional; size varies)
o UDP header size (8 bytes)
0 non-ESP marker size (4 bytes if present)
0 | KE header size (28 bytes)
o Encrypted payl oad header size (4 bytes)
o |V size (variable)
0 padding and its size (at |least 1 byte)
o ICV size (variable)
If no extension header is present, the sumnmay be estimted as
81..85 bytes + IV + ICV + padding. |f extension headers are present,
the payl oad content size is further reduced by the sum of the size of
the extension headers. The |length of each extension header can be
calculated as 8 * (Hdr Ext Len) bytes, except for the fragnent
header, which is always 8 bytes in |ength.
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