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Abst ract

Thi s docunent specifies an updated Overlay Routable Cryptographic
Hash Identifiers (ORCH D) format that obsoletes that in RFC 4843.
These identifiers are intended to be used as endpoint identifiers at
applications and Application Progranm ng Interfaces (APIs) and not as
identifiers for network |location at the IP layer, i.e., |locators.
They are designed to appear as application-layer entities and at the
existing I Pv6 APls, but they should not appear in actual |Pv6
headers. To nake themnore like regular |Pv6 addresses, they are
expected to be routable at an overlay level. Consequently, while
they are considered non-routabl e addresses fromthe | Pv6-Iayer
perspective, all existing |Pv6 applications are expected to be able
to use themin a manner conpatible with current |1Pv6 addresses.

The Overlay Routable Cryptographic Hash Identifiers originally
defined in RFC 4843 | acked a nmechani smfor cryptographic algorithm
agility. The updated ORCH D format specified in this docunent
removes this limtation by encoding, in the identifier itself, an
index to the suite of cryptographic algorithnms in use.

Status of This Meno
This is an Internet Standards Track document.

Thi s docunent is a product of the Internet Engineering Task Force
(ITETF). It represents the consensus of the IETF community. It has
recei ved public review and has been approved for publication by the
I nternet Engineering Steering Goup (IESG. Further information on
Internet Standards is available in Section 2 of RFC 5741

I nformation about the current status of this docunent, any errata,

and how to provide feedback on it may be obtained at
http://ww.rfc-editor.org/info/rfc7343
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1.1. Rationale and | ntent

These identifiers are expected to be used at the existing | Pv6
Application Programm ng Interfaces (APIs) and application protocols
bet ween consenting hosts. They may be defined and used in different
contexts, suitable for different overlay protocols. Exanples of
these include Host ldentity Tags (HI Ts) in the Host ldentity Protoco
(H P) [HIPv2] and Tenporary Mbile Identifiers (TMs) for Mbile |IPv6
Privacy Extension [ PR VACYTEXT].

As these identifiers are expected to be used along with |IPv6
addresses at both applications and APls, coordination is desired to
make sure that an ORCHID is not inappropriately taken for a regul ar

| Pv6 address and vice versa. |n practice, allocation of a separate
prefix for ORCHI Ds seens to suffice, making them conpatible with IPv6
addresses at the upper layers while sinultaneously nmaking it trivial
to prevent their use at the I P |ayer

Wil e being technically possible to use ORCH Ds between consenting
hosts w thout any coordination with the IETF and the 1 ANA, the | ETF
woul d consi der such practice potentially dangerous. A specific
danger would be realized if the |ETF community |ater decided to use
the ORCHI D prefix for sone different purpose. In that case, hosts
using the ORCH D prefix would be, for practical purposes, unable to
use the prefix for the other new purpose. That would lead to partia
bal kani zati on of the Internet, simlar to what has happened as a
result of historical hijackings of |Pv4 addresses that are not RFC
1918 [ RFC1918] for private use.

The whol e need for the proposed allocation grows fromthe desire to
be able to use ORCHI Ds with existing applications and APIs. This
desire leads to the potential conflict, nentioned above. Resolving
the conflict requires the proposed allocation

One can argue that the desire to use these kinds of identifiers via
existing APIs is architecturally wong, and there is sonme truth in

that argument. Indeed, it would be nore desirable to introduce a new
APl and update all applications to use identifiers, rather than
| ocators, via that new API. That is exactly what we expect to happen

in the long run.

However, given the current state of the Internet, we do not consider
it viable to introduce any changes that, at once, require
applications to be rewitten and host stacks to be updated. Rather
than that, we believe in piece-wi se architectural changes that
require only one of the existing assets to be touched. ORCH Ds are
designed to address this situation: to all ow people to inplenment with
protocol stack extensions, such as secure overlay routing, H P, or
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Mobile | P privacy extensions, without requiring themto update their
applications. The goal is to facilitate | arge-scale deploynments with
m ni mum user effort.

For exanple, at the tinme of this witing, there already exist HP

i npl ementations that run fully in user space, using the operating
systemto divert a certain part of the |Pv6 address space to a user-
| evel daenmon for HI P processing. |In practical terms, these

i npl ementations are already using a certain |IPv6 prefix for
differentiating HHP identifiers fromI|Pv6 addresses, allow ng them
both to be used by the existing applications via the existing APIs.

The Overlay Routable Cryptographic Hash Identifiers originally
defined in [ RFC4843] | acked a nechani smfor cryptographic algorithm
agility. The updated ORCH D format specified in this docunent
renoves this limtation by encoding, in the identifier itself, an
index to the suite of cryptographic algorithns in use.

Because the updated ORCH Dv2 format is not backward conpatible, | ANA
has all ocated a new 28-bit prefix out of the I ANA | Pv6 Specia

Pur pose Address Bl ock, nanely 2001:0000::/23, as per [RFC6890]. The
prefix that was tenporarily allocated for the experi mental ORCHI D was
returned to ANA in March 2014 [ RFC4843].

1.2. ORCH D Properties
ORCHI Ds are designed to have the followi ng properties:
0 Statistical uniqueness (see al so Appendi x A).

0 Secure binding to the input paraneters used in their generation
(i.e., the Context ldentifier and a bitstring).

0 Aggregation under a single IPv6 prefix. Note that this is only
needed due to the coordination need as indicated above. Wthout
such coordi nati on need, the ORCH D nanespace could potentially be
conpletely flat.

0 Non-routability at the IP layer, by design

0 Routability at some overlay |layer, naking them from an
application point of view, semantically simlar to | Pv6 addresses.

As nentioned above, ORCHI Ds are intended to be generated and used in
different contexts, as suitable for different nechani sns and
protocols. The Context ldentifier is neant to be used to
differentiate between the different contexts; see Appendix A for a
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di scussion of the related APl issues inplenmentation issues and
Section 4 for the design choices explaining why the Cont ext
ldentifiers are used.

1.3. Expected Use of ORCHI Ds

Exanpl es of identifiers and protocols that are expected to adopt the
ORCHI D format include Host lIdentity Tags (HI Ts) in the Host ldentity
Protocol [HI Pv2] and the Tenporary Mbile Identifiers (TMs) in the
Sinple Privacy Extension for Mbile IPv6 [ PRIVACYTEXT]. The format
is designed to be extensible to all ow other experinental proposals to
share the sane nanespace.

1.4. Action Pl an

Thi s docunent requests IANA to allocate a prefix out of the |IPv6
addr essi ng space for Overlay Routable Cryptographi c Hash Identifiers.

1.5. Termi nol ogy

The key words "MJST", "MJST NOT*, "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "MAY", and "OPTIONAL" in this
docunent are to be interpreted as described in [ RFC2119].

2. Cryptographic Hash Identifier Construction

An ORCHI D is generated using the ORCH D Generation Al gorithm (OGA).
The algorithmtakes a bitstring and a Context ldentifier as input and
produces an ORCHI D as output. The hash function used in the ORCH D
Generation Algorithmis defined for each OGA identifier by the
specification for the respective usage context (e.g., H Pv2).
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I nput = any bitstring

OGA ID = 4-bit Ochid Generation Algorithmidentifier

Hash Input := Context ID| Input

Hash = Hash_function( Hash I nput )

ORCHI D = Prefix | OCGAID | Encode 96( Hash )

wher e:

| . Denotes concatenation of bitstrings

I nput : Abitstring that is unique or statistically unique
within a given context. The bitstring is intended
to be associated with the to-be-created OCRCHI D in
the gi ven context.

Context ID : A randomly generated val ue defining the expected
usage context for the particular ORCH D and the
hash function to be used for generation of ORCHI Ds
in this context. These values are allocated out of
t he nanespace introduced for Cryptographically
Gener at ed Addresses (CGA) Type Tags (see RFC 3972 and
http://ww. i ana. or g/ assi gnnent s/ cga- nessage-t ypes)

OGA ID : A4-bit-long identifier for the Hash_function
in use within the specific usage context.

Hash_functi on : The one-way hash function (i.e., hash function
wi th preinmage resistance and second- prei mage
resistance) to be used as identified by the
val ue for the OGA I D accordi ng docunent
defining the context usage identified by the
Context ID. For exanple, version 2 of the
H P specification defines truncated SHAL [ RFC3174] as
the hash function to be used to generate
ORCHI Dv2 in the H Pv2 protocol when the
OCGA IDis 3 [H Pv2].

Encode_96( ) : An extraction function in which output is obtained
by extracting the mddle 96-bit-long bitstring
fromthe argunent bitstring

Prefix : A constant 28-bit-long bitstring val ue

(2001: 20::/28).

To forman ORCHI D, two pieces of input data are needed. The first
pi ece can be any bitstring, but it is typically expected to contain a
public cryptographic key and sone other data. The second piece is a
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Context ldentifier, which is a 128-bit-1ong datum allocated as
specified in Section 6. Each specific ORCH Dv2 application (such as
HP HTs or MP6 TMs) is expected to allocate their own, specific
Context ldentifier.

The input bitstring and Context ldentifier are concatenated to form
an input datum which is then fed to the cryptographic hash function
to be used for the value of the OGA identifier according to the
docunent defining the context usage identified by the Context |D.

The result of the hash function is processed by an encodi ng function,
resulting in a 96-bit-long value. This value is prepended with the
concatenation of the 28-bit ORCH D prefix and the 4-bit OGA ID. The
result is the ORCHI D, a 128-bit-long bitstring that can be used at
the 1Pv6 APIs in hosts participating to the particul ar experinent.

The ORCHI D prefix is allocated under the I Pv6 gl obal unicast address
bl ock. Hence, ORCHI Ds are indistinguishable froml|Pv6 gl obal unicast
addresses. However, it should be noted that ORCH Ds do not conform
with the I Pv6 gl obal unicast address format defined in Section 2.5.4
of [RFC4291] since they do not have a 64-bit Interface ID formatted
as described in Section 2.5.1. of [RFC4291].

3. Routing and Forwardi ng Consi derations

ORCHI Ds are designed to serve as |ocation-independent endpoi nt
identifiers rather than | P-layer locators. Therefore, routers MAY be
configured not to forward any packets containing an ORCH D as a
source or a destination address. |If the destination address is an
ORCHI D but the source address is a valid unicast source address,
routers MAY be configured to generate an | CVMP Desti nation

Unr eachabl e, Administratively Prohibited nmessage

ORCHI Ds are not designed for use in |IPv6 routing protocols, since
such routing protocols are based on the architectural definition of
| Pv6 addresses. Future non-I1Pv6 routing systens, such as overl ay
routing systens, nmay be designed based on ORCH Ds. Any such ORCH D
based routing systemis out of scope of this docunent.

Rout er software MJST NOT include any special handling code for

ORCHI Ds. In other words, the non-routability property of ORCH Ds, if
i npl emented, is to be inplenented via configuration rather than by
hardwi red software code, e.g., the ORCH D prefix can be bl ocked by a
simple configuration rule such as an Access Control List entry.
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4.

Desi gn Choi ces
The design of this namespace faces two competing forces
0 As nmany bits as possible should be preserved for the hash result.

o It should be possible to share the nanespace between nultiple
mechani sirs.

The desire to have a long hash result requires that the prefix be as
short as possible and use few (if any) bits for additional encoding.
The present design takes this desire to the maximum all the bits
beyond the prefix and the ORCH D Generation Algorithmldentifier are
used as hash output. This leaves no bits in the ORCH D itself
available for identifying the context; however, the 4 bits used to
encode the ORCHI D Generation Algorithmldentifier provides
cryptographic agility with respect to the hash function in use for a
gi ven context (see Section 5).

The desire to allow multiple mechanisns to share the nanmespace has
been resol ved by including the Context ldentifier in the hash
function input. Wile this does not allow the nechanismto be
directly inferred froman ORCH D, it allows one to verify that a
given input bitstring and ORCH D belong to a given context, w th high
probability (but also see Section 5).

Security Considerations

ORCHI Ds are designed to be securely bound to the Context ID and the
bitstring used as the input paranmeters during their generation. To
provide this property, the ORCH D Generation Algorithmrelies on the
second- prei mage resi stance (a. k.a. one-way) property of the hash
function used in the generation [RFC4270]. To have this property and
to avoid collisions, it is inmportant that the allocated prefix is as
short as possible, |eaving as nany bits as possible for the hash

out put .

For a given Context ID, all mechanisns using ORCH Ds MJST use exactly
the sanme mechani smfor generating an ORCH D fromthe input bitstring
Al'lowi ng different nechani sns, without explicitly encoding the
mechanismin the Context IDor the ORCH D itself, would allow
so-cal | ed bi ddi ng-down attacks. That is, if nultiple different hash
functions were allowed to construct ORCHI Ds valid for the sane
Context 1D, and if one of the hash functions becane insecure, that
woul d al | ow attacks agai nst even those ORCHI Ds valid for the sane
Context I D that had been constructed using the other, still secure
hash functi ons.
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An identifier for the hash function to be used for the ORCH D
generation is encoded in the CRCHID itself, while the semantic for
the values taken by this identifier are defined separately for each
Context ID. Therefore, the present design allows the use of
different hash functions per given Context ID for constructing
ORCHIDs frominput bitstrings. The intent is that the protocol or
application using an ORCHI Dv2 allocates a Context ID for that use and
defines, within the scope of that Context ID, the registry for the
ORCHI D Generation Algorithm (OGA) ID. The rationale for this is to
all ow different applications to use different hash functions that
best satisfy their specific requirenents, such that the relatively
smal | OGA | D namespace (4 bits wide, i.e., 16 different values) does
not get exhausted too quickly. |f nore secure hash functions are

| at er needed, newer values for the ORCH D Generation Al gorithmcan be
defined for the given Context ID

In order to preserve a | ow enough probability of collisions (see
Appendi x A), each nmethod MJST utilize a nmechani smthat nakes sure
that the distinct input bitstrings are either unique or statistically
unique within that context. There are several possible methods to
ensure this; for exanple, one can include into the input bitstring a
gl obal | y mai ntai ned counter val ue, a pseudorandom nunber of
sufficient entropy (mninum96 bits), or a randomy generated public
cryptographic key. The Context |ID nakes sure that input bitstrings
fromdifferent contexts never overlap. These together nake sure that
the probability of collisions is determ ned only by the probability
of natural collisions in the hash space and is not increased by a
possibility of colliding input bitstrings.

The generation of an ORCHI Dv2 identifier froman input bitstring

i nvol ves truncation of a hash output to construct a fixed-size
identifier in a fashion simlar to the schene specified in "Nan ng
Things with Hashes" [RFC6920]. Accordingly, the Security

Consi derations of [RFC6920] pertaining to truncation of the hash
output during identifier generation are also applicable to ORCH Dv2
gener ati on.
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6. | ANA Consi derations
Because the updated ORCHI Dv2 format is not backward conpatible with
the earlier one, 1ANA has allocated a new 28-bit prefix out of the
| ANA | Pv6 Special Purpose Address Bl ock, nanely 2001:0000::/23, as
per [ RFC6890]. The prefix that was tenporarily allocated for the
experinmental ORCHI D was returned to | ANA in March 2014 [ RFC4843].
The registry information for the allocation is as foll ows:
0 Address Bl ock: 2001:20::/28
o Nane: ORCHI Dv2
0o RFC RFC 7343
0 Allocation Date: 2014-07
o0 Termnation Date: NA
o Source: True
o Destination: True
o Forwardable: True
0 dobal: True
0 Reserved-by-Protocol: Fal se
The Context ldentifier (or Context ID) is a randomy generated val ue
defining the usage context of an ORCH D and the hash function to be
used for generation of ORCHIDs in this context. This docunent
defines no specific value. The Context ID shares the nanespace
i ntroduced for CGA Type Tags. Hence, defining new val ues follows the

rules of Section 8 of [RFC3972], i.e., First Come, First Served.
However, no | ANA actions are required.
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Appendi x A.  Col lision Considerations

As noted earlier, the aimis that so |ong as keys are not reused,
ORCHI Ds be globally unique in a statistical sense. That is, given
the ORCHID referring to a given entity, the probability of the sane
ORCHI D being used to refer to another entity el sewhere in the
Internet nmust be sufficiently low so that it can be ignored for nost
practical purposes. W believe that the presented design neets this
goal (see Section 4).

As nentioned above, ORCHI Ds are expected to be used at the |egacy

| Pv6 APlIs between consenting hosts. The Context IDis intended to
differenti ate between the various experinents, or contexts, sharing
the ORCH D nanespace. However, the Context IDis not present in the
ORCHI D itself but is only in front of the input bitstring as an input
to the hash function. Wiile this may lead to certain inplenmentation-
rel ated conplications, we believe that the trade-off of allow ng the
hash result part of an ORCHI D being | onger nore than pays off the
cost.

Because ORCHI Ds are not routable at the IP layer, in order to send
packets using ORCHI Ds at the APl |evel, the sending host nust have
additional overlay state within the stack to determ ne which
paraneters (e.g., what locators) to use in the outgoing packet. An
under | yi ng assunption here, and a matter of fact in the proposals
that the authors are aware of, is that there is an overlay protoco
for setting up and maintaining this additional state. It is assuned
that the state-setup protocol carries the input bitstring and that
the resulting ORCH D-related state in the stack can be associ ated
back with the appropriate context and state-setup protocol

Appendi x B. Changes from RFC 4843

0 Updated H P references to revised H P specifications.

0 The Overlay Routable Cryptographic Hash Identifiers originally
defined in [ RFC4843] | acked a nechani smfor cryptographic
algorithmagility. The updated ORCHI D format specified in this
docunent renoves this limtation by encoding, in the identifier
itself, an index to the suite of cryptographic algorithns in use.

o Mowved the "Collision Considerations" section into an appendi x and
renoved unnecessary di scussi ons.

0 Renoved the discussion on overlay routing.
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