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Abst r act

Thi s docunent specifies a set of TCP extensions to inprove
performance over paths with a | arge bandwi dth * delay product and to
provide reliable operation over very high-speed paths. It defines
the TCP Wndow Scale (W5) option and the TCP Ti nestanps (TS) option
and their semantics. The Wndow Scal e option is used to support

| arger receive wi ndows, while the Tinestanps option can be used for
at least two distinct nechani sns, Protection Against Wapped
Sequences (PAWS) and Round-Trip Time Measurenent (RTTM), that are

al so descri bed herein.

Thi s docunent obsol etes RFC 1323 and descri bes changes fromit.
Status of This Meno

This is an Internet Standards Track documnent.

This docunent is a product of the Internet Engineering Task Force

(IETF). It represents the consensus of the IETF community. It has

recei ved public review and has been approved for publication by the

Internet Engineering Steering Goup (IESG. Further information on

Internet Standards is available in Section 2 of RFC 5741

I nformati on about the current status of this docunent, any errata,

and how to provide feedback on it nmay be obtained at
http://ww. rfc-editor.org/info/rfc7323
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1. Introduction

The TCP protocol [RFC0793] was designed to operate reliably over

al nrost any transm ssion nedi umregardl ess of transm ssion rate,

del ay, corruption, duplication, or reordering of segnents. Over the
years, advances in networking technology have resulted in ever-higher
transm ssi on speeds, and the fastest paths are well beyond the donain
for which TCP was originally engineered.

This docunent defines a set of nmobdest extensions to TCP to extend the
domain of its application to match the increasing network capability.
It is an update to and obsol etes [ RFC1323], which in turn is based
upon and obsol etes [ RFC1072] and [ RFC1185].

Changes between [RFC1323] and this document are detailed in

Appendi x H.  These changes are partly due to errata in [ RFC1323], and
partly due to the inproved understandi ng of how the invol ved
conmponent s interact.

For brevity, the full discussions of the nerits and history behind
the TCP options defined within this docunent have been omtted.

[ RFC1323] shoul d be consulted for reference. It is recommended that
a nodern TCP stack inplenents and make use of the extensions
described in this docunent.

1.1. TCP Performance

TCP performance probl ens arise when the bandwi dth * delay product is
|arge. A network having such paths is referred to as a "long, fat
net wor k" (LFN)

There are two fundanental performance problenms with basic TCP over
LFN pat hs:

(1) Wndow Size Limt

The TCP header uses a 16-bit field to report the receive w ndow
size to the sender. Therefore, the |l argest w ndow that can be
used is 2216 = 64 KiB. For LFN paths where the bandw dth *
del ay product exceeds 64 KiB, the receive window lints the

maxi mum t hr oughput of the TCP connection over the path, i.e.,
the amobunt of unacknow edged data that TCP can send in order to
keep the pipeline full.

Bor man, et al. St andards Track [ Page 4]



RFC 7323 TCP Extensions for H gh Performance Sept enber 2014

To circumvent this problem Section 2 of this nmeno defines a TCP
option, "Wndow Scale", to allow wi ndows |arger than 2716. This
option defines an inplicit scale factor, which is used to

mul tiply the window size value found in a TCP header to obtain
the true wi ndow si ze.

It must be noted that the use of |large receive wi ndows increases
the chance of too quickly w appi ng sequence nunbers, as
described belowin Section 1.2, (1).

(2) Recovery from Losses

Packet |osses in an LFN can have a catastrophic effect on
t hr oughput .

To generalize the Fast Retransnmit / Fast Recovery nechanismto
handl e nmultipl e packets dropped per wi ndow, Selective

Acknowl edgnents are required. Unlike the normal cumnul ative
acknow edgnents of TCP, Selective Acknow edgnents give the
sender a conplete picture of which segnents are queued at the
recei ver and which have not yet arrived.

Sel ective Acknow edgnents and their use are specified in
separate docunents, "TCP Sel ective Acknow edgnent Options"

[ RFC2018], "An Extension to the Sel ective Acknow edgenent (SACK)
Option for TCP' [RFC2883], and "A Conservative Loss Recovery

Al gorithm Based on Sel ective Acknow edgnent (SACK) for TCP"

[ RFC6675], and are not further discussed in this docunent.

1.2. TCP Reliability
An especially serious kind of error may result from an acci dent al
reuse of TCP sequence nunbers in data segnents. TCP reliability
depends upon the existence of a bound on the lifetime of a segnent:
t he "Maxi mum Segnent Lifetinme" or MSL.
Duplication of sequence nunbers m ght happen in either of two ways:
(1) Sequence number wrap-around on the current connection
A TCP sequence nunber contains 32 bits. At a high enough
transfer rate of |large volunes of data (at least 4 GB in the

same session), the 32-bit sequence space may be "w apped"
(cycled) within the time that a segnment is delayed in queues.
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(2) Earlier incarnation of the connection

Suppose that a connection term nates, either by a proper close
sequence or due to a host crash, and the sane connection (i.e.,
usi ng the sane pair of port nunbers) is inmediately reopened. A
del ayed segnent fromthe term nated connection could fall within
the current wi ndow for the new incarnation and be accepted as
val i d.

Duplicates fromearlier incarnations, case (2), are avoided by
enforcing the current fixed MSL of the TCP specification, as
explained in Section 5.8 and Appendix B. In addition, the
random zi ng of epheneral ports can also help to probabilistically
reduce the chances of duplicates fromearlier connections. However,
case (1), avoiding the reuse of sequence nunbers within the same
connection, requires an upper bound on MSL that depends upon the
transfer rate, and at high enough rates, a dedi cated nechanismis
required.

A possible fix for the problemof cycling the sequence space woul d be
to increase the size of the TCP sequence nunber field. For exanple,
the sequence nunber field (and al so the acknow edgnent field) could
be expanded to 64 bits. This could be done either by changing the
TCP header or by means of an additional option

Section 5 presents a different nmechanism which we call PAWS to
extend TCP reliability to transfer rates well beyond the foreseeable
upper limt of network bandwi dths. PAWS uses the TCP Ti nest anps
option defined in Section 3.2 to protect against old duplicates from
t he same connection

1.3. Using TCP options
The extensions defined in this docunent all use TCP options.

When [ RFC1323] was published, there was concern that sone buggy TCP

i mpl ementation nmight crash on the first appearance of an option on a
non- <SYN> segment. However, bugs like that can |l ead to denial -of -
service (DoS) attacks against a TCP. Research has shown that npst
TCP i npl enentations will properly handl e unknown opti ons on non- <SYN>
segnents ([ Medina04], [MedinaO5]). But it is still prudent to be
conservative in what you send, and avoi di ng buggy TCP i npl ementation
is not the only reason for negotiating TCP options on <SYN> segnents.
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The W ndow Scal e option negotiates fundanental paraneters of the TCP
session. Therefore, it is only sent during the initial handshake.
Furt hernmore, the Wndow Scal e option will be sent in a <SYN, ACK>
segnent only if the corresponding option was received in the initia
<SYN> segnent .

The Ti nestanps option nay appear in any data or <ACK> segnent, adding
10 bytes (up to 12 bytes including padding) to the 20-byte TCP
header. It is required that this TCP option will be sent on all

non- <SYN> segnents after an exchange of options on the <SYN> segnents
has indicated that both sides understand this extension.

Research has shown that the use of the Timestanps option to take
additional RTT sanples within each RTT has little effect on the
ultimate retransm ssion timeout value [Alman99]. However, there are
ot her uses of the Timestanps option, such as the Ei fel mechani sm

([ RFC3522], [ RFC4015]) and PAWS (see Section 5), which inprove
overall TCP security and performance. The extra header bandw dth
used by this option should be evaluated for the gains in perfornmance
and security in an actual depl oynent.

Appendi x A contains a recommended | ayout of the options in TCP
headers to achi eve reasonable data field alignnent.

Finally, we observe that nmost of the mechanisnms defined in this
docunent are inportant for LFNs and/or very high-speed networks. For
| ow speed networks, it might be a performance optim zation to NOT use
these nechani sns. A TCP vendor concerned about optimal performance
over | ow speed paths m ght consider turning these extensions off for

| owspeed paths, or allow a user or installation manager to disable

t hem

1.4. Term nol ogy
The key words "MJST", "MJST NOT*, "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "MAY", and "OPTIONAL" in this
docunent are to be interpreted as described in [ RFC2119].
In this docunment, these words will appear with that interpretation

only when in UPPER CASE. Lower case uses of these words are not to
be interpreted as carrying [ RFC2119] significance.
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2. TCP Wndow Scal e Option
2.1. Introduction

The wi ndow scal e extensi on expands the definition of the TCP wi ndow
to 30 bits and then uses an inplicit scale factor to carry this
30-bit value in the 16-bit window field of the TCP header (SEG VWAD in
[ RFCO793]). The exponent of the scale factor is carried in a TCP
option, Wndow Scale. This option is sent only in a <SYN> segment (a
segnment with the SYN bit on), hence the window scale is fixed in each
direction when a connection is opened.

The maxi mum recei ve wi ndow, and therefore the scale factor, is
determ ned by the maxi num receive buffer space. |In a typical nodern
i npl ementation, this maxi num buffer space is set by default but can
be overridden by a user program before a TCP connection is opened.
This determ nes the scale factor, and therefore no new user interface
i s needed for wi ndow scaling.

2.2. Wndow Scal e Option

The t hree-byte Wndow Scal e opti on MAY be sent in a <SYN> segnent by
a TCP. It has two purposes: (1) indicate that the TCP is prepared to
both send and recei ve wi ndow scaling, and (2) conmuni cate the
exponent of a scale factor to be applied to its receive w ndow.

Thus, a TCP that is prepared to scal e wi ndows SHOULD send the option,
even if its own scale factor is 1 and the exponent 0. The scale
factor is limted to a power of two and encoded logarithmcally, so
it may be inplenented by binary shift operations. The nmaxi num scal e
exponent is limted to 14 for a nmaxi mum perni ssi bl e receive w ndow
size of 1 G B (27(14+16)).

TCP W ndow Scal e option (Wsopt):
Kind: 3

Length: 3 bytes

This option is an offer, not a prom se; both sides MJST send W ndow
Scal e options in their <SYN> segnents to enable w ndow scaling in
either direction. |[If wi ndow scaling is enabled, then the TCP that
sent this option will right-shift its true receive-w ndow val ues by
"shift.cnt’ bits for transmission in SEG WAND. The value 'shift.cnt’
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MAY be zero (offering to scale, while applying a scale factor of 1 to
the receive w ndow).

This option MAY be sent in an initial <SYN> segrment (i.e., a segnent
with the SYN bit on and the ACK bit off). |If a Wndow Scal e option
was received in the initial <SYN> segnent, then this option MAY be
sent in the <SYN, ACK> segnent. A Wndow Scal e option in a segnent
wi thout a SYN bit MJST be ignored.

The window field in a segnent where the SYN bit is set (i.e., a <SYN>
or <SYN, ACK>) MUST NOT be scal ed.

2.3. Using the Wndow Scal e Option

A nodel inplenentation of wi ndow scaling is as follows, using the
not ati on of [ RFC0793]:

0 The connection state is augnented by two wi ndow shift counters,
Snd. Wnd. Shift and Rcv. Wnd. Shift, to be applied to the incom ng
and out goi ng wi ndow fields, respectively.

o |If a TCP receives a <SYN> segnent containing a Wndow Scal e
option, it SHOULD send its own Wndow Scal e option in the
<SYN, ACK> segnent .

o0 The Wndow Scal e opti on MIUST be sent with shift.cnt = R where R
is the value that the TCP would like to use for its receive
w ndow.

o Upon receiving a <SYN> segnent with a Wndow Scal e option
containing shift.cnt =S, a TCP MJST set Snd. Wnd. Shift to S and
MJUST set Rcv.Wnd. Shift to R otherwise, it MJST set both
Snd. Wnd. Shift and Rcv. Wnd. Shift to zero.

o The window field (SEG WND) in the header of every incom ng
segnment, with the exception of <SYN> segnents, MJST be left-
shifted by Snd. Wnd. Shift bits before updati ng SND. WAD:

SND. WND = SEG WND << Snd. W nd. Shi ft

(assum ng the other conditions of [RFC0793] are net, and using the
"C'" notation "<<" for left-shift).

o The window field (SEG WND) of every outgoing segnent, with the
exception of <SYN> segnents, MJIST be right-shifted by
Rcv. Wnd. Shift bits:

SEG WAD = RCV. WND >> Rcv. W nd. Shi ft
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TCP determines if a data segnment is "old" or "new' by testing whether
its sequence nunber is within 2231 bytes of the left edge of the

wi ndow, and if it is not, discarding the data as "old". To insure
that new data is never mstakenly considered old and vice versa, the
| eft edge of the sender’s wi ndow has to be at nost 2731 away fromthe
right edge of the receiver’s window The sane is true of the
sender’s right edge and receiver’s |left edge. Since the right and

|l eft edges of either the sender’s or receiver’s wi ndow differ by the
wi ndow si ze, and since the sender and receiver w ndows can be out of
phase by at nobst the w ndow size, the above constraints inply that
two times the maxi mum wi ndow si ze nmust be | ess than 2731, or

max w ndow < 27230

Since the max window is 2*"S (where S is the scaling shift count)
times at nost 2716 - 1 (the maxi num unscal ed wi ndow), the naximum

wi ndow is guaranteed to be < 2730 if S <= 14. Thus, the shift count
MUST be linmited to 14 (which allows w ndows of 2730 =1 GB). If a
W ndow Scal e option is received with a shift.cnt value |larger than
14, the TCP SHOULD | og the error but MJST use 14 instead of the
specified value. This is safe as a sender can al ways choose to only
partially use any signaled receive window. If the receiver is
scaling by a factor larger than 14 and the sender is only scaling by
14, then the receive wi ndow used by the sender will appear snaller
than it is inreality.

The scale factor applies only to the window field as transmtted in
the TCP header; each TCP using extended wi ndows will maintain the
wi ndow val ues locally as 32-bit nunbers. For exanple, the
"congestion wi ndow' conputed by slow start and congesti on avoi dance
(see [RFC5681]) is not affected by the scale factor, so w ndow
scaling will not introduce quantization into the congestion w ndow.

2. 4. Addressing Wndow Retraction

When a non-zero scale factor is in use, there are instances when a
retracted wi ndow can be offered -- see Appendix F for a detailed
exanple. The end of the window will be on a boundary based on the
granularity of the scale factor being used. |If the sequence nunber
is then updated by a nunber of bytes smaller than that granularity,
the TCP will have to either advertise a new wi ndow that is beyond
what it previously advertised (and perhaps beyond the buffer) or will
have to advertise a smaller w ndow, which will cause the TCP w ndow
to shrink. Inplementations MJST ensure that they handl e a shrinking
wi ndow, as specified in Section 4.2.2.16 of [RFC1122].
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For the receiver, this inplies that:

1) The receiver MJST honor, as in w ndow, any segment that would
have been in wi ndow for any <ACK> sent by the receiver.

2) When wi ndow scaling is in effect, the receiver SHOULD track the
actual maxi mum wi ndow sequence nunber (which is likely to be
greater than the wi ndow announced by the nmpbst recent <ACK>, if
nmore than one segnent has arrived since the application consuned
any data in the receive buffer).

On the sender side:

3) The initial transm ssion MJST be within the wi ndow announced by
the nost recent <ACK>.

4) On first retransmssion, or if the sequence nunber is out of
wi ndow by | ess than 2"Rcv. Wnd. Shift, then do nornal
retransm ssion(s) without regard to the receiver w ndow as | ong
as the original segnent was in w ndow when it was sent.

5) Subsequent retransm ssions MAY only be sent if they are within
the wi ndow announced by the nost recent <ACK>.

3. TCP Tinmestanps Option
3.1. Introduction

The Tinestanps option is introduced to address sonme of the issues
mentioned in Sections 1.1 and 1.2. The Tinestanps option is
specified in a symetrical manner, so that Tinmestanp Val ue (TSval)
timestanps are carried in both data and <ACK> segnments and are echoed
in Timestanp Echo Reply (TSecr) fields carried in returning <ACK> or
data segnments. Oiginally used primarily for tinmestanping individual
segnents, the properties of the Tinestanps option allow for taking
time neasurements (Section 4) as well as additional uses (Section 5).

It is necessary to renenber that there is a distinction between the
Ti mest anps option conveying tinestanp informati on and the use of that

information. In particular, the RTTM nechani sm nmust be vi ewed
i ndependently fromupdating the Retransm ssion Tineout (RTO (see
Section 4.2). 1In this case, the sanple granularity al so needs to be

taken into account. O her mechani snms, such as PAWS or Eifel, are not
built upon the tinestanp information itself but are based on the
intrinsic property of nonotonically non-decreasing val ues.

The Tinestanps option is inportant when | arge recei ve wi ndows are
used to allow the use of the PAWS mechani sm (see Section 5).
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Furthernmore, the option may be useful for all TCPs, since it
simplifies the sender and allows the use of additional optimnzations
such as Eifel ([RFC3522], [RFC4015]) and others ([RFC6817],

[ Kuzmanovi c03], [ Kuehl ewi nd10]).

3.2. Tinmestanps Option

TCP is a symmetric protocol, allowing data to be sent at any tine in
either direction, and therefore tinmestanp echoing may occur in either
direction. For sinplicity and symretry, we specify that tinmestanps
al ways be sent and echoed in both directions. For efficiency, we
conbine the tinestanp and tinmestanp reply fields into a single TCP
Ti mest anps opti on.

TCP Ti nestanps option (TSopt):
Kind: 8

Length: 10 bytes

The Tinestanps option carries two four-byte tinmestanp fields. The
TSval field contains the current value of the tinestanp clock of the
TCP sendi ng the option

The TSecr field is valid if the ACK bit is set in the TCP header. |If
the ACK bit is not set in the outgoing TCP header, the sender of that
segrment SHOULD set the TSecr field to zero. Wien the ACK bit is set
in an outgoing segnent, the sender MJST echo a recently received
TSval sent by the renmbte TCP in the TSval field of a Tinestanps
option. The exact rules on which TSval MJST be echoed are given in
Section 4.3. \Wien the ACK bit is not set, the receiver MJST ignore
the val ue of the TSecr field.

A TCP MAY send the TSopt in an initial <SYN> segnent (i.e., segnent
containing a SYN bit and no ACK bit), and MAY send a TSopt in

<SYN, ACK> only if it received a TSopt in the initial <SYN> segnent
for the connection.

Once TSopt has been successfully negotiated, that is both <SYN> and
<SYN, ACK> contain TSopt, the TSopt MJIST be sent in every non-<RST>
segnent for the duration of the connection, and SHOULD be sent in an
<RST> segnent (see Section 5.2 for details). The TCP SHOULD renenber
this state by setting a flag, referred to as Snd. TS. K, to one. |If a
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non- <RST> segment is received without a TSopt, a TCP SHOULD silently
drop the segnment. A TCP MJST NOT abort a TCP connection because any
segnment | acks an expected TSopt.

| npl enentations are strongly encouraged to follow the above rules for
handl ing a m ssing Tinestanps option and the order of precedence
mentioned in Section 5.3 when deciding on the acceptance of a
segnent .

If a receiver chooses to accept a segnment w thout an expected
Ti mestanps option, it nust be clear that undetectable data corruption
may occur.

Such a TCP receiver nmay experience undetectabl e w apped-sequence
effects, such as data (payload) corruption or session stalls. In
order to naintain the integrity of the payload data, in particular on
hi gh- speed networks, it is paranpbunt to follow the described
processing rul es.

However, it has been nentioned that under sone circunstances, the
above guidelines are too strict, and sonme paths sporadically suppress
the Ti nmestanps option, while maintaining payload integrity. A path
behaving in this manner should be deened unacceptable, but it has
been noted that sonme inplenmentations relax the acceptance rules as a
wor karound and allow TCP to run across such paths [RE-1323BI S].

If a TSopt is received on a connection where TSopt was not negoti ated
inthe initial three-way handshake, the TSopt MJUST be ignored and the
packet processed nornally.

In the case of crossing <SYN> segnents where one <SYN> contains a
TSopt and the other doesn’'t, both sides MAY send a TSopt in the
<SYN, ACK> segment .

TSopt is required for the two nechani sns described in Sections 4 and
5. There are al so other nechanisns that rely on the presence of the
TSopt, e.g., [RFC3522]. |If a TCP stopped sending TSopt at any tinme
during an established session, it interferes with these nechani sns.
This update to [RFC1323] describes explicitly the previous assunption
(see Section 5.2) that each TCP segnent nust have a TSopt, once
negot i at ed.
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4. The RTTM Mechani sm
4.1. Introduction

One use of the Tinestanps option is to nmeasure the round-trip tine
(RTT) of virtually every packet acknow edged. The RTTM nechani sm
requires a Timestanps option in every neasured segnment, with a TSva
that is obtained froma (virtual) "tinestanp clock”. Values of this
clock MUST be at |east approximately proportional to real time, in
order to neasure actual RTT.

TCP neasures the RTT, primarily for the purpose of arriving at a
reasonabl e value for the RTOtiner interval. Accurate and current
RTT estimates are necessary to adapt to changing traffic conditions,
whil e a conservative estimate of the RTOinterval is necessary to

m nimze spurious RTGCs.

These TSval values are echoed in TSecr values in the reverse
direction. The difference between a received TSecr value and the
current timestanmp clock value provides an RTT neasurenent.

When tinestanps are used, every segnment that is received will contain
a TSecr value. However, these values cannot all be used to update
the nmeasured RTT. The follow ng exanple illustrates why. It shows a
one-way data flow with segnents arriving i n sequence w thout |o0ss.
Here A, B, C... represent data bl ocks occupyi ng successive bl ocks of
sequence nunbers, and ACK(A),... represent the correspondi ng
cunmul ati ve acknow edgnents. The two tinestanp fields of the

Ti mestanps option are shown synbolically as <TSval =x, TSecr=y>. Each
TSecr field contains the value nost recently received in a TSva
field.
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TCP A TCP B

<A, TSval =1, TSecr =120> ----- >
<---- <ACK(A), TSval =127, TSecr =1>

<B, TSval =5, TSecr =127> ----- >
<---- <ACK(B), TSval =131, TSecr =5>

<C, TSval =65, TSecr=131> ---->
<---- <ACK(Q), TSval =191, TSecr =65>

(etc.)

The dotted line marks a pause (60 time units long) in which A had
nothing to send. Note that this pause inflates the RTT, which B
could infer fromreceiving TSecr=131 in data segnent C. Thus, in
one-way data flows, RTTMin the reverse direction neasures a val ue
that is inflated by gaps in sending data. However, the follow ng
rule prevents a resulting inflation of the neasured RTT:

RTTM Rul e: A TSecr value received in a segnent MAY be used to update
the averaged RTT measurenent only if the segment advances
the left edge of the send window, i.e., SND.UNA is
i ncreased.

Since TCP B is not sending data, the data segnment C does not
acknow edge any new data when it arrives at B. Thus, the inflated
RTTM neasurenent is not used to update B s RTTM nmeasur enent.

4.2. Updating the RTO Val ue

When [ RFC1323] was originally witten, it was perceived that taking
RTT measurements for each segnment, and al so during retransm ssions,
woul d contribute to reduce spurious RTOs, while maintaining the
timeliness of necessary RTOs. At the tinme, RTO was also the only
mechani smto nmake use of the nmeasured RTT. |t has been shown that
taking nore RTT sanples has only a very limted effect to optim ze
RTGs [ Al | man99] .

I mpl enenters should note that with timestanps, nultiple RTTMs can be
taken per RTT. The [RFC6298] RITT estinmator has weighting factors,

al pha and beta, based on an inplicit assunption that at nbst one RTTM
will be sampled per RTT. Wen nultiple RTTMs per RTT are avail able
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to update the RTT estimator, an inplenentation SHOULD try to adhere
to the spirit of the history specified in [ RFC6298]. An
i mpl ement ati on suggestion is detailed in Appendix G

[ Ludwi g00] and [ Fl oyd05] have highlighted the problemthat an
unnodi fi ed RTO cal cul ation, which is updated with per-packet RTT
samples, will truncate the path history too soon. This can lead to
an increase in spurious retransm ssions, when the path properties
vary in the order of a few RTTs, but a high nunber of RTT sanples are
taken on a nmuch shorter timescale.

4.3. Wich Tinestanp to Echo

If nmore than one Timestanps option is received before a reply segnent
is sent, the TCP nust choose only one of the TSvals to echo, ignoring
the others. To mninmze the state kept in the receiver (i.e., the
nunber of unprocessed TSvals), the receiver should be required to
retain at nost one tinmestanp in the connection control bl ock

There are three situations to consider:
(A) Del ayed ACKs.

Many TCPs acknow edge only every second segnent out of a group
of segnents arriving within a short tine interval; this policy
is known generally as "del ayed ACKs". The data-sender TCP nust
measure the effective RTT, including the additional tine due to
del ayed ACKs, or else it will retransmt unnecessarily. Thus,
when del ayed ACKs are in use, the receiver SHOULD reply with the
TSval field fromthe earliest unacknow edged segment.

(B) A hole in the sequence space (segnent(s) has been |ost).

The sender will continue sending until the windowis filled, and
the receiver may be generating <ACK>s as these out-of-order
segnents arrive (e.g., to aid "Fast Retransmit").

The | ost segnent is probably a sign of congestion, and in that
situation the sender should be conservative about

retransm ssion. Furthernore, it is better to overestimate than
underestimte the RTT. An <ACK> for an out-of-order segnent
SHOULD, therefore, contain the tinestanp fromthe nost recent
segnment that advanced RCV. NXT.

The sane situation occurs if segnents are reordered by the
net wor K.
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(G Afilled hole in the sequence space.

The segment that fills the hole and advances the w ndow
represents the nost recent neasurenent of the network
characteristics. An RTT conputed froman earlier segnent would
probably include the sender’s retransnit tineout, badly biasing
the sender’s average RTT estimate. Thus, the timestanp fromthe
| at est segnent (which filled the hole) MJST be echoed.

An algorithmthat covers all three cases is described in the
followi ng rules for Tinmestanps option processing on a synchronized
connecti on:
(1) The connection state is augnmented with two 32-bit slots:
TS. Recent holds a tinmestanp to be echoed in TSecr whenever a
segnent is sent, and Last.ACK sent holds the ACK field fromthe
| ast segment sent. Last.ACK sent will equal RCV.NXT except when
<ACK>s have been del ayed
(2) If:
SEG TSval >= TS. Recent and SEG SEQ <= Last. ACK. sent
then SEG TSval is copied to TS. Recent; otherwise, it is ignored.

(3) Wen a TSopt is sent, its TSecr field is set to the current
TS. Recent val ue.

The followi ng exanples illustrate these rules. Here A B, C ..
represent data segnments occupying successive bl ocks of sequence
nunbers, and ACK(A),... represent the correspondi ng acknow edgnent

segnents. Note that ACK(A) has the sane sequence nunmber as B. W
show only one direction of timestanp echoing, for clarity.
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(0]

Segnments arrive in sequence, and some of the <ACK>s are del ayed.

By case (A), the timestanmp fromthe ol dest unacknow edged segnent
i s echoed.

TS. Recent

<A, TSval=1> ------------------- >

1
<B, TSval=2> -----------“------- >

1
<C, TSval=3> --------c-mm--- >

1

<---- <ACK(C), TSecr=1>

(etc.)

Segnents arrive out of order, and every segnent is acknow edged.

By case (B), the timestanp fromthe | ast segnent that advanced the
| eft wi ndow edge is echoed until the missing segnment arrives; it
is echoed according to case (C). The same sequence would occur if
segnents B and D were lost and retransmitted.

TS. Recent

<A, TSval =1> ---cmccmmmmmeeaao >

<---- <ACK(A), TSecr=1> .
<C, TSval=3> ----cmmmmmeeeeeo o > !

<---- <ACK(A), TSecr=1> .
<B, TSval=2> -----c-mmomaao > !

<---- <ACK(CQ), TSecr=2> ’
<E, TSval =55 -cc-cccmccamaoaoon > 2

<---- <ACK(C), TSecr=2> ?
<D, TSval=4> ---cccmmmmeeeeeeo - > 2

<---- <ACK(E), TSecr=4> ‘
(etc.)
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5. PAWS - Protection Against Wapped Sequences
5.1. Introduction

Anot her use for the Tinmestanps option is the PAWS nechani sm

Section 5.2 describes a sinple nmechanismto reject old duplicate
segnments that mght corrupt an open TCP connection. PAWS operates
within a single TCP connection, using state that is saved in the
connection control block. Section 5.8 and Appendi x H di scuss the

i mplications of the PAWS nechani sm for avoiding old duplicates from
previ ous incarnations of the sane connection

5.2. The PAWS Mechani sm

PAW5 uses the TCP Ti mestanps option described earlier and assunes
that every received TCP segnent (including data and <ACK> segnents)
contains a tinmestanp SEG TSval whose val ues are nonotonically non-
decreasing in time. The basic idea is that a segment can be

di scarded as an old duplicate if it is received with a tinmestanp
SEG TSval |ess than sonme timestanps recently received on this
connecti on.

In the PAWS nechani sm the "tinestanps" are 32-bit unsigned integers

in a nmodul ar 32-bit space. Thus, "less than" is defined the same way
it is for TCP sequence nunbers, and the sane inplenentation
techni ques apply. If s and t are timestanp val ues,

s <t if 0<(t - s) <2731,
computed in unsigned 32-bit arithnetic.

The choice of incoming tinestanps to be saved for this comparison
MJST guarantee a value that is nonotonically non-decreasing. For
exanpl e, an inplenentation m ght save the tinestanp fromthe segnent
that |ast advanced the |l eft edge of the receive window, i.e., the
nmost recent in-sequence segnent. For sinplicity, the value TS. Recent
introduced in Section 4.3 is used instead, as using a comopn val ue
for both PAWS and RTTM sinmplifies the inplementation. As Section 4.3
expl ai ned, TS.Recent differs fromthe tinestanp fromthe |ast in-
sequence segnment only in the case of delayed <ACK>s, and therefore by
| ess than one window. Either choice will, therefore, protect against
sequence nurber wrap-around.

PAWS subnits all inconming segnments to the sane test, and therefore
protects agai nst duplicate <ACK> segnents as well as data segnents.
(An alternative non-symetric algorithmwould protect against old
duplicate <ACK>s: the sender of data would reject incom ng <ACK>
segnents whose TSecr values were | ess than the TSecr saved fromthe
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| ast segment whose ACK field advanced the |l eft edge of the send
wi ndow. This algorithmwas deenmed to | ack econony of mechani sm and
symretry.)

TSval tinmestanps sent on <SYN> and <SYN, ACK> segnents are used to
initialize PAWS. PAWS protects agai nst old duplicate non-<SYN>
segnments and duplicate <SYN> segnents received while there is a
synchroni zed connection. Duplicate <SYN> and <SYN, ACK> segnents
recei ved when there is no connection will be discarded by the norma
3-way handshake and sequence nunber checks of TCP

[ RFC1323] recommended that <RST> segnents NOT carry tinestanps and
that they be acceptable regardless of their timestanp. At that tine,
the thinking was that old duplicate <RST> segnents shoul d be
exceedingly unlikely, and their cleanup function should take
precedence over timestanps. More recently, discussions about various
blind attacks on TCP connections have rai sed the suggestion that if
the Tinestanps option is present, SEG TSecr could be used to provide
stricter acceptance tests for <RST> segments.

VWi le still under discussion, to enable research into this area it is
now RECOMVENDED t hat when generating an <RST>, if the segnent causing
the <RST> to be generated contains a Tinestanps option, the <RST>
shoul d al so contain a Tinestanps option. |In the <RST> segnent,

SEG TSecr SHOULD be set to SEG TSval fromthe incom ng segnment and
SEG TSval SHOULD be set to zero. |If an <RST> is being generated
because of a user abort, and Snd. TS.OK is set, then a Ti nestanps
option SHOULD be included in the <RST>. Wen an <RST> segment is
received, it MJST NOT be subjected to the PAWS check by verifying an
acceptabl e value in SEG TSval, and information fromthe Tinestanps
option MJST NOT be used to update connection state infornation.

SEG TSecr MAY be used to provide stricter <RST> acceptance checks.

5.3. Basic PAWS Al gorithm

If the PAWS algorithmis used, the follow ng processing MJST be
performed on all incom ng segnments for a synchronized connection
Al so, PAWS processing MJST take precedence over the regular TCP
acceptability check (Section 3.3 in [RFC0793]), which is perfornmed
after verification of the received Tinmestanps option:

R1) If there is a Tinestanps option in the arriving segnent,
SEG TSval < TS.Recent, TS.Recent is valid (see |later
di scussion), and if the RST bit is not set, then treat the
arriving segnent as not acceptabl e:

Send an acknow edgnent in reply as specified in Section 3.9
of [RFC0793], page 69, and drop the segnent.
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Note: it is necessary to send an <ACK> segnent in order to
retain TCP' s mechani sms for detecting and recovering from
hal f - open connections. For an exanple, see Figure 10 of

[ RFC0793] .

R2) If the segnent is outside the window, reject it (normal TCP
processi ng).

R3) If an arriving segnent satisfies SEG TSval >= TS. Recent and
SEG. SEQ <= Last.ACK. sent (see Section 4.3), then record its
timestanp in TS. Recent.

R4) If an arriving segnent is in sequence (i.e., at the left w ndow
edge), then accept it normally.

R5) Qherwi se, treat the segnent as a nornal in-w ndow,
out - of -sequence TCP segnent (e.g., queue it for later delivery
to the user).

Steps R2, R4, and R5 are the normal TCP processing steps specified by
[ RFC0793] .

It is inportant to note that the tinmestanp MJST be checked only when
a segnment first arrives at the receiver, regardl ess of whether it is
in sequence or it must be queued for later delivery.

Consi der the foll owi ng exanpl e.

Suppose the segnent sequence: A1, B.1, C1, ..., Z 1 has been
sent, where the letter indicates the sequence nunber and the digit
represents the tinestanp. Suppose also that segnment B.1 has been
lost. The timestanp in TS.Recent is 1 (fromA 1), so C1, ...,
Z.1 are considered acceptabl e and are queued. Wen Bis
retransmtted as segnent B.2 (using the latest tinestanp), it
fills the hole and causes all the segnents through Z to be

acknow edged and passed to the user. The tinmestanps of the queued
segnents are *not* inspected again at this tine, since they have
al ready been accepted. When B.2 is accepted, TS.Recent is set to
2

This rule all ows reasonabl e performance under loss. A full w ndow of
data is in transit at all tinmes, and after a loss a full w ndow | ess
one segnment will show up out of sequence to be queued at the receiver
(e.g., up to ~2730 bytes of data); the Tinestanps option must not
result in discarding this data.
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In certain unlikely circunstances, the algorithmof rules R1-R5 coul d
| ead to discarding some segments unnecessarily, as shown in the
fol |l owi ng exanpl e:

Suppose again that segnents: A1, B.1, C1, ..., Z. 1 have been
sent in sequence and that segment B.1 has been lost. Furthernore,
suppose delivery of sone of C 1, ... Z. 1 is delayed until *after*

the retransmission B.2 arrives at the receiver. These del ayed
segnments will be discarded unnecessarily when they do arrive,
since their tinestanps are now out of date.

This case is very unlikely to occur. |If the retransnission was
triggered by a tineout, some of the segments C. 1, ... Z. 1 nust have
been del ayed | onger than the RTOtinme. This is presumably an
unlikely event, or there would be many spurious tinmeouts and
retransmissions. |If B's retransm ssion was triggered by the "Fast
Retransmit" algorithm i.e., by duplicate <ACK>s, then the queued
segnents that caused these <ACK>s nust have been received al ready.

Even if a segnent were del ayed past the RTO the Fast Retransmit
mechani sm [ Jacobson90c] will cause the del ayed segnents to be
retransmtted at the sane tine as B.2, avoiding an extra RTT and,
therefore, causing a very snall performance penalty.

We know of no case with a significant probability of occurrence in
which tinestanps will cause performance degradation by unnecessarily
di scardi ng segnents.

5.4. Tinmestanp d ock

It is inmportant to understand that the PAWS al gorithm does not
require clock synchroni zati on between the sender and receiver. The
sender’s tinestanp clock is used as a source of nobnotonic non-
decreasing values to stanp the segnents. The receiver treats the
ti mestanp value as sinply a nonotonically non-decreasing seria
nunmber, w thout any connection to time. Fromthe receiver’s

vi ewpoint, the timestanp is acting as a | ogi cal extension of the

hi gh-order bits of the sequence nunber.

The receiver algorithm does place sone requirenments on the frequency
of the tinestanp clock
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(a) The tinmestanmp clock nust not be "too slow

It MUST tick at | east once for each 2731 bytes sent. In fact,
in order to be useful to the sender for round-trip timng, the
clock SHOULD tick at |east once per window s worth of data, and
even with the wi ndow extension defined in Section 2.2, 2731
bytes rmust be at |east two wi ndows.

To make this nore quantitative, any clock faster than 1 tick/sec
will reject old duplicate segnents for |ink speeds of ~8 Ghps.
A1l nms timestanp clock will work at link speeds up to 8 Thps
(8*10712) bps!

(b) The timestanp clock nust not be "too fast".

The recycling tinme of the timestanp clock MJST be greater than
MSL seconds. Since the clock (tinestanp) is 32 bits and the
wor st-case MsL is 255 seconds, the maxi mum acceptabl e cl ock
frequency is one tick every 59 ns.

However, it is desirable to establish a nmuch | onger recycle
period, in order to handl e outdated tinestanps on idle
connections (see Section 5.5), and to relax the MsL requirenent
for preventing sequence number wap-around. Wth a 1 ns
timestanp clock, the 32-bit timestanp will wap its sign bit in
24.8 days. Thus, it will reject old duplicates on the sane
connection if MSL is 24.8 days or less. This appears to be a
very safe figure; an MsL of 24.8 days or |onger can probably be
assuned in the Internet without requiring precise ML

enf or cement .

Based upon these considerations, we choose a tinestanp cl ock
frequency in the range 1 ms to 1 sec per tick. This range al so

mat ches the requirenments of the RTTM nechani sm whi ch does not need
much nore resolution than the granularity of the retransmt tiner,
e.g., tens or hundreds of mlliseconds.

The PAWS nechani sm al so puts a strong nonotonicity requirenent on the
sender’s tinestanp clock. The nmethod of inplementation of the
timestanp clock to neet this requirenment depends upon the system

har dwar e and sof tware

0 Sone hosts have a hardware clock that is guaranteed to be
nmonot oni ¢ bet ween hardware resets.

o0 Aclock interrupt may be used to sinply increnent a binary integer
by 1 periodically.
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o The tinestanp clock may be derived froma systemclock that is
subj ect to being abruptly changed by adding a variable of fset
value. This offset is initialized to zero. Wen a new tinestanp
clock value is needed, the offset can be adjusted as necessary to
make the new val ue equal to or larger than the previous val ue
(whi ch was saved for this purpose).

o0 A random offset may be added to the timestanp clock on a per-
connection basis. See [RFC6528], Section 3, on random zing the
initial sequence nunmber (ISN). The sane function with a different
secret key can be used to generate the per-connection tinestanp
of f set.

5.5. CQutdated Ti nestanps

If a connection remains idle |ong enough for the tinmestanp clock of
the other TCP to wap its sign bit, then the value saved in TS. Recent
will become too old; as a result, the PAWS nmechanismw || cause al
subsequent segnents to be rejected, freezing the connection (unti

the tinmestanp clock waps its sign bit again).

Wth the chosen range of tinestanp clock frequencies (1 sec to 1 ms),
the tinme to wap the sign bit will be between 24.8 days and 24800
days. A TCP connection that is idle for nore than 24 days and then
comes to life is exceedingly unusual. However, it is undesirable in
principle to place any limtation on TCP connection |ifetines.

We therefore require that an inplenentation of PAWS include a
mechanismto "invalidate" the TS. Recent val ue when a connection is
idle for nore than 24 days. (An alternative solution to the probl em
of outdated tinestanps would be to send keep-alive segnments at a very
low rate, but still nore often than the wap-around tine for

ti mestanps, e.g., once a day. This would inpose negligible overhead.
However, the TCP specification has never included keep-alives, so the
sol ution based upon invalidation was chosen.)

Note that a TCP does not know the frequency, and therefore the wap-
around tine, of the other TCP, so it nust assume the worst. The
validity of TS.Recent needs to be checked only if the basic PAWS
timestanp check fails, i.e., only if SEG TSval < TS. Recent. |If

TS. Recent is found to be invalid, then the segnment is accepted,
regardl ess of the failure of the tinmestanp check, and rule R3 updates
TS. Recent with the TSval fromthe new segnent.

To detect how | ong the connection has been idle, the TCP MAY update a
clock or tinestanp val ue associated with the connecti on whenever

TS. Recent is updated, for exanple. The details will be

i npl ement ati on dependent.
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5.6. Header Prediction

"Header prediction" [Jacobson90a] is a high-performance transport
protocol inplenmentation technique that is nost inmportant for high-
speed |links. This technique optimzes the code for the nbst common
case, receiving a segnment correctly and in order. Using header

prediction, the receiver asks the question, "lIs this segnment the next
in sequence?" This question can be answered in fewer nmachine
instructions than the question, "Is this segment within the w ndow?"

Addi ng header prediction to our tinestanp procedure |eads to the
foll owi ng recommended sequence for processing an arriving TCP
segnent :

H1) Check tinestanp (same as step Rl above)

H2) Do header prediction: if the segnment is next in sequence and if
there are no special conditions requiring additional processing,
accept the segnent, record its timestanp, and skip H3.

H3) Process the segnment normally, as specified in RFC 793. This
i ncl udes droppi ng segnments that are outside the w ndow and
possi bly sendi ng acknow edgnents, and queui ng in-w ndow,
out - of - sequence segments.

Anot her possibility would be to interchange steps HL and H2, i.e., to
performthe header prediction step H2 *first*, and performHl and H3
only when header prediction fails. This could be a perfornmance

i mprovenent, since the tinestanp check in step HL is very unlikely to
fail, and it requires unsigned nodulo arithmetic. To performthis
check on every single segnent is contrary to the phil osophy of header
prediction. W believe that this change night produce a neasurabl e
reduction in CPU time for TCP protocol processing on high-speed

net wor ks.

However, putting H2 first would create a hazard: a segnent from 2732
bytes in the past might arrive at exactly the wong tine and be
accepted m stakenly by the header-prediction step. The follow ng
reasoni ng has been introduced in [ RFC1185] to show that the
probability of this failure is negligible.

If all segnents are equally likely to show up as old duplicates,
then the probability of an old duplicate exactly matching the |left
wi ndow edge is the maxi mum segnment size (MSS) divided by the size
of the sequence space. This ratio nust be | ess than 27-16, since
MBS nmust be < 27216; for exanple, it will be (2712)/(2732) = 2~-20
for [a 100 Miit/s] link. However, the older a segnent is, the
less likely it is to be retained in the Internet, and under any
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reasonabl e nodel of segnent lifetime the probability of an old
duplicate exactly at the left w ndow edge rmust be ruch snaller
t han 2”-16.

The 16 bit TCP checksum also allows a basic unreliability of one
part in 2716. A protocol mechani smwhose reliability exceeds the
reliability of the TCP checksum shoul d be consi dered "good
enough”, i.e., it won't contribute significantly to the overal
error rate. W therefore believe we can ignore the problem of an
ol d duplicate being accepted by doi ng header prediction before
checking the tinmestanp. [Note: the notation for exponentiation
has been changed from how it appeared in RFC 1185.]

However, this probabilistic argument is not universally accepted, and
the consensus at present is that the performance gain does not
justify the hazard in the general case. It is therefore recommended
that H2 fol | ow HI.

5.7. | P Fragnmentation

At high data rates, the protection against old segnents provided by
PAWS can be circunvented by errors in I P fragment reassenbly (see

[ RFC4963]). The only way to protect against incorrect |IP fragnent

reassenbly is to not allow the segnments to be fragnented. This is
done by setting the Don't Fragnent (DF) bit in the |IP header

Setting the DF bit inplies the use of Path MIU Di scovery as descri bed
in [RFCL191], [RFC1981], and [RFC4821]; thus, any TCP i npl enentation
that inplenments PAWS MUST al so i npl enent Path MIU Di scovery.

5.8. Duplicates fromEarlier Incarnations of Connection

The PAWS nechani sm protects against errors due to sequence nunber

wr ap- around on hi gh-speed connections. Segnents froman earlier

i ncarnati on of the sanme connection are also a potential cause of old
duplicate errors. |In both cases, the TCP nechanisns to prevent such
errors depend upon the enforcenent of an MSL by the Internet (IP)

| ayer (see the Appendi x of RFC 1185 for a detail ed discussion).

Unli ke the case of sequence space wrap-around, the MSL required to
prevent old duplicate errors fromearlier incarnations does not
depend upon the transfer rate. |If the IP layer enforces the
recommended 2-minute MSL of TCP, and if the TCP rules are followed,
TCP connections will be safe fromearlier incarnations, no matter how
hi gh the network speed. Thus, the PAWS mechanismis not required for
this case.
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W may still ask whether the PAWS mechani sm can provi de additiona
security against old duplicates fromearlier connections, allow ng us
to relax the enforcenment of MSL by the IP |ayer. Appendi x B expl ores
this question, showi ng that further assunptions and/or nechanisns are
required, beyond those of PAWS. This is not part of the current

ext ensi on.

6. Conclusions and Acknow edgnents

This nmenpo presented a set of extensions to TCP to provide efficient
operation over |arge bandwi dth * delay product paths and reliable
operation over very high-speed paths. These extensions are designed
to provide conpatible interworking with TCP stacks that do not

i mpl ement t he extensions.

These nechani sns are inplenented using TCP options for scal ed wi ndows
and tinestanps. The tinestanps are used for two distinct nechanisns:
RTTM and PAWS

The W ndow Scal e option was originally suggested by Mke St. Johns of
USAF/ DCA. The present form of the option was suggested by M ke
Karels of UC Berkeley in response to a nore cunbersone schene defined
by Van Jacobson. Lixia Zhang hel ped formul ate the PAWS nmechani sm
description in [ RFC1185].

Finally, much of this work originated as the result of discussions
within the End-to-End Task Force on the theoretical limtations of
transport protocols in general and TCP in particular. Task force
menbers and others on the end2end-interest |ist have nmade val uabl e
contributions by pointing out flaws in the algorithns and the
docunentation. Continued di scussion and devel opnent since the
publication of [RFC1323] originally occurred in the | ETF TCP Large

W ndows Working Group, later on in the End-to-End Task Force, and
nost recently in the | ETF TCP Mai ntenance Working Group. The authors
are grateful for all these contributions.

7. Security Considerations

The TCP sequence space is a fixed size, and as the w ndow becones

| arger, it becones easier for an attacker to generate forged packets
that can fall within the TCP wi ndow and be accepted as valid
segnents. \Wile use of tinestanps and PAWS can help to nitigate
this, when using PAWS, if an attacker is able to forge a packet that
is acceptable to the TCP connection, a tinestanp that is in the
future woul d cause valid segnents to be dropped due to PAWS checks.
Hence, inplenmenters should take care to not open the TCP wi ndow
drastically beyond the requirenents of the connection
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See [ RFC5961] for mitigation strategies to blind in-w ndow attacks.

A naive inplenentation that derives the tinestanp cl ock val ue
directly froma systemuptine clock may unintentionally leak this
information to an attacker. This does not directly conpronise any of
the nmechani sns described in this docunent. However, this nmay be

val uable information to a potential attacker. It is therefore
RECOMVENDED t o generate a random per-connection offset to be used
with the clock source when generating the Tinmestanps option val ue
(see Section 5.4). By carefully choosing this random offset, further
i nprovenents as described in [RFC6191] are possible.

Expandi ng the TCP wi ndow beyond 64 Ki B for |Pv6 allows Junbograns

[ RFC2675] to be used when the |ocal network supports packets |arger
than 64 KiB. Wen larger TCP segnents are used, the TCP checksum
becomes weaker.

Mechani sns to protect the TCP header from nodification should also
protect the TCP options.

M ddl eboxes and TCP opti ons:

Sone m ddl eboxes have been known to renove the TCP options
described in this docunent from TCP segnments [Hondall].

M ddl eboxes that rempove TCP options described in this docunent
fromthe <SYN> segnment interfere with the selection of parameters
appropriate for the session. Renoving any of these options in a
<SYN, ACK> segnent will |eave the end hosts in a state that
destroys the proper operation of the protocol

* |f a Wndow Scal e option is renoved froma <SYN, ACK> segnent,
the end hosts will not negotiate the wi ndow scaling factor
correctly. M ddl eboxes nust not renove or nodify the W ndow
Scal e option from <SYN, ACK> segnents.

* |f a stateful firewall uses the window field to detect whether
a received segnent is inside the current wi ndow, and does not
support the Wndow Scale option, it will not be able to
correctly determ ne whether or not a packet is in the w ndow
These m ddl e boxes nust al so support the Wndow Scal e option
and apply the scale factor when processing segnents. If the
wi ndow scal e factor cannot be deternined, it nust not do
wi ndow based processi ng.
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* |f the Timestanps option is renoved fromthe <SYN> or <SYN, ACK>
segnment s, high speed connections that need PAW woul d not have
that protection. Successful negotiation of the Tinestanps
option enforces a stricter verification of incomng segnents at
the receiver. |f the Tinestanps option was renoved froma
subsequent data segnent after a successful negotiation (e.g.,
as part of resegnmentation), the segnent is discarded by the
recei ver without further processing. M ddl eboxes shoul d not
renove the Timestanps option.

* |t nust be noted that [RFC1323] doesn’t address the case of the
Ti mest anps option being dropped or selectively omtted after
bei ng negotiated, and that the update in this document may
cause somne broken m ddl ebox behavior to be detected
(potentially unresponsive TCP sessions).

| npl enent ati ons that depend on PAWS coul d provide a nechanismfor the
application to determ ne whether or not PAWs is in use on the
connection and choose to term nate the connection if that protection
doesn’t exist. This is not just to protect the connection agai nst

m ddl eboxes that m ght renove the Tinestanps option, but also against
renote hosts that do not have Ti nmestanp support.

7.1. Privacy Considerations

The TCP options described in this docunent do not expose individua
user’s data. However, a naive inplenentation sinply using the system
clock as a source for the Tinmestanps option will reveal
characteristics of the TCP, potentially allow ng nore targeted
attacks. It is therefore RECOWENDED to generate a random per-
connection offset to be used with the clock source when generating
the Ti nestanps option value (see Section 5.4).

Furthernore, the conbination, relative ordering, and paddi ng of the
TCP options described in Sections 2.2 and 3.2 will reveal additiona
clues to allow the fingerprinting of the system

8. | ANA Consi derations
The described TCP options are well known fromthe superceded
[ RFC1323]. | ANA has updated the "TCP Option Kind Nunbers" table

under "TCP Paraneters" to list this docunent (RFC 7323) as the
reference for "W ndow Scal e" and "Ti nest anps".
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Appendi x A. I nplenmentation Suggestions

TCP Option Layout

The followi ng | ayout is recomrended for sending options on
non- <SYN> segnents to achi eve naxi num f easi bl e ali gnment of 32-bit
and 64-bit machi nes.

Fomm oo Fomm oo Fomm oo Fomm oo +
| NOP | NOP | TSopt | 10 |
S I S I S S I +
| TSval tinmestanp |
Fommmaa - Fommmaa - Fommmaa - Fommmaa - +
| TSecr timestanp |
Fomm oo Fomm oo Fomm oo Fomm oo +

Interaction with the TCP Urgent Pointer

The TCP Urgent Pointer, like the TCP window, is a 16-bit val ue.
Sone of the original discussion for the TCP Wndow Scal e option

i ncluded proposals to increase the Ugent Pointer to 32 bhits. As
it turns out, this is unnecessary. There are two observations
that shoul d be made:

(1) Wth IP version 4, the largest anount of TCP data that can be
sent in a single packet is 65495 bytes (64 KiB - 1 - size of
fixed IP and TCP headers).

(2) Updates to the Urgent Pointer while the user is in "urgent
nmode" are invisible to the user.

This nmeans that if the Urgent Pointer points beyond the end of the
TCP data in the current segnent, then the user will remain in
urgent node until the next TCP segnent arrives. That segnment will
update the Urgent Pointer to a new offset, and the user will never
have | eft urgent node.

Thus, to properly inplement the Urgent Pointer, the sending TCP
only has to check for overflow of the 16-bit Urgent Pointer field
before filling it in. 1f it does overflow, than a value of 65535
shoul d be inserted into the Urgent Pointer

The sane technique applies to IP version 6, except in the case of
| Pv6 Junmbograns. Wen | Pv6 Junbograns are supported, [RFC2675]
requires additional steps for dealing with the Urgent Pointer;
these steps are described in Section 5.2 of [RFC2675].
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Appendi x B. Duplicates fromEarlier Connection |Incarnations

There are two cases to be considered: (1) a system crashing (and

| osing connection state) and restarting, and (2) the sane connection
bei ng cl osed and reopened without a | oss of host state. These wll
be described in the follow ng two sections.

B.1. System Crash with Loss of State

TCP's quiet tine of one MSL upon system startup handl es the | oss of
connection state in a systemcrash/restart. For an expl anation, see,
for exanple, "Knowi ng Wien to Keep Quiet" in the TCP protoco
specification [ RFC0O793]. The MsL that is required here does not
depend upon the transfer speed. The current TCP MSL of 2 mnutes
seened acceptabl e as an operational conprom se, when nany host
systens used to take this long to boot after a crash. Current host
systens can boot considerably faster

The Ti nmestanps option nay be used to ease the MSL requirenments (or to
provi de additional security against data corruption). |If timestanps
are being used and if the timestanp cl ock can be guaranteed to be
nmonot oni ¢ over a systemcrash/restart, i.e., if the first value of
the sender’s tinmestanp clock after a crash/restart can be guarant eed
to be greater than the last value before the restart, then a quiet
time is unnecessary.

To dispense totally with the quiet tine would require that the host
cl ock be synchronized to a tinme source that is stable over the crash/
restart period, with an accuracy of one tinestanp clock tick or
better. W can back off fromthis strict requirement to take

advant age of approxi mate clock synchroni zati on. Suppose that the
clock is always resynchronized to within N tinestanp clock ticks and
that booting (extended with a quiet time, if necessary) takes nore
than N ticks. This will guarantee nonotonicity of the tinmestanps,
whi ch can then be used to reject old duplicates even w thout an
enforced MSL.

B.2. dosing and Reopeni ng a Connection

When a TCP connection is closed, a delay of 2*MSL in TIME-WAIT state
ties up the socket pair for 4 mnutes (see Section 3.5 of [RFC0793]).
Applications built upon TCP that close one connection and open a new
one (e.g., an FTP data transfer connection using Stream node) nust
choose a new socket pair each tinme. The TIME-WAIT del ay serves two
di fferent purposes:
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(a) Inmplenent the full-duplex reliable close handshake of TCP

The proper tinme to delay the final close step is not really
related to the MBL; it depends instead upon the RTO for the FIN
segnents and, therefore, upon the RTT of the path. (It could be
argued that the side that is sending a FIN knows what degree of
reliability it needs, and therefore it should be able to
determine the length of the TIME-WAIT delay for the FIN s
recipient. This could be acconplished with an appropriate TCP
option in FIN segnents.)

Al t hough there is no fornmal upper bound on RTT, conmon network
engi neering practice makes an RTT greater than 1 minute very
unlikely. Thus, the 4-minute delay in TIME-WAIT state works
satisfactorily to provide a reliable full-duplex TCP cl ose
Note again that this is independent of MSL enforcenent and

net wor k speed.

The TIME-WAIT state coul d cause an indirect perfornmance problem
if an application needed to repeatedly close one connection and
open another at a very high frequency, since the nunber of

avail abl e TCP ports on a host is less than 2716. However, high
net wor k speeds are not the major contributor to this problem
the RTT is the limting factor in how quickly connections can be
opened and closed. Therefore, this problemw Il be no worse at
hi gh transfer speeds.

(b) Alowold duplicate segnents to expire.

To replace this function of TIME-WAIT state, a mechani sm woul d
have to operate across connections. PAW is defined strictly
within a single connection; the last tinestanp (TS. Recent) is
kept in the connection control block and di scarded when a
connection is closed.

An addi ti onal nmechani smcould be added to the TCP, a per-host
cache of the last tinmestanp received fromany connection. This
val ue could then be used in the PAW nechanismto reject old
duplicate segnments fromearlier incarnations of the connection,
if the tinmestanp clock can be guaranteed to have ticked at |east
once since the old connection was open. This would require that
the TIME-WAIT delay plus the RTT together nust be at |east one
tick of the sender’s timestanp clock. Such an extension is not
part of the proposal of this RFC

Note that this is a variant on the nmechani sm proposed by

Garlick, Rom and Postel [Garlick77], which required each host
to maintain connection records containing the highest sequence
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nunbers on every connection. Using tinestanps instead, it is
only necessary to keep one quantity per renote host, regardless
of the nunber of sinultaneous connections to that host.
Appendi x C. Summary of Notation
The foll owing notation has been used in this docunent.

Opt i ons

W5opt : TCP W ndow Scal e option
TSopt : TCP Ti nest anps option

Option Fields

shift.cnt: W ndow scal e byte in Wsopt
TSval : 32-bit Tinestanp Value field in TSopt
TSecr : 32-bit Tinestanp Reply field in TSopt

Option Fields in Current Segnent

SEG. TSval : TSval field from TSopt in current segnent
SEG. TSecr : TSecr field from TSopt in current segnent
SEG. WBopt : 8-bit value in Wsopt

Cl ock Val ues

my. TScl ock: Systemwi de source of 32-bit timestanp val ues
my. TScl ock.rate: Period of ny.TSclock (1 nms to 1 sec)

Snd. TSof f set : An of fset for randoni zi ng Snd. TScl ock

Snd. TScl ock: nmy. TScl ock + Snd. TSof f set

Per - Connection State Vari abl es

TS. Recent : Lat est received Tinestanp

Last. ACK. sent: Last ACK field sent

Snd. TS. OK: 1-bit flag

Snd. W5. OK: 1-bit flag

Rcv. Wnd. Shift: Recei ve wi ndow scal e exponent

Snd. Wnd. Shift: Send wi ndow scal e exponent

Start. Ti me: Snd. TScl ock val ue when the segnent being tined

was sent (used by code from before RFC 1323).

Procedure
Updat e SRTT(m Procedure to update the snmobothed RTT and RTT

variance estimtes, using the rules of
[ Jacobson88a], given m a new RTT neasurenent
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Send Sequence Vari abl es

SND. UNA: Send unacknow edged

SND. NXT: Send next

SND. VWND: Send w ndow

| SS: Initial send sequence numnber

Recei ve Sequence Vari abl es

RCV. NXT: Recei ve next
RCV. VWAD: Recei ve wi ndow
| RS: Initial receive sequence nunber

Appendi x D. Event Processing Sunmary
Thi s appendi x attenpts to specify the al gorithns unanbi guously by
presenting nodifications to the Event Processing rules in Section 3.9
of RFC 793. The change bars ("|") indicate lines that are different
from RFC 793.

OPEN Cal |

An initial send sequence nunber (1SS) is selected. Send a <SYN>
| segrment of the form

| <SEQ=I SS><CTL=SYN><TSval =Snd. TScl ock><Wsopt =Rcv. W nd. Shi ft>

SEND Cal

CLCSED STATE (i.e., TCB does not exist)

LI STEN STATE

If active and the foreign socket is specified, then change the
connection from passive to active, select an ISS. Send a SYN
| segnment containing the options: <TSval =Snd. TScl ock> and
| <WSopt =Rcv. Wnd. Shift>. Set SND.UNA to ISS, SND.NXT to |SS+1
Enter SYN-SENT st at e.

SYN- SENT STATE
SYN- RECEI VED STATE
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ESTABLI SHED STATE
CLOSE-WAI T STATE

Segnentize the buffer and send it with a piggybacked
acknow edgnent (acknow edgnent val ue = RCV. NXT).

If the urgent flag is set

If the Snd. TS. K flag is set, then include the TCP Ti nest anps
option <TSval =Snd. TScl ock, TSecr =TS. Recent> in each data
segnent .

Scal e the receive window for transm ssion in the segnent
header :

SEG VWAD = (RCV. WND >> Rcv.Wnd. Shift).

SEGVENT ARRI VES

If the state is LISTEN then

first check for an RST

second check for an ACK

third check for a SYN

If the SYN bit is set, check the security. If the ...

If the SEG PRC is |l ess than the TCB. PRC t hen conti nue.

Check for a Wndow Scale option (Wsopt); if one is found,
save SEG Wsopt in Snd. Wnd. Shift and set Snd. Ws. OK flag on.
O herwi se, set both Snd. Wnd. Shift and Rcv. Wnd. Shift to
zero and clear Snd. Ws. K f1 ag.

Check for a TSopt option; if one is found, save SEG TSval in
the variable TS. Recent and turn on the Snd. TS. XX bit.
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Set RCV.NXT to SEG SEQ+1l, IRS is set to SEG SEQ and any
other control or text should be queued for processing |ater.
I SS shoul d be selected and a SYN segnent sent of the form

<SEQ=I SS><ACK=RCV. NXT><CTL=SYN, ACK>

If the Snd. W. XK bit is on, include a Wsopt

<Wsopt =Rcv. Wnd. Shift> in this segment. If the Snd. TS. XK
bit is on, include a TSopt <TSval =Snd. TScl ock,

TSecr=TS. Recent> in this segnment. Last.ACK sent is set to
RCV. NXT.

SND. NXT is set to I1SS+1 and SND. UNA to ISS. The connection
state should be changed to SYN-RECEI VED. Note that any
other incomng control or data (conmbined with SYN) will be
processed in the SYN-RECElI VED state, but processing of SYN
and ACK should not be repeated. If the listen was not fully
specified (i.e., the foreign socket was not fully
specified), then the unspecified fields should be filled in
now.

fourth other text or control

If the state is SYN-SENT t hen

Bor man,

first check the ACK bit

fourth check the SYN bit

If the SYN bit is on and the security/conpartment and
precedence are acceptable then, RCV.NXT is set to SEG SEQ+1,
IRS is set to SEG SEQ SND. UNA shoul d be advanced to equal
SEG ACK (if there is an ACK), and any segnents on the
retransm ssi on queue which are thereby acknow edged shoul d
be renpved.

Check for a Wndow Scale option (Wsopt); if it is found,
save SEG Wsopt in Snd. Wnd. Shift; otherw se, set both
Snd. Wnd. shift and Rcv. Wnd. Shift to zero.
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Check for a TSopt option; if one is found, save SEG TSval in
vari abl e TS. Recent and turn on the Snd. TS. K bit in the
connection control block. |If the ACK bit is set, use

Snd. TScl ock - SEG TSecr as the initial RTT estinmate.

If SND. UNA > I SS (our SYN has been ACKed), change the
connection state to ESTABLI SHED, form an <ACK> segnent:

<SEQ=SND. NXT><ACK=RCV. NXT><CTL=ACK>

| and send it. If the Snd.TS.OK bit is on, include a TSopt
| option <TSval =Snd. TScl ock, TSecr=TS. Recent> in this <ACK>
| segnment. Last.ACK sent is set to RCV. NXT.

Data or controls that were queued for transm ssion may be
included. |If there are other controls or text in the
segnent, then continue processing at the sixth step bel ow
where the URG bit is checked; otherw se, return.

O herw se, enter SYN RECEI VED, form a <SYN, ACK> segnent:
<SEQ=I SS><ACK=RCV. NXT><CTL=SYN, ACK>

and send it. If the Snd.TS.OK bit is on, include a TSopt
option <TSval =Snd. TScl ock, TSecr=TS. Recent> in this segnent.
If the Snd. W. XK bit is on, include a Wsopt option

<WSopt =Rcv. Wnd. Shift> in this segment. Last.ACK sent is
set to RCV. NXT.

If there are other controls or text in the segnent, queue
them for processing after the ESTABLI SHED state has been
reached, return.

fifth, if neither of the SYN or RST bits is set then drop the
segnment and return.

O herw se
first check the sequence number

SYN- RECEI VED STATE
ESTABLI SHED STATE
FI N-WAI T-1 STATE

FI N-WAI T- 2 STATE
CLOSE-WAI T STATE
CLGOSI NG STATE
LAST- ACK STATE

TI ME- WAI T STATE
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Segnments are processed in sequence. Initial tests on
arrival are used to discard old duplicates, but further
processing is done in SEG SEQ order. |If a segnent’s

contents straddl e the boundary between old and new, only the
new parts shoul d be processed.

Rescal e the recei ved wi ndow fi el d:
TrueW ndow = SEG WAD << Snd. Wnd. Shift,

and use "TrueWndow' in place of SEG WD in the follow ng
st eps.

Check whet her the segment contains a Tinestanps option and
if bit Snd. TS.K is on. If so:

If SEG TSval < TS.Recent and the RST bit is off:

If the connection has been idle nore than 24 days,
save SEG TSval in variable TS.Recent, else the segnent
is not acceptable; follow the steps below for an
unaccept abl e segnent.

If SEG TSval >= TS. Recent and SEG SEQ <= Last.ACK. sent,
t hen save SEG TSval in variable TS. Recent.

There are four cases for the acceptability test for an
i ncom ng segnent:

If an incom ng segnent is not acceptable, an acknow edgnent
should be sent in reply (unless the RST bit is set; if so
drop the segnment and return):

<SEQ=SND. NXT><ACK=RCV. NXT><CTL=ACK>

Last. ACK. sent is set to SEG ACK of the acknow edgnent. If
the Snd. TS. K bit is on, include the Ti mestanps option
<TSval =Snd. TScl ock, TSecr =TS. Recent> in this <ACK> segnent.
Set Last.ACK.sent to SEG ACK and send the <ACK> segnent.
After sending the acknow edgnent, drop the unacceptabl e
segrment and return.
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fifth check the ACK field,
if the ACK bit is off drop the segment and return

if the ACK bit is on

ESTABLI SHED STATE

If SND. UNA < SEG ACK <= SND. NXT then, set SND. UNA <-

SEG. ACK. Al so conpute a new estinmate of round-trip tine.
If Snd. TS. K bit is on, use Snd. TScl ock - SEG TSecr;
otherw se, use the elapsed tinme since the first segnent
in the retransm ssi on queue was sent. Any segnents on
the retransni ssion queue that are thereby entirely
acknow edged. .

sevent h, process the segnment text,

ESTABLI SHED STATE
FI N-WAI T-1 STATE
FI N-WAI T- 2 STATE

Send an acknow edgnment of the form
<SEQ=SND. NXT><ACK=RCV. NXT><CTL=ACK>

If the Snd. TS.OK bit is on, include the Tinestanps option
<TSval =Snd. TScl ock, TSecr =TS. Recent> in this <ACK> segnent.
Set Last.ACK. sent to SEG ACK of the acknow edgnent, and send
it. This acknow edgnent shoul d be pi ggybacked on a segnent
being transmtted if possible without incurring undue del ay.

Bor man, et al. St andards Track [ Page 43]



RFC 7323 TCP Extensions for H gh Performance Sept enber 2014

Appendi x E. Ti mestanps Edge Cases

VWhile the rules laid out for when to cal cul ate RTTM produce the
correct results nost of the tine, there are sonme edge cases where an
incorrect RTTM can be calculated. Al of these situations involve
the 1 oss of segnments. It is felt that these scenarios are rare, and
that if they should happen, they will cause a single RTTM neasurenent
to be inflated, which mtigates its effects on RTO cal cul ati ons.

[MartinO3] cites two simlar cases when the returning <ACK> is |ost,
and before the retransnmission tiner fires, another returni ng <ACK>
segnment arrives, which acknow edges the data. |In this case, the RTTM
calculated will be inflated:

cl ock
tc=l <A TSval=1> ------------mo---- >
tc=2 (lost) <---- <ACK(A), TSecr=1, wi n=n>

(RTTM woul d have been 1)

(recei ve wi ndow opens, w ndow update is sent)
tc=5 <---- <ACK(A), TSecr=1, w n=np
(RTTM is cal cul ated at 4)

One thing to note about this situation is that it is somewhat bounded
by RTO + RTT, limting how far off the RTTM cal cul ation will be.

VWil e nore conpl ex scenari os can be constructed that produce | arger
inflations (e.g., retransm ssions are |lost), those scenarios involve
mul tiple segnent | osses, and the connection will have other nore
serious operational problens than using an inflated RTTMin the RTO
cal cul ati on.

Appendi x F. W ndow Retracti on Exanpl e
Consi der an establi shed TCP connection using a scale factor of 128,
Snd. Wnd. Shift=7 and Rcv. Wnd. Shift=7, that is running with a very
smal | wi ndow because the receiver is bottlenecked and both ends are
doing small reads and writes.
Consi der the ACKs com ng back:

SEG. ACK SEG WN conmputed SND. WN receiver’s actual w ndow
1000 2 1256 1300

The sender wites 40 bytes and recei ver ACKs:

1040 2 1296 1300
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The sender wites 5 additional bytes and the receiver has a problem
Two choi ces:

1045 2 1301 1300 - BEYOND BUFFER
1045 1 1173 1300 - RETRACTED W NDOW

This is a general problemand can happen any time the sender does a
wite, which is smaller than the wi ndow scal e factor.

In nost stacks, it is at least partially obscured when the w ndow
size is larger than sone snall nunber of segnments because the stacks
prefer to announce wi ndows that are an integral nunber of segnents,
rounded up to the next scale factor. This plus silly w ndow
suppression tends to cause | ess frequent, |arger w ndow updates. |If
the wi ndow was rounded down to a segnment size, there is nore
opportunity to advance the wi ndow, the BEYOND BUFFER case above,
rather than retracting it.

Appendi x G RTO Cal cul ati on Mdification

Taking multiple RTT sanpl es per wi ndow would shorten the history

cal cul ated by the RTO nechanismin [ RFC6298], and the bel ow al gorithm
ainme to maintain a simlar history as originally intended by

[ RFC6298] .

It is roughly known how many sanpl es a congesti on wi ndow worth of
data will yield, not accounting for ACK conpression, and ACK | osses.
Such events will result in nore history of the path being reflected

in the final value for RTO and are uncritical. This nodification
will ensure that a simlar anount of tine is taken into account for
the RTO estimation, regardl ess of how many sanpl es are taken per

W ndow.

Expect edSanpl es = ceiling(FlightSize / (SMsS * 2))
al pha’ = al pha / ExpectedSanpl es
beta’ = beta / ExpectedSanples

Note that the factor 2 in ExpectedSanples is due to "Del ayed ACKs".
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I nstead of using al pha and beta in the algorithmof [RFC6298], use
al pha’ and beta’ instead:

RTTVAR <- (1 - beta') * RTTVAR + beta’ * |SRTT - R|

SRTT <- (1 - alpha’) * SRTT + alpha’ * R

(for each sanple R)

Appendi x H.  Changes from RFC 1323

Several inportant updates and clarifications to the specification in
RFC 1323 are made in this docunment. The technical changes are
summari zed bel ow

(a)

(b)

(¢)

(d)

(e)

Bor man,

A wong reference to SND. WND was corrected to SEGW\D in
Section 2.3.

Section 2.4 was added describing the unavoi dabl e wi ndow
retraction issue and explicitly describing the mtigation steps
necessary.

In Section 3.2, the wording how the Ti nmestanps option
negotiation is to be perfornmed was updated with RFC2119 wor di ng.
Further, a nunber of paragraphs were added to clarify the

expect ed behavior with a conpliant inplenentation using TSopt,
as RFC 1323 left roomfor interpretation -- e.g., potential late
enabl enent of TSopt.

The description of which TSecr val ues can be used to update the
measured RTT has been clarified. Specifically, with tinmestanps,
the Karn algorithm[Karn87] is disabled. The Karn algorithm

di sables all RTT neasurenents during retransm ssion, since it is
anbi guous whether the <ACK> is for the original segnment, or the
retransmtted segnent. Wth tinmestanps, that anbiguity is
removed since the TSecr in the <ACK> will contain the TSval from
whi chever data segnent made it to the destination.

RTTM updat e processing explicitly excludes segnents not updating
SND. UNA. The original text could be interpreted to allow taking
RTT sanpl es when SACK acknow edges some new, non-conti nuous

dat a.
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(f) In RFC 1323, Section 3.4, step (2) of the algorithmto contro
which tinestanp is echoed was incorrect in two regards:

(1) It failed to update TS.Recent for a retransmitted segnent
that resulted froma | ost <ACK>.

(2) It failed if SEG LEN = 0.

In the new algorithm the case of SEG TSval >= TS. Recent is
i ncluded for consistency with the PAWS test.

(g) It is now reconmended that the Tinestanps option is included in
<RST> segnents if the incom ng segnment contained a Ti mestanps
opti on.

(h) <RST> segnents are explicitly excluded from PAWS processi ng.

(i) Added text to clarify the precedence between regular TCP
[ RFC0793] and this docunment’s Tinestanps option / PAWS
processing. Discussion about conbi ned acceptability checks are
ongoi ng.

(j) Snd. TSof fset and Snd. TScl ock vari abl es have been added.
Snd. TScl ock is the sum of my. TScl ock and Snd. TSof fset. This
allows the starting points for tinmestanp values to be randonized
on a per-connection basis. Setting Snd. TSoffset to zero yields
the sane results as [RFC1323]. Text was added to guide
i npl ementers to the proper selection of these offsets, as
entirely random of fsets for each new connection will conflict
wi th PAWS.

(k) Appendi x A has been expanded with information about the TCP
Urgent Pointer. An earlier revision contained text around the
TCP MBS option, which was split off into [ RFC6691].

(1) One correction was nade to the Event Processing Summary in
Appendi x D. In SEND CALL/ESTABLI SHED STATE, RCV.W\D i s used to
fill in the SEG VAD val ue, not SND. WND

(m Appendi x G was added to exenplify how an RTO cal cul ati on ni ght

be updated to properly take the rmuch higher RTT sanpling
frequency enabl ed by the Timestanps option into account.
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Editorial changes to the docunent, that don't inpact the
i mpl ementation or function of the mechani sms described in this
docunent, include:

(a) Renopbved much of the discussion in Section 1 to streaniine the
docunent. However, detailed exanples and discussions in
Sections 2, 3, and 5 are kept as guidelines for inplenmenters.

(b) Added short text that the use of W5 increases the chances of
sequence nunber wap, thus the PAWS nmechanismis required in
certain environments.

(c) Renopved references to "new' options, as the options were
introduced in [ RFC1323] already. Changed the text in
Section 1.3 to specifically address TS and W5 opti ons.

(d) Section 1.4 was added for [RFC2119] wording. Nornative text was
updated with the appropriate phrases.

(e) Added < > brackets to mark specific types of segments, and
repl aced nost occurrences of "packet" with "segment”, where TCP
segnents are referred to.

(f) Updated the text in Section 3 to take into account what has been
| earned since [ RFC1323].

(g) Renoved sone unused references.

(h) Renoved the list of changes between [ RFC1323] and prior
versions. These changes are nentioned in Appendi x C of
[ RFC1323] .

(i) Moved "Changes from RFC 1323" to the end of the appendices for
easier lookup. In addition, the entries were split into a
technical and an editorial part, and sorted to roughly
correspond with the sections in the text where they apply.
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