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Abst r act

Thi s docunent specifies tests to deternmine if nultiple independent

i nstantiations of a performance-netric RFC have inplenented the
specifications in the same way. This is the performance-netric

equi val ent of interoperability, required to advance RFCs al ong the
Standards Track. Results fromdifferent inplenentations of netric
RFCs will be collected under the sane underlying network conditions
and conpared using statistical nmethods. The goal is an eval uation of
the metric RFC itself to determine whether its definitions are clear
and unanbi guous to inplenmentors and therefore a candi date for
advancement on the | ETF Standards Track. This docunment is an
Internet Best Current Practice.

Status of This Meno
Thi s nenmo docunents an Internet Best Current Practice.

This docunent is a product of the Internet Engineering Task Force
(IETF). It represents the consensus of the IETF community. It has
recei ved public review and has been approved for publication by the
Internet Engineering Steering Goup (IESG. Further information on
BCPs is available in Section 2 of RFC 5741.

I nformati on about the current status of this docunent, any errata,

and how to provide feedback on it nmay be obtained at
http://ww. rfc-editor.org/info/rfc6576.
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Copyri ght Notice

Copyright (c) 2012 | ETF Trust and the persons identified as the
docunent authors. Al rights reserved.

Thi s docunent is subject to BCP 78 and the | ETF Trust’'s Legal
Provisions Relating to | ETF Docunents
(http://trustee.ietf.org/license-info) in effect on the date of
publication of this docunment. Please review these documents

carefully, as they describe your rights and restrictions with respect
to this docunent. Code Conponents extracted fromthis docunent nust

include Sinplified BSD Li cense text as described in Section 4.e of
the Trust Legal Provisions and are provided without warranty as
described in the Sinplified BSD License.
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1.

I nt roducti on

The I nternet Standards Process as updated by RFC 6410 [ RFC6410]
specifies that w despread depl oynent and use is sufficient to show
interoperability as a condition for advancenent to Internet Standard.
The previous requirenment of interoperability tests prior to advancing
an RFC to the Standard maturity level specified in RFC 2026 [ RFC2026]
and RFC 5657 [ RFC5657] has been renoved. While the nmodified
requirenent is applicable to protocols, w de depl oynent of different
measur enent systens does not prove that the inplenmentations neasure
metrics in a standard way. Section 5.3 of RFC 5657 [ RFC5657]
explicitly mentions the special case of Standards that are not
the-wire" protocols. Wile this special case is not explicitly
menti oned by RFC 6410 [ RFC6410], the four criteria in Section 2.2 of
RFC 6410 [ RFC6410] are augnented by this docunment for RFCs that
specify performance nmetrics. This docunent takes the position that
flexible metric definitions can be proven to be clear and unanbi guous
through tests that conpare the results fromindependent

i npl ementations. It describes tests that infer whether metric
specifications are sufficient using a definition of metric
"interoperability": measuring equivalent results (in a statistica
sense) under the sane network conditions. The docunent expands on
this problemand its sol ution

on-

In the case of a protocol specification, the notion of
"interoperability" is reasonably intuitive -- the inplenmentations
must successfully "talk to each other”, while exercising all features
and options. To achieve interoperability, two inplenentors need to
interpret the protocol specifications in equivalent ways. In the
case of | P Performance Metrics (IPPM, this definition of
interoperability is only useful for test and control protocols Iike
the One-Way Active Measurenent Protocol (OMM) [RFC4656] and the
Two- Wy Active Measurenent Protocol (TWAMP) [RFC5357].

A nmetric specification RFC describes one or nore netric definitions,
met hods of neasurenment, and a way to report the results of
measurenent. One exanple would be a way to test and report the one-
way del ay that data packets incur while being sent from one network
| ocation to another, using the One-Way Delay Metric.

In the case of netric specifications, the conditions that satisfy the
"interoperability" requirenent are | ess obvious, and there is a need
for | ETF agreenent on practices to judge nmetric specification
"interoperability" in the context of the |IETF Standards Process.

This meno provi des nethods that should be suitable to evaluate netric
specifications for Standards Track advancenent. The nethods proposed
here MAY be generally applicable to netric specification RFCs beyond
t hose devel oped under the | PPM Framewor k [ RFC2330].
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Since many inplementations of IP netrics are enbedded i n nmeasurenent
systens that do not interact with one another (they were built before
OMMP and TWAMP), the interoperability evaluation called for in the

| ETF St andards Process cannot be determ ned by observing that

i ndependent inplenentations interact properly for various protoco
exchanges. Instead, verifying that different inplenentations give
statistically equivalent results under controlled neasurenent
conditions takes the place of interoperability observations. Even
when eval uati ng OMMP and TWAMP RFCs for Standards Track advancenent,
the methods described here are useful to eval uate the neasurenent
results because their validity woul d not be ascertained in protoco
interoperability testing.

The Standards advancement process ainms at producing confidence that
the metric definitions and supporting material are clearly worded and
unanbi guous, or reveals ways in which the netric definitions can be
revised to achieve clarity. The process also pernits identification
of options that were not inplenented, so that they can be renoved
fromthe advanci ng specification. Thus, the product of this process
is information about the netric specification RFC itself:

determ nati on of the specifications or definitions that are clear and
unanbi guous and those that are not (as opposed to an eval uati on of
the inplenmentations that assist in the process).

Thi s docunent defines a process to verify that inplenentations (or
practically, measurenent systens) have interpreted the metric
specifications in equival ent ways and produce equival ent results.

Testing for statistical equival ence requires ensuring identical test
setups (or awareness of differences) to the best possible extent.
Thus, producing identical test conditions is a core goal of this
meno. Anot her inportant aspect of this process is to test individua
i npl ement ati ons agai nst specific requirenments in the nmetric
specifications using custom zed tests for each requirenment. These
tests can distinguish equivalent interpretations of each specific
requi renent.

Concl usi ons on equi val ence are reached by two neasures.

First, inplenmentations are conpared agai nst individual netric
specifications to nake sure that differences in inplenentation are
mnimzed or at |east known.

Second, a test setup is proposed ensuring identical networking
conditions so that unknowns are mnimzed and conpari sons are
simplified. The resulting separate data sets may be seen as sanples
taken fromthe sanme underlying distribution. Using statistica

met hods, the equivalence of the results is verified. To illustrate
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application of the process and net hods defined here, evaluation of
the One-Way Delay Metric [RFC2679] is provided in Appendix A VWile
test setups will vary with the netrics to be validated, the genera
met hodol ogy of determ ning equivalent results will not. Docunents
defining test setups to evaluate other netrics should be devel oped
once the process proposed here has been agreed and approved.

The netric RFC advancenent process begins with a request for protoco
action acconpani ed by a neno that docunments the supporting tests and
results. The procedures of [RFC2026] are expanded in [ RFC5657],

i ncluding sanple inplenentation and interoperability reports.

[ TESTPLAN] can serve as a tenplate for a metric RFC report that
acconpani es the protocol action request to the Area Director,
including a description of the test setup, procedures, results for
each inplementation, and concl usi ons.

1.1. Requirenents Language

The key words "MJST", "MJST NOT", "REQUI RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOWMENDED', "MAY", and "OPTIONAL" in this
docunent are to be interpreted as described in RFC 2119 [ RFC2119].

2. Basic ldea

The inpl enentati on of a standard conpliant netric is expected to neet
the requirenents of the related netric specification. So, before
comparing two netric inplenmentations, each netric inplenentation is

i ndividually conpared against the netric specification

Most metric specifications |eave freedomto inplenmentors on non-
fundanental aspects of an individual netric (or options). Conparing
different measurenent results using a statistical test with the
assunption of identical test path and testing conditions requires
know edge of all differences in the overall test setup. Metric
specification options chosen by inplenentors have to be docunented.
It is RECOVWENDED to use identical netric options for any test
proposed here (an exception would be if a variable paranmeter of the
metric definition is not configurable in one or nore

i mpl ementations). Calibrations specified by nmetric standards SHOULD
be perforned to further identify (and possibly reduce) potential
sources of error in the test setup.

The | PPM Framewor k [ RFC2330] expects that a "nethodol ogy for a nmetric
shoul d have the property that it is repeatable: if the methodol ogy is
used multiple times under identical conditions, it should result in
consi stent neasurenents”. This neans an inplenmentation is expected
to repeatedly nmeasure a netric with consistent results (repeatability
with the sane result). Small deviations in the test setup are
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expected to lead to small deviations in results only. To
characterize statistical equivalence in the case of snall deviations,
[ RFC2330] and [ RFC2679] suggest to apply a 95% confi dence interval
Quoting RFC 2679, "95 percent was chosen because ... a particular
confidence | evel should be specified so that the results of

i ndependent i npl enentations can be conpared".

Two different inplenentations are expected to produce statistically
equi valent results if they both neasure a netric under the sane
networking conditions. Formulating in statistical terns: separate
metric inplenentations collect separate sanples fromthe sane
underlying statistical process (the sane network conditions). The
statistical hypothesis to be tested is the expectation that both
sampl es do not expose statistically different properties. This
requires careful test design

0 The neasurenent test setup nust be self-consistent to the |argest
possible extent. To minimze the influence of the test and
measur enent setup on the result, network conditions and paths MJST
be identical for the conpared inplenentations to the |argest
possi bl e degree. This includes both the stability and non-
anbiguity of routes taken by the measurenent packets. See
[ RFC2330] for a discussion on self-consistency.

0 To mnimze the influence of inplenmentation options on the result,
metric inplenentati ons SHOULD use identical options and parameters
for the netric under eval uation

0 The sanple size nust be |arge enough to nmnimze its influence on
the consistency of the test results. This consideration nmay be
especially inportant if two inplenentations nmeasure with different
aver age packet transm ssion rates.

o The inplenentation with the | owest average packet transm ssion
rate determnes the snmallest tenporal interval for which sanples
can be conpared

0 Repeat conparisons with several independent nmetric sanples to
avoi d random i ndi cati ons of conpatibility (or the lack of it).

The netric specifications thenselves are the prinary focus of

eval uation, rather than the inplenentations of netrics. The
docunent ati on produced by the advancenment process should identify
which netric definitions and supporting material were found to be
clearly worded and unanbi guous, OR it should identify ways in which
the nmetric specification text should be revised to achieve clarity
and unified interpretation.
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The process should also permt identification of options that were
not inplenmented, so that they can be renmoved fromthe advanci ng
specification (this is an aspect nore typical of protocol advancenent
al ong the Standards Track).

Note that this docunment does not propose to base interoperability

i ndi cations of performance-metric inplenmentations on conparisons of

i ndi vi dual singletons. |ndividual singletons nmay be inpacted by many
statistical effects while they are neasured. Conparing two
singletons of different inplenentations nmay result in failures with
hi gher probability than conparing sanpl es.

3. Verification of Conformance to a Metric Specification

This section specifies howto verify conpliance of two or nore | PPM
i npl ementations against a nmetric specification. This docunment only
proposes a general nethodol ogy. Conpliance criteria to a specific
metric inplenentation need to be defined for each individual netric
specification. The only exception is the statistical test conparing
two metric inplenentations that are sinultaneously tested. This test
is applicable without nmetric-specific decision criteria.

Several testing options exist to conpare two or nore inplenentations:

0 Use a single test lab to conpare the inplenentations and enul ate
the Internet with an inpairmnment generator.

0 Use a single test lab to conpare the inplenentations and neasure
across the Internet.

0 Use renptely separated test |labs to conmpare the inplenentations
and ermul ate the Internet with two "identically" configured
i mpai r ment gener at ors.

0 Use renptely separated test |labs to conpare the inplenentations
and neasure across the Internet.

o0 Use renotely separated test |abs to conpare the inplenentations,
measure across the Internet, and include a single inpairnent
generator to inpact all neasurenent flows in a non-discrimnatory
way.

The first two approaches work, but involve higher expenses than the
others (due to travel and/or shipping plus installation). For the
third option, ensuring two identically configured inpairnent
generators requires well-defined test cases and possibly identica
har dwar e and sof tware
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As docunented in a test report [TESTPLAN], the |ast option was
required to prove conpatibility of two delay metric inplenentations.
An i npairment generator is probably required when testing
conpatibility of nost other metrics, and it is therefore RECOVMENDED
to include an inpairnment generator in netric test setups.

3.1. Tests of an Individual |Inplenmentation against a Metric
Speci fication

A nmetric inplenmentation is conpliant with a nmetric specification if
it supports the requirenents classified as "MJST" and "REQUI RED' in
the related netric specification. An inplenentation that inplenents
all requirements is fully conpliant with the specification, and the
degree of conpliance SHOULD be noted in the concl usions of the
report.

Further, supported options of a nmetric inplenentati on SHOULD be
docunmented in sufficient detail to evaluate whether the specification
was correctly interpreted. The docunentation of chosen options
should m nimze (and recognize) differences in the test setup if two
metric inplenentations are conmpared. Further, this docunentation is
used to validate or clarify the wording of the netric specification
option, to renove options that saw no inplenentation or that are
badly specified fromthe netric specification. This docunmentation
SHOULD be included for all inplenmentation-rel evant specifications of
a metric picked for a conparison, even those that are not explicitly
mar ked as "MJUST" or "REQU RED' in the RFC text. This applies for the
followi ng sections of all netric specifications:

o0 Singleton Definition of the Metric.

o Sanple Definition of the Metric.

0 Statistics Definition of the Metric. As statistics are conpared
by the test specified here, this docunentation is required even in
the case that the netric specification does not contain a
Statistics Definition

o Timng- and Synchroni zation-rel ated specification (if relevant for
the Metric).

0 Any other technical part present or missing in the nmetric

specification, which is relevant for the inplenentation of the
Metric.
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3.

2

[ RFC2330] and [ RFC2679] enphasize precision as an aimof |IPPMnetric
i mpl ementations. A single | PPM conform ng inplenmentation should
under otherw se identical network conditions produce precise results
for repeated neasurenents of the same netric.

RFC 2330 prefers the "enpirical distribution function" (EDF) to
describe collections of nmeasurements. RFC 2330 determines, that

"unl ess ot herw se stated, |PPM goodness-of-fit tests are done using
5% si gni fi cance". The goodness-of-fit test determ nes by which
precision two or nore sanples of a netric inplementation belong to
the sane underlying distribution (of neasured network perfornmance
events). The goodness-of-fit test suggested for the netric test is
the Anderson-Darling K sanple test (ADK sanple test, K stands for the
nunber of sanples to be compared) [ADK]. Please note that RFC 2330
and RFC 2679 apply an Anderson-Darling goodness-of-fit test, too.

The results of a repeated test with a single inplenentation MJST pass
an ADK sanple test with a confidence |evel of 95% The conditions
for which the ADK test has been passed with the specified confidence
| evel MJUST be documented. To fornulate this differently, the
requirenent is to docunent the set of paranmeters with the snall est
deviation at which the results of the tested netric inplenmentation
pass an ADK test with a confidence |evel of 95% The ni ni mum
resolution available in the reported results from each inplenmentation
MUST be taken into account in the ADK test.

The test conditions to be docunented for a passed netric test
i ncl ude:

0 The metric resolution at which a test was passed (e.g., the
resol ution of timestanps).

0 The paraneters nodified by an inpairnment generator
o0 The inpairnment generator paraneter settings.
Test Setup Resulting in Identical Live Network Testing Conditions

Two maj or issues conplicate tests for netric conpliance across live
net wor ks under identical testing conditions. One is the genera

point that netric definition inplenmentations cannot be conveniently
exam ned in field neasurenent scenarios. The other one is nore
broadly described as "parallelismin devices and networks", including
mechani sms | i ke those that achieve | oad bal ancing (see [ RFC4928]).

This section proposes two neasures to deal with both issues.
Tunnel i ng nmechani sns can be used to avoid parallel processing of
different flows in the network. Measuring by separate parallel probe
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flows results in repeated collection of data. I|f both neasures are
combi ned, Wde Area Network (WAN) conditions are identical for a
nunber of independent neasurenment flows, no matter what the network
conditions are in detail.

Any neasur enent setup must be nmade to avoid the probing traffic
itself to inpede the nmetric neasurenent. The created neasurenent

| oad must not result in congestion at the access |ink connecting the
measur enent inplenentation to the WAN. The created nmeasurenent | oad
must not overload the nmeasurenent inplenentation itself, e.g., by
causing a high CPU | oad or by causing tinestanp inprecision due to
unwant ed queuing while transnmitting or receiving test packets.

Tunneling multiple fl ows destined for a single physical port of a
network el enment allows transm ssion of all packets via the sanme path.
Applying tunnels to avoid undesired influence of standard routing for
measur enent purposes is a concept known fromliterature, see e.g.,
GRE- encapsul ated nulticast probing [GJDuffield]. An existing

I P-in-1P tunnel protocol can be applied to avoid Equal - Cost Multi-
Path (ECWP) routing of different measurement streams if it meets the
followi ng criteria:

o |Inner IP packets fromdifferent neasurenment inplenentations are
mapped into a single tunnel with a single outer IP origin and
destination address as well as origin and destination port nunbers
that are identical for all packets

0 An easily accessible tunneling protocol allows for carrying out a
metric test fromnore test sites

o A low operational overhead nmay enabl e a broader audi ence to set up
a metric test with the desired properties.

0 The tunneling protocol should be reliable and stable in setup and
operation to avoid disturbances or influence on the test results.

o0 The tunneling protocol should not incur any extra cost for those
interested in setting up a netric test.

An illustration of a test setup with two layer 2 tunnels and two

fl ows between two |inecards of one inplenentation is given in
Fi gure 1.
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| mpl enent ati on
Frm / \ ~~mmm
R So---- F2- >- / \
| +--------- + | Tunnel 1( )
| | transmt]|-F1->-| ( )
R i | |~~~
| | receive |-<--+ )
| +--------- + | | I nternet |
L <o + F2 | |
#ooooo s e | |~~~
| transmt|-* *-| | |
| LC2 | | Tunnel 2( )
| receive |-<-F1-| \ /
R + Fem————————— \ [ ~~~~~~
C 4

For sinplicity, only two linecards of one inpl enent

flows F between them are shown.

Figure 1: Illustration of a Test Setup with Two La

March 2012

ation and two

yer 2 Tunnel s

Figure 2 shows the network el enents required to set up layer 2
tunnel s as shown by Figure 1.

Fi gure 2:

Cei b,

I mpl ement ati on

+
I
Tunnel |
Head |
Rout er |

I
+ 0\ /

I I
| Et hernet| | I nt er net | Tunnel
| Switch |--] | Head
+ | Router
I I

(
|
|

]
|
(

Illustration of a Hardware Setup to Reali ze
Illustrated by Figure 1 with Layer 2 Tunnels or
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Pseudowi r es
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The test setup successfully used during a delay netric test
[ TESTPLAN] is given as an exanple in Figure 3. Note that the shown
setup allows a metric test between two renpte sites.

e T e T
| LC10] | LC11] L | LC20] | LC21]
Fo-oo b oo+ / \ - +  H----+ H----+
| vio | vii / \ | Tunnel | | V20 | V21
| | ( ) | Head | | |
R + - + | | | Router|__+---------- +
| Ethernet| | Tunnel]| |Internet | +---B---+ |Ethernet |
| Switch |--|Head |-] | | | Swi tch |
+-+--+---+ | Router| | I R S AR ol I S
| __| t--A--t )--1Option.| | __|
\ / | I mpair. |
Bri dge \ / | Gener. | Bri dge
V20 to V21 o+ oo - + V10 to V11

Figure 3: Exanple of Test Setup Successfully Used during a Del ay
Metic Test

In Figure 3, LC10 identifies nmeasurenent clients / linecards. V10
and the others denote VLANs. Al VLANs are using the sane tunnel
fromAto Band in the reverse direction. The renote site VLANs are
U-bridged at the local site Ethernet switch. The measurenent packets
of site 1 travel tunnel A->B first, are U-bridged at site 2, and
travel tunnel B->A second. Measurenent packets of site 2 travel
tunnel B->A first, are U-bridged at site 1, and travel tunnel A->B
second. So, all neasurenent packets pass the sane tunnel segnents,
but in different segnent order.

If tunneling is applied, two tunnels MJST carry all test traffic in
between the test site and the renote site. For exanple, if 802.1Q
Virtual LANs (VLANs) are applied and the nmeasurenent streans are
carried in different VLANs, the IP tunnel or pseudow res respectively
are setup in physical port nbde to avoid setup of pseudow res per
VLAN (which may see different paths due to ECVMP routing); see

[ RFC4448]. The renote router and the Ethernet switch shown in
Figure 3 have to support 802.1Q in this setup.

The | P packet size of the netric inplenentati on SHOULD be chosen
smal | enough to avoid fragnentation due to the added Ethernet and
tunnel headers. Oherw se, the inpact of tunnel overhead on
fragmentation and interface MIU size nust be understood and taken
into account (see [RFC4459]).
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An Ethernet port nmode I P tunnel carrying several 802.1Q VLANs each
contai ni ng measurement traffic of a single neasurenment system was
successfully applied when testing conmpatibility of two nmetric

i npl ementations [ TESTPLAN]. Ethernet over Layer 2 Tunneling Protoco
Version 3 (L2TPv3) [RFC4719] was picked for this test.

The foll owi ng headers nay have to be accounted for when cal cul ating
total packet length, if VLANs and Et hernet over L2TPv3 tunnels are
appl i ed:

0 FEthernet 802.1Q 22 bhytes

0 L2TPv3 Header: 4-16 bytes for L2TPv3 data nmessages over |P; 16-28
bytes for L2TPv3 data messages over UDP

0 |Pv4 Header (outer |IP header): 20 bytes.

0o MPLS Labels may be added by a carrier. Each MPLS Label has a
length of 4 bytes. At the time of this witing, between 1 and 4
Label s seens to be a fair guess of what’'s expected.

The applicability of one or nore of the follow ng tunneling protocols
may be investigated by interested parties if Ethernet over L2TPv3 is
felt to be unsuitable: IPin IP [RFC2003] or Ceneric Routing

Encapsul ation (GRE) [RFC2784]. RFC 4928 [ RFC4928] proposes neasures
how to avoid ECWP treatnent in MPLS networks

L2TP is a comodity tunneling protocol [RFC2661]. At the tine of
this witing, L2TPv3 [ RFC3931] is the |l atest version of L2TP. |If
L2TPv3 is applied, software-based inplenmentations of this protocol
are not suitable for the test setup, as such inplenmentations nmay
cause incal cul able delay shifts

Et hernet pseudowi res nay al so be set up on MPLS networks [ RFC4448].
Wiile there is no technical issue with this solution, MPLS interfaces
are nostly found in the network provider donmain. Hence, not all of
the above criteria for selecting a tunneling protocol are net.

Note that setting up a netric test environnent is not a plug-and-play
i ssue. Skilled networking engineers should be consulted and invol ved
if a setup between renote sites is preferred.

Passing or failing an ADK test with 2 sanmples could be a random
result (note that [RFC2330] defines a sanple as a set of singleton
metric val ues produced by a neasurenent stream and we continue to
use this termnology here). The error margin of a statistical test
is higher if the nunber of sanples it is based on is |ow (the nunber
of sanpl es taken influences the so-called "degree of freedoni of a
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statistical test, and a higher degree of freedom produces nore
reliable results). To pass an ADK with higher probability, the
nunber of sanples collected per inplenmentation under identica
net wor ki ng conditi ons SHOULD be greater than 2. Hardware and | oad
constraints may enforce an upper linmt on the nunber of sinultaneous
measur enent streans. The ADK test allows one to conbine different
sampl es (see Section 9 of [ADK]) and then to run a 2-sanple test

bet ween conbi ned sanples. At |east 4 sanples per inplementation
captured under identical networking conditions is RECOMMENDED when
conparing different metric inplenentations by a statistical test.

It is RECOWENDED that tests be carried out by establishing N
different parallel measurenent flows. Two or three |inecards per

i mpl ementation serving to send or receive nmeasurenent flows should be
sufficient to create 4 or nore parallel neasurenment flows. O her
options are to separate flows by DiffServ marks (w t hout depl oying
any Quality of Service (QS) in the inner or outer tunnel) or to use
a single Constant Bitrate (CBR) fl ow and eval uate whether every n-th
singl eton belongs to a specific nmeasurenent flow. Note that a
practical test indeed showed that ADK passed with 4 sanples even if a
2-sanple test failed [ TESTPLAN].

Sone additional guidelines to calculate and conpare sanples to
performa nmetric test are:

o0 Conparing different probes of a common underlying distribution in
terns of metrics characterizing a comunication network requires
respecting the tenporal nature for which the assunption of a
common underlying distribution may hold. Any singletons or
sanples to be conpared nust be captured within the sane tine
i nterval .

o If statistical events like rates are used to characterize neasured
metrics of atine interval, a mninmumof 5 singletons of a
rel evant netric should be picked to ensure a mni num confi dence
into the reported value. The error margin of the determi ned rate
depends on the nunber of singletons (refer to statistica
text books on student’s t-test). As an exanple, any packet |o0ss
measurenent interval to be conpared with the results of another
i npl ementation contains at least five |ost packets to have sone
confidence that the observed loss rate wasn’t caused by a snall
nunber of random packet drops.

o The m ni mum nunber of singletons or sanples to be conpared by an

Ander son-Darling test should be 100 per tested netric
implementation. Note that the Anderson-Darling test detects snall
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3.

3.

differences in distributions fairly well and will fail for a high
nunber of conpared results (RFC 2330 nmentions an exanple with 8192
measur enent s where an Anderson-Darling test always failed)

0 Cenerally, the Anderson-Darling test is sensitive to differences
in the accuracy or bias associated with varying inplenentations or
test conditions. These dissimlarities may result in differing
averages of sanples to be compared. An exanple nmay be different
packet sizes, resulting in a constant delay difference between
conpared sanples. Therefore, sanples to be conpared by an
Anderson-Darling test MAY be calibrated by the difference of the
average val ues of the sanples. Any calibration of this kind MJST
be docunented in the test result.

Tests of Two or More Different |Inplementations against a Metric
Speci fication

[ RFC2330] expects that "a nmethodol ogy for a given netric exhibits
continuity if, for small variations in conditions, it results in
smal | variations in the resulting measurements. Slightly nore
precisely, for every positive epsilon, there exists a positive delta,
such that if two sets of conditions are within delta of each other,
then the resulting neasurenents will be within epsilon of each
other". A small variation in conditions in the context of the metric
test proposed here can be seen as different inplenmentations neasuring
the sane metric along the sanme path.

I PPM netric specifications, however, allow for inplenentor options to
the | argest possible degree. It cannot be expected that two

i mpl ementors allow 100% identical options in their inplenentations.
Testers SHOULD pick the sane netric measurement configurations for
their systens when conparing their inplenentations by a netric test.

In sone cases, a goodness-of-fit test may not be possible or show

di sappointing results. To clarify the difficulties arising from
different nmetric inplenentation options, the individual options

pi cked for every conpared netric inplenentation should be docunented
as specified in Section 3.5. |If the cause of the failure is a | ack
of specification clarity or multiple legitimate interpretations of
the definition text, the text should be nodified and the resulting
meno proposed for consensus and (possible) advancenent to |nternet
St andar d.

The sane statistical test as applicable to quantify precision of a
single metric inplenentation nmust be used to conpare netric result
equi val ence for different inplenentations. To docunent

Gei b, et al. Best Current Practice [ Page 15]



RFC 6576 | PPM St andar d Advancenent Testing March 2012

compatibility, the smallest measurenent resolution at which the
compar ed i mpl enent ati ons passed the ADK sanple test nust be
docunent ed.

For different inplenentations of the sane nmetric, "variations in
conditions" are reasonably expected. The ADK test conparing sanples
of the different inplenentations may result in a | ower precision than
the test for precision in the sane-inpl enentati on conpari son

3.4. dock Synchronization

Cl ock synchronization effects require special attention. Accuracy of
one-way active delay nmeasurements for any metric inplenmentation
depends on cl ock synchroni zati on between the source and destination
of tests. Ideally, one-way active delay measurenent [ RFC2679] test
endpoints either have direct access to i ndependent GPS or CDWVA-based
time sources or indirect access to nearby NTP primary (stratum 1)
time sources, equipped with GPS receivers. Access to these tine
sources may not be available at all test |ocations associated with
different Internet paths, for a variety of reasons out of scope of
this docunent.

When secondary (stratum 2 and above) tine sources are used with NTP
runni ng across the sanme network, whose netrics are subject to
comparative inplenentation tests, network inpairnents can affect

cl ock synchronization and distort sample one-way val ues and their
interval statistics. Discarding sanple one-way delay val ues for any
i mpl ementation is recomended when one of the following reliability
conditions is net:

o Delay is nmeasured and is finite in one direction but not the
ot her.

0 Absolute value of the difference between the sum of one-way
measurenents in both directions and the round-trip neasurenent is
greater than X% of the latter val ue.

Exam nation of the second condition requires round-trip time (RTT)
measur enent for reference, e.g., based on TWAMP [ RFC5357] in
conjunction with one-way del ay neasurenent.

Specification of X%to strike a balance between identification of
unrel i abl e one-way del ay sanples and misidentification of reliable
sampl es under a wide range of Internet path RTTs requires further
st udy.
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An | PPM conpliant nmetric inplementation of an RFC that requires
synchroni zed cl ocks is expected to provide preci se neasurenent
results.

I'F an inplementation publishes a specification of its precision, such
as "a precision of 1 ms (+/- 500 us) with a confidence of 95%, then
the specification should be nmet over a useful measurenent duration
For exanple, if the netric is measured along an Internet path that is
stabl e and not congested, then the precision specification should be
met over durations of an hour or nore.

3.5. Recommended Metric Verification Measurenent Process

In order to nmeet their obligations under the | ETF Standards Process,
the 1 ESG nmust be convinced that each netric specification advanced to
Internet Standard status is clearly witten, that there are a
sufficient nunber of verified equival ent inplenentations, and that
options that have been inplenmented are docunent ed.

In the context of this document, metrics are designed to neasure sone
characteristic of a data network. An aimof any nmetric definition
should be that it is specified in a way that can reliably neasure the
specific characteristic in a repeatable way across nultiple

i ndependent i npl ement ati ons.

Each netric, statistic, or option of those to be validated MIJST be
compar ed agai nst a reference nmeasurenment or another inplementation as
specified in this docunent.

Finally, the metric definitions, enbodied in the text of the RFCs,
are the objects that require evaluati on and possible revision in
order to advance to Internet Standard.

IF two (or nore) inplenentations do not nmeasure an equivalent netric
as specified by this docunent,

AND sources of measurenent error do not adequately explain the |ack
of agreenent,

THEN the details of each inplenentation should be audited along with
the exact definition text to determine if there is a lack of clarity
that has caused the inplenentations to vary in a way that affects the
correspondence of the results.

IF there was a lack of clarity or nmultiple legitimate interpretations
of the definition text,
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THEN t he text should be nodified and the resulting neno proposed for
consensus and (possible) advancenent al ong the Standards Track

Finally, all the findings MIUST be docunented in a report that can
support advancenment to Internet Standard, as described here (simlar
to the reports described in [RFC5657]). The list of neasurenent
devices used in testing satisfies the inplenentation requirenent,
while the test results provide information on the quality of each
specification in the nmetric RFC (the surrogate for feature
interoperability).

The conpl ete process of advancing a nmetric specification to a

Standard as defined by this docunment is illustrated in Figure 4.
/ \
( Start )
\ / | mpl enent ati ons
S S RIS +
| /| 1
+- - o=+ /| +------- + e e e e o + R .
| RFC | |/ | Check for | ," was RFC ‘. YES
| | / | Equi val ence.... <clause x  ------ +
| |/ Fomem- - + | under | ‘. clear? |’ |
| Metric \..... | 2 ....relevant | BRI SN AR SR +
| Metric |\ Fo-em- - + J|identical | No | | Report |
| Metric | \ | net wor k | +--+----+ |results +
| |\ | conditions | | Modify | | Advance
| | L e + | | | Spec +- - +RFC |
R + \ n I R + e + | request
S + S +
Figure 4: Illustration of the Metric Standardi zati on Process

Any recomendation for the advancenent of a netric specification MIST
be acconpani ed by an inplenmentation report. The inplenentation
report needs to include the tests performed, the applied test setup,
the specific netrics in the RFC, and reports of the tests perforned
with two or nore inplenmentations. The test plan needs to specify the
preci sion reached for each neasured netric and thus define the
meani ng of "statistically equivalent" for the specific netrics being
t est ed.

Ideally, the test plan would co-evolve with the devel opment of the

metric, since that’'s when participants have the clearest context in
their mnds regarding the different subtleties that can ari se.
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In particular, the inplenmentation report MJST include the follow ng
at m ni mum

o0 The metric conpared and the RFC specifying it. This includes
statenents as required by Section 3.1 ("Tests of an |ndividua
I mpl ement ati on against a Metric Specification") of this docunent.

o The measurenent configuration and setup

o0 A conplete specification of the neasurenment stream (nmean rate,
statistical distribution of packets, packet size or nean packet
size, and their distribution), Differentiated Services Code Point
(DSCP), and any ot her nmeasurement stream properties that could
result in deviating results. Deviations in results can al so be
caused if chosen | P addresses and ports of different
inmplementations result in different layer 2 or |ayer 3 paths due
to operation of Equal Cost Multi-Path routing in an operationa
net wor k.

0 The duration of each neasurenent to be used for a metric
val idation, the nunber of neasurenent points collected for each
metric during each nmeasurenment interval (i.e., the probe size),
and the level of confidence derived fromthis probe size for each
measur enent interval

o The result of the statistical tests performed for each nmetric
validation as required by Section 3.3 ("Tests of Two or More
Different Inplenentations against a Metric Specification") of this
docunent .

0 A paraneterization of |aboratory conditions and applied traffic
and network conditions allow ng reproduction of these | aboratory
conditions for readers of the inplenentation report.

0 The docunentation helping to inprove netric specifications defined
by this section.

Al of the tests for each set SHOULD be run in a test setup as
specified in Section 3.2 ("Test Setup Resulting in ldentical Live
Net wor k Testing Conditions".

If a different test setup is chosen, it is recomended to avoid
effects falsifying results of validation nmeasurenments caused by rea
data networks (like parallelismin devices and networks). Data
networ ks may forward packets differently in the case of:
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o Different packet sizes chosen for different nmetric
i mpl ementations. A proposed counterneasure is selecting the same
packet size when validating results of two sanples or a sanple
against an original distribution

0 Selection of differing | P addresses and ports used by different
metric inplenentations during netric validation tests. If ECMP is
applied on the IP or MPLS level, different paths can result (note
that it may be inpossible to detect an MPLS ECVMP path froman IP
endpoint). A proposed counterneasure is to connect the
measur enent equi pnent to be conpared by a NAT device or establish
a single tunnel to transport all neasurenent traffic. The aimis
to have the sane | P addresses and port for all measurenment packets
or to avoid ECWMP-based | ocal routing diversion by using a |ayer 2
t unnel

o Different |IP options.
o Different DSCP

o If the N nmeasurenents are captured using sequential nmeasurements
i nstead of simultaneous ones, then the following factors cone into
play: time varying paths and | oad conditions.

Proposal to Determine an Equi val ence Threshold for Each Metric
Eval uat ed

This section describes a proposal for naxi mumerror of equival ence,
based on perfornance conparison of identical inplenentations. This
conparison may be useful for both ADK and non- ADK conpari sons.

Each netric is tested by two or nmore inplenentations (cross-
i mpl ement ati on testing).

Each netric is also tested twi ce sinultaneously by the *same*

i npl ementation, using different Src/Dst Address pairs and other

di fferences such that the connectivity differences of the cross-

i mpl ementation tests are al so experi enced and neasured by the sane
i mpl ement at i on.

Conparative results for the sane inplenentation represent a bound on
cross-inpl ementati on equi val ence. This should be particularly usefu
when the metric does *not* produce a continuous distribution of

singl eton values, such as with a loss netric or a duplication metric.
Appendi x A indicates how the ADK will work for one-way del ay and
shoul d be likew se applicable to distributions of delay variation
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1.

Appendi x B di scusses two possible ways to performthe ADK anal ysis:
the R statistical |anguage [Rtool] with ADK package [ Radk] and C++
code.

Concl usion: the inplenentation with the largest difference in
honogeneous conparison results is the | ower bound on the equival ence
threshold, noting that there nay be other systematic errors to
account for when conparing inplenentations.

Thus, when eval uati ng equival ence in cross-inplenentation results:
Maxi mum Error = Sane_| npl enentati on_Error + Systenmatic_Error

and only the systematic error need be deci ded beforehand.

In the case of ADK conparison, the |largest same-inplenmentation

resol ution of distribution equival ence can be used as a linit on
cross-inplenentation resolutions (at the sane confidence |evel).
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Appendi x A.  An Exanple on a One-Way Delay Metric Validation

The text of this appendix is not binding. 1t is an exanple of what
parts of a One-Way Delay Metric test could | ook |ike.

A 1. Conpliance to Metric Specification Requirenents
One-Way Del ay, Loss Threshold, RFC 2679

This test determnes if inplenentations use the sane configured

maxi mum wai ting time delay from one neasurenent to another under
different delay conditions and correctly declare packets arriving in
excess of the waiting tine threshold as lost. See Sections 3.5 (3rd
bullet point) and 3.8.2 of [RFC2679].

(1) Configure a path with 1-second one-way constant del ay.

(2) Measure one-way delay with 2 or nore inplenmentations, using
identical waiting time thresholds for |oss set at 2 seconds.

(3) Configure the path with 3-second one-way del ay.
(4) Repeat measurenents.

(5) (Observe that the increase neasured in step 4 caused all packets
to be declared lost and that all packets that arrive
successfully in step 2 are assigned a valid one-way del ay.

One-\Way Delay, First Bit to Last Bit, RFC 2679

This test determines if inplenmentations register the sanme relative
increase in delay fromone nmeasurenment to another under different
del ay conditions. This test tends to cancel the sources of error
that may be present in an inplenentation. See Section 3.7.2 of

[ RFC2679] and Section 10.2 of [RFC2330].

(1) Configure a path with X nms one-way constant delay and ideally
i nclude a | ow speed Iink.

(2) Measure one-way delay with 2 or nore inplenmentations, using
i dentical options and equal size small packets (e.g., 100 octet
| P payl oad).

(3) Miintain the sane path with X ns one-way del ay.

(4) Measure one-way delay with 2 or nore inplenmentations, using

i dentical options and equal size |arge packets (e.g., 1500 octet
| P payl oad).
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(5) (Observe that the increase neasured in steps 2 and 4 is
equi valent to the increase in ns expected due to the | arger
serialization time for each inplementation. Mst of the
measurenent errors in each systemshould cancel, if they are
stationary.

One-Way Del ay, RFC 2679

This test determnes if inplenentations register the sane relative
increase in delay fromone neasurenent to another under different
del ay conditions. This test tends to cancel the sources of error
that may be present in an inplementation. This test is intended to
eval uate measurenents in Sections 3 and 4 of [RFC2679].

(1) Configure a path with X ms one-way constant del ay.

(2) Measure one-way delay with 2 or nore inplenmentations, using
i dentical options.

(3) Configure the path with X+Y ns one-way del ay.
(4) Repeat neasuremnents.

(5) (Oobserve that the increase nmeasured in steps 2 and 4 is ~Y s for
each inplementation. Mst of the nmeasurenent errors in each
system shoul d cancel, if they are stationary.

Error Calibration, RFC 2679

This is a sinple check to deternmine if an inplenentation reports the
error calibration as required in Section 4.8 of [RFC2679]. Note that
the context (Type-P) nust al so be reported.

A. 2. Exanples Related to Statistical Tests for One-Way Del ay

A one-way del ay neasurenment rmay pass an ADK test with a tinestanp
result of 1 ms. The sane test may fail if tinmestanps with a
resolution of 100 m croseconds are evaluated. The inplenmentation is
then conforming to the nmetric specification up to a tinmestanp
resolution of 1 ns.

Let’s assune anot her one-way del ay nmeasurenent conpari son between

i mpl ementation 1 probing with a frequency of 2 probes per second and
i npl ementation 2 probing at a rate of 2 probes every 3 minutes. To
ensure reasonabl e confidence in results, sanple netrics are
calculated fromat |east 5 singletons per conpared tine interval
Thi s nmeans that sanple delay values are cal culated for each system
for identical 6-minute intervals for the duration of the whole test.
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the sanple netric is calculated from 720

singletons for inplementation 1 and from 6 singletons for
i mpl ement ati on 2.
averages are an option for an eval uation too.

averagi ng interval

Not e t hat

The

if outliers are not filtered, noving

m ni rum nove of an

is three mnutes in this exanple.

The data in Table 1 may result from nmeasuring one-way delay with

i mpl ementation 1 (see colum Inplemt_1) and inplementation 2 (see
Each data point in the table represents a
(rounded) average of the sanpled delay values per interval. The
resolution of the clock is one m cro-second.
del ay values may result, e.g., fromdifferent

col

um | nmpl emt _2).

The difference in the
probe packet sizes.
------------ T
Implemmt _2 | Inplemt_2 - Delta_Averages
------------ e
6549 | 4997 |
6555 | 5003 |
6564 | 5012 |
6565 | 5013 |
6568 | 5016 |
6570 | 5018 |
6573 | 5021 |
6575 | 5023 |
6577 | 5025 |
6580 | 5028 |
6585 | 5033 |
6586 | 5034 |
6587 | 5035 |
6588 | 5036 |
6589 | 5037 |
6591 | 5039 |
6592 | 5040 |
6599 | 5047 |
6606 | 5054 |
6612 | 5060 |
------------ S

Table 1

Aver age val ues of sanple netrics captured during identical tine

intervals are conpared

differing probing intervals or differing tenporal

singletons resulting fromtheir

Cei b,

et al.
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Thi s excl udes random di fferences caused by

di st ance of

Poi sson-di stri buted sending tines.
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In the exanple, 20 val ues have been picked (note that at |east 100
val ues are recommended for a single run of a real test). Data nust
be ordered by ascending rank. The data of Inmplemt_1 and Inplemt_2
as shown in the first two columms of Table 1 clearly fails an ADK
test with 95% confi dence

The results of Inplemmt_2 are now reduced by the difference of the
averages of colum 2 (rounded to 6581 us) and colum 1 (rounded to
5029 us), which is 1552 us. The result may be found in colum 3 of
Table 1. Conparing colum 1 and colum 3 of the table by an ADK test
shows that the data contained in these colums passes an ADK test
with 95% confi dence

Conment : Extensive averagi ng was used in this exanpl e because of the
vastly different sanpling frequencies. As a result, the

di stributions conpared do not exactly align with a netric in

[ RFC2679] but illustrate the ADK process adequately.

Appendi x B. Anderson-Darling K-sanple Reference and 2 Sanpl e C++ Code

There are many statistical tools available, and this appendi x
describes two that are familiar to the authors.

The "R tool" is a | anguage and commuand-1ine environment for
statistical conputing and plotting [Rrool]. Wth the optional "adk"
package installed [Radk], it can performindividual and comnbi ned
sampl e ADK conputations. The user nust consult the package
docunentation and the original paper [ADK] to interpret the results,
but this is as it should be.

The C++ code below will perform an AD2-sanple conparison when
compi l ed and presented with two colum vectors in a file (using white
space as separation). This version contains nodifications nade by
Wes Eddy in Sept 2011 to use the vectors and run as a stand-al one
nmodul e. The status of the conparison can be checked on the conmand
line with "$ echo $?" or the last line can be replaced with a printf
statement for adk_result instead.

/*

Copyright (c) 2012 | ETF Trust and the persons identified
as authors of the code. Al rights reserved.

Redi stribution and use in source and binary forns, with

or without nodification, is permtted pursuant to, and subject

to the license terns contained in, the Sinplified BSD License

set forth in Section 4.c of the | ETF Trust’s Legal Provisions

Rel ating to | ETF Docunents (http://trustee.ietf.org/license-info).
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*/

/* Routines for conmputing the Anderson-Darling 2 sample
* test statistic.

*

* I nmpl ement ed based on the description in

* "Anderson-Darling K Sanple Test" Heckert, Al an and

* Filliben, Janmes, editors, Dataplot Reference Mnual,
* Chapter 15 Auxiliary, N ST, 2004.

* Official Reference by 2010

* Heckert, N. A (2001). Dataplot website at the

* National Institute of Standards and Technol ogy:

* http://ww itl.nist.gov/div898/software/dataplot.htm/
* June 2001.

*/

#i ncl ude <i ostreanr
#i ncl ude <fstreanp
#i ncl ude <vector>

#i ncl ude <sstreanr

usi ng nanespace std;

int main() {
vect or <doubl e> vecl, vec2
doubl e adk _result;
static int k, val _st_z sanpl, val _st_z_ samp2,
val _eq_z sanpl, val eq z_sanp2,
j, n_total, n_sanplel, n_sanple2, L,
max_nunber _sanpl es, |ine, maxnunber_z;
static int colum_1, colum_2;
static double adk, n_value, z, sum adk_sampl,
sum adk_samp2, z_aux;
static double Hj, Flj, hj, F2j, denom 1 aux, denom 2_aux;
static bool next_z sanple2, equal _z both_sanpl es;
static int stop_l oopl, stop_loop2, stop_|oop3,old_eq_line2,
old_eq_linel

static double adk criterium= 1.993;

/* vecl and vec2 to be initialized with sanple 1 and
* sanple 2 values in ascending order */
while (!cin.eof ()) {
double f1, f2;
cin >> f1;
cin >> f2;
vecl. push_back(f1l);
vec?2. push_back(f2);
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}

k = 2;

n_sanplel = vecl.size() - 1
n_sanpl e2 = vec2.size() - 1

/1 -1 because vec[0] is a dumy val ue
n_total = n_sanplel + n_sanpl e?;

/* value equal to the line with a val ue
* Here j=1, so the line is 1.
*/

val _eq_z_sanpl = 1;

zZj in sanple 1.

[* value equal to the line with a value = zj in sanple 2
* Here j=1, so the line is 1.
*/

val _eq_z sanp2 = 1;

/* value equal to the last Iine with a value < zj
* in sanple 1. Here j=1, so the line is O.

*/
val st _z sanpl = 0;

/* value equal to the last line with a value < zj
* in sanple 1. Here j=1, so the line is O.

*/

val st _z sanp2 = 0;

sum adk_sanmpl = O;

sum adk_samp2 = 0;

=1

/1 as nentioned above, j=1

equal _z both_sanples = fal se;
next _z_sanple2 = fal se;

/lassunming the next z to be of sanple 1
stop_loopl = n_sanplel + 1

/1 + 1 because vec[0] is a dumry, see n_sanpl el declaration
stop_l oop2 = n_sanple2 + 1;
stop_loop3 = n_total + 1;

/[* The required z values are calculated until all val ues

* of both sanpl es have been taken into account. See the
* |lines above for the stoploop values. Construct required

Gei b, et al. Best Current Practice [ Page 29]



RFC 6576 | PPM St andar d Advancenent Testing March 2012

* to avoid a mathemati cal operation in the while condition
*/
while (((stop_loopl > val _eq_z_sanpl)

|| (stop_loop2 > val _eq_z_sanp2)) && stop_loop3 > j)

i f(val _eq_z_sanpl < n_sanpl el+1)

/* here, a prelimnary zj value is set.
* See bel ow how to cal cul ate the actual zj.
*/

z = vecl[val _eq z sampl];

/* this while sequence cal cul ates the nunber of val ues
* equal to z.
*/
while ((val _eq _z_sanpl+l < n_sanplel)
&% z == vecl[val eq_z_sanpl+l] )

{
val _eq_z_sanpl++;
}

}

el se

{

val _eq_z sanpl = 0;

val _st_z sanpl = n_sanpl el

/1 this should be val _eq_z sanpl - 1 = n_sanplel
}

i f(val _eq_z_sanp2 < n_sanpl e2+1)
{
Z_aux = vec?[val _eq_z_sanp?];;

/* this while sequence cal cul ates the nunber of val ues
* equal to z_aux

*/
while ((val _eq_z_sanp2+1 < n_sanpl e2)
&% z_aux == vec2[val _eq_z_samp2+1] )
{
val _eq_z_sanp2++
}

/* the smaller of the two actual data values is picked
* as the next zj.
*/

if(z > z_aux)
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{
Z = Z_aux;
next _z_sanpl e2 = true;
}
el se
{
if (z == z_aux)

equal _z both_sanples = true;

}

/* This is the case if the last value of columl is
* smaller than the renaining val ues of col uma2.
*/
if (val _eq_z_sanpl == 0)

z = z_aux;
next _z_sanple2 = true;

}
}

el se

{
val _eq_z_sanp2
val _st_z sanp2

0;
n_sanpl e2;

/1 this should be val _eq_z _sanp2 - 1 = n_sanple2

}

/* in the following, sumj =1 to L is calculated for
* sample 1 and sample 2.
*/
if (equal _z both_sanpl es)
{

/* hj is the nunber of values in the conbined sanple
* equal to zj
*/
hj = val _eq z sampl - val st _z sanpl
+ val _eq _z sanp2 - val _st_z sanp2;

/* H]j is the nunber of values in the conbined sanple

* smaller than zj plus one half the number of
* values in the conbi ned sanple equal to zj

* (that’s hj/2).

*/

Hj = val _st_z_sampl + val _st_z_sanp2
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+h |2

/* F1j is the nunber of values in the 1st sanple
* that are less than zj plus one half the nunber
* of values in this sanple that are equal to zj.
*/

F1j = val _st_z sanpl + (doubl e)
(val _eq_z_sanpl - val _st_z sampl) / 2,

/* F2j is the nunber of values in the 1st sanple
* that are less than zj plus one half the nunber
* of values in this sample that are equal to zj.
*/

F2j = val _st_z sanp2 + (doubl e)
(val _eq_z sanp2 - val st _z sanmp2) / 2;

/* set the line of values equal to zj to the
* actual line of the last value picked for zj.
*/

val _st_z sanpl = val eq_z_sanpl;

/* Set the line of values equal to zj to the actua
* line of the |ast value picked for zj of each
* sanmple. This is required as data snaller than zj
* is accounted differently than values equal to zj.
*/
val st _z sanp2 = val _eq_z sanp2;

/* next the lines of the next values z, i.e., zj+l
* are addressed.

*/

val _eq_z_sanpl++;

/* next the lines of the next values z, i.e.,
* zj+1 are addressed
*/
val _eq_z_sanp2++

}
{

/* the smaller z value was contained in sample 2;

* hence, this value is the zj to base the follow ng
* cal cul ations on.

*/

el se

i f (next_z sanpl e2)
{
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/* hj is the nunber of values in the conbined
* sample equal to zj; in this case, these are
* within sanple 2 only.
*/
hj = val _eq _z _sanp2 - val _st_z sanp2;

/* H]j is the nunber of values in the conbined sanple
* smaller than zj plus one half the number of
* values in the conbi ned sanpl e equal to zj
* (that’s hj/2).
*/
Hj = val _st_z_sampl + val _st_z_sanp2
+ hj | 2

/* F1j is the nunber of values in the 1st sanple that
* are less than zj plus one half the nunber of values in
* this sanple that are equal to zj.
* As val _eq_z sanp2 < val _eq z_sanpl, these are the
* val _st_z_sanpl only.

F1j = val _st_z sanpl;

* F2j is the nunber of values in the 1st sanple that

* are less than zj plus one half the nunber of values in
* this sanple that are equal to zj. The latter are from
* sample 2 only in this case

*

F2j = val _st_z sanmp2 + (doubl e)
(val __eq_z sanp2 - val st _z samp2) / 2;

/* Set the line of values equal to zj to the actual line
* of the | ast value picked for zj of sanple 2 only in
* this case.

*/
val st _z sanp2 = val _eq_z_sanp2;
/* next the line of the next value z, i.e., zj+1 is
* addressed. Here, only sanple 2 nust be addressed.
*/

val _eq_z_sanp2++
if (val _eq_z_sanpl == 0)

val _eq_z_sanpl = stop_|l oopl

}
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/* the smaller z value was contained in sample 2;

* hence, this value is the zj to base the follow ng
* cal cul ations on.

*/

el se

{

/[* hj is the nunber of values in the conbi ned
* sanple equal to zj; in this case, these are
* within sanple 1 only.
*/
hj = val _eq_z_sanpl - val _st_z sanpl;
/[* Hj is the nunber of values in the conbi ned
sanple smaller than zj plus one half the nunber
of values in the conbined sanple equal to zj
(that's hj/2).
/

* Ok X F

Hj = val_st_z sanpl + val _st_z_ sanp2
+ hj | 2;

Flj is the number of values in the 1st sanple that
are less than zj plus; in this case, these are within
sample 1 only one half the nunmber of values in this
sample that are equal to zj. The latter are from
sanple 1 only in this case

b S

F1j = val _st_z sanpl + (doubl e)
(val _eq_z_sanpl - val _st_z sampl) / 2;

/* F2j is the nunber of values in the 1lst sanple that

* are |less than zj plus one half the nunber of val ues

* in this sanple that are equal to zj. As

* val _eq_z_sanpl < val _eq_z_sanmp2, these are the

* val _st_z sanp2 only.

*/

F2j = val _st_z sanp2;
/* Set the line of values equal to zj to the actual line

* of the last value picked for zj of sanple 1 only in
* this case.
*/

val st _z sanpl = val _eq_z sanpl;
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/* next the line of the next value z, i.e., zj+1is
* addressed. Here, only sanple 1 nust be addressed.
*/

val _eq_z_ sanpl++;
if (val _eq_z_sanp2 == 0)
{

val _eq_z_sanp2 = stop_Il oop2;
}

}

}

denom 1_aux

n_total * F1j - n_sanplel * Hj;
denom 2_aux

= n_total * F2j - n_sanple2 * Hj;
sum adk_sanpl = sum adk_sanpl + hj
* (denom 1 aux * denom 1 aux) /
(Hj * (n_total - HJj)
- n_total * hj [ 4);
sum adk_samp2 = sum adk_sanp2 + hj
* (denom 2_aux * denom 2_aux) /
(Hj * (n_total - HJj)
- n_total * hj [ 4);

next _z_sanple2 = fal se;
equal _z both_sampl es = fal se;

/* index to count the z. It is only required to prevent
* the while slope to execute endl ess
*/
j+
}

/1 calculating the adk value is the final step.
adk result = (double) (n_total - 1) / (n_tota
* n_total * (k - 1))
* (sum adk_sanpl / n_sanpl el
+ sum adk_sanp2 / n_sanpl e2);

[* if(adk_result <= adk _criteriunm
* adk_2 sanple test is passed

*/

return adk _result <= adk _criterium
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Appendi x C. d ossary

Anderson-Darling K-Sanple test, a test used to
check whether two sanpl es have the sane statistica
di stribution.

Equal Cost Multipath, a | oad-bal anci ng nechani sm
eval uati ng MPLS Label s stacks, |P addresses, and
ports.

The "enpirical distribution function" of a set of
scal ar measurenents is a function F(x), which for
any x gives the fractional proportion of the total
measurenents that were smaller than or equal to x.
A measured quantity related to the performance and
reliability of the Internet, expressed by a val ue.
This could be a singleton (single value), a sanple
of single values, or a statistic based on a sanple
of singl etons.

One-\Way Active Measurenent Protocol, a protocol for
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Metric

ONAMP

specified by | PPM

One-\Way Del ay, a performance netric specified by

| PPM

A sanple nmetric is derived froma given singleton
metric by evaluating a nunber of distinct instances
t oget her.

A singleton nmetric is, in a sense, one atomc
measurenent of this netric.

A 'statistical’ netric is derived froma given
sanmple metric by conputing sone statistic of the
val ues defined by the singleton netric on the
sampl e.

Two-way Active Measurenent Protocol, a protocol for
conmuni cati on between | PPM neasur enent systens
specified by | PPM

oD

Sanpl e
metric

Si ngl et on
metric
Statistical
metric

TWAMP

Gei b, et al. Best Current Practice [ Page 36]



RFC 6576

Aut hor s’

| PPM St andar d Advancenent Testing

Addr esses

Ruedi ger Geib (editor)
Deut sche Tel ekom

Heinrich Hertz Str. 3-7

Dar nst adt 64295

Ger many

Phone: +49 6151 58 12747

EMai | : Ruedi ger. Gei b@ el ekom de
Al Morton

AT&T Labs

200 Laurel Avenue South
M ddl etown, NJ 07748

USA

Phone: +1 732 420 1571

Fax: +1 732 368 1192
EMail : acnorton@tt.com

URI : http://hone. contast . net/ ~acnmacm
Reza Fardid

Cari den Technol ogi es

888 Villa Street, Suite 500
Mountain View, CA 94041
USA

Phone:

EMail: rfardi d@ari den.com

Al exander Steinmtz
Deut sche Tel ekom

Memrel sdorfer Str. 209b

Banberg 96052

Ger many

Phone:

EMai | : Al exander. Steinmtz@ el ekom de

Cei b, et

al . Best Current Practice

March 2012

[ Page 37]






