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Abst ract

Network survivability is the ability of a network to recover traffic
delivery followi ng failure or degradation of network resources.
Survivability is critical for the delivery of guaranteed network
services, such as those subject to strict Service Level Agreenents
(SLAs) that place maxi mum bounds on the length of time that services
may be degraded or unavail abl e.

The Transport Profile of Multiprotocol Label Switching (MPLS-TP) is a
packet - based transport technol ogy based on the MPLS data pl ane that
reuses nany aspects of the MPLS managenent and control pl anes.

Thi s docunent conprises a framework for the provision of
survivability in an MPLS-TP network; it describes recovery el enents,
types, methods, and topol ogical considerations. To enable data-plane
recovery, survivability may be supported by the control plane,
managenent pl ane, and by Operations, Admnistration, and Mi ntenance
(GAM functions. This docunent describes nmechani sns for recovering
MPLS- TP Label Switched Paths (LSPs). A detailed description of
pseudowi re recovery in MPLS-TP networks is beyond the scope of this
docunent .

Thi s docunent is a product of a joint Internet Engineering Task Force
(IETF) / International Tel econmunication Union Tel ecomnmuni cation

St andardi zation Sector (I TUT) effort to include an MPLS Transport
Profile within the | ETF MPLS and Pseudow re Emul ati on Edge-t o- Edge
(PWE3) architectures to support the capabilities and functionalities
of a packet-based transport network as defined by the I TUT.

Status of This Meno

Thi s docunent is not an Internet Standards Track specification; it is
publ i shed for informational purposes.

Thi s docunent is a product of the Internet Engineering Task Force
(IETF). It represents the consensus of the |IETF comunity. It has
recei ved public review and has been approved for publication by the
Internet Engineering Steering Goup (IESG. Not all docunents
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approved by the | ESG are a candidate for any |evel of Internet
St andard; see Section 2 of RFC 5741.

I nformati on about the current status of this docunent, any errata,
and how to provide feedback on it nmay be obtained at
http://ww. rfc-editor.org/info/rfc6372

Copyright Notice

Copyright (c) 2011 | ETF Trust and the persons identified as the

docunent authors. Al rights reserved.

Thi s docunent is subject to BCP 78 and the | ETF Trust’'s Lega
Provisions Relating to | ETF Documents
(http://trustee.ietf.org/license-info) in effect on the date of
publication of this docunent. Please review these docunents
carefully, as they describe your rights and restrictions with respect
to this docunent. Code Conponents extracted fromthis docunent nust
include Sinplified BSD Li cense text as described in Section 4.e of
the Trust Legal Provisions and are provided without warranty as
described in the Sinplified BSD License.
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1.

1.

I nt roducti on

Network survivability is the network’s ability to recover traffic
delivery following the failure or degradation of traffic delivery
caused by a network fault or a denial-of-service attack on the
network. Survivability plays a critical role in the delivery of
reliable services in transport networks. GQuaranteed services in the
form of Service Level Agreenents (SLAs) require a resilient network
that very rapidly detects facility or node degradation or failures,
and i medi ately starts to recover network operations in accordance
with the terms of the SLA

The MPLS Transport Profile (MPLS-TP) is described in [ RFC5921].
MPLS-TP is designed to be consistent with existing transport network
operations and managenent nodels, while providing survivability
mechani sns, such as protection and restoration. The functionality
provided is intended to be simlar to or better than that found in
established transport networks that set a high benchmark for
reliability. That is, it is intended to provide the operator wth
functions with which they are fam liar through their experience with
ot her transport networks, although this does not preclude additiona
t echni ques.

Thi s document provides a framework for MPLS-TP-based survivability
that neets the recovery requirenents specified in [ RFC5654]. It uses
the recovery term nol ogy defined in [ RFC4427], which draws heavily on
[G808.1], and it refers to the requirenents specified in [ RFC5654].

Thi s docunent is a product of a joint Internet Engineering Task Force
(IETF) / International Tel econmunication Union Tel ecomnmuni cation

St andardi zation Sector (I TUT) effort to include an MPLS Transport
Profile within the | ETF MPLS and PWE3 architectures to support the
capabilities and functionalities of a packet-based transport network,
as defined by the ITUT.

1. Recovery Schenes

Various recovery schenes (for protection and restoration) and
processes have been defined and anal yzed in [ RFC4427] and [ RFC4428].
These schenes can al so be applied in MPLS-TP networks to re-establish
end-to-end traffic delivery according to the agreed service
paraneters, and to trigger recovery from"failed" or "degraded"
transport entities. In the context of this docunment, transport
entities are nodes, links, transport path segnents, concatenated
transport path segnents, and entire transport paths. Recovery
actions are initiated by the detection of a defect, or by an externa
request (e.g., an operator’s request for nanual control of protection
swi t ching).
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[ RFC4427] makes a distinction between protection swtching and
restoration nechani sns.

- Protection switching uses pre-assigned capacity between nodes,
where the sinplest schenme has a single, dedicated protection entity
for each working entity, while the nobst conplex scheme has m
protection entities shared between n working entities (mn).

- Restoration uses any capacity avail abl e between nodes and usually
i nvol ves rerouting. The resources used for restoration may be pre-
pl anned (i.e., predeternm ned, but not yet allocated to the recovery
path), and recovery priority may be used as a differentiation
mechani smto deterni ne which services are recovered and which are
not recovered.

Both protection switching and restoration may be either
unidirectional or bidirectional; unidirectional inplies that
protection switching is perforned i ndependently for each direction of
a bidirectional transport path, while bidirectional nmeans that both
directions are switched simultaneously using appropriate
coordination, even if the fault applies to only one direction of the
pat h.

Both protection and restoration nechani sns nay be either revertive or
non-revertive as described in Section 4.11 of [RFC4427].

Preenption priority may be used to determ ne which services are
sacrificed to enable the recovery of other services. Restoration may
al so be either unidirectional or bidirectional. |In general,
protection actions are conpleted within tinme frames anounting to tens
of milliseconds, while automated restoration actions are normally
compl eted within periods ranging fromhundreds of mlliseconds to a
maxi mum of a few seconds. Restoration is not guaranteed (for
exanpl e, because network resources may not be available at the tine
of the defect).

1.2. Recovery Action Initiation

The recovery schenes described in [RFC4427] and evaluated in

[ RFC4428] are presented in the context of control-plane-driven
actions (such as the configuration of the protection entities and
functions, etc.). The presence of a distributed control plane in an
MPLS- TP network is optional. However, the absence of such a contro
pl ane does not affect the operation of the network and the use of
MPLS- TP forwardi ng, Operations, Adm nistration, and Mi ntenance
(0AM), and survivability capabilities. |In particular, the concepts
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di scussed in [RFC4427] and [ RFC4428] refer to recovery actions
effected in the data plane; they are equally applicable in MPLS-TP,
with or without the use of a control plane.

Thus, sonme of the MPLS-TP recovery nechani sns do not depend on a
control plane and use MPLS-TP OAM nechani sns or nmanagenent actions to
trigger recovery actions.

The principles of MPLS-TP protection-sw tching actions are sinmlar to
those described in [ RFC4427], since the protection nechanismis based
on the capability to detect certain defects in the transport entities
within the recovery domain. The protection-switching controller does
not care which initiation nmethod is used, provided that it can be
given informati on about the status of the transport entities within
the recovery domain (e.g., OK signal failure, signal degradation
etc.).

In the context of MPLS-TP, it is inperative to ensure that performng
swi tchovers is possible, regardl ess of the way in which the network
is configured and managed (for example, regardl ess of whether a
control - pl ane, managenent-plane, or OQAMinitiation nechanismis
used).

Al'l MPLS and GWPLS protection nmechani snms [ RFC4428] are applicable in
an MPLS-TP environment. It is also possible to provision and nmanage
the related protection entities and functions defined in MPLS and
GWPLS usi ng the managenent plane [ RFC5654]. Regardl ess of whether an
OAM managenent, or control plane initiation mechanismis used, the
protection-swi tching operation is a data-plane operation

In sone recovery schenes (such as bidirectional protection
switching), it is necessary to coordinate the protection state

bet ween the edges of the recovery domain to achieve initiation of
recovery actions for both directions. An MPLS-TP protocol may be
used as an in-band (i.e., data-plane based) control protocol in order
to coordinate the protection state between the edges of the
protection domain. Wen the MPLS-TP control plane is in use, a
control - pl ane- based nmechani sm can al so be used to coordi nate the
protection states between the edges of the protection domain.

1.3. Recovery Context
An MPLS- TP Label Switched Path (LSP) nay be subject to any part of or

all of MPLS-TP link recovery, path-segnent recovery, or end-to-end
recovery, where
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0 MPLS-TP link recovery refers to the recovery of an individual link
(and hence all or a subset of the LSPs routed over the |ink)
between two MPLS- TP nodes. For exanple, link recovery may be
provi ded by server-layer recovery.

0 Segnent recovery refers to the recovery of an LSP segnent (i.e.
segnment and concat enated segment in the | anguage of [RFC5654])
between two nodes and is used to recover fromthe failure of one
or nmore |links or nodes.

0 End-to-end recovery refers to the recovery of an entire LSP, from
its ingress to its egress node.

For additional resiliency, nore than one of these recovery techniques
may be configured concurrently for a single path.

Co-routed bidirectional MPLS-TP LSPs are defined in a way that allows
both directions of the LSP to follow the sane route through the
network. In this scenario, the operator often requires the
directions to fate-share (that is, if one direction fails, both
directions shoul d cease to operate).

Associ ated bidirectional MPLS-TP LSPs exist where the two directions
of a bidirectional LSP follow different paths through the network.
An operator may al so request fate-sharing for associated

bi di rectional LSPs.

The requirenent for fate-sharing causes a direct interaction between
the recovery processes affecting the two directions of an LSP, so
that both directions of the bidirectional LSP are recovered at the
same time. This node of recovery is terned bidirectional recovery
and may be seen as a consequence of fate-sharing.

The recovery schene operating at the data-plane | evel can function in
a multi-domain environnent (in the wi der sense of a "domain"
[RFC4726]). It can also protect against a failure of a boundary node
in the case of inter-domain operation. WMLS-TP recovery schenes are
intended to protect client services when they are sent across the
MPLS- TP net wor k

1.4. Scope of This Franmework

This framework introduces the architecture of the MPLS-TP recovery
domai n and descri bes the recovery schenes in MPLS-TP (based on the
recovery types defined in [RFC4427]) as well as the principles of
operation, recovery states, recovery triggers, and infornmation
exchanges between the different elenents that support the reference
nodel .
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The framework al so describes the qualitative grades of the
survivability functions that can be provided, such as dedicated
recovery, shared protection, restoration, etc. In the event of a
network failure, the grade of recovery directly affects the service
grade provided to the end-user.

The general description of the functional architecture is applicable
to both LSPs and pseudow res (PW); however, PWrecovery is only
introduced in Section 7, and the relevant details are beyond the
scope of this docunent and are for further study.

This framework applies to general recovery schenes as well as to
mechani sms that are optimzed for specific topol ogies and are
tailored to efficiently handl e protection sw tching.

Thi s docunent addresses the need for the coordination of protection
switching across nultiple layers and at sub-layers (for clarity, we
use the term"layer" to refer equally to |ayers and sub-1layers).

This allows an operator to prevent race conditions and allows the
prot ection-sw tching mechani sm of one | ayer to recover froma failure
before switching is invoked at another |ayer.

This framework al so specifies the functions that nust be supported by
MPLS-TP to provide the recovery mechani sms. MPLS-TP introduces a
tool kit to enable recovery in MPLS-TP-based networks and to ensure
that affected services are recovered in the event of a failure.

General |y, network operators aimto provide the fastest, nobst stable,
and best protection nmechanismat a reasonable cost in accordance with
custoner requirenments. The greater the grade of protection required,
the greater the nunmber of resources will be consuned. It is
therefore expected that network operators will offer a wi de spectrum
of service grade. MPLS-TP-based recovery offers the flexibility to
sel ect a recovery nechanism define the granularity at which traffic
delivery is to be protected, and choose the specific traffic types
that are to be protected. Wth MPLS-TP-based recovery, it should be
possible to provide different grades of protection for different
traffic classes within the sane path based on the service
requirenents.

2. Term nol ogy and References

The terminol ogy used in this document is consistent with that defined
in [RFC4427]. The latter is consistent with [G 808.1].

However, certain protection concepts (such as ring protection) are

not discussed in [ RFC4427]; for those concepts, the terni nol ogy used
in this docunent is drawn from|[G 841].
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Readers should refer to those docunents for normative definitions
Thi s docunent supplies brief summaries of a number of terns for
reasons of clarity and to assist the reader, but it does not redefine
terms.

Note, in particular, the distinction and definitions made in
[ RFC4427] for the followi ng three terns:

o0 Protection: re-establishing end-to-end traffic delivery using pre-
al | ocat ed resources.

0 Restoration: re-establishing end-to-end traffic delivery using
resources allocated at the time of need; sonetimes referred to as
"repair" of a service, LSP, or the traffic.

0 Recovery: a generic termcovering both Protection and Restoration

Note that the term"survivability" is used in [ RFC5654] to cover the

functional elements of "protection"” and "restoration", which are

collectively known as "recovery".

I nportant background infornmation on survivability can be found in
[ RFC3386], [RFC3469], [RFC4426], [RFC4427], and [ RFC4428].

In this docurment, the follow ng additional term nology is applied:

o "Fault Managenent", as defined in [ RFC5950].

o0 The terns "defect" and "failure" are used interchangeably to
i ndicate any defect or failure in the sense that they are defined
in [G806]. The terns also include any signal degradati on event
as defined in [ G 806].

o A"fault" is a fault or fault cause as defined in [ G 806].

o "Trigger" indicates any event that may initiate a recovery action
See Section 4.1 for a nore detail ed discussion of triggers.

0 The acronym "QOAM' is defined as Operations, Adm nistration, and
Mai nt enance, consistent with [ RFC6291].

0o A "Transport Entity" is a node, link, transport path segnent,
concatenated transport path segnment, or entire transport path.

o A"Wrking Entity" is a transport entity that carries traffic
during normal network operation.
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0o A "Protection Entity" is a transport entity that is pre-allocated
and used to protect and transport traffic when the working entity
fails.

0 A "Recovery Entity" is a transport entity that is used to recover
and transport traffic when the working entity fails.

0 "Survivability Actions" are the steps that may be taken by network
nodes to comunicate faults and to switch traffic fromfaulted or
degraded paths to other paths. This may include sendi ng nessages
and establishing new pat hs.

General term nology for MPLS-TP is found in [RFC5921] and [ ROSETTA].
Background i nformati on on MPLS-TP requirenments can be found in
[ RFC5654] .

3. Requirenents for Survivability

MPLS- TP requirenents are presented in [ RFC5654] and serve as
normative references for the definition of all MPLS-TP functionality,
including survivability. Survivability is presented in [RFC5654] as
playing a critical role in the delivery of reliable services, and the
requirenents for survivability are set out using the recovery
term nol ogy defined in [ RFC4427].

4, Functional Architecture

This section presents an overview of the elenents relating to the
functional architecture for survivability within an MPLS-TP networKk.
The conponents are presented separately to denonstrate the way in
whi ch they may be conbined to provide the different grades of
recovery needed to neet the requirenents set out in the previous
secti on.

4.1. E enents of Control

Recovery is achieved by inplenmenting specific actions. These actions
aimto repair network resources or redirect traffic along paths that
avoid failures in the network. They may be triggered automatically
by the MPLS-TP network nodes upon detection of a network defect, or
they may be triggered by an operator. Automated actions nmay be
enhanced by in-band (i.e., data-plane-based) OAM nmechani sns, or by

i n-band or out-of-band control -plane signaling.
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4.1.1. Operator Control

The survivability behavior of the network as a whole, and the
reacti on of each transport path when a fault is reported, may be
controlled by the operator. This control can be split into two sets
of functions: policies and actions perfornmed when the transport path
is set up, and commands used to control or force recovery actions for
est abli shed transport paths.

The operator may establish network-w de or local policies that
determine the actions that will be taken when various defects are
reported that affect different transport paths. Also, when a service
request is made that causes the establishnent of one or nore
transport paths in the network, the operator (or requesting
application) may define a particular grade of service, and this wll
be mapped to specific survivability actions taken before and during
transport path setup, after the discovery of a failure of network
resources, and upon recovery of those resources.

It should be noted that it is unusual to present a user or customer
with options directly related to recovery actions. Instead, the
user/custonmer enters into an SLA with the network provider, and the
network operator maps the terns of the SLA (for exanple, for
guaranteed delivery, availability, or reliability) to recovery
schenmes within the network.

The operator can also issue conmands to control recovery actions and
events. For exanple, the operator nay performthe foll owi ng actions:

0 Enable or disable the survivability function
0o Invoke the sinulation of a network fault.

o0 Force a switchover froma working path to a recovery path or vice
ver sa.

Forced switchover may be perforned for network optimnization purposes
with mnimal service interruption, such as when nodifying protected
or unprotected services, when replacing MPLS-TP network nodes, etc.
In sone circunstances, a fault nmay be reported to the operator, and
the operator may then select and initiate the appropriate recovery
action. A description of the different operator conmmands is found in
Section 4.12 of [RFC4427].
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4.

4.

4.

1.

1.

1.

2. Defect-Triggered Actions

Survivability actions may be directly triggered by network defects.
This neans that the device that detects the defect (for exanple,
notification of an issue reported fromequi pnent in a | ower |ayer,
failure to receive an OAM Conti nuity nessage, or receipt of an OAM
message reporting a failure condition) may imrediately performa
survivability action

The action is directly triggered by events in the data plane. Note,
however, that coordination of recovery actions between the edges of
the recovery domain nmay require nessage exchanges for sonme recovery
functions or for performing a bidirectional recovery action

3. OAM Signaling

OAM signaling refers to data-plane OAM nessage exchange. Such
messages may be used to detect and localize faults or to indicate a
degradation in the operation of the network. However, in this
context these nessages are used to control or trigger survivability
actions. The nechanisns to achieve this are discussed in [ RFC6371].

OAM si gnaling may al so be used to coordinate recovery actions within
the protection domain.

4. Control-Plane Signaling

Control -plane signaling is responsible for setup, maintenance, and
teardown of transport paths that do not fall under managenent-pl ane
control. The control plane may al so be used to coordinate the
detection, localization, and reaction to network defects pertaining
to peer relationships (neighbor-to-neighbor or end-to-end). Thus,
control -plane signaling may initiate and coordinate survivability
actions.

The control plane can also be used to distribute topol ogy and
information relating to resource availability. |In this way, the
"graceful shutdown" [RFC5817] of resources may be affected by

wi thdrawi ng them this can be used to invoke a survivability action
inasimlar way to that used when reporting or discovering a fault,
as described in the previous sections.

The use of a control plane for MPLS-TP is discussed in [ RFC6373].
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4.2. Recovery Scope

This section describes the el enents of recovery. These are the
quantitative aspects of recovery, that is, the parts of the network
for which recovery can be provided.

Note that the terminology in this section is consistent with
[ RFC4427]. \here the ternms differ fromthose in [ RFC5654], nmapping
is provided.

4.2.1. Span Recovery

A span is a single hop between nei ghboring MPLS-TP nodes in the same
network layer. A span is sonetimes referred to as a link, and this
may cause sone confusion between the concept of a data link and a
traffic engineering (TE) link. LSPs traverse TE |inks between

nei ghbori ng MPLS-TP nodes in the MPLS-TP network | ayer. However, a
TE link may be provided by any of the follow ng:

o A single data Ilink.

0 A series of data links in a |lower |ayer, established as an LSP and
presented to the upper layer as a single TE |link

0 A set of parallel data links in the sane | ayer, presented either as
a bundle of TE links, or as a collection of data |inks that
toget her provide a data-link-layer protection schene.

Thus, span recovery may be provided by any of the foll ow ng:

0 Selecting a different TE link froma bundl e.

o Myving the TElink so that it is supported by a different data
link between the sanme pair of neighbors.

0 Rerouting the LSP in the | ower |ayer

Movi ng the protected LSP to another TE |ink between the same pair of
nei ghbors is a form of segment recovery and not a form of span
recovery. Segment Recovery is described in Section 4.2.2.

4.2.2. Segnent Recovery

An LSP segment conprises one or nore continuous hops on the path of
the LSP. [RFC5654] defines two ternms. A "segnment” is a single hop
along the path of an LSP, while a "concatenated segnent” is nore than
one hop along the path of an LSP. In the context of this docunent, a
segnment covers both of these concepts.
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A PWsegnent refers to a Single-Segment PW(SS-PW or to a single
segrment of a Multi-Segnent PW(MsS-PW that is set up between two PE
devices that may be Term nating PEs (T-PEs) or Switching PEs (S-PEs)
so that the full set of possibilities is T-PEto S-PE, S-PE to S-PE
S-PEto T-PE, or T-PE to T-PE (for the SS-PWcase). As indicated in
Section 1, the recovery of PW and PWsegnents is beyond the scope of
thi s docunent; however, see Section 7.

Segnment recovery involves redirecting or copying traffic at the
source end of a segnent onto an alternate path |eading to the other
end of the segnent. According to the required grade of recovery
(described in Section 4.3), traffic may be either redirected to a
pre-established segnment, through rerouting the protected segnment, or
tunneled to the far end of the protected segment through a "bypass"
LSP. For details on recovery mechani sms, see Section 4.4.

Note that protecting a transport path agai nst node failure requires
the use of segnment recovery or end-to-end recovery, while a link
failure can be protected using span, segnent, or end-to-end recovery.

4.2.3. End-to-End Recovery

End-to-end recovery is a special case of segnent recovery where the
protected segnment conprises the entire transport path. End-to-end
recovery may be provided as |ink-diverse or node-diverse recovery
where the recovery path shares no links or no nodes with the working
pat h.

Not e that node-diverse paths are necessarily |ink-diverse and that
full, end-to-end node-diversity is required to guarantee recovery.

Two observations need to be made about end-to-end recovery.

- Firstly, there may be circunstances where node-di verse end-to-end
pat hs do not guarantee recovery. The ingress and egress nodes wl|
t hensel ves be single points of failure. Additionally, there may be
shared risks of failure (for exanple, geographic collocation,
shared resources, etc.) between diverse nodes as described in
Section 4.9.2.

- Secondly, it is possible to use end-to-end recovery techni ques even

when there is not full diversity and the working and protection
pat hs share |inks or nodes.
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4.3. Gades of Recovery

This section describes the qualitative grades of survivability that
can be provided. |In the event of a network failure, the grade of
recovery offered directly affects the service grade provided to the
end-user. This will be observed as the amount of data | ost when a
network fault occurs, and the length of time required to recover
connectivity.

In general, there is a correlation between the recovery service grade
(i.e., the speed of recovery and reduction of data |loss) and the
anount of resources used in the network; better service grades
require the pre-allocation of resources to the recovery paths, and
those resources cannot be used for other purposes if high-quality
recovery is required. An operator will consider how providing
different grades of recovery may require that network resources be
provi sioned and al |l ocated for exclusive use of the recovery paths
such that the resources cannot be used to support other custoner

servi ces

Sections 6 and 7 of [RFC4427] provide a full breakdown of the
protection and recovery schenes. This section sumrmarizes the
qualitative grades avail abl e.

Note that, in the context of recovery, a useful discussion of the
term"resource" and its interpretation in both the IETF and ITU-T
contexts may be found in Section 3.2 of [RFC4397].

The sel ection of the recovery grade and schenes to satisfy the
service grades for an LSP using avail able network resources is

subj ect to network and | ocal policy and nay be pre-desi gnated through
networ k pl anning or may be dynanically determ ned by the network.

4.3.1. Dedicated Protection

I n dedi cated protection, the resources for the recovery entity are
pre-assigned for the sole use of the protected transport path. This
will clearly be the case in 1+1 protection, and may al so be the case
in 1:1 protection where extra traffic (see Section 4.3.3) is not
support ed.

Not e that when using protection tunnels (see Section 4.4.3),
resources nmay al so be dedicated to the protection of a specific
transport path. In some cases (1:1 protection), the entire bypass
tunnel may be dedicated to providing recovery for a specific
transport path, while in other cases (such as facility backup), a
subset of the resources associated with the bypass tunnel nmay be pre-
assigned for the recovery of a specific service.
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However, as described in Section 4.4.3, the bypass tunnel nethod can
al so be used for shared protection (Section 4.3.2), either to carry
extra traffic (Section 4.3.3) or to achieve best-effort recovery

wi t hout the need for resource reservation.

4.3.2. Shared Protection

In shared protection, the resources for the recovery entities of
several services are shared. These may be shared as 1:n or mn and
are shared on individual links. Link-by-link resource sharing may be
managed and operated al ong LSP segnents, on PWsegnents, or on end-
to-end transport paths (LSP or PW. Note that there is no
requirenent for mn recovery in the Iist of MPLS-TP requirenents
docunented in [ RFC5654]. Shared protection can be applied in

di fferent topol ogies (nesh, ring, etc.) and can utilize different
protection nechanisns (linear, ring, etc.).

End-to-end shared protection shares resources between a nunber of
pat hs that have common end points. Thus, a nunber of paths (n paths)
are all protected by one or nore protection paths (m paths, where m
may equal 1). \Wen there have been mfailures, there are no nore
avai l abl e protection paths, and the n paths are no | onger protected.
Thus, in 1:n protection, one fault can be protected agai nst before
all the n paths are unprotected. The fact that the paths have becone
unprotected needs to be conveyed to the path end points since they
may need to report the change in service grade or may need to take

further action to increase their protection. 1In end-to-end shared
protection, this comunication is sinple since the end points are
conmon.

In shared nesh protection (see Section 4.7.6), the paths that share
the protection resources do not necessarily have the sane end points.
This provides a nore flexible resource-sharing scheme, but the
networ k pl anning and the coordinati on of protection state after a
recovery action are nore conpl ex.

Where a bypass tunnel is used (Section 4.4.3), the tunnel m ght not
have sufficient resources to sinultaneously protect all of the paths
for which it offers protection; in the event that all paths were

af fected by network defects and failures at the sane tinme, not all of
them woul d be recovered. Policy would dictate how this situation
shoul d be handl ed: sone paths night be protected, while others would
simply fail; the traffic for some paths woul d be guaranteed, while
traffic on other paths would be treated as best-effort with the risk
of dropped packets. Alternatively, it is possible that protection
woul d not be attenpted according to local policy at the nodes that
performthe recovery actions.
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Shared protection is a trade-off between assigning network resources
to protection (which is not required nost of the time) and risking
unrecoverabl e services in the event that nmultiple network defects or
failures occur. Rapid recovery can be achieved with dedicated
protection, but it is delayed by nessage exchanges in the managenent,
control, or data planes for shared protection. This means that there

is also a trade-of f between rapid recovery and resource sharing. In
some cases, shared protection mght not neet the speed required for
protection, but it may still be faster than restoration

These trade-offs nay be somewhat mitigated by the foll ow ng:
0 Adjusting the value of n in 1:n protection.
o Using mn protection for a value of m> 1.

0 Establishing new protection paths as each avail abl e protection
path is put into use

In an MPLS-TP network, the degree to which a resource is shared
between LSPs is a policy issue. This policy may be applied to the
resource or to the LSPs, and nmay be pre-configured, configured per
LSP and installed during LSP establishnment, or nmay be dynamically
confi gured.

4. 3.3. Extra Traffic

Section 2.5.1.1 of [RFC5654] says: "Support for extra traffic (as
defined in [ RFC4427]) is not required in MPLS-TP and MAY be onitted
fromthe MPLS-TP specifications". This docunent observes that extra
traffic facilities may therefore be provided as part of the MPLS-TP
survivability tool kit dependi ng upon the devel opnent of suitable
solution specifications. The remainder of this section explains the
concepts of extra traffic without prejudging the decision to specify
or not specify such sol utions.

Net wor k resources allocated for protection represent idle capacity
during the time that recovery is not actually required, and can be
utilized by carrying other traffic, referred to as "extra traffic".

Note that extra traffic does not need to start or termnate at the
ends of the entity (e.g., LSP) that it uses.

When a network resource carrying extra traffic is required for the

recovery of protected traffic fromthe failed working path, the extra
traffic is disrupted. This disruption make take one of two forns:
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- In "hard preemption”, the extra traffic is excluded fromthe
protection resource. The disruption of the extra traffic is total,
and the service supported by the extra traffic nust be dropped, or
sone formof rerouting or restoration nust be applied to the extra
traffic LSP in order to recover the service

Hard preenption is achieved by "setting a switch" on the path of
the extra traffic such that it no longer flows. This situation may
be detected by OAM and reported as a fault, or may be proactively
reported through OAM or control -pl ane signaling.

- In "soft preemption”, the extra traffic is not explicitly excluded
fromthe protection resource, but is given lower priority than the
protected traffic. In a packet network (such as MPLS-TP), this can
result in oversubscription of the protection resource with the
result that the extra traffic receives "best-effort" delivery.
Dependi ng on the volune of protection and extra traffic, and the
| evel of oversubscription, the extra traffic may be slightly or
heavi |l y inpact ed.

The event of soft preenption may be detected by OAM and reported as
a degradation of traffic delivery or as a fault. It may al so be
proactively reported through OAM or control -pl ane signaling.

Note that both hard and soft preenption may utilize additiona

message exchanges in the nanagenent, control, or data planes. These
messages do not necessarily nean that recovery is del ayed, but may
increase the conplexity of the protection system Thus, the benefits
of carrying extra traffic nust be wei ghed agai nst the di sadvant ages
of delayed recovery, additional network overhead, and the inpact on
the services that support the extra traffic according to the details
of the solutions sel ected.

Note that extra traffic is not protected by definition, but may be
restored.

Extra traffic is not supported on dedicated protection resources,

whi ch, by definition, are used for 1+1 protection (Section 4.3.1),

but it can be supported in other protection schenes, including shared
protection (Section 4.3.2) and tunnel protection (Section 4.4.3).

Best-effort traffic should not be confused with extra traffic. For
best-effort traffic, the network does not guarantee data delivery,
and the user does not receive guaranteed quality of service (e.g., in
terns of jitter, packet |oss, delay, etc.). Best-effort traffic
depends on the current traffic |l oad. However, for extra traffic,
quality can only be guaranteed until resources are required for
recovery. At this point, the extra traffic may be conpletely
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di spl aced, may be treated as best effort, or may itself be recovered
(for example, by restoration techniques).

4.3.4. Restoration

This section refers to LSP restoration. Restoration for PW is
beyond the scope of this docunment (but see Section 7).

Restoration represents the nost effective use of network resources,
since no resources are reserved for recovery. However, restoration
requires the conputation of a new path and the activation of a new
LSP (through the managenent or control plane). It rmay be nore tine-
consuming to performthese steps than to inplenent recovery using
protection techni ques.

Furthernore, there is no guarantee that restoration will be able to
recover the service. It may be that all suitable network resources
are already in use for other LSPs, so that no new path can be found.
This problem can be partially nitigated by using LSP setup
priorities, so that recovery LSPs can preenpt existing LSPs with

| ower priorities.

Additionally, when a network defect occurs, nmultiple LSPs may be

di srupted by the same event. These LSPs may have been established by
di fferent Network Managenent Stations (NMSes) or they may have been
signal ed by different head-end MPLS-TP nodes, neaning that nultiple
points in the network will try to conpute and establish recovery LSPs
at the sane tine. This can lead to a |ack of resources within the
network and cause recovery failures; some recovery actions will need
to be retried, resulting in even slower recovery tinmes for sone

servi ces

Both hard and soft LSP restoration may be supported. For hard LSP
restoration, the resources of the working LSP are rel eased before the
recovery LSP is fully established (i.e., break-before-nake). For
soft LSP restoration, the resources of the working LSP are rel eased
after an alternate LSP is fully established (i.e., nake-before-
break). Note that in the case of reversion (Section 4.3.5), the
resources associated with the working LSP are not rel eased.

The restoration resources nmay be pre-cal cul ated and even pre-signal ed
before the restoration action starts, but not pre-allocated. This is
known as pre-planned LSP restoration. The conplete

establi shnent/activation of the restoration LSP occurs only when the
restoration action starts. Pre-planning may occur periodically and
provi des the npbst accurate information about the avail abl e resources
in the network.
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4.3.5. Rever si on

After a service has been recovered and traffic is flowing along the
recovery LSP, the defective network resource may be repl aced.
Traffic can be redirected back onto the original working LSP (known
as "reversion"), or it can be left where it is on the recovery LSP
("non-revertive" behavior).

It should be possible to specify the reversion behavior of each
service; this mght even be configured for each recovery instance.

In non-revertive node, an additional operational option is possible
where protection roles are switched, so that the recovery LSP becones
the working LSP, while the previous working path (or the resources
used by the previous working path) are used for recovery in the event
of an additional fault.

In revertive node, it is inportant to prevent excessive swapping

bet ween the working and recovery paths in the case of an internttent
defect. This can be addressed by using a reversion delay timer (the
Wait-To-Restore timer), which controls the length of tine to wait
before reversion following the repair of a fault on the origina
working path. It should be possible for an operator to configure
this timer per LSP, and a default val ue should be defi ned.

4.4, Mechani snms for Protection

Thi s section provides general descriptions (MPLS-TP non-specific) of
the nmechani sns that can be used for protection purposes. As

i ndi cated above, while the functional architecture applies to both
LSPs and PWs, the nechani smfor recovery described in this docunent
refers to LSPs and LSP segments only. Recovery nechanisns for
pseudow res and pseudow re segnents are for further study and will be
described in a separate docunent (see al so Section 7)

4.4.1. Link-Level Protection

Li nk-1 evel protection refers to two paradi gns: (1) where protection
is provided in a | ower network | ayer and (2) where protection is
provi ded by the MPLS-TP link | ayer

Note that |ink-level protection mechani snms do not protect the nodes
at each end of the entity (e.g., a link or span) that is protected.
End-to-end or segment protection should be used in conjunction with
link-1evel protection to protect against a failure of the edge nodes.
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Li nk-1evel protection offers the follow ng grades of protection

o Full protection where a dedicated protection entity (e.g., a link
or span) is pre-established to protect a working entity. \Wen the
working entity fails, the protected traffic is switched to the
protecting entity. In this scenario, all LSPs carried over the
working entity are recovered (in one protection operation) when
there is a failure condition. This is referred to in [RFC4427] as
"bul k recovery".

o Partial protection where only a subset of the LSPs or traffic
carried over a selected entity is recovered when there is a
failure condition. The decision as to which LSPs will be
recovered and which will not depends on local policy.

When there is no failure on the working entity, the protection entity
may transport extra traffic that nay be preenpted when protection
swi t ching occurs

If link-level protection is available, it nmay be desirable to allow
this to be attenpted before attenpting other recovery nmechani sns for
the transport paths affected by the fault because |ink-|eve
protection nmay be faster and nore conservative of network resources.
This can be achi eved both by linmiting the propagation of fault
condition notifications and by del aying the other recovery actions.
Thi s considerati on of other protection can be conpared with the

di scussi on of recovery domains (Section 4.5) and recovery in nmulti-
| ayer networks (Section 4.9).

A protection nechanismnmay be provided at the MPLS-TP |link | ayer
(which connects two MPLS-TP nodes). Such a mechani sm can nake use of
the procedures defined in [ RFC5586] to set up in-band comruni cation
channel s at the MPLS-TP Section |level, to use these channels to
monitor the health of the MPLS-TP link, and to coordinate the
protection states between the ends of the MPLS-TP |ink

4.4.2. Aternate Paths and Segments
The use of alternate paths and segnents refers to the paradi gm
whereby protection is perfornmed in the network |ayer in which the
protected LSP is located; this applies either to the entire end-to-
end LSP or to a segnment of the LSP. In this case, hierarchical LSPs
are not used (conpare with Section 4.4.3).
Different grades of protection nmay be provided:

0 Dedicated protection where a dedicated entity (e.g., LSP or LSP
segnent) is (fully) pre-established to protect a working entity
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(e.g., LSP or LSP segnent). Wen a failure condition occurs on
the working entity, traffic is switched onto the protection
entity. Dedicated protection may be perfornmed using 1:1 or 1+1
|inear protection schemes. Wen the failure condition is
elimnated, the traffic may revert to the working entity. This is
subject to local configuration

0 Shared protection where one or nore protection entities is pre-
established to protect against a failure of one or nore working
entities (1:n or mn).

When the fault condition on the working entity is elimnated, the
traffic should revert back to the working entity in order to allow
other related working entities to be protected by the shared
protection resource.

4.4.3. Protection Tunnels

A protection tunnel is pre-provisioned in order to protect against a
failure condition along a sequence of spans in the network. This may
be achieved using LSP heirarchy. W call such a sequence a network
segnent. A failure of a network segnent may affect one or nore LSPs
that transit the network segnent.

When a failure condition occurs in the network segnent (detected
either by OAM on the network segnent, or by OAM on a concat enat ed
segnment of one of the LSPs transiting the network segnent), one or
nmore of the protected LSPs are switched over at the ingress point of
the network segnent and are transmitted over the protection tunnel
This is inplenmented through | abel stacking. Label mapping nmay be an
option as well.

Different grades of protection nmay be provided:

0 Dedicated protection where the protection tunnel reserves
sufficient resources to provide protection for all protected LSPs
wi t hout causing service degradati on.

o Partial protection where the protection tunnel has enough
resources to protect sone of the protected LSPs, but not all of
them si mul taneously. Policy dictates how this situation should be
handl ed: it is possible that sone LSPs woul d be protected, while
others would sinmply fail; it is possible that traffic would be
guaranteed for sone LSPs, while for other LSPs it would be treated
as best effort with the risk of packets being dropped.
Alternatively, it is possible that protection would not be
att enpt ed.
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4.5. Recovery Donains

Protection and restoration are perfornmed in the context of a recovery
domain. A recovery domain is defined between two or nore recovery
reference end points that are |ocated at the edges of the recovery
domai n and that border on the el enent on which recovery can be
provided (as described in Section 4.2). This elenent can be an end-
to-end path, a segment, or a span

An end-to-end path can be observed as a special segnent case where
the ingress and egress Label Edge Routers (LERs) serve as the
recovery reference end points.

In this sinple case of a point-to-point (P2P) protected entity, two
end points reside at the boundary of the protection domain. An LSP
can enter through one reference end point and exit the recovery
domai n through another reference end point.

In the case of unidirectional point-to-nultipoint (P2MP), three or
more end points reside at the boundary of the protection domain. One
of the end points is referred to as the source/root, while the others
are referred to as sinks/leaves. An LSP can enter the recovery
domai n through the root point and exit the recovery donmain through
the | eaf points.

The recovery mechani sm should restore traffic that was interrupted by
a facility (link or node) fault within the recovery domain. Note
that a single Iink may be part of several recovery domains. If two
recovery dommi ns have comon |inks, one recovery domain nust be
contained within the other. This can be referred to as nested
recovery domai ns. The boundaries of recovery domai ns may coi ncide,
but recovery donai ns must not overl ap.

Note that the edges of a recovery domain are not protected, and
unl ess the whol e dormain is contained within another recovery donain,
the edges forma single point of failure.

A recovery group is defined within a recovery domai n and consi sts of
a working (primary) entity and one or nore recovery (backup) entities
that reside between the end points of the recovery donmain. To
guarantee protection in all situations, a dedicated recovery entity
shoul d be pre-provisioned using disjoint resources in the recovery
domain, in order to protect against a failure of a working entity.

O course, mechanisnms to detect faults and to trigger protection

swi tching are al so needed.

The nethod used to nonitor the health of the recovery elenment is
beyond the scope of this docunment. The end points that are
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responsible for the recovery action nust receive information on its
condition. The condition of the recovery elenent my be 'K,
"failed , or ’'degraded

When the recovery operation is to be triggered by OAM nechani sns, an
OAM Mai ntenance Entity Group nust be defined for each of the working
and protection entities.

The recovery entities and functions in a recovery domain can be
configured using a nmanagenent plane or a control plane. A managenent
pl ane may be used to configure the recovery donmain by setting the

ref erence points, the working and recovery entities, and the recovery
type (e.g., 1:1 bidirectional linear protection, ring protection,
etc.). Additional parameters associated with the recovery process
may al so be configured. For nore details, see Section 6.1

When a control plane is used, the ingress LERs may conmunicate with
the recovery reference points that request that protection or
restorati on be configured across a recovery donain. For details, see
Section 6.5.

Cases of nmultiple interconnections between distinct recovery donmi ns
create a hierarchical arrangenent of recovery donains, since a single
top-1evel recovery domain is created fromthe concatenati on of two
recovery domains with multiple interconnections. |In this case,
recovery actions may be taken both in the individual, |ower-I|eve
recovery domains to protect any LSP segment that crosses the domain,
and within the higher-level recovery domain to protect the | onger LSP
segnent that traverses the higher-1level donain.

The MPLS-TP recovery mechani sm can be arranged to ensure coordi nation
bet ween domains. In interconnected rings, for exanple, it may be
preferable to allow the upstreamring to performrecovery before the
downstreamring, in order to ensure that recovery takes place in the
ring in which the defect occurred. Coordination of recovery actions
is particularly inportant in nested donains and is discussed further
in Section 4.9.

4.6. Protection in Different Topol ogies

As described in the requirenents listed in Section 3 and detailed in
[ RFC5654], the selected recovery techniques nmay be optinized for
different network topologies if the optim zed nmechani sns perform
significantly better than the generic nechanisns in the sane

t opol ogy.

These nechani sns are required (RO1 of [RFC5654]) to interoperate with
the mechani sns defined for arbitrary topologies, in order to allow

Sprecher & Farrel I nf or mat i onal [ Page 24]



RFC 6372 MPLS- TP Survivability Framework Sept enber 2011

end-to-end protection and to ensure that consistent protection
techni ques are used across the entire network. 1In this context,
"interoperate’ neans that the use of one technique nust not inhibit
the use of another technique in an adjacent part of the network for
use on the same end-to-end transport path, and nust not prohibit the
use of end-to-end protection nmechani sns.

The next sections (4.7 and 4.8) describe two different topol ogi es and
expl ain how recovery may be markedly different in those different
scenarios. They al so devel op the concept of a recovery domain and
show how end-to-end survivability may be achi eved through a

concat enati on of recovery donains, each providing sonme grade of
recovery in part of the network.

4. 7. Mesh Net wor ks

A nmesh network is any network where there is arbitrary

i nterconnectivity between nodes in the network. Mesh networks are
usual ly contrasted with nore specific topol ogi es such as hub-and-
spoke or ring (see Section 4.8), although such networks are actually
exanpl es of mesh networks. This section is limted to the discussion
of protection techniques in the context of nesh networks. That is,

it does not include optinizations for specific topol ogies.

Li near protection is a protection nechanismthat provides rapid and

simple protection switching. In a nesh network, |inear protection
provides a very suitable protection nmechani sm because it can operate
bet ween any pair of points within the network. It can protect

against a defect in a node, a span, a transport path segnent, or an
end-to-end transport path. Linear protection gives a clear
i ndi cation of the protection status.

Li near protection operates in the context of a protection domain. A
protection domain is a special type of recovery domain (see Section
4.5) associated with the protection function. A protection domain is
conposed of the follow ng architectural el enents:

0 A set of end points that reside at the boundary of the protection
domain. In the sinple case of 1:n or 1+1 P2P protection, tw end
poi nts reside at the boundary of the protection domain. In each
transm ssion direction, one of the end points is referred to as
the source, and the other is referred to as the sink. For
uni di rectional P2MP protection, three or nore end points reside at
the boundary of the protection domain. One of the end points is
referred to as the source/root, while the others are referred to
as sinks/| eaves.
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0 A Protection Goup consists of one or nmore working (primary) paths
and one or nore protection (backup) paths that run between the end
poi nts belonging to the protection domain. To guarantee
protection in all scenarios, a dedicated protection path should be
pre-provisioned to protect against a defect of a working path
(i.e., 1:1 or 1+1 protection schenes). |In addition, the working
and the protection paths should be disjoint; i.e., the physica
routes of the working and the protection paths should be
physically diverse in every respect.

Note that if the resources of the protection path are | ess than those
of the working path, the protection path may not have sufficient
resources to protect the traffic of the working path.

As nentioned in Section 4.3.2, the resources of the protection path
may be shared as 1:n. 1In this scenario, the protection path will not
have sufficient resources to protect all the working paths at a
specific tine.

For bidirectional P2P paths, both unidirectional and bidirectiona
protection switching are supported. |If a defect occurs when
bidirectional protection switching is defined, the protection actions
are perfornmed in both directions (even if the defect is
unidirectional). The protection state is required to operate with a
| evel of coordination between the end points of the protection
domai n.

In unidirectional protection switching, the protection actions are
only perfornmed in the affected direction

Revertive and non-revertive operations are provided as options for
the networ k operator.

Li near protection supports the protection schenes described in the
fol |l owi ng sub-sections.

4.7.1. 1:n Linear Protection

In the 1:1 schene, a protection path is allocated to protect against
a defect, failure, or a degradation in a working path. As described
above, to guarantee protection, the protection entity should support
the full capacity and bandwi dth, although it nay be configured (for
exanpl e, because of limted network resource availability) to offer a
degraded service when conpared with the working entity.

Figure 1 presents 1:1 protection architecture. |In normal conditions,

data traffic is transmtted over the working entity, while the
protection entity functions in the idle state. (OAMmay run on the
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protection entity to verify its state.) Normal conditions are
defined when there is no defect, failure, or degradation on the
working entity, and no admi nistrative configuration or request causes
traffic to flow over the protection entity.

Figure 1: 1:1 Protection Architecture

If there is a defect on the working entity or a specific
adm nistrative request, traffic is switched to the protection entity.

Not e that when operating with non-revertive behavior (see Section
4.3.5), after the conditions causing the switchover have been
cleared, the traffic continues to flow on the protection path, but
the working and protection roles are not sw tched.

In each transmi ssion direction, the protection domain source bridges
traffic onto the appropriate entity, while the sink selects traffic
fromthe appropriate entity. The source and the sink need to
coordinate the protection states to ensure that bridgi ng and

sel ection are performed to and fromthe same entity. For this
reason, a signaling coordination protocol (either a data-plane in-
band signaling protocol or a control-plane-based signaling protocol)
is required

In bidirectional protection swtching, both ends of the protection
domain are switched to the protection entity (even when the fault is
unidirectional). This requires a protocol to coordinate the
protection state between the two end points of the protection domain.

When there is no defect, the bandwi dth resources of the idle entity
may be used for traffic with lower priority. When protection
switching is perforned, the traffic with lower priority may be
preenpted by the protected traffic through tearing down the LSP with
| ower priority, reporting a fault on the LSP with |lower priority, or
by treating the traffic with lower priority as best effort and
discarding it when there is congestion
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In the general case of 1:n linear protection, one protection entity
is allocated to protect n working entities. The protection entity

m ght not have sufficient resources to protect all the working
entities that may be affected by fault conditions at a specific tine.
In this case, in order to guaranteed protection, the protection
entity shoul d support enough capacity and bandwi dth to protect any of
the n working entities.

VWhen defects or failures occur along nultiple working entities, the
entity to be protected should be prioritized. The protection states
bet ween the edges of the protection domain should be fully

coordi nated to ensure consistent behavior. As explained in Section
4.3.5, revertive behavior is recommended when 1:n is supported.

4.7.2. 1+1 Linear Protection

In the 1+1 protection schene, a fully dedicated protection entity is
al | ocat ed.

As depicted in Figure 2, data traffic is copied and fed at the source
to both the working and the protection entities. The traffic on the
working and the protection entities is transmtted sinultaneously to
the sink of the protection donmain, where selection between the
wor ki ng and protection entities is perforned (based on sone
predetermined criteria).

Figure 2: 1+1 Protection Architecture

Note that control traffic between the edges of the protection donain
(such as OAM or a control protocol to coordinate the protection
state, etc.) may be transnitted on an entity that differs fromthe
one used for the protected traffic. These packets should not be

di scarded by the sink.
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In 1+1 unidirectional protection switching, there is no need to
coordinate the protection state between the protection controllers at
both ends of the protection domain. |In 1+1 bidirectional protection
switching, a protocol is required to coordinate the protection state
bet ween the edges of the protection donain.

In both protection schemes, traffic flows end-to-end on the working
entity after the conditions causing the sw tchover have been cl eared.
Data selection may return to selecting traffic fromthe working
entity if reversion is enabled, and it will require coordi nation of
the protection state between the edges of the protection domain. To
avoi d frequent switching caused by intermttent defects or failures
when the network is not stable, traffic is not selected fromthe
working entity before the Wait-To-Restore (WIR) tiner has expired.

4.7.3. P2MP Linear Protection

Li near protection nmay be applied to protect unidirectional P2MP
entities using 1+1 protection architecture. The source/root MPLS-TP
node bridges the user traffic to both the working and protection
entities. Each sink/leaf MPLS-TP node selects the traffic from one
entity according to sone predetermned criteria. Note that when
there is a fault condition on one of the branches of the P2MP path,
sone | eaf MPLS-TP nodes nmay select the working entity, while other

| eaf MPLS-TP nodes may select traffic fromthe protection entity.

In a 1:1 P2MP protection schene, the source/root MPLS-TP node needs
to identify the existence of a fault condition on any of the branches
of the network. This neans that the sink/leaf MPLS-TP nodes need to
notify the source/root MPLS-TP node of any fault condition. This

al so necessitates a return path fromthe sinks/leaves to the
source/root MPLS-TP node. When protection switching is triggered,
the source/root MPLS-TP node selects the protection transport path
for traffic transfer.

A formof "segnment recovery for P2MP LSPs" could be constructed.

G ven a P2MP LSP, one can protect any possible point of failure (link
or node) using N backup P2MP LSPs. Each backup P2MP LSP ori gi nates
fromthe upstream node with respect to a different possible failure
point and term nates at all of the destinations downstream of the
potential failure point. 1In case of a failure, traffic is redirected
to the backup P2MP pat h.

Note that such nechanisns do not yet exist, and their exact behavior
is for further study.

A 1:n protection schene for P2MP transport paths is also required by
[ RFC5654]. Such a mechanismis for future study.
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4.7.4. Triggers for the Linear Protection Switching Action
Protection switching may be perforned when:

0 A defect condition is detected on the working entity, and the
protection entity has "no" or an inferior condition. Proactive
i n-band OAM Continuity Check and Connectivity Verification (CCV)
moni toring of both the working and the protection entities may be
used to enable the rapid detection of a fault condition. For
protection switching, it is comobn to run a CC-V every 3. 33 ns.
In the absence of three consecutive CC-V nessages, a fault
condition is declared. |In order to nonitor the working and the
protection entities, an QAM Mai ntenance Entity G oup shoul d be
defined for each entity. QAMIindications associated with fault
conditions should be provided at the edges of the protection
domain that is responsible for the protection-sw tching operation
I nput from OAM performance nonitoring that indicates degradation
in the working entity may al so be used as a trigger for protection
switching. 1In the case of degradation, switching to the
protection entity is needed only if the protection entity can
exhi bit better operating conditions.

0 Anindication is received froma |l ower-layer server that there is
a defect in the |ower |ayer.

0 An external operator command is received (e.g., 'Forced Switch’,
"Manual Switch’). For details, see Section 6.1.2.

0 A request to switch over is received fromthe far end. The far
end may initiate this request, for exanple, on receipt of an
adm nistrative request to switch over, or when bidirectional 1:1
protection switching is supported and a defect occurred that could
only be detected by the far end, etc.

As described above, the protection state should be coordi nated

bet ween the end points of the protection domain. Control nessages
shoul d be exchanged between the edges of the protection domain to
coordinate the protection state of the edge nodes. Control messages
can be delivered using an in-band, data-plane-driven control protoco
or a control -pl ane-based protocol

For 50-ns protection switching, it is recommended that an in-band,

dat a- pl ane-driven signaling protocol be used in order to coordinate
the protection states. An in-band, data-plane protocol for use in
MPLS- TP networks is documented in [ MPLS-TP-LP] for |inear protection
(ring protection is discussed in Section 4.8 of this docunent). This
protocol is also used to detect m smatches between the configurations
provi sioned at the ends of the protection donain.
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As described in Section 6.5, the GWLS control plane already includes
procedures and nessage el ements to coordinate the protection states
bet ween the edges of the protection domain. These procedures and
protocol nessages are specified in [ RFC4426], [RFC4872], and

[ RFC4873]. However, these nessages |ack the capability to coordinate
the revertive/non-revertive behavi or and the consi stency of
configured timers at the edges of the protection domain (timers such
as WIR, hold-off tiner, etc.).

4.7.5. Applicability of Linear Protection for LSP Segnents

In order to inplenent data-plane-based |inear protection on LSP
segnents, use is nade of the Sub-Path Miintenance El enent (SPME), an
MPLS- TP architectural elenment defined in [ RFC5921]. Mintenance
operations (e.g., nonitoring, protection, or nanagenent) engage wth
message transm ssion (e.g., OAM Protection Path Coordination, etc.)
in the maintained domain. Further discussion of the architecture for
OAM and SPME is found in [RFC5921] and [ RFC6371]. An SPME is an LSP
that is basically defined and used for the purposes of OAM

moni toring, protection, or managenent of LSP segments. The SPME uses
the MPLS construct of a hierarchical, nested LSP, as defined in

[ RFC3031] .

For linear protection, SPMEs should be defined over the working and
protection entities between the edges of a protection domain. QAM
messages and messages used to coordi nate protection state can be
initiated at the edge of the SPME and sent to the peer edge of the
SPME. Note that these nessages are sent over the Generic Associated
Channel (G ACh) within the SPME, and that they use a two-I|abel stack,
the SPME | abel, and, at the bottom of the stack, the G ACh | abe

(GAL) [ RFC5586].

The end-to-end traffic of the LSP, which includes data traffic and
control traffic (messages for OAM nmnagenent, signaling, and to
coordinate protection state), is tunneled within the SPMES by neans
of | abel stacking, as defined in [ RFC3031].

Mappi ng between an LSP and an SPME can be 1:1; this is simlar to the
I TU-T Tandem Connection el ement that defines a sub-I|ayer
corresponding to a segnent of a path. Mapping can also be 1:n to

all ow the scal able protection of a set of LSP segnents traversing the
part of the network in which a protection donain is defined. Note
that each of these LSPs can be initiated or ternminated at different
end points in the network, but that they all traverse the protection
domai n and share simlar constraints (such as requirenents for
quality of service (QS), terns of protection, etc.).
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Note al so that in the context of segnent protection, the SPMES serve
as the working and protection entities.

4.7.6. Shared Mesh Protection

For shared mesh protection, the protection resources are used to
protect multiple LSPs that do not all share the same end points; for
exanple, in Figure 3 there are two paths, ABCDE and WWYZ. These
pat hs do not share end points and cannot, therefore, make use of 1l:n
| inear protection, even though they do not have any commopbn points of
failure.

ABCDE may be protected by the path APQRE, while VWXYZ can be
protected by the path VPQRZ. In both cases, 1:1 or 1+1 protection
may be used. However, it can be seen that if 1:1 protection is used
for both paths, the PQR network segnment does not carry traffic when
no failures affect either of the two working paths. Furthernore, in
the event of only one failure, the PQR segnent carries traffic from
only one of the working paths.

Thus, it is possible for the network resources on the PQR segnent to
be shared by the two recovery paths. In this way, nesh protection
can substantially reduce the nunber of network resources that have to
be reserved in order to provide 1:n protection.

Ac---B----C---D---E

\ /
\ /
\ /
ST Q----R
/ \
/ \
/ \

V-oee - W - - X Y----Z
Figure 3: A Shared Mesh Protection Topol ogy

As the network becones nore conpl ex and the number of LSPs increases,
the potential for shared mesh protection also increases. However,
this can quickly becone unmanageabl e owing to the increased
conplexity. Therefore, shared nesh protection is nornally pre-

pl anned and configured by the operator, although an automated system
cannot be rul ed out.

Note that shared mesh protection operates as 1:n |linear protection
(see Section 4.7.1). However, the protection state needs to be
coordi nated between a | arger nunber of nodes: the end points of the
shared concat enated protection segnment (nodes P and R in the exanple)
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as well as the end points of the protected LSPs (nodes A E, V, and Z
in the exanple).

Additionally, note that the shared-protection resources could be used
to carry extra traffic. For exanple, in Figure 4, an LSP JPQRK coul d
be a preenptable LSP that constitutes extra traffic over the PQR
hops; it would be displaced in the event of a protection event. In
this case, it should be noted that the protection state nust al so be
coordinated with the ends of the extra-traffic LSPs.

Ac---B---C---D---E

Veoo oW - - X----Y----Z
Figure 4: Shared Mesh Protection with Extra Traffic
4.8. Ring Networks

Several service providers have expressed great interest in the
operation of MPLS-TP in ring topol ogies; they demand a hi gh degree of
survivability functionality in these topol ogies.

Various criteria for optimnization are considered in ring topol ogi es,
such as:

1. Simplification in ring operation in terns of the nunber of OAM
Mai nt enance Entities that are needed to trigger the recovery
actions, the nunber of recovery el enents, the nunber of
managenent - pl ane transacti ons during nai nt enance operations, etc.

2. Optimzation of resource consunption around the ring, such as the
nunber of |abels needed for the protection paths that traverse
the network, the total bandwidth required in the ring to ensure
path protection, etc. (see R91 of [RFC5654]).

[ RFC5654] introduces a list of requirenments for ring protection
covering the recovery nechani sns needed to protect traffic in a
single ring as well as traffic that traverses nore than one ring.
Note that configuration and the operation of the recovery nmechani sns
in aring nust scale well with the nunber of transport paths, the
nunber of nodes, and the nunmber of ring interconnects.
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The requirenents for ring protection are fully conpatible with the
generic requirements for recovery.

The architecture and the mechanisns for ring protection are specified
in separate docunents. These nechanisns need to be eval uated agai nst
the requirenents specified in [ RFC5654], which includes guidance on
the principles for the devel opnment of new nechani sns.

4.9. Recovery in Layered Networks

In multi-layer or multi-regi onal networking [ RFC5212], recovery may
be perforned at nmultiple | ayers or across nested recovery donai ns.

The MPLS-TP recovery mechani sm nmust ensure that the timng of
recovery is coordinated in order to avoid race scenarios. This also
all ows the recovery mechani smof the server layer to fix the problem
before recovery takes place in the MPLS-TP | ayer, or the MPLS-TP

|l ayer to performrecovery before a client network.

A hold-of f timer is required to coordinate recovery timng in
multiple layers or across nested recovery domains. Setting this
configurable timer involves a trade-off between rapid recovery and
the creation of a race condition where nmultiple |ayers respond to the
same fault, potentially allocating resources in an inefficient
manner. Thus, the detection of a defect condition in the MPLS-TP

| ayer should not imrediately trigger the recovery process if the

hol d-of f timer is configured as a value other than zero. Instead,
the hol d-off timer should be started when the defect is detected and,
on expiry, the recovery el enent should be checked to determ ne

whet her the defect condition still exists. |If it does exist, the
defect triggers the recovery operation

The hol d-of f timer should be configurable.

In other configurations, where the |ower |ayer does not have a
restoration capability, or where it is not expected to provide
protection, the |lower |layer needs to trigger the higher layer to

i medi ately performrecovery. Although this can be forced by
configuring the hold-off tiner as zero, it nmay be that because of

| ayer independence, the higher |ayer does not know whet her the | ower
layer will performrestoration. |In this case, the higher layer wll
configure a non-zero hold-off tinmer and rely on the receipt of a
specific notification fromthe |lower layer if the [ower |ayer cannot
performrestoration. Since |ayer boundaries are always wi thin nodes,
such coordination is inplenmentation-specific and does not need to be
covered here.
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Ref erence shoul d be made to [ RFC3386], which di scusses the
i nteracti on between | ayers in survivabl e networks.

4.9.1. Inherited Link-Level Protection

Where a link in the MPLS-TP network is forned through connectivity
(i.e., a packet or non-packet LSP) in a | ower-|layer network, that
connectivity may itself be protected; for exanple, the LSP in the

| ower-1layer network may be provisioned with 1+1 protection. |In this
case, the link in the MPLS-TP network has an inherited grade of
protection.

An LSP in the MPLS-TP network may be provisioned with protection in
the MPLS-TP network, as already described, or it may be provisioned
to utilize only those Iinks that have inherited protection

By classifying the links in the MPLS-TP network according to the
grade of protection that they inherited fromthe server network, it
is possible to conpute an end-to-end path in the MPLS-TP network that
uses only those links with a specific or superior grade of inherited
protection. This means that the end-to-end MPLS-TP LSP can be
protected at the grade necessary to conformto the SLA wi thout
needing to provide any additional protection in the MPLS-TP | ayer
Thi s reduces conplexity, saves network resources, and elim nates

prot ection-swi tching coordination probl ens.

When the requisite grade of inherited protection is not avail able on
all segnments along the path in the MPLS-TP network, segnent
protection nmay be used to achieve the desired protection grade.

It should be noted, however, that inherited protection only applies
to links. Nodes cannot be protected in this way. An operator wll
need to performan analysis of the relative |ikelihood and
consequences of node failure if this approach is taken without
providing protection in the MPLS-TP LSP or PWI| ayer to handl e node
failure.

4.9.2. Shared R sk G oups

When an MPLS-TP protection schene is established, it is inmportant
that the working and protection paths do not share resources in the

network. If this is not achieved, a single defect nmay affect both
the working and the protection paths with the result that traffic
cannot be delivered -- since under such a condition the traffic was

not protected.
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Note that this restriction does not apply to restoration, since this
takes place after the fault has occurred, which means that the point
of failure can be avoided if an available path exists.

When planning a recovery schene, it is possible to use a topology nap
of the MPLS-TP | ayer to select paths that use diverse |inks and nodes
within the MPLS-TP network. However, this does not guarantee that
the paths are truly diverse; for exanple, two separate links in an
MPLS- TP network may be provided by two | anbdas in the sanme optica
fiber, or by two fibers that cross the sane bridge. Myreover, two
conpl etely separate MPLS-TP nodes might be situated in the sane
building with a shared power supply.

Thus, in order to achieve proper recovery planning, the MPLS TP
networ k must have an understandi ng of the groups of |ower-|ayer
resources that share a common risk of failure. Fromthis, MPLS-TP
shared risk groups can be constructed that show which MPLS-TP
resources share a common risk of failure. Diversity of working and
protection paths can be planned, not only with regard to nodes and
links but also in order to refrain fromusing resources fromthe sane
shared risk groups.

4.9.3. Fault Correlation

In a layered network, a lowlayer fault may be detected and reported
by multiple | ayers and may sometines |lead to the generation of
multiple fault reports fromthe same |ayer. For example, a failure
of a data link may be reported by the line cards in an MPLS-TP node,
but it could al so be detected and reported by the MPLS-TP OAM

Section 4.6 explains howit is inportant to coordinate the
survivability actions configured and operated in a nulti-I|ayer
network in a way that will avoid over-equipping the survivability
resources in the network, while ensuring that recovery actions are
performed in only one layer at a tine.

Fault correlation is about understandi ng which single event has
generated a set of fault reports, so that recovery actions can be
coordi nated, and so that the fault |ogging system does not becone
overl oaded. Fault correl ation depends on understandi ng resource use
at lower |ayers, shared risk groups, and a wider view with regard to
the way in which the layers are interrel ated.

Fault correlation is nost easily perforned at the point of fault
detection; for exanple, an MPLS-TP node that receives a fault
notification fromthe |lower |ayer, and detects a fault on an LSP in
the MPLS-TP | ayer, can easily correlate these two events.
Furthernore, if the sanme node detects multiple faults on LSPs that
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share the sanme faulty data link, it can easily correlate them Such
a node may use correlation to perform group-based recovery actions
and can reduce the nunber of alarmevents that it generates to its
managenment station.

Fault correlation nmay al so be perforned at a nmanagenent station that
receives fault reports fromdifferent |ayers and different nodes in
the network. This enables the managenent station to coordinate
managenent - ori gi nated recovery actions and to present consolidated
fault information to the user and autonated managenent systens.

It is also necessary to correlate fault information detected and
reported through OAM  This function would enable a fault detected at
a lower layer, and reported at a transit node of an MPLS-TP LSP, to
be correlated with an MPLS-TP-|ayer fault detected at a Mintenance
End Point (MEP) -- for exanple, the egress of the MPLS-TP LSP. Such
correlation allows the coordination of recovery actions perforned at
the MEP, but it also requires that the lower-layer fault information
is propagated to the MEP, which is nost easily achieved using a
control plane, managenment plane, or QAM nessage.

5. Applicability and Scope of Survivability in MPLS-TP

The MPLS-TP network can be viewed as two |ayers (the MPLS LSP | ayer
and the PWIlayer). The MPLS-TP network operates over data-Ilink
connections and data-link networks whereby the MPLS-TP links are
provi ded by individual data |inks or by connections in a | ower-|ayer
network. The MPLS LSP layer is a mandatory part of the MPLS-TP
network, while the PWIlayer is an optional addition for supporting
specific services

MPLS- TP survivability provides recovery fromfailure of the |links and
nodes in the MPLS-TP network. The link defects and failures are
typically caused by defects or failures in the underlying data-link
connections and networks, but this section is only concerned with
recovery actions perfornmed in the MPLS-TP network, which must recover
fromthe mani festation of any problemas a defect failure in the
MPLS- TP net wor k.

This section lists the recovery elenents (see Section 1) supported in

each of the two layers that can recover fromdefects or failures of
nodes or links in the MPLS-TP networKk.

Sprecher & Farrel I nf or mat i onal [ Page 37]



RFC 6372 MPLS- TP Survivability Framework Sept enber 2011

e e e +

| Recovery | MPLS LSP Layer | PW Layer |

| El enent | | |

R o e e e e m oo oo o e e e e e e e e e +
Li nk MPLS LSP recovery The PW Il ayer is not aware of

I I I
Recovery | can be used to | the underlying network. |
| survive the failure | This function is not |
I I I

of an MPLS-TP |i nk. support ed.
An individual LSP

Segnent / Span For an SS-PW segnent

I I I I
| Recovery | segnent can be | recovery is the sane as |
| | recovered to | end-to-end recovery. |
| | survive the failure | Segment recovery for an Ms-PW
| | of an MPLS-TP link. | is for future study, and |
| | | this function is now |
| | | provided using end-to-end |
| | | recovery. |
oo s o e e e e oo s o e e e e e e e i e +

Concatenated | A concatenated LSP Concat enat ed segnent

I I I

| Segnent | segnent can be | recovery (in an M5-PW is for|
| Recovery | recovered to | future study, and this |
| | survive the failure | function is now provided |
| | of an MPLS-TP Iink | using end-to-end recovery. |
| | or node. | |
. e meeeeemeaaeeaeas Fom e meemeeieeeeeceieemeaacaaas +
| End-to-End | An end-to-end LSP | End-to-end PWrecovery can

| Recovery | can be recovered to | be applied to survive any |
| | survive any node or | node (including S-PE) or |
| | link failure, | link failure, except for |
| | except for the | failure of the ingress or |
| | failure of the | egress T-PE. |
| | ingress or egress | |
| | node. | |
R o e e e e m oo oo o e e e e e e e e e +
| Service | The MPLS LSP layer | PWI ayer service recovery |
| Recovery | is service- | requires surviving faults in |
| | agnostic. This | T-PEs or on Attachnent

| | function is not | Grcuits (ACs). This is |
| | support ed. | currently out of scope for |
| | | MPLS-TP. |
. . +

Table 1: Recovery El enments Supported
by the MPLS LSP Layer and PW Layer

Section 6 provides a description of nmechanisns for MPLS-TP-LSP
survivability. Section 7 provides a brief overview of nmechani sns for
MPLS- TP- PW survi vability.

Sprecher & Farrel I nf or mat i onal [ Page 38]



RFC 6372 MPLS- TP Survivability Framework Sept enber 2011

6. Mechanisnms for Providing Survivability for MPLS-TP LSPs

This section describes the existing mechani sns that provide LSP
protection within MPLS-TP networks and hi ghlights areas where new
work is required.

6.1. Managenent Pl ane

As described above, a fundanmental requirenment of MPLS-TP is that
recovery nechani sns should be capable of functioning in the absence
of a control plane. Recovery nay be triggered by MPLS-TP OAM faul t
managenent functions or by external requests (e.g., an operator’s
request for manual control of protection switching). Recovery LSPs
(and in particular Restoration LSPs) may be provisioned through the
managenent pl ane.

The nmanagenent plane may be used to configure the recovery donain by
setting the reference end-point points (which control the recovery
actions), the working and the recovery entities, and the recovery
type (e.g., 1:1 bidirectional linear protection, ring protection,
etc.).

Addi tional paraneters associated with the recovery process (such as
WR and hol d-off tiners, revertive/non-revertive operation, etc.) may
al so be configured.

In addition, the managenent plane may initiate manual control of the
recovery function. A priority should be set for the fault conditions
and the operator’s requests.

Si nce provisioning the recovery donain involves the selection of a
nunber of options, msmatches may occur at the different reference
points. The MPLS-TP protocol to coordinate protection state, which
is specified in [MPLS-TP-LP], may be used as an in-band (i.e., data-
pl ane- based) control protocol to coordinate the protection states
bet ween the end points of the recovery donmain, and to check the
consi stency of configured paraneters (such as tiners, revertive/non-
revertive behavior, etc.) with discovered inconsistencies that are
reported to the operator

It should al so be possible for the managenent plane to track the
recovery status by receiving reports or by issuing polls.
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6. 1.

Configuration of Protection Operation

To inpl emrent the protection-swtching nechani sns, the follow ng
entities and information should be configured and provi sioned:

(o]

The end points of a recovery donmain. As described above, these
end points border on the elenent of recovery to which recovery is
appl i ed.

The protection group, which, depending on the required protection
schene, consists of a recovery entity and one or nore working
entities. In 1:1 or 1+1 P2P protection, the paths of the working
entity and the recovery entities nust be physically diverse in
every respect (i.e., not share any resources or physica

| ocations), in order to guarantee protection

As defined in Section 4.8, the SPME nmust be supported in order to
i mpl ement dat a- pl ane-based LSP segnent recovery, since related
control messages (e.g., for OAM Protection Path Coordi nation
etc.) can be initiated and ternminated at the edges of a path where
push and pop operations are enabled. The SPME is an end-to-end
LSP that in this context corresponds to the recovery entities
(working and protection) and nmakes use of the MPLS construct of

hi erarchical nested LSP, as defined in [ RFC3031]. OAM nessages
and nessages to coordinate protection state can be initiated at
the edge of the SPME and sent over G ACH to the peer edge of the
SPME. It is necessary to configure the related SPMES and map

bet ween the LSP segnents being protected and the SPME. Mappi ng
can be 1:1 or 1:Nto allow scal abl e protection of a set of LSP
segnents traversing the part of the network in which a protection
domain i s defined.

Note that each of these LSPs can be initiated or term nated at
different end points in the network, but that they all traverse
the protection domain and share simlar constraints (such as
requirenents for QS, terns of protection, etc.).

The protection type that should be defined (e.g., unidirectiona
1:1, bidirectional 1+1, etc.)

Revertive/ non-revertive behavior should be confi gured.

Tinmers (such as WIR, hol d-off timer, etc.) should be set.
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6

6

1.

2

2. External Manual Commands

The foll owi ng external, manual comrands nmay be provided for manua
control of the protection-swi tching operation. These conmands apply
to a protection group; they are listed in descendi ng order of
priority:

o Blocked protection action - a manual command to prevent data
traffic fromswitching to the recovery entity. This command
actual |y di sables the protection group.

o Force protection action - a manual command that forces a switch of
normal data traffic to the recovery entity.

0 Manual protection action - a manual command that forces a swi tch of
data traffic to the recovery entity only when there is no defect
in the recovery entity.

0 Clear switching command - the operator may request that a previous
adm nistrative switch command (manual or force switch) be cleared

Fault Detection

Fault detection is a fundanmental part of recovery and survivability.
In all schemes, with the exception of some types of 1+1 protection,
the actions required for the recovery of traffic delivery depend on
the di scovery of sone kind of fault. 1In 1+1 protection, the selector
(at the receiving end) may sinply be configured to choose the better
signal; thus, it does not detect a fault or degradation of itself,
but sinply identifies the path that is better for data delivery.

Faults may be detected in a nunber of ways depending on the traffic
pattern and the underlying hardware. End-to-end faults may be
reported by the application or by know edge of the application’s data
pattern, but this is an unusual approach. There are two nore conmmopn
mechani sms for detecting faults in the MPLS-TP | ayer

o Faults reported by the | ower |ayers.
0 Faults detected by protocols within the MPLS-TP | ayer

In an | P/ MPLS network, the second nechanismmay utilize control-plane
protocols (such as the routing protocols) to detect a failure of

adj acency between nei ghboring nodes. 1In an MPLS-TP network, it is
possi ble that no control plane will be present. Even if a contro
plane is present, it will be a GWLS control plane [ RFC3945], which

| ogically separates control channels fromdata channels; thus, no
concl usi on about the health of a data channel can be drawn fromthe
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failure of an associated control channel. MPLS-TP-layer faults are,
therefore, only detected through the use of OAM protocols, as
described in Section 6.4.1

Faul ts may, however, be reported by a |ower |ayer. These generally
show up as interface failures or data-link failures (sometinmes known
as connectivity failures) within the MPLS-TP network, for exanple, an
underlying optical link may detect |loss of light and report a failure
of the MPLS-TP link that uses it. Alternatively, an interface card
failure may be reported to the MPLS-TP | ayer

Faults reported by | ower layers are only visible in specific nodes
within the MPLS-TP network (i.e., at the adjacent end points of the
MPLS-TP Iink). This would only allow recovery to be performed

|l ocally, so, to enable recovery to be perfornmed by nodes that are not
imediately local to the fault, the fault nust be reported (Sections
6.4.3 and 6.5.4).

6.3. Fault Localization

If an MPLS-TP node detects that there is a fault in an LSP (that is,
not a network fault reported froma lower |layer, but a fault detected
by examining the LSP), it can imediately performa recovery action
However, unless the location of the fault is known, the only
practical options are:

o Performend-to-end recovery.
o Performsone other recovery as a specul ative act.

Since the specul ative acts are not guaranteed to achi eve the desired
results and coul d consune resources unnecessarily, and since end-to-
end recovery can require a |lot of network resources, it is inportant
to be able to localize the fault.

Fault | ocalization may be achieved by dividing the network into
protection domains. End-to-end protection is thereby operated on LSP
segnents, depending on the domain in which the fault is discovered.
Thi s necessitates nonitoring of the LSP at the domai n edges.

Al ternatively, a proactive nechanismof fault |ocalization through
OAM (Section 6.4.3) or through the control plane (Section 6.5.3) is
required.

Fault localization is particularly inportant for restorati on because

a new path nust be selected that avoids the fault. It may not be
practical or desirable to select a path that avoids the entire failed
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wor ki ng path, and it is therefore necessary to isolate the fault’s
| ocati on.

6.4. QAM Signaling

MPLS- TP provi des a conprehensive set of OAMtools for fault
managerment and performance nonitoring at different nested levels
(end-to-end, a portion of a path (LSP or PW, and at the link |evel)
[ RFC6371] .

These tools support proactive and on-dermand fault managenent (for
fault detection and fault |ocalization) as well as perfornmance
monitoring (to neasure the quality of the signals and detect
degradati on).

To support fast recovery, it is useful to use sone of the proactive
tools to detect fault conditions (e.g., link/node failure or
degradation) and to trigger the recovery action.

The MPLS-TP OAM nmessages run in-band with the traffic and support
uni directional and bidirectional P2P paths as well as P2MP pat hs.

As described in [ RFC6371], MPLS-TP OAM operates in the context of a
Mai nt enance Entity that borders on the CAMresponsibilities and
represents the portion of a path between two points that is nonitored
and mai ntai ned, and al ong whi ch OAM nmessages are exchanged.

[ RFC6371] refers also to a Maintenance Entity Goup (MEG, which is a
collection of one or nore Maintenance Entities (MEs) that belong to
the sane transport path (e.g., P2MP transport path) and which are

mai nt ai ned and nonitored as a group.

An ME includes two MEPs (Maintenance Entity Group End Points) that
reside at the boundaries of an ME, and a set of zero or nore MPs
(Mai ntenance Entity Group Intermediate Points) that reside within the
Mai nt enance Entity along the path. A MEP is capable of initiating
and term nati ng OAM nessages, and as such can only be located at the
edges of a path where push and pop operations are supported. In
order to define an ME over a portion of path, it is necessary to
support SPMEs.

The SPME is an end-to-end LSP that in this context corresponds to the
ME, it uses the MPLS construct of hierarchical nested LSPs, which is
defined in [RFC3031]. OAM nmessages can be initiated at the edge of
the SPME and sent over G ACH to the peer edge of the SPME

The rel ated SPMEs nust be configured, and mappi ng nust be perfornmed

bet ween the LSP segnents being nonitored and the SPME. Mappi ng can
be 1:1 or 1:Nto allow scal able operation. Note that each of these
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LSPs can be initiated or term nated at different end points in the
network and can share similar constraints (such as requirements for
S, terms of protection, etc.).

Wth regard to recovery, where MPLS-TP OAM i s supported, an OAM
Mai nt enance Entity Goup is defined for each of the working and
protection entities.

6.4.1. Fault Detection

MPLS- TP OAM tool s nmay be used proactively to detect the follow ng
fault conditions between MEPs:

0 Loss of continuity and m sconnectivity - the proactive Continuity
Check (CC) function is used to detect |loss of continuity between
two MEPs in an MEG The proactive Connectivity Verification (CV)
allows a sink MEP to detect a misconnectivity defect (e.g.,

m smerge or m sconnection) with its peer source MEP when the

recei ved packet carries an incorrect ME identifier. For
protection switching, it is common to run a CCGV (Continuity Check
and Connectivity Verification) message every 3.33 ns. 1|n the
absence of three consecutive CCV nessages, |oss of continuity is
declared and is notified locally to the edge of the recovery
domain in order to trigger a recovery action. |n sonme cases, when
a slower recovery time is acceptable, it is also possible to

| engthen the transnission rate.

0 Signal degradation - notification from OAM performance nonitoring
i ndi cating degradation in the working entity may al so be used as a
trigger for protection switching. 1In the event of degradation,
switching to the recovery entity is necessary only if the recovery
entity can guarantee better conditions. Degradation can be
measured by proactively activating MPLS-TP OAM packet | oss
measur enent or del ay neasurenent.

0 A MEP can receive an indication fromits sink MEP of a Renpote
Def ect Indication and locally notify the end point of the recovery
domai n regarding the fault condition, in order to trigger the
recovery action.

6.4.2. Testing for Faults

The managenment plane rmay be used to initiate the testing of |inks,
LSP segnments, or entire LSPs.

MPLS- TP provides OQAMtools that may be nanually i nvoked on-denand for

alimted period, in order to troubl eshoot |inks, LSP segnents, or
entire LSPs (e.g., diagnostics, connectivity verification, packet
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| oss nmeasurenents, etc.). On-demand nonitoring covers a conbi nation
of "in-service" and "out-of-service" nmonitoring functions. Qut-of-
service testing is supported by the OAM on-demand | ock operation

The | ock operation tenporarily disables the transport entity (LSP
LSP segnent, or link), preventing the transm ssion of all types of
traffic, with the exceptions of test traffic and OAM (dedi cated to
the | ocked entity).

[ RFC6371] describes the operations of the OAM functions that may be
initiated on-denand and provi des sone consi derations.

MPLS- TP al so supports in-service and out-of-service testing of the
recovery (protection and restoration) nechanism the integrity of the
protection/recovery transport paths, and the coordi nati on protoco

bet ween the end points of the recovery domain. The testing operation
emul ates a protection-sw tching request but does not performthe
actual switching action.

6.4.3. Fault Localization

MPLS- TP provides OQAMtools to locate a fault and determne its
precise location. Fault detection often only takes place at key
points in the network (such as at LSP end points or at MEPs). This
means that a fault rmay be | ocated anywhere within a segnment of the
rel evant LSP. Finer information granularity is needed to inplenent
optimal recovery actions or to diagnose the fault. On-demand tools
Iike trace-route, |oopback, and on-demand CC-V can be used to
localize a fault.

The information may be notified locally to the end point of the
recovery domain to allow inplementation of optinmal recovery action
This may be useful for the re-calculation of a recovery path.

The information should al so be reported to network nmanagenent for
di agnosti c purposes.

6.4.4. Fault Reporting

The end points of a recovery domain should be able to detect fault
conditions in the recovery domain and to notify the nmanagenent pl ane.

In addition, a node within a recovery donmain that detects a fault
condi tion should also be able to report this to network nmanagenent.
Net wor k management shoul d be capable of correlating the fault reports
and identifying the source of the fault.

MPLS- TP OAM tool s support a function where an internedi ate node al ong
a path is able to send an alarmreport nessage to the MEP, indicating
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the presence of a fault condition in the server |ayer that connects
it to its adjacent node. This capability allows a MEP to suppress
alarns that may be generated as a result of a failure condition in
the server |ayer.

6.4.5. Coordination of Recovery Actions

As described above, in some cases (such as in bidirectiona
protection switching, etc.) it is necessary to coordinate the
protection states between the edges of the recovery donain.

[ MPLS- TP- LP] defines procedures, protocol nessages, and el enents for
thi s purpose.

The protocol is also used to signal adnministrative requests (e.g.
manual switch, etc.), but only when these are provisioned at the edge
of the recovery donain.

The protocol al so enables msmatches to be detected between the
configurations at the ends of the protection domain (such as tinmers,
revertive/non-revertive behavior); these m smatches can subsequently
be reported to the managenent pl ane.

In the absence of suitable coordination (owing to failures in the
delivery or processing of the coordination protocol nessages),
protection switching will fail. This neans that the operation of the
protocol that coordinates the protection state is a fundanental part
of protection swtching.

6.5. Control Plane

The GWLS control plane has been proposed as the control plane for
MPLS- TP [ RFC5317]. Since GWLS was designed for use in transport
networ ks, and since it has been inplemented and depl oyed i n many
networks, it is not surprising that it contains many features that
support a high degree of survivability.

The signaling el ements of the GWLS control plane utilize extensions
to the Resource Reservation Protocol (RSVP) (as described in a series
of documents comrencing with [ RFC3471] and [ RFC3473]), although it is
based on [ RFC3209] and [ RFC2205]. The architecture for GWLS is
provided in [ RFC3945], while [RFC4426] gives a functional description
of the protocol extensions needed to support GVPLS-based recovery
(i.e., protection and restoration).

A further control -plane protocol called the Link Managenent Protoco

(LMP) [RFC4204] is part of the GWLS protocol family and can be used
to coordinate fault |ocalization and reporting.
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Clearly, the control-plane techni ques described here only apply where
an MPLS-TP control plane is deployed and operated. All nandatory
MPLS- TP survivability features nust be enabled, even in the absence
of the control plane. However, when present, the control plane may
be used to provide alternative nmechani sns that may be desirable,
since they offer sinple automation or a richer feature set.

6.5. 1. Fault Detection

The control plane is unable to detect data-plane faults. However, it
does provide nechani sns that detect control-plane faults, and these
can be used to recognize data-plane faults when it is evident that
the control and data planes are fate-sharing. Al though [ RFC5654]
specifies that MPLS-TP must support an out-of-band control channel,
it does not insist that it be used exclusively. This neans that
there may be depl oynents where an in-band (or at |least an in-fiber)
control channel is used. In this scenario, failure of the contro
channel can be used to infer that there is a failure of the data
channel, or, at least, it can be used to trigger an investigation of
the health of the data channel

Both RSVP and LMP provide a control channel "keep-alive" nechani sm
(called the Hell o nmessage in both cases). Failure to receive a
message in the configured/negotiated time period indicates a control -
pl ane failure. GWLS routing protocols ([RFC4203] and [ RFC5307])

al so i nclude keep-alive nechani sns designed to detect routing

adj acency failures. Although these keep-alive mechanisnms tend to
operate at a relatively |ow frequency (on the order of seconds), it
is still possible that the first indication of a control-plane fault
will be received through the routing protocol

Not e, however, that care nmust be taken to ascertain that a specific
failure is not caused by a problemin the control-plane software or
in a processor conponent at the far end of a link

Because of the various issues involved, it is not recommended that
the control plane be used as the primary mechani smfor fault
detection in an MPLS-TP net work.

6.5.2. Testing for Faults

The control plane may be used to initiate and coordinate the testing
of links, LSP segnents, or entire LSPs. This is inportant in sone
technol ogi es where it is necessary to halt data transnission while
testing, but it may al so be useful where testing needs to be
specifically enabled or configured.
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LMP provides a control -plane mechanismto test the continuity and
connectivity (and nam ng) of individual |inks. A single managenent
operation is required to initiate the test at one end of the |ink,
while the LMP handl es the coordination with the other end of the
link. The test nmechanismfor an MPLS packet link relies on the LM
Test nessage inserted into the data streamat one end of the |ink and
extracted at the other end of the link. This nechani sm need not

di srupt data flow ng over the I|ink.

Note that a link in the LMP may, in fact, be an LSP tunnel used to
forma link in the MPLS-TP network

GWPLS signaling (RSVP) offers two nechani sns that may al so assi st
with fault testing. The first mechani sm[RFC3473] defines the

Adm n_Status object that allows an LSP to be set into "testing node"
The interpretation of this nbode is inplenentation-specific and could
be docunented nore precisely for MPLS-TP. The nobde sets the whole
LSP into a state where it can be tested; this need not be disruptive
to data traffic.

The second nechani sm provi ded by GWLS to support testing is
described in [GWLS-OAM . This protocol extension supports the
configuration (including enabling and di sabling) of OAM nechani sns
for a specific LSP.

6.5. 3. Fault Localization

Fault | ocalization is the process whereby the exact |ocation of a
fault is determ ned. Fault detection often only takes place at key
points in the network (such as at LSP end points or at MEPs). This
means that a fault rmay be | ocated anywhere within a segnment of the
rel evant LSP.

If segnent or end-to-end protection is in use, this |evel of
information is often sufficient to repair the LSP. However, if finer
information granularity is required (either to inplenment optinal
recovery actions or to diagnose a fault), it is necessary to localize
the specific fault.

LMP provi des a cascaded test-and-propagate nechanismthat is designed
specifically for this purpose.

6.5.4. Fault Status Reporting
GWPLS signaling uses the Notify nmessage to report fault status
[ RFC3473]. The Notify nessage can apply to a single LSP or can carry

fault information for a set of LSPs, in order to inprove the
scalability of fault notification
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Since the Notify nessage is targeted at a specific node, it can be
delivered rapidly wthout requiring hop-by-hop processing. It can be
targeted at LSP end points or at segnment end points (such as MEPS).
The target points for Notify nmessages can be manual |y confi gured
within the network, or they nmay be signaled when the LSP is set up.

Thi s enabl es the process to be made consistent with segnent
protection as well as with the concept of Maintenance Entities.

GQWPLS signaling al so provides a slower, hop-by-hop nechani sm for
reporting individual LSP faults on a hop-by-hop basis using PathErr
and ResvErr nessages.

[ RFC4783] provides a nechanismto coordinate alarns and ot her event
or fault information through GWLS signaling. This mechanismis
useful for understanding the status of the resources used by an LSP
and for providing information as to why an LSP is not functioning;
however, it is not intended to replace other fault-reporting
mechani sns.

GWPLS routing protocols [RFC4203] and [ RFC5307] are used to advertise
link availability and capabilities within a GWLS-enabl ed net wor k
Thus, the routing protocols can also provide indirect infornmation
about network faults; that is, the protocol may stop advertising or
may withdraw the advertisement for a failed link, or it may advertise
that the link is about to be shut down gracefully [ RFC5817]. This
mechani sms is, however, not normally considered to be fast enough for
use as a trigger for protection switching.

6.5.5. Coordination of Recovery Actions

Fault coordination is an inportant feature for certain protection
mechani sms (such as bidirectional 1:1 protection). The use of the
GWPLS Notify message for this purpose is described in [ RFC4426];
however, specific nessage field val ues have not yet been defined for
this operation.

Further work is needed in GWLS for control and configuration of
reversi on behavior for end-to-end and segnent protection, and the
coordination of timer val ues.

6.5.6. Establishnment of Protection and Restoration LSPs

The management pl ane may be used to set up protection and recovery
LSPs, but, when present, the control plane may be used.

Sprecher & Farrel I nf or mat i onal [ Page 49]



RFC 6372 MPLS- TP Survivability Framework Sept enber 2011

Several protocol extensions exist that sinplify this process:

0 [RFC4872] provides features that support end-to-end protection
swi t chi ng.

0 [RFC4873] describes the establishnment of a single, segnent-
protected LSP. Note that end-to-end protection is a special case
of segnent protection, and [ RFC4872] can al so be used to provide
end-to-end protection

0 [RFC4874] allows an LSP to be signaled with a request that its
pat h excl ude specified resources such as |inks, nodes, and shared
risk link groups (SRLGs). This allows a disjoint protection path
to be requested or a recovery path to be set up to avoid fail ed
resour ces

o Lastly, it should be noted that [ RFC5298] provides an overvi ew of
the GWPLS techni ques available to achieve protection in nulti-
domai n environnents.

7. Pseudow re Recovery Consi derations

Pseudowi res provi de end-to-end connectivity over the MPLS-TP network
and nmay conprise a single pseudowi re segnent, or nultiple segnents
"stitched" together to provide end-to-end connectivity.

The pseudowire may, itself, require protection, in order to nmeet the
service-level guarantees of its SLA. This protection could be
provided by the MPLS-TP LSPs that support the pseudowi re, or could be
a feature of the pseudowire |ayer itself.

As indicated above, the functional architecture described in this
docunent applies to both LSPs and pseudowi res. However, the recovery
mechani sns for pseudowires are for further study and will be defined
in a separate docunment by the PWE3 working group

7.1. UWilization of Underlying MPLS-TP Recovery

MPLS-TP PW are carried across the network inside MPLS-TP LSPs.
Therefore, an obvious way to provide protection for a PWis to
protect the LSP that carries it. Such protection can take any of the
forms described in this docunent. The choice of recovery scheme wll
depend on the required speed of recovery and the traffic loss that is
acceptable for the SLA that the PWis providing.

If the PWis a Milti-Segnment PW then LSP recovery can only protect

the PWin individual segnents. This neans that a single LSP recovery
action cannot protect against a failure of a PWswi tching point (an
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S-PE), nor can it protect nmore than one segnent at a tinme, since the
LSP tunnel is termnated at each S-PE. In this respect, LSP
protection of a PWis very simlar to |link-level protection offered
to the MPLS-TP LSP | ayer by an underlying network | ayer (see Section
4.9).

7.2. Recovery in the Pseudowi re Layer

Recovery in the PWIayer can be provided by sinply running separate
PW end-to-end. Oher recovery nmechanisns in the PWI ayer, such as
segnent or concatenated segnent recovery, or service-level recovery
i nvol ving survivability of T-PE or AC faults will be described in a
separ ate docunent.

As with any recovery nechanism it is inportant to coordi nate between
| ayers. This coordination is necessary to ensure that actions
associated with recovery nechanisns are only perforned in one | ayer
at atime (that is, the recovery of an underlying LSP needs to be
coordinated with the recovery of the PWitself). It also makes sure
that the working and protection PW do not both use the same MPLS
resources within the network (for exanple, by running over the same
LSP tunnel; see also Section 4.9).

8. Manageability Considerations

Manageabi lity of MPLS-TP networks and their functions is discussed in
[ RFC5950]. OAM features are discussed in [ RFC6371].

Survivability has sone key interactions with managenent, as descri bed
in this docunent. |In particular

0 Recovery donmains may be configured in a way that prevents one-to-
one correspondence between the MPLS-TP network and the recovery
domai ns.

0 Survivability policies may be configured per network, per recovery
domai n, or per LSP

o Configuration of OAM may invol ve the sel ection of MEPs; enabling
OAM on network segments, spans, and |inks; and the operation of
OAM on LSPs, concatenated LSP segnents, and LSP segnents.

o Manual conmands may be used to control recovery functions,
including forcing recovery and | ocking recovery actions.

See al so the considerations regarding security for managenent and OAM
in Section 9 of this docunent.
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9. Security Considerations

This framework does not introduce any new security considerations;
general issues relating to MPLS security can be found in [ RFC5920].

However, several points about MPLS-TP survivability should be noted
her e.

o If an attacker is able to force a protection switch-over, this may
result in a small perturbation to user traffic and could result in
extra traffic being preenpted or displaced fromthe protection
resources. In the case of 1:n protection or shared nesh
protection, this may result in other traffic becomi ng unprotected.
Therefore, it is inmportant that OAM protocols for detecting or
notifying faults use adequate security to prevent them from bei ng
used (through the insertion of bogus nessages or through the
capture of legitinmate nessages) to falsely trigger a recovery
event .

o |f manual commands are nodified, captured, or sinulated (including
replay), it mght be possible for an attacker to perform forced
recovery actions or to inpose |ock-out. These actions could
i mpact the capability to provide the recovery function and could
al so affect the nornmal operation of the network for other traffic.
Ther ef ore, managenent protocols used to perform nmanual commands
must all ow the operator to use appropriate security nechani sns.
This includes verification that the user who perforns the comuands
has appropriate authorization

o |If the control plane is used to configure or operate recovery
mechani sms, the control -pl ane protocols rmust al so be capabl e of
provi di ng adequate security.
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