Net wor k Wor ki ng G oup Vinton G Cerf
Request for Comments: 635 Stanford University
NI C. 30489

An Assessment of ARPANET Protocols

ABSTRACT

Thi s paper presents sone theoretical and practica
motivations for the redesign of the ARPANET conmmuni cation
protocol s. |ssues concerning multipacket nessages,

Host retransm ssion, duplicate detection, sequencing,

and acknow edgnent are di scussed. Sinplifications

to the | MP/I MP protocol are proposed on the assunption
that new Host |evel protocols are adopted. Famliarity
with the current protocol designs is probably necessary
since many of the argunents refer to details in the
present protocol design.
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I nt roducti on.

The history of the Advanced Research Project Agency resource
sharing conputer network (ARPANET) [6] is in nmany ways a history of
the study, devel opnent, and inplenentation of protocols. During the
early devel opment of the network many inportant concepts were dis-
covered and introduced into the protocol design effort. Protoco
| ayering (functional separation of different |evels of network trans-
m ssion), the notion of bilateral rendezvous to set up Host-to-Host
connections [1,2], and the definition of a Network Virtual Ternina
to aid in the specification of a Term nal -to-Host protocol [3,14] are
all examples of inportant early ideas. The tasks facing the ARPANET
design teams were often unclear, and frequently required agreements
whi ch had never been contenpl ated before (e.g., conmon protocols to
permt different operating systems and hardware to comuni cate). The
success of the effort, seen in retrospect, is astonishing, and nuch
credit is due to those who were willing to comrit thenselves to the job
of putting the ARPANET toget her.

Over the intervening five years since the ARPANET was first begun,
we have | earned a great deal about the design and behavi or of the proto-
cols in use. The Inp-to-Inp protocol [4] has undergone continuous re-

vi sion, and the HOST/IMP interface specification [5] has been nodified
slightly. In retrospect and in the |ight of experience, it seens
reasonabl e to reconsi der sonme of the aspects of the designs and inpl enen-
tations currently in use. Furthernore, the rapid devel opnment of nationa
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conmputer network projects around the world enphasi zes the need for
i nternational cooperation in the design of comunication protocols so

that international connections can be acconplished.

This paper deals with the notivations for the redesign of the



HOST-t 0o- HOST, | MP-to-1 MP, and HOST/ | MP comuni cation protocols in the
ARPANET. Anal yses of theoretical throughput and del ay avail able from
exi sting protocols, and a discussion of sonme weaknesses in them are

i ncl

RFC

uded.
The basic concl usions reached in this report are:

a) Miltipacket nmessage facilities can be elimnated wthout |oss
of potential throughput, and with a concurrent sinplification of
| MP software. [8]

b) Ordering by the destination | MP of nessages delivered to a destina-
tion HOST can lead to a | ockup condition simlar to the reassenbly
| ockup experienced in an earlier version of the IMP protocol in
connection with nmultipacket nmessage reassenbly [7]. Hosts nust
order arriving nmessages anyway, so the | MP need not do it.

c) HOST/I MP protocol could be changed to allow arbitrarily Iong
messages to be sent fromHOST to | M°, as long as the destination
| MP need not reassenble or re-order the arriving packets before
delivery to the HOST

d) Host level retransm ssion, positive end-to-end acknow edgnents,
error detection, duplicate detection, and message ordering, can
elimnate the need for many of these features in the | MP/ 1M
protocol, and the Request for next Message (RFNM facility in the
present HOST/ | MP pr ot ocol
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e) The flow control mechanismin the current HOST- HOST protocol can
| ose synchroni zati on owi ng to nessage | oss or duplication
f) Host |evel connections should be full duplex.
g) The need for a separate HOST/ HOST control connection can be

elimnated by carrying control information in the header of each
Host transni ssion

Thr oughput Consi der ati ons.

In spite of the fact that the | MP subnet can deliver up to 80 kb/sec

bet ween pairs of Hosts”, virtually no application using Host software

has
Ar

achieved this figure. An experinment between Tinker and MC ell an
Force Bases in 1971 achi eved burst rates as high as 40 kb/sec, but

this was achi eved by the use of a non-standard Host/Host protocol which

tra

nsmtted data over multiple |ogical connections, and which used Host

| evel re-assenbly and acknow edgenent to achieve reliable, ordered trans-
m ssion ., The follow ng anal ysis shows that the current Host/Host
protocol cannot offer nmore than 40 kb/sec on a single connection ow ng

to

message format overhead, and that this figure drops hyperbolically

if the communi cating Hosts are separated by several |Mps.

of

The single major reason for the distance (hop) dependent behavi or
Host/ Host throughput is the "nmessage-at-a-tine" Host/ Host

protocol. This neans that, on a given connection between processes in

AN

AN

Unpubl i shed nmeasurement experinments at UCLA run by R Kahn and V.
Cerf confirned this.

Unpubl i shed nmeasurenent data obtained by V. Cerf at the ARPA Network
Measur enment Center, UCLA.
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the Hosts, only a single nessage ranging from 0-8063 bits of data can

be outstanding at any nmonment. When the Host/Host protocol was originally
designed, the I MPs provided up to 256 sinplex logical |inks between pairs
of Hosts. If a nmessage was sent over a link (there was a one to one

rel ati onship between a Iink and a connection), the |ink was bl ocked unti
a RFNM was received fromthe destination IMP indicating that the nessage
had been delivered to the Host. OF course, the nechani smwas protected

by a tine-out in case the RFNM fail ed to appear.

The | MP protocol has since been changed considerably and now pernits
up to n nessages”™ to be outstanding between pairs of | MPs, regardl ess
of the links used and regardl ess of which Hosts are communi cati ng.

This last point means that there can be sonme interference anong Hosts
connected to the sane IMP if the Hosts are conmmunicating with the sane
destination | MP

The Host/Host protocol has not been changed to take advantage of the
possibility of nultiple nmessages and is unable to achi eve maxi num possi bl e
throughput. In figure 1, the time behavior of a multipacket nessage is
shown as it passes through several |IMPs from source to destination

IMP(0) | pkt(0) | pkt(1) | | pkt(m1) |
| |
I MP(1) I I | pkt(0) | pkt(1) | | pkt(m1) |
I ||
| B
I MP(h-1) | || | pkt(0) | pkt(1) | | pkt(m1) |
| <------ b I N e i
\ \
\ ‘---> propagation delay fromIMPO to | WP

‘--> packet transnission del ay
Packet handling by h I MPs for an m packet nessage

Figure 1

N currently four, this linmt being inmposed by | MP buffer space.
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Figure 1 is naive in several ways. First, it does not show any
interfering traffic, nor have any packets gotten out of order or been
routed on alternate paths. Second, all packets are assuned to be the

same maxi mum si ze. Furthernore, the figure does not show the transm ssion
delay to and fromthe Hosts. Thus, the results of the analysis will be
slightly optimstic.

The | ogi cal connection between Hosts will be busy only for m packet
times out of h+m| packet tinmes. The source IMP will be busy for m
packet transm ssion tinmes sending the nessage to a nei ghboring | MP. The
last bit of the first packet will arrive at the destination IMP after h
packet transm ssion tinmes (not counting propagation delay) and the re-
mai ning m1 packets will conplete arrival after ml packet transm ssion



times. The source Host will be permitted to transmt another nessage
after it receives a RFNM fromthe destination IMP. The RFNMis actually
sent after the nmessage has been reassenbl ed, the first packet has been
delivered, and the destination | MP has sufficient free buffer space for
anot her maxi mum | ength mul ti packet nessage.” Thus a new transni ssion
cannot occur until h+m 1 packet times, at |least, so the fraction of busy
time is just m (h+ml)

The actual bandwi dth between | MPs is reduced from50 kb to 40 kb
by overhead bits needed for Host/Host, |IMP/IMP control. |IMPs send periodic
routing messages to all their neighbors (every .640 seconds)”"" and these
consune further bandwi dth. W can estimate the nomi nal fraction of 50 kb/sec
bandwi dt h avail able from source to destination IMP and multiply this by the
fractional busy tine per connection to obtain an optim stic bound on nmaxi mum
t hroughput per connecti on.

N If after 1 second no space is available, the RFNMis sent anyway.
AN Some | MPs have 230 kb/sec lines, or 9.6 kb/sec, but npst have 50 kb/sec.
AMAThis interval is a function of |line speed and | oad and may be as | ow as 128 ns.
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Anal ysi s of Expected Throughput Bounds.

Let T be the nunber of bits of text to be transmtted by a Host
whose natural word length is Whits. The Host/Host message format
includes a 32 bit |eader followed by a 40 bit prefix, followed by the
text to be sent. W will assune that a sending Host will transmit an
integral nunber of its words, including the 72 bits preceding the text
of the message. Furthernore, the Host/IMP interface appends a one bit
to each nessage, followed by as nany zeroes as are needed to nake the
ensenble an integral number of 16 bit | MP words (the IMP is a Honeywel |
316 or 516 computer).

The total nunber of bits in a Host nessage whose text contains T
bits is given by equation 1.

MT,W =B1 (T) + B2 (T,W + B3(T,W (1)
where B1(T) =T+ 72

B2(T, W = - BL(T) mod W

B3(T,W =1+ (-BL(T) - B2(T,W - 1) nod 16

B1(T) is the nunber of bits in the Host message including | eader,
prefix, and text. B2(T,W is the nunber of bits needed to nmake B1(T)
an integral nunber of Host words, and B3(T,W is the nunber of bits needed
to nake the total an integral nunber of 16 bit | MP words.

The MT, W bits are converted to packets in the follow ng
way. The 32 bit | eader is renoved and the remai ning words are divided
i nto packets containing no nore than 1008 bits of data, each preceded
by an 96 bit header which includes the data fromthe 32 bit |eader. Wen
these packets are transmitted to a neighboring I MP, they are encl osed
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in aline control envel ope consisting of 48 bits of control octets and

a 24 bit cyclic checksum W can conpute the nunmber of bits required
to carry all the packets as foll ows:



P(T,W =( (MT,W-33)/1008 + 1 ) x 168 + MT,W - 32 (2)

The line transm ssion efficiency when transmtting T bits of Host
text is given by.

LTE(T,W = T/P(T, W (3)
The expected fraction of tine a logical link, which is H hops |ong,
can be busy carrying a Host nmessage of T text bits is given by
P(T, W
EBF(T,WH) =
HmnP(T,W , 1176]+ max [P(T,W-1176 , O] (4)

EBF(T,WH) is a refinenment of the fraction conputed earlier (m (mth-1)).

The nunerator of EBF(T,WH) is just the nunber of bits which nust be
transmtted fromthe source | MP. The denom nator uses the mn and max
functions to deal with the case that a nessage is less than a full single
packet in length. In any case, it takes H hops to deliver the first
packet, and the remaining bits follow this packet until the entire nessage
has arrived at the destination IMP. (Note that DLE nmay be doubl ed on the
line so that this cal culation assunmes 'DLE never sent as data.)

The routing nmessages require 1024 bits of text and 136 bits of packet
header and line control, and are sent by each IMP to all its adjacent
nei ghbors every . 640 seconds. The bandwi dth required for routing nessages
is thus (1160)/.640 = 1.8 kb/sec.

Thus the bandw dth which can be expected for Host nessages contai ni ng
T text bits, sent over H hops, is expressed in equation (5) bel ow

B(T, WH = EBF(T,WH) x LTE(T,W x (50-1.8) kb/sec (5)
B(T,WH) ignores a nunber of conplicating factors:
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a) delay for sending RFNM and inplicit space reservation for
mul ti packet nessages to source | M

b) propagation del ays between Host/IMP and | MP/ | MP
c) queuei ng del ays at internediate | MPs

d) retransm ssion del ays
Nevertheless, B(T,WH) offers an optim stic estinmate of the bandw dth
that can be expected using the current ARPANET Host/Host protocol

There is an inplicit assunption that packets of a nultipacket message
are not sent over alternate routes (e.g., two 50 kb/sec paths). Since
alternate routing in the | MP subnet is used to avoid congested areas
and not to inprove bandw dth, this assunption is probably valid for the
low traffic densities presently found in the ARPANET.

B(T, WH) has been plotted in figure 2 for a 32 bit Host (W32), and
a range of nessage text |engths and Hops. As can be seen, the effect
of single nessage at a tine transm ssion on a single |ogical connection
is very marked for |onger and | onger hops. The curves woul d be even
lower in the case of a satellite channel owing to the |ong propagation
delay (1/4 second up and down) for both the message and the returni ng RFNM
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The Mul tipacket Message | ssue.

The original | MP systempernmitted only one nessage at a tine on a
single link, and thus some neans was needed to all ow for higher bandw dth
than singl e packet nessages could provide. This was achi eved, to some
extent, by permtting up to eight packets in a single nessage.

It was soon discovered, however, that a Host transmitting multipackets
on separate logical links could cause a | ockup condition at the destination,
and was first described by R Kahn and W Crowther [7].” Essentially,



i nadequat e space m ght exist at the destination to reassenble all multi-
packets in transit on several l|inks. The condition was self-sustaining
if the Host continued transm ssion, although the destination could

di scard unassenbl ed mul ti packets after a tine-out. The condition either
backed up into the rest of the network, or at best caused | oss of
messages i n the network.

The solution to the multipacket reassenbly | ockup probl emthat was
eventual ly inplenented required the source IMP to reserve reassenbly
buffer space at the destination | MP before transmitting the multipacket.

Actually, this problemis just a case of a nore general problem which can
be caused by the destination | MP sequenci ng of messages delivered to the
Host .

O dering of Messages.

The | MP system guarantees that nmessages wi 1l be delivered to a
destination Host in the sanme order that they left a source Host. This
service can cause a |lockup simlar to reassenbly | ockup if enough nessages
arc in transit to the destination | MP. Single packet nessages are sent
wi thout prior reservation to the destination and, if space is available
for them a RFNMis returned to the source IMP. In the event that no

N Kahn actually knew in 1967 that the condition could occur, but was unable
to convince his colleagues until he actually | ocked up the network by using
a nmessage generator to flood the network in March, 1970.
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roomis available, an inplicit reservation request is queued at the
destination | MP. When space is available, an allocation nessage is sent
to the source I MP which retransmits the single packet nessage. The
source | MP keeps a copy of the single packet nessage for retransm ssion
until it either receives a RFNMfromthe first copy transmtted or an
al | ocate nessage indicating that there is now roomavailable for a
second copy to be accepted.

This schene can fail if either a given Host has too many messages
intransit, or if many Hosts, served by different | MPs, have too many
messages in transit for the sane destination. This is so because the
destination IMP will accept packets which arrive out of order and buffers
themuntil they can be re-ordered for transmission to the destination
Host .

Presently, a source IMP only permts up to four messages (regardless
of length) to be in transit for a given destination at a tinme. This
essentially reduces the probability of a | ockup, but it is not zero,
since sufficient nessages may be outstanding fromdifferent | MPs for the
sane destination to cause a | ockup.

Such | ockups are protected against as well, by timng out undelivered
messages at the destination and discarding them The tineout is on the
order of tens of seconds. Even though the | MP subnet can recover from
such conditions, it is apparent that Hosts nust be prepared to retransmt
messages occasionally to recover from nessage | oss caused by deliberate
di scardi ng of nessages at the destination or by catastrophic failures in
which an I MP | oses all its packets upon crashing.

N R Kahn, L. Kleinrock, and H Opderbeck point out that | MPs do not accept
out - of -order packets, but do send all ocates back for them If roomis also
al l ocated for unreceived but anticipated in-order packets, no | ockup wll
occur. If this step is omitted, then the inplenentation may fail
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Host Retransm ssion, Sequencing, and Duplicate Detection

The Host/Host protocol docs not provide for retransmission. If it
did, however, then this would require that the destination Host detect
duplicate transm ssions and al so verify sequencing of arriving nmessages
since the destination IMP cannot, in the current schene, detect that a
Host has sent a duplicate nessage.

If this line of reasoning is pursued, it beconmes evident that
sequenci ng of nessages by the destination IMP is redundant and coul d be
elimnated. Furthernore, with the elimnation of ordering, nultipacket
messages could al so be elimnated so long as Hosts were pernmitted to
transmt a sufficient nunber of single packet messages to achi eve maxi mum
pot enti al bandwi dt h.

Along with Host retransnmission, it is necessary to introduce sone
ki nd of end-to-end positive acknow edgnent. The RFNMis currently sent
by the destination IMP to the source Host and is taken to nmean that a
message has been successfully delivered to the destination Host (for
mul ti packet nessages, the RFNMis sent after the first packet has been
delivered). It seens sensible to arrange a Host | evel acknow edgnent
whi ch confirms delivery. In this case, the RFNM coul d al so be elim nat ed.

One might use RFNM s optionally as a debugging tool, to be turned off
and on at wll.

Statistics taken fromthe ARPANET indicate that Host retransm ssion
woul d rarely be required on account of nessage |oss, but this is partly
because of the retransm ssion and reservation facilities in the current
| MP system
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Fl ow Control .

If all end-to-end retransm ssion, duplicate, detection, and sequencing
are perfornmed by Hosts, then it is essential that the source and destina-
tion Hosts agree upon a nmaxi mum nunber of packets (or bits, octets, etc.)
that can be outstanding at one time. O herw se, the destination Host
may experience | ockup problens simlar to those found now in the destination
I MP.

The current Host/Host flow control schene has several weaknesses.

First, it requires that special control messages be sent on a contro
connection which is distinct fromthe connection on which data is transmtted.

Second, it is an increnental schene in which the destination Host all ocates
a certain nunber of bits and nessages which nmay be sent by the source

Bot h source and destination Hosts decrenent these counts as nessages are
sent and received. To maintain throughput, the destination nust periodi-
cally send allocations to the source to replenish its avail able buffer
space. Destinations with snmall anount of buffer space (e.g., Ternina
IMPs or TIPs) nust do this fairly frequently and thus generate considerable
control traffic. Third, the loss of an allocation or the duplication of
one can cause | oss of synchrony between source and destination



In an earlier paper [9], the author and R Kahn propose a nore robust
flow control schenme including ideas found in the French CYCLADES network
[10]. Essentially, the receiver allocates a w ndow representing the span
of sequence nunbers that the sender may transmt. Acknow edgrments from
the receiver to the sender indicate the | argest sequence number received
so far (inplicitly acknow edging all those preceding), and also indicate
the .current width of the wi ndow. The sender imediately knows which sequence
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nunbers can be sent next. The schenme also allows for duplicate detection
and reordering of nessages.

Acknow edgrment and flow control information’ is sent "piggy-back"
with data flowing in the reverse direction of a full duplex |ogica
connection so that a separate control connection is not needed for this
pur pose. For exanple, a nessage is sent with sequence nunber M and
length L in octets. The receiver will respond with acknow edgrment of
sequence nunber M+L and wi ndow size W The sequence nunber of each
message i s the sequence nunber of the previous nmessage plus its length
in octets.

The receiver can vary the size of Ww thout any serious adverse
effect, and can survive the receipt of duplicates or the |oss of nessages
due to the retransmi ssion and duplicate detection permtted by the schene.

The sender is not permitted to transmt a nmessage whose sequence number
woul d exceed the sum of the |ast sequence nunber acknow edged plus the
current wi ndow size, W nodul o the naxi mum sequence nunber plus one.
Arbitrary Message Lengths.

Until now, it has been inplicit that nultipacket nmessages are unneces-
sary for maintaining high throughput, as |ong as sufficient packets can
be sent to fill the delay pipeline fromsource to destination Host. If
the | MP system were programed with know edge of the Host/Host protoco
so that it could create a properly formatted Host/Host header for each
packet it transmts, given the initial header of an arbitrarily |ong
message, then packets could be delivered out of order to the destination
Host, so long as each correctly identified the range of sequence nunbers
contained in each packet. Since each octet of a nessage has an inplicit
sequence nunber, this would not be difficult to conpute. An idea simlar
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to this is found in the Very Distant Host Reliable Transm ssion Package:
[appendi x F, 5] in the current ARPANET, except in this case, a Host nust
know about | MP packet format. It is debatable whether this would be a
good idea, since changes in Host/Host protocol would require changes in
| MP programm ng, but if it were inplenmented, then Hosts could send
arbitrarily | ong nessages. The destination Host would receive a coll ec-
tion of single packet messages which it woul d then sequence as if they
had been sent that way by the source Host in the first place.

Si npl ex versus Ful | -Dupl ex Logi cal Connecti ons
The present Host/Host protocol inplenments sinplex connections. The
usage over the last five years seens to indicate that nbst often, two
si mpl ex connections are set up to act as a full duplex connection

If Host |evel acknow edgments and flow control are inplenmented, then it



is natural for themto be carried in the reverse direction of a ful
dupl ex | ogi cal connection. Furthernore, termnal to Host connections
are necessarily full-duplex to allow for data to nove in both directions.

Finally, by enmbedding control in the headers of returning traffic on the
full duplex connection, the need for a separate control connection could
be el i m nated.

Connection Set-up

The current Host/Host protocol uses control messages sent on a

speci al control connection to establish new connections,. The procedure
is called the Initial Connection Protocol or ICP [11]. The protocol is
symmetric and requires that informati on be exchanged by both Hosts as

to the nanes of the sockets at either end of the connection. This
exchange precedes any flow of data. Other control nessages are exchanged
whi ch deternine the buffer space available at the receiver
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A proposal by D. Walden [12] suggests that this is largely unnecessary,
as long as both sides can simultaneously send data identifying the source
and destination sockets (Walden calls them Ports) along with the text of
t he nmessages.

A post office analogy is useful to describe what is intended. The
source Host wites a letter and encloses it in an envel ope addressed to
the destination port with a return port address. Either the destination
port is willing to receive or it is not (e.g. it nay not even be known
to the destination Host). In the former case, the letter is acknow edged
in the usual fashion. In the latter case, the letter is not acknow edged
(port unprepared to receive), or it is rejected ("address unknown").

Si nce port addresses may be dynamically assigned to processes in a
destination Host, it will probably be necessary to include a fornal con-
trol exchange which indicates to the sender that a receive port is being
cl osed, and the sender would be expected to acknow edge this. Simlarly,
the sender may end a transmission with the indication that the send port
is being closed and the receiver would sinilarly acknow edge. Since
Hosts do the sequencing, there can be no confusion as to when the closure
is to take place. The rejection of an initial transm ssion can be nmade
to look like the closure of the destination port so that the nunber of
di stinct control nessages can be kept to a minimum This nethod is
simlar to the one currently used in the ARPANET, but could be carried
out via control bits in the Host | evel messages and thus elimnate the
need for a special control connection
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Summary.

Argunments have been presented in this paper which show that nulti-
packet reassenbly is not the best vehicle for achieving high throughput
fromHost to Host. The elimnation of | MP reassenbly as well as nessage
sequenci ng by the destination | MP can permt considerable sinplification
of the IMP protocols, while sinultaneously placing the. burden of buffering,
duplicate detection, and sequenci ng of nessages on the Hosts which have
the buffer space for this purpose.

Arbitrarily | ong messages could be sent by Hosts, at the expense of



| MP knowl edge of Host protocol. Elimnating the ordering requirenent
at the destination I MP also elimnates serious potential |ockup conditions.

Host | evel positive acknow edgnments can eliminate the erroneous use
of the RFNM for this purpose, and permt a nore robust protocol which
need not depend upon perfect performance w thout nessage | oss by the
I MP subnet .

Ful I dupl ex | ogical connections between ports in Hosts are nore
natural than the sinplex connections presently used, and facilitate the
elimnation of the special control connection required in the current
Host protocol.

Unr esol ved Probl ens and | ssues.

Even if a source and destination Host have adequate buffer space to
pernmit a | arge nunber of nessages (or packets, or octets) to be outstanding
between them the I MP subnet nust have a way of conbating congestion
which may result fromtoo rapid influx of data froma source Host, or
from monmentary congestion owing to the confluence of excessive traffic
heading, in the sane direction, possibly to the same destination. Alternate
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routing strategies can help, but not conpletely solve the problem One
possibility is to insist that source Hosts nonitor actual throughput
achi eved over the last few seconds (milliseconds?) and adjust out put
rate accordingly. Destination Hosts can nonitor this throughput as well,
and adj ust the receive buffer space it allocates to the sender to reduce
unnecessary retransm ssions. The I MPs can sinply discard traffic which
cannot be buffered, knowing that the source will retransmt. |MPs

whi ch di scard packets to elimnate congestion could even send short
war ni ng nessages to source or destination (or both) to stinulate adjust-
ment. This is a very sticky problem and involves issues such as paynent
by Hosts for retransm ssion. Mdst strategies in use today involve
limting, a priori, the anbunt of data which a source Host is allowed
to send (e.g., isarhythm c network proposed by Davies [13]; naxinmum of

n nessages all owed by ARPANET | MPs). Measurenent of throughput

achi eved by source and destination Hosts may be a good strategy in any
case since it serves as a nmeasure of quality of service provided by the
packet sw tchtng network

In the ARPANET, the TELNET protocol [14] for terminal to Host com
muni cati on has needed sonme way of signalling the Host in which the serving
process resides that any accumnul ated data shoul d be discarded up to the
point of the "interrupt signal." This facility permts a renote user
to abort or recapture control from an uncooperative serving process
whi ch has stopped accepting data. The current schene involves the use
of a special interrupt signal sent on the control connection, but there
is a problemof synchronizing the interrupt request with the data in the
pi peline. This signal could be carried in the control field of a Host
message and woul d participate in the sequence nunbering of the data, thus
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provi ding for synchroni zation. Since the Host operating system woul d
process the nessage header before passing the data to the receiving port,
the interrupt coul d bypass processing by the receiving process and thus

provide the desired interrupt-like effect.

There are undoubtedly nmany other problens and i ssues which coul d



not be nentioned in the scope of this paper, and the author would be

pl eased if these and the preceding commentary will stinulate discussion
and thus further the general understanding of protocol requirenents for
di stributed conputer networks.
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