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Abst r act

Thi s docunent describes anonym zation techniques for IP flow data and
the export of anonynized data using the IP Flow I nformation Export
(IPFIX) protocol. It categorizes common anonym zation schenes and
defines the paraneters needed to describe them It provides

gui delines for the inplenentation of anonym zed data export and
storage over |PFI X, and describes an information nodel and Options-
based nmethod for anonymi zation netadata export within the | PFIX
protocol or storage in IPFIX Files.

Status of This Meno

Thi s docunent is not an Internet Standards Track specification; it is
publ i shed for exam nation, experinental inplenmentation, and
eval uati on.

Thi s docunent defines an Experinental Protocol for the Internet
community. This docunent is a product of the Internet Engi neering
Task Force (IETF). It represents the consensus of the | ETF
conmmunity. |t has received public review and has been approved for
publication by the Internet Engineering Steering Goup (IESG. Not
all docunents approved by the I ESG are a candi date for any |evel of
Internet Standard; see Section 2 of RFC 5741

I nformati on about the current status of this docunent, any errata,

and how to provide feedback on it nay be obtained at
http://ww.rfc-editor.org/info/rfc6235
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1.

1.

I nt roducti on

The standardi zation of an I P Flow Information Export (1PFIX) protocol
[ RFC5101] and associ ated representati ons renoves a technical barrier
to the sharing of IP flow data across organi zati onal boundari es and
with network operations, security, and research communities for a

wi de variety of purposes. However, with w der dissemination cones
greater risks to the privacy of the users of networks under
measurenent, and to the security of those networks. While it is not
a conplete solution to the issues posed by distribution of IP flow

i nformati on, anonym zation (i.e., the deletion or transformation of
information that is considered sensitive and that could be used to
reveal the identity of subjects involved in a comrunication) is an
important tool for the protection of privacy wthin network

measur enent i nfrastructures.

Thi s docunent presents a nechani smfor representing anonyni zed data
within | PFI X and guidelines for using it. It is not intended as a
general statenment on the applicability of specific flow data

anonym zati on techniques to specific situations or as a
recomendat i on of any particul ar application of anonym zation to flow
data export. Exporters or publishers of anonym zed data nust take
care that the applied anonym zation technique is appropriate for the
data source, the purpose, and the risk of deanonyni zation of a given
appl i cation.

It begins with a categorization of anonym zation techniques. It then
describes the applicability of each technique to conmonly

anonymi zabl e fields of I P flow data, organized by information el enent
data type and semantics as in [RFC5102]; enunerates the paraneters
required by each of the applicable anonym zation techni ques; and

provi des guidelines for the use of each of these techniques in
accordance with current best practices in data protection. Finally,
it specifies a nechanismfor exporting anonym zed data and bi ndi ng
anonymi zati on netadata to Tenpl ates and Options Tenpl ates using | PFI X
Opt i ons.

1. | PFI X Protocol Overview

In the IPFI X protocol, { type, length, value } tuples are expressed
in Tenpl ates containing { type, length } pairs, specifying which

{ value } fields are present in data records conformng to the
Tenmpl ate, giving great flexibility as to what data is transnitted.
Since Tenplates are sent very infrequently conpared with Data
Records, this results in significant bandw dth savings. Various
different data formats may be transmtted sinply by sending new
Tenpl ates specifying the { type, length } pairs for the new data
format. See [RFC5101] for nore infornmation.
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The I PFI X i nformati on nodel [RFC5102] defines a | arge nunber of
standard Information Elenents (l1Es) that provide the necessary

{ type } information for Tenplates. The use of standard el enents
enabl es interoperability anong different vendors’ inplenentations.
Addi tionally, non-standard enterprise-specific elenents may be
defined for private use.

1.2. | PFI X Documents Overvi ew

"Specification of the IP Flow Information Export (IPFIX) Protocol for
the Exchange of IP Traffic Flow Information" [RFC5101] and its

associ ated docunments define the | PFI X protocol, which provides

net wor k engi neers and adnministrators with access to IP traffic flow

i nformation.

"Architecture for IP Flow Informati on Export" [RFC5470] defines the
architecture for the export of neasured IP flow information out of an
| PFI X Exporting Process to an | PFI X Collecting Process, and the basic
term nol ogy used to describe the elenments of this architecture, per
the requirenents defined in "Requirements for IP Flow I nformation
Export"” [RFC3917]. The IPFI X Protocol docunment [RFC5101] then covers
the details of the nethod for transporting | PFI X Data Records and
Tenpl ates via a congestion-aware transport protocol froman | PFI X
Exporting Process to an | PFI X Collecting Process.

"Informati on Model for IP Flow Informati on Export" [RFC5102]
describes the Information El ements used by I PFI X including details
on Information El enent nani ng, nunbering, and data type encoding.
Finally, "I'P Flow Information Export (IPFIX) Applicability" [RFC5472]
describes the various applications of the | PFI X protocol and their
use of information exported via IPFIX and relates the | PFI X
architecture to other neasurement architectures and frameworks

Additionally, "Specification of the IP Flow Informati on Export
(IPFIX) File Format" [RFC5655] describes a file format based upon the
| PFI X protocol for the storage of flow data.

Thi s docunment references the Protocol and Architecture docunents for
term nol ogy and extends the I PFI X Information Model to provide new
Information El enents for anonym zati on netadata. The anonym zation
techni ques described herein are equally applicable to the I PFIX
protocol and data stored in IPFIX Files.

1.3. Anonymzation within the I PFI X Architecture
According to [ RFC5470], |PFI X Message anonym zation is optionally

performed as the final operation before handing the Message to the
transport protocol for export. Wile no provision is nmade in the
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architecture for anonym zation netadata as in Section 6, this
arrangenent does allow for the rewiting necessary for conprehensive
anonym zation of |IPFI X export as in Section 7. The devel opnent of
the I PFI X Medi ation [RFC6183] franmework and the I PFIX File Fornmat

[ RFC5655] expand upon this initial architectural allowance for
anonym zation by adding to the list of places that anonynization may
be applied. The forner specifies |PFI X Mediators, which rewite

exi sting | PFI X Messages, and the latter specifies a method for
storage of IPFIX data in files.

More detail on the applicable architectural arrangenents for
anonymi zati on can be found in Section 7.1

1.4. Supporting Experinentation with Anonym zation

The status of this docunent is Experinental, reflecting the
experinental nature of anonym zation export support. Research on
network trace anonym zation techniques and attacks against themis
ongoi ng. Indeed, there is increasing evidence that anonym zation
applied to network trace or flow data on its own is insufficient for
many data protection applications as in [Burl0]. Therefore, this
docunent explicitly does not recomrend any particul ar techni que or

i npl ement ati on t hereof.

The intention of this docunent is to provide a common basis for

i nt eroper abl e exchange of anonyni zed data, furthering research in
this area, both on anonym zation techni ques thenselves as well as to
the application of anonym zed data to network neasurenent. To that
end, the classification in Section 3 and anonym zation export support
in Section 6 can be used to describe and export information even
about data anonym zed using techniques that are unacceptably weak for
general application to production datasets on their own.

Wil e the specification herein is designed to be i ndependent of the
anonymi zati on techni ques applied and the inplenmentation thereof, open
research in this area may necessitate future updates to the
specification. Assunming the future successful application of this
specification to anonym zed data publication and exchange, it may be
brought back to the | PFI X working group for further devel opnent and
publication on the Standards Track

2. Term nol ogy
Terms used in this document that are defined in the Term nol ogy
section of the I PFI X Protocol [RFC5101] document are to be

interpreted as defined there. 1In addition, this docunment defines the
foll owi ng terns:
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Anonymi zati on Record: A record, defined by the Anonym zation
Options Tenplate in Section 6.1, that defines the properties of
the anonym zation applied to a single Information El enent within a
single Tenplate or Options Tenpl ate.

Anonym zed Data Record: A Data Record within a Data Set containing
at | east one Information Elenment with anonynized val ues. The
Information El enent(s) within the Tenplate or Options Tenpl ate
describing this Data Record SHOULD have a correspondi ng
Anonymi zati on Record.

I nt ermedi at e Anonyni zati on Process: An internedi ate process that
takes Data Records and transforms theminto Anonyni zed Data
Recor ds.

Note that there is an explicit difference in this docunment between a
"Data Set" (which is defined as in [ RFC5101]) and a "data set". Wen
in lower case, this termrefers to any collection of data (usually,
within the context of this docunment, flow or packet data) that nay
contain identifying information and is therefore subject to
anonymi zat i on.

Note al so that when the term Tenplate is used in this docunent,

unl ess otherwi se noted, it applies both to Tenplates and Options
Tenpl ates as defined in [RFC5101]. Specifically, Anonym zation
Records may apply to both Tenplates and Options Tenpl at es.

The key words "MJST", "MJST NOT", "REQUI RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "MAY", and "OPTIONAL" in this
docunent are to be interpreted as described in RFC 2119 [ RFC2119].

3. Categorization of Anonym zation Techni ques

Anonymi zation, as described by this docunent, is the nodification of
a dataset in order to protect the identity of the people or entities
descri bed by the dataset fromdisclosure. Wth respect to network
traffic data, anonynization generally attenpts to preserve sone set
of properties of the network traffic useful for a given application
or applications, while ensuring the data cannot be traced back to the
specific networks, hosts, or users generating the traffic.

Anonymi zation nmay be broadly classified according to two properties:
recoverability and countability. Al anonym zation techniques map
the real space of identifiers or values into a separate, anonyni zed
space, according to sone function. A technique is said to be
recoverabl e when the function used is invertible or can otherw se be
reversed and a real identifier can be recovered froma given
replacenent identifier. "Recoverability" as used within this
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categori zation does not refer to recoverability under attack; that
i's, techniques wherein the function used can only be reversed using
additional information, such as an encryption key, or know edge of
injected traffic within the dataset, are not considered to be
recoverabl e.

Countability conpares the di nension of the anonymi zed space (N) to
the di nension of the real space (M, and denotes how t he count of

uni que values is preserved by the anonym zation function. |If the
anonym zed space is smaller than the real space, then the function is
said to generalize the input, napping nore than one input point to
each anonynous value (e.g., as with aggregation). By definition,
generalization is not recoverable.

If the dinmensions of the anonym zed and real spaces are the sane,
such that the count of unique values is preserved, then the function
is said to be a direct substitution function. |f the dimension of
the anonym zed space is larger, such that each real value nmaps to a
set of anonynized values, then the function is said to be a set
substitution function. Note that with set substitution functions,
the sets of anonym zed val ues are not necessarily disjoint. Either
direct or set substitution functions are said to be one-way if there
exi sts no non-brute force nmethod for recovering the real data point
froman anonym zed one in isolation (i.e., if the only way to recover
the data point is to attack the anonym zed data set as a whole, e.g.,
through fingerprinting or data injection).

This classification is summarized in the table bel ow

e e e e e oo o e e oo e e e e e oo +
| Recoverability / | Recoverabl e | Non-recoverable |
| Countability | | |
o e e e e e e e e oo o - o e e e oo o e e e e e e e e oo o - +
| N< M | N A | Generalization |
| N=M | Direct | One-way Direct |
| | Substitution | Substitution |
| N> M | Set | One-way Set |
| | Substitution | Substitution |
o e e e e e e e e oo o - o e e e oo o e e e e e e e e oo o - +

4. Anonyni zation of IP Flow Data

In anonym zing IP flow data as treated by this document, the goal is
general ly two-way address untraceability: to renove the ability to
assert that endpoint X contacted endpoint Y at time T. Address
untraceability is inportant as |IP addresses are the nbst suitable
field in IP flowrecords to identify real-world entities. Each IP
address is associated with an interface on a network host and can
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potentially be identified with a single user. Additionally, IP
addresses are structured identifiers; that is, partial |P address
prefixes may be used to identify networks just as full |P addresses
identify hosts. This leads IP flow data anonym zation to be
concerned first and forenost with | P address anonym zation

Any form of aggregation that conbines flows fromnultiple endpoints
into a single record (e.g., aggregation by subnetwork, aggregation
renovi ng addressi ng conpletely) may al so provi de address
untraceability; however, anonym zation by aggregation is out of scope
for this docunent. Additionally, of potential interest in this
probl em space but out of scope are anonym zation techniques that are
applied over multiple fields or nultiple records in a way that

i nt roduces dependenci es anong anonym zed fields or records. This
docunent is concerned solely with anonymni zation techni ques applied at
the resolution of single fields within a flow record.

Even so, attacks agai nst these anonym zation techni ques use entire
flows and rel ationshi ps between hosts and flows within a given
dataset. Therefore, fields that may not necessarily be identifying
by thensel ves may be anonym zed in order to increase the anonymty of
the dataset as a whol e.

Due to the restricted semantics of IP flow data, there is a
relatively linited set of specific anonynization techni ques avail abl e
on flow data, though each falls into the broad categories discussed
in the previous section. Each type of field that may commonly appear
ina flowrecord may have its own applicable specific techniques

As with I P addresses, Media Access Control (MAC) addresses uniquely
identify devices on the network; while they are not often avail able
intraffic data collected at Layer 3, and cannot be used to |ocate
devices within the network, sone traces may contain sub-I1P data

i ncluding MAC address data. Hardware addresses may be mappable to
devi ce serial nunbers, and to the entities or individuals who
purchased t he devi ces, when conbined with external databases. MAC
addresses are also often used in constructing |IPv6 addresses (see
Section 2.5.1 of [RFC4291]) and as such may be used to reconstruct
the |l oworder bits of anonym zed | Pv6 addresses in certain
circunstances. Therefore, MAC address anonymi zation is al so

i mportant.

Port nunbers identify abstract entities (applications) as opposed to
real-world entities, but they can be used to classify hosts and user
behavi or. Passive port fingerprinting, both of well-known and
epheneral ports, can be used to determ ne the operating system
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running on a host. Relative data volunes by port can al so be used to
determne the host’s function (workstation, web server, etc.); this
informati on can be used to identify hosts and users.

Wiile not identifiers in and of thenselves, tinestanps and counters
can reveal the behavior of the hosts and users on a network. Any
given network activity is recognizable by a pattern of relative tine
di fferences and data volunes in the associ ated sequence of flows,
even w thout host address information. Therefore, they can be used
to identify hosts and users. Tinestanps and counters are al so
vulnerable to traffic injection attacks, where traffic with a known
pattern is injected into a network under neasurenent, and this
pattern is later identified in the anonymn zed dat aset.

The sinplest and nost extrene form of anonym zation, which can be
applied to any field of a flow record, is black-narker anonym zation,
or conplete deletion of a given field. Note that black-nmarker
anonymi zation is equivalent to sinply not exporting the field(s) in
quest i on.

Wi | e bl ack-mar ker anonym zation conpletely protects the data in the
deleted fields fromthe risk of disclosure, it also reduces the
utility of the anonym zed dataset as a whole. Techniques that retain
sone informati on while reducing (though not elininating) the

di sclosure risk will be extensively discussed in the follow ng
sections; note that the techniques specifically applicable to IP
addresses, tinmestanps, ports, and counters will be discussed in
separate sections

4.1. | P Address Anonym zation

Since | P addresses are the nost comon identifiers within fl ow data
that can be used to directly identify a person, organization, or
host, npbst of the work on flow and trace data anonym zati on has gone
into | P address anonyni zati on techni ques. Indeed, the ai mof nobst
attacks agai nst anonymi zation is to recover the map from anonym zed
| P addresses to original |IP addresses thereby identifying the
identified hosts. Therefore, there is a wide range of |P address
anonym zation schenmes that fit into the foll ow ng categories.

| Schemne | Action |
Truncati on General i zation |
Reverse Truncati on General i zation |

I I

| |

| Permutation | Direct Substitution

| Prefix-preserving Pseudonym zation | Direct Substitution |
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4.1.1. Truncation

Truncation renoves "n" of the least significant bits froman IP
address, replacing themwith zeroes. 1In effect, it replaces a host
address with a network address for sone fixed netblock; for |Pv4
addresses, 8-bit truncation corresponds to replacenent with a /24
network address. Truncation is a non-reversible generalization
schene. Note that while truncation is effective for making hosts
non-identifiable, it preserves information that can be used to
identify an organi zati on, a geographic region, a country, or a
continent.

Truncation to an address length of 0 is equivalent to bl ack-marker
anonym zation. Conplete renoval of |IP address information is only
recomrended for analysis tasks that have no need to separate flow
data by host or network; e.g., as a first stage to per-application
(port) or tine-series total volune anal yses

4.1.2. Reverse Truncation

Reverse truncation renoves "n" of the nost significant bits from an
| P address, replacing themw th zeroes. Reverse truncation is a non-
reversi bl e generalization schene. Reverse truncation is effective
for making networks unidentifiable, partially or conpletely renoving
informati on that can be used to identify an organization, a
geographic region, a country, or a continent (or Regional Internet
Registry (RIR) region of responsibility). However, it nmay cause
anbi guity when applied to data collected fromnore than one network,
since it treats all the hosts with the sane address on different
networks as if they are the same host. It is not particularly usefu
when publishing data where the network of origin is known or can be
easily guessed by virtue of the identity of the publisher.

Li ke truncation, reverse truncation to an address length of 0 is
equi val ent to bl ack- marker anonym zation

4.1.3. Pernutation

Permutation is a direct substitution technique, replacing each IP
address with an address selected fromthe set of possible IP
addresses, such that each anonyni zed address represents a uni que
original address. The selection function is often random though it
is not necessarily so. Permutation does not preserve any structura

i nformati on about a network, but it does preserve the uni que count of
| P addresses. Any application that requires nore structure than

host - uni queness will not be able to use pernuted |P addresses.
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There are many variations of pernutation functions, each of which has
trade-offs in performance, security, and guarantees of non-collision;
eval uating these trade-offs is inplementation independent. However,
in general, pernutation functions applied to anonym zati on SHOULD be
difficult to reverse without knowi ng the paraneters (e.g., a secret
key for Hashed Message Authentication Code (HVAC). G ven the
relatively small space of |Pv4 addresses in particular, hash
functions applied without additional paranmeters could be reversed
through brute force if the hash function is known, and SHOULD NOT be
used as permutation functions. Pernutation functions nmay guarantee
non-collision (i.e., that each anonyni zed address represents a uni que
original address), but need not; however, the probability of
collision SHOULD be I ow. Nevertheless, we treat even permnutations
with | ow but nonzero collision probability as a direct substitution.
Beyond t hese gui del i nes, recomrendati ons for specific pernutation
functions are out of scope for this docunent.

4.1.4. Prefix-Preserving Pseudonym zati on

Prefi x-preservi ng pseudonyni zation is a direct substitution

techni que, |ike pernutation but further restricted such that the
structure of subnets is preserved at each |level while anonymzing IP
addresses. If two real |P addresses match on a prefix of "n" bits,
the two anonym zed | P addresses will match on a prefix of "n" bits as
well. This is useful when rel ationships anong networks nust be
preserved for a given analysis task, but introduces structure into
the anonym zed data that can be exploited in attacks against the
anonym zati on techni que.

Scanning in Internet background traffic can cause particul ar probl ens
with this technique: if a scanner uses a predictable and known
sequence of addresses, this information can be used to reverse the
substitution. The | ow order portion of the address can be left
unanonym zed as a partial defense against this attack

4.2. MAC Address Anonymi zation

Fl ow data containing sub-1P information can al so contain identifying
information in the formof the hardware (MAC) address. VWhile MAC
address information cannot be used to |ocate a node within a network,
it can be used to directly and uniquely identify a specific device.
Vendors or organizations within the supply chain may then have the

i nformati on necessary to identify the entity or individual that

pur chased t he device.

MAC address information is not as structured as | P address

informati on. EU -48 and EUl -64 MAC addresses contain an
Organi zational Unique Identifier (QU) in the three nost significant
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4.

4.

bytes of the address; this OU additionally contains bits noting
whet her the address is locally or globally adninistered. Beyond
this, there is no standard rel ati onship anong the QUIs assigned to a
gi ven vendor.

Note that MAC address information al so appears within | Pv6 addresses
as the EAP-64 address, or EAP-48 address encoded as an EAP-64
address, is used as the least significant 64 bits of the |IPv6 address
in the case of |ink-local addressing or statel ess autoconfiguration;
the considerations and techniques in this section may then apply to
such | Pv6 addresses as well.

L i +

| Scheme | Action |

o e e e e e e e e m o o e e e e e oo - +
Truncati on Ceneralization

Per nut ati on Di rect Substitution

I I I
| Reverse Truncation | Generalization |
I I I
| Structured Pseudonynization | Direct Substitution |

2.1. Truncation

Truncation renoves "n" of the least significant bits froma MAC
address, replacing themwi th zeroes. 1In effect, it retains bits of
QUlI, which identifies the manufacturer, while renoving the | east
significant bits identifying the particular device. Truncation of 24
bits of an EAP-48 or 40 bits of an EAP-64 address zeroes out the
device identifier while retaining the QU

Truncation is effective for maki ng device manufacturers partially or
completely identifiable within a dataset while deleting unique host
identifiers; this can be used to retain and aggregate MAC-| ayer
behavi or by vendor

Truncation to an address length of 0 is equivalent to bl ack-marker
anonymi zat i on.

2. 2. Reverse Truncation

Reverse truncation renoves "n" of the nost significant bits froma
MAC address, replacing themwi th zeroes. Reverse truncation is a
non-reversi bl e generalization schene. This has the effect of
renoving bits of the QU , which identify manufacturers, before
renoving the least significant bits. Reverse truncation of 24 bits
zeroes out the QU
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Reverse truncation is effective for naking device manufacturers
partially or conpletely unidentifiable within a dataset. However, it
may cause anbiguity by introducing the possibility of truncated MAC
address collision. Also, note that the utility of renoving

manuf acturer information is not particularly well covered by the
literature.

Reverse truncation to an address length of 0 is equivalent to black-
mar ker anonym zati on

4.2.3. Permutation

Permutation is a direct substitution technique, replacing each MAC
address with an address selected fromthe set of possible MAC
addresses, such that each anonym zed address represents a uni que
original address. The selection function is often random though it
is not necessarily so. Permutation does not preserve any structura

i nformati on about a network, but it does preserve the uni que count of
devices on the network. Any application that requires nore structure
than host-uni queness will not be able to use pernuted MAC addresses.

There are many variations of pernutation functions, each of which has
trade-offs in performance, security, and guarantees of non-collision;
eval uating these trade-offs is inplenmentation independent. However,
in general, pernutation functions applied to anonym zati on SHOULD be
difficult to reverse without knowi ng the paraneters (e.g., a secret
key for HVAC). Wiile the EAP-48 space is larger than the |IPv4
address space, hash functions applied w thout additional paraneters
could be reversed through brute force if the hash function is known,
and SHOULD NOT be used as pernutation functions. Pernutation
functions may guarantee non-collision (i.e., that each anonymi zed
address represents a uni que original address), but need not; however,
the probability of collision SHOULD be | ow. Neverthel ess, we treat
even pernmutations with | ow but nonzero collision probability as a
direct substitution. Beyond these guidelines, reconmendations for
specific pernutation functions are out of scope for this docunent.

4.2.4. Structured Pseudonym zati on

Structured pseudonym zation for MAC addresses is a direct
substitution technique, like pernutation, but restricted such that
the QU (the nost significant three bytes) is pernmuted separately
fromthe node identifier, the remainder. This is useful when the
uni queness of QUI's nmust be preserved for a given analysis task, but
i ntroduces structure into the anonym zed data that can be exploited
in attacks agai nst the anonyni zation techni que.
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4. 3.

4. 3.

Bos

Ti mest anp Anonymi zati on

The particular tine at which a fl ow began or ended is not
particularly identifiable information, but it can be used as part of
attacks agai nst ot her anonym zation techni ques or for user profiling,
e.g., as in [Mir07]. Timestanps can be used in traffic injection
attacks, which use known information about a set of traffic generated
or otherw se known by an attacker to recover mappi ngs of other

anonym zed fields, as well as to identify certain activity by
response delay and size fingerprinting, which conpares response sizes
and inter-flow tines in anonym zed data to known val ues. Note that

t hese attacks have been shown to be relatively robust against

ti mestanp anonym zation techniques (see [Burl0]), so the techni ques
presented in this section are relatively weak and should be used with
care.

O e +
| Scheme | Action |
Fom e meeeeeemeecieaaaas L -, +
| Precision Degradation | Generalization |
| Enuneration | Direct or Set Substitution

| Random Shifts | Direct Substitution |
O e +

1. Precision Degradation

Preci sion Degradation is a generalization technique that renoves the
nost preci se conponents of a timestanp, accounting for all events
occurring in each given interval (e.g., one nillisecond for
mllisecond | evel degradation) as simultaneous. This has the effect
of potentially collapsing many tinmestanps into one. Wth this
technique, tine precision is reduced and sequenci ng may be | ost, but
the information regarding at which tine the event occurred is
preserved. The anonyni zed data may not be generally useful for
applications that require strict sequencing of flows.

Note that flow meters with low tinme precision (e.g., second
precision, or mllisecond precision on high-capacity networks)
performthe equival ent of precision degradation anonym zation by
t heir design.

Al so, note that degradation to a very |low precision (e.g., on the
order of mnutes, hours, or days) is comonly used in anal yses
operating on time-series aggregated data, and may al so be descri bed
as binning; though the tine scales are |longer and applicability nore
restricted, in principle, this is the sane operation
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Preci sion degradation to infinitely |ow precision is equivalent to

bl ack- marker anonym zation. Renoval of timestanmp information is only
recomrended for anal ysis tasks that have no need to separate flows in
time, for exanple, for counting total volunes or uni que occurrences
of other flow keys in an entire dataset.

4.3.2. Enuneration

Enunmeration is a substitution function that retains the chronol ogi ca
order in which events occurred while elimnating tine infornmation

Ti mestanps are substituted by equidistant tinmestanps (or nunbers)
starting froma randomy chosen start value. The resulting data is
useful for applications requiring strict sequencing, but not for
those requiring good timng information (e.g., delay- or jitter-
measur enent for quality-of-service (QS) applications or service-

| evel agreenent (SLA) validation).

Note that enumeration is functionally equivalent to precision
degradation in any environnent into which traffic can be regularly
injected to serve as a clock at the precision of the frequency of the
injected fl ows.

4.3.3. Random Shifts

Random time shifts add a random offset to every tinmestanp within a
dataset. Therefore, this reversible substitution technique retains
duration and inter-event interval information as well as the
chronol ogi cal order of flows. Randomtine shifts are quite weak and
relatively easy to reverse in the presence of external know edge
about traffic on the measured network.

4.4. Counter Anonym zation

Counters (such as packet and octet volunmes per flow) are subject to
fingerprinting and injection attacks agai nst anonyni zation or for
user profiling as tinestanps are. Data sets with anonym zed counters
are useful only for analysis tasks for which relative or inprecise
magni t udes of activity are useful. Counter information can al so be
compl etely renoved, but this is only recommended for analysis tasks
that have no need to evaluate the renoved counter, for exanple, for
counting only unique occurrences of other flow keys.
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o o m e e e e e e oo +
| Scheme | Action |
o e e e e o e e e e e e e e a oo - +
| Precision Degradation | Generalization |
| Binning | Generalization |
| Random noi se addition | Direct or Set Substitution

o o m e e e e e e oo +

4.4.1. Precision Degradation

As with precision degradation in tinmestanps, precision degradation of
counters removes | ower-order bits of the counters, treating all the
counters in a given range as having the sanme value. Depending on the
precision reduction, this | oses information about the rel ati onships
between sizes of simlarly sized flows, but keeps relative nagnitude
information. Precision degradation to an infinitely low precision is
equi val ent to bl ack- marker anonym zation

4.4.2. Binning

Bi nning can be seen as a special case of precision degradation; the
operation is identical, except for in precision degradation the
counter ranges are uniform and in binning, they need not be. For
exanpl e, consider separating unopened TCP connections from
potentially opened TCP connections. Here, packet counters per flow
woul d be binned into two bins, one for 1-2 packet flows, and one for
flows with 3 or nore packets. Binning schemes are generally chosen
to keep precisely the amount of information required in a counter for
a given analysis task. Note that, also unlike precision degradation,
the bin | abel need not be within the bin's range. Binning counters
to a single bin is equivalent to bl ack-marker anonym zation

4.4, 3. Random Noi se Addition

Random noi se addition adds a random amount to a counter in each flow,
this is used to keep relative magnitude infornmation and minimze the
di sruption to size relationship information while avoiding
fingerprinting attacks agai nst anonym zation. Note that there is no
guarantee that random noi se addition will maintain ranking order by a
counter anbng nenbers of a set. Random noise addition is
particularly useful when the derived analysis data will not be
presented in such a way as to require the | ower-order bits of the
counters.
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4.5. Anonynization of Other Flow Fields

O her fields, particularly port numbers and protocol nunbers, can be
used to partially identify the applications that generated the
traffic in a given flowtrace. This information can be used in
fingerprinting attacks, and may be of interest on its own (e.g., to
reveal that a certain application with suspected vulnerabilities is
running on a given network). These fields are generally anonynized
usi ng one of two techniques.

S e +
| Scheme | Action |
I e meeeeemeaaeeaeas +
| Binning | Generalization |
| Pernmutation | Direct Substitution |
S o e e e e m oo oo +

4.5.1. Binning

Binning is a generalization techni que mapping a set of potentially
non-uni formranges into a set of arbitrarily |abeled bins. Comon
bi n arrangenents depend on the field type and the anal ysis
application. For exanple, an |IP protocol bin arrangenent nmay
preserve 1, 6, and 17 for 1Cw, UDP, and TCP traffic, and bin all
other protocols into a single bin, to nitigate the use of unconmmon
protocols in fingerprinting attacks. Another exanple arrangenment may
bin source and destination ports into | ow (0-1023) and hi gh (1024-
65535) bins in order to tell service fromepheneral ports without

i dentifying individual applications.

Bi nning other flow key fields to a single bin is equivalent to bl ack-
mar ker anonym zation. Renoval of other flow key information is only
recomrended for analysis tasks that have no need to differentiate
flows on the renoved keys, for exanple, for total traffic counts or
uni que counts of other flow keys.

4.5.2. Pernutation

Permutation is a direct substitution technique, replacing each val ue
with an val ue selected fromthe set of possible range, such that each
anonym zed val ue represents a unique original value. This is used to
preserve the count of unique values w thout preserving information
about, or the ordering of, the val ues thensel ves.

Wil e permutation ideally guarantees that each anonym zed val ue
represents a unique original value, such may require significant
state in the Internedi ate Anonyni zati on Process. Therefore,
permut ati on may be inplenented by hashing for perfornmance reasons,
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with hash functions that may have relatively small collision
probabilities. Such techniques are still essentially direct
substitution techni ques, despite the nonzero error probability.

5. Paraneters for the Description of Anonynmi zation Techni ques

This section details the abstract paraneters used to describe the
anonym zati on techni ques exam ned in the previous section, on a per-
paraneter basis. These paraneters and their export safety informthe
design of the I PFI X anonyni zati on netadata export specified in the
foll owi ng secti on.

5.1. Stability

A stabl e anonym zation will always map a given value in the rea
space to a given value in the anonym zed space, while an unstable
anonym zation will change this nmapping over tinme; a conpletely

unst abl e anonymi zation is essentially indistinguishable from bl ack-
mar ker anonymni zation. Any given anonymni zation techni que may be
applied with a varying range of stability. Stability is inmportant
for assessing the conparability of anonym zed information in
different datasets, or in the sane dataset over different tine
periods. In practice, an anonym zation may al so be stable for every
dat aset published by a particular producer to a particular consuner,
stable for a stated tine period within a dataset or across datasets,
or stable only for a single dataset.

If no informati on about stability is available, users of anonym zed
data MAY assune that the techniques used are stable across the entire
dat aset, but unstable across datasets. Note that stability presents
a risk-utility trade-off, as conpletely stabl e anonyni zati on can be
used for longer-termtrend anal ysis tasks but al so presents nmore risk
of attack given the stable mapping. Information about the stability
of a mappi ng SHOULD be exported along with the anonyni zed dat a.

5.2. Truncation Length

Truncati on and precision degradati on are described by the truncation
Il ength or the anpbunt of data still remaining in the anonyn zed field
after anonym zati on.

Truncation length can generally be inferred froma given dataset, and
need not be specially exported or protected. For bit-|eve
truncation, the truncated bits are generally inferable by the |east
significant bit set for an instance of an Information El enment
described by a given Tenplate (or the nost significant bit set, in
the case of reverse truncation). For precision degradation, the
truncation is inferable fromthe nmaxi num precision given. Note that
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while this inference nethod is generally applicable, it is data
dependent: there is no guarantee that it will recover the exact
truncation length used to prepare the data.

In the special case of |IP address export with variable (per-record)
truncation, the truncation MAY be expressed by exporting the prefix
| engt h al ongsi de the address.

5.3. Bin Mp

Binning is described by the specification of a bin mapping function
This function can be generally expressed in terns of an associative
array that maps each point in the original space to a bin, although
froman inplenentation standpoint nost bin functions are rmuch sinpler
and nore efficient.

Since the bin map for a bin mapping function is in essence the bin
mappi ng key, and can be used to partially deanonym ze bi nned dat a,
dependi ng on the degree of generalization, information about the bin
mappi ng functi on SHOULD NOT be export ed.

5.4. Permutation

Li ke binning, permutation is described by the specification of a
permutati on function. 1In the general case, this can be expressed in
terns of an associative array that maps each point in the origina
space to a point in the anonym zed space. Unlike binning, each point
in the anonym zed space corresponds to a single, unique point in the
ori gi nal space.

Since the paranmeters of the permutation function are in essence key-
Iike (indeed, for cryptographic pernutation functions, they are the
keys thenmsel ves), information about the pernutation function or its
par anet ers SHOULD NOT be exported

5.5. Shift Anpunt

Shifting requires an anmount by which to shift each value. Since the
shift amount is the only key to a shift function, and can be used to
trivially deanonym ze data protected by shifting, informtion about
the shift anpbunt SHOULD NOT be export ed.

6. Anonyni zation Export Support in |PFIX
Anonym zed data exported via | PFl X SHOULD be annotated with
anonym zati on netadata, which details which fields described by which

Tenpl ates are anonym zed, and provi des appropriate information on the
anonymi zation techni ques used. This netadata SHOULD be exported in
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Dat a Records described by the reconmended Options Tenpl ates descri bed
in this section; these Options Tenpl ates use the additiona
I nformati on El enents described in the foll ow ng subsection

Note that fields anonynized using the black-marker (renoval)

techni que do not require any special netadata support: bl ack-marker
anonym zed fields SHOULD NOT be exported at all, by omtting the
correspondi ng Information El ements from Tenpl ate descri bing the Data
Set. In the case where application requirenents dictate that a

bl ack- mar ker anonym zed field nust remain in a Tenplate, then an
Exporting Process MAY export bl ack-marker anonyni zed fields with
their native length as all-zeros, but only in cases where enough
contextual information exists within the record to differentiate a
bl ack- mar ker anonym zed field exported in this way froma real zero
val ue.

6.1. Anonynization Records and the Anonym zation Qptions Tenpl ate

The Anonymi zation Options Tenpl ate descri bes Anonym zati on Records,
whi ch al |l ow anonymi zati on netadata to be exported inline over |PFIX
or stored in an IPFIX File, by binding information about

anonym zation techniques to Informati on El enents wthin defined
Tenpl ates or Options Tenplates. |PFIX Exporting Processes SHOULD
export anonynization records for any Tenpl ate describing exported
anonym zed Data Records; |PFIX Collecting Processes and processes
downstream from t hem MAY use anonymi zation records to treat

anonym zed data differently depending on the applied technique.

Anonymi zation Records contain ancillary information bound to a
Tenpl ate, so many of the considerations for Tenplates apply to
Anonymi zation Records as well. First, reliability is inportant: an
Exporting Process SHOULD export Anonymni zation Records after the
Templ ates they descri be have been exported, and SHOULD export
anonym zation records reliably if supported by the underlying
transport (i.e., without partial reliability when using Stream
Control Transm ssion Protocol (SCTP))

Anonym zation Records MJST be handl ed by Coll ecting Processes as
scoped to the Tenplate to which they apply within the Transport
Session in which they are sent. Wen a Tenplate is withdrawn via a
Tenpl ate Wt hdrawal Message or expires during a UDP transport

session, the acconpanyi ng Anonyni zati on Records are wi thdrawn or
expire as well and do not apply to subsequent Tenplates with the same
Template ID within the Session unless re-exported.

The Stability Cass within the anonym zationFlags | E can be used to

decl are that a given anonynization technique' s mapping will remain
stabl e across nultiple sessions, but this does not nean that
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anonymi zation techni que information given in the Anonym zati on
Records thensel ves persi st across Sessions. Each new Transport
Sessi on MJST contai n new Anonym zati on Records for each Tenpl ate
descri bi ng anonym zed Data Sets.

SCTP per-stream export [|PFlI X- PERSTREAM nay be used to ease
management of Anonym zation Records if appropriate for the
appl i cati on.

The fields of the Anonym zation Options Tenplate are as foll ows:

The Tenplate I D of the Tenpl ate or
Options Tenpl ate containing the

I nformation El enent described by this
anonymi zation record. This Information
El ement MJST be defined as a Scope

Fi el d.

The Information El enent identifier of
the Informati on El enment described by
this anonym zation record. This

I nformation El enent MJST be defined as
a Scope Field. Exporting Processes
MUST cl ear then Enterprise bit of the

i nformati onEl emrentld and Col | ecting
Processes SHOULD ignore it; information
about enterprise-specific Information
El ements is exported via the

privat eEnterpri seNunber | nformation

I I
I I
I I
I I
I I
I I
I I
I I
I I
I I
I I
I I
I I
I I
I I
| |
| El enent. |
I I
I I
I I
I I
I I
I I
I I
I I
I I
I I
I I
I I
I I
I I
I I
I I

informati onEl enentld
[ scope]

privat eEnt er pri seNunber
[ scope] [optional]

The Private Enterprise Nunber of the
enterprise-specific Infornmation El enent
descri bed by this anonym zation record.
This Information El ement MJST be
defined as a Scope Field if present. A
privat eEnterpri seNumber of 0 signifies
that the Information Elenent is

| ANA-r egi st er ed.

The Information El ement index of the

i nstance of the Information El enent
descri bed by this anonym zation record
identified by the informationEl ementld
within the Tenplate. Optional; need
only be present when descri bing

Tenpl ates that have nultiple instances
of the sane Infornmation Elenent. This

i nf or mat i onEl enent | ndex
[ scope] [optional]
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I nformation El enent MJST be defined as |
a Scope Field if present. This |
Information Elenent is defined in |
Section 6. 2. |
anonymi zat i onFl ags Fl ags describing the napping stability |
and specialized nodifications to the |
Anonym zati on Techni que in use. SHOULD

be present. This Information El enent |
is defined in Section 6.2.3. |
The techni que used to anonyni ze the |
data. MJST be present. This |
Information Element is defined in |
Section 6. 2. 2. |

anonym zati onTechni que

6.2. Recommended Information El enents for Anonym zation Mt adata
6.2.1. informationEl ementl| ndex
Descri pti on: A zero-based i ndex of an Information El enent
referenced by informationEl enentld within a Tenpl ate referenced by
tenpl ateld; used to disanbiguate scope for tenplates containing
multiple identical Information El enents.
Abstract Data Type: unsi gned16
Data Type Semanti cs: identifier
El ement | d: 287
St at us: Current
6.2.2. anonym zati onTechni que
Descri pti on: A description of the anonym zation technique applied
to a referenced Information Element within a referenced Tenpl at e.
Each techni que may be applicable only to certain Information

El ements and recommended only for certain Information El enents;
these restrictions are noted in the table bel ow
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| | | | for |

| Undefined: the Exporting |
| Process nakes no |
| representation as to |
| whether or not the |
| defined field is |
| anonymi zed. While the |
| Collecting Process MAY |
| assume that the field is |
| not anonymized, it is not |
| guaranteed not to be. |
| This is the default |
| anonymi zation techni que.

| None: the val ues exported

| are real. |
| Precision |
| Degradation/ Truncati on: |
| the values exported are |
| anonymi zed using sinple

| precision degradation or |
| truncation. The new |
| precision or number of |
| truncated bits is |
| inmplicit in the exported

| data and can be deduced |
| by the Collecting |
| Process. |
| Binning: the val ues |
| exported are anonym zed |
| into bins. |
| Enumeration: the val ues |
| exported are anonym zed

| by enuneration. |
| Pernutation: the val ues |
| exported are anonym zed |
| by permnutation. |
| Structured Pernutation: |
| the values exported are |
| anonym zed by |
| permutation, preserving |
| bit-level structure as |
| appropriate; this |
| represents |
| prefix-preserving IP |
| address anonym zation or |

al |
al | ti mest anps
al | identifiers

addr esses
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structured MAC address
anonym zat i on.

Reverse Truncation: the
val ues exported are
anonym zed using reverse
truncation. The nunber
of truncated bits is
implicit in the exported
data, and can be deduced
by the Collecting
Process.

Noi se: the val ues
exported are anonyni zed
by addi ng random noi se to
each val ue.

addr esses

non-identifiers counters

O fset: the val ues al | ti mest anps
exported are anonyni zed
by adding a single offset
to all val ues.
N Tt o e e e e oo - o m e e e oo - +
Abstract Data Type: unsi gned16
Data Type Semanti cs: i dentifier
El erment | d: 286
St at us: Current
6.2.3. anonyni zati onFl ags
Descri pti on: A flag word describing specialized nodifications to
the anonym zation policy in effect for the anonym zation techni que
applied to a referenced Information Elenent within a referenced
Tenmplate. When flags are clear (0), the normal policy (as
descri bed by anonyni zati onTechni que) applies wi thout nodification
msB 14 13 12 11 10 9 8 7 6 5 4 3 2 1 LSB
T T T I R S T T S
| Reserved | LOR| PmA| SC |
T o I I T T o
anonymi zationFl ags | E
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Boschi

4-15

| Stability Cass: see the Stability d ass |
| table below, and Section 5.1. |
| Perimeter Anonym zation: when set (1), source

| Information El ements as described in |
| [RFC5103] are interpreted as external |
| addresses, and destination Infornation |
| Elenents as described in [RFC5103] are |
| interpreted as internal addresses, for the |
| purposes of associating |
| anonym zationTechni que to Information |
| Elements only; see Section 7.2.2 for details. |
| This bit MJST NOT be set when associated with

| a non-endpoint (i.e., source or destination)

| I'nformation Element. SHOULD be consi stent |
| within a record (i.e., if a source |
| Information Elenment has this flag set, the |
| corresponding destination el ement SHOULD have
| this flag set, and vice versa.) |
| Low Order Unchanged: when set (1), the |
| loworder bits of the anonymn zed | nformation
| Elenent contain real data. This nodification
| is intended for the anonym zation of |
| network-1evel addresses while |eaving |
| host-1level addresses intact in order to |
| preserve host |evel-structure, which could |
| otherwi se be used to reverse anonym zati on. |
| MUST NOT be set when associated with a |
| truncation-based anonyni zati onTechni que. |
| Reserved for future use: SHOULD be cl eared |
| (0) by the Exporting Process and MJST be |
| ignored by the Collecting Process. |

The Stability C ass portion of this flags word describes the
stability class of the anonym zation technique applied to a
referenced Information Element within a referenced Tenpl ate.
Stability classes refer to the stability of the paranmeters of the
anonymi zati on techni que, and therefore the conparability of the
mappi ng between the real and anonym zed val ues over tine. This
det erm nes whi ch anonym zed dat asets may be conpared with each
other. Values are as follows:
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S S Fo m o e o e e ieeieaoo-- +
Bit | Bit | Description |
1 0 | |

+----- +----- o +
0 0 Undefined: the Exporting Process nmakes no

I I
| representation as to how stable the mapping is, or |
| over what time period values of this field will |
| remain comparable; while the Collecting Process MAY |
| assume Session level stability, Session |evel |
| stability is not guaranteed. Processes SHOULD assune |
| this is the case in the absence of stability class |
| information; this is the default stability class. |
| Session: the Exporting Process will ensure that the

| parameters of the anonym zation technique are stable |
| during the Transport Session. Al the values of the |
| described Information El ement for each Record |
| described by the referenced Tenplate within the |
| Transport Session are conparable. The Exporting |
| Process SHOULD endeavor to ensure at least this |
| stability class. |
| Exporter-Collector Pair: the Exporting Process wll |
| ensure that the paraneters of the anonym zation |
| technique are stable across Transport Sessions over |
| time with the given Collecting Process, but may use

| different paraneters for different Collecting |
| Processes. Data exported to different Collecting |
| Processes are not conparabl e. |
| Stable: the Exporting Process will ensure that the |
| paranmeters of the anonym zation technique are stable |
| across Transport Sessions over tine, regardl ess of |
| the Collecting Process to which it is sent. |

Abstract Data Type: unsi gned16
Data Type Semanti cs: flags
El erment | d: 285
St at us: Current
7. Applying Anonym zation Techniques to | PFI X Export and Storage
When exporting or storing anonym zed fl ow data using | PFI X, certain
i nteractions between the | PFI X protocol and the anonym zation

techni ques in use nust be considered; these are treated in the
subsecti ons bel ow.
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7.1. Arrangenent of Processes in |PFIX Anonymi zation

Anonym zation may be applied to | PFI X data at three stages within the
collection infrastructure: on initial export, at a nediator, or after
collection, as showmn in Figure 1. Each of these | ocations has
specific considerations and applicability.

Figure 1: Potential Anonym zation Locations

Anonym zation is generally performed before the w der dissem nation
or repurposing of a dataset, e.g., adapting operational neasurenent
data for research. Therefore, direct anonym zation of flow data on
initial export is only applicable in certain restricted
circunstances: when the Exporting Process (EP) is "publishing" data
to a Collecting Process (CP) directly, and the Exporting Process and
Col l ecting Process are operated by different entities. Note that
certain guidelines in Section 7.2.3 with respect to tinestanp
anonym zation may not apply in this case, as the Collecting Process
may be able to deduce certain timng information fromthe tine at
whi ch each Message is received.

A much nore flexible arrangement is to anonym ze data within a

Medi ator [RFC6183]. Here, original data is sent to a Mediator, which
perfornms the anonym zation function and re-exports the anonyn zed
data. Such a Mediator could be |ocated at the admi nistrative domain
boundary of the initial Exporting Process operator, exporting

Boschi & Trammel | Experi ment al [ Page 28]



RFC 6235 I P Fl ow Anonym zati on Support May 2011

anonymi zed data to other consuners outside the organization. 1In this
case, the original Exporter SHOULD use TLS [ RFC5246] as specified in
[ RFC5101] to secure the channel to the Mediator, and the Medi ator
should follow the guidelines in Section 7.2, to nmtigate the risk of
original data disclosure.

When data is to be published as an anonym zed dataset in an | PFI X
File [ RFC5655], the anonym zation nmay be done at the final Collecting
Process before storage and di ssem nation, as well. In this case, the
Col I ector should follow the guidelines in Section 7.2, especially as
regards File-specific Options in Section 7.2.4

In each of these data flows, the anonymi zation of records is
undertaken by an Internmedi ate Anonym zation Process (lAP); the data
flows into and out of this I AP are shown in Figure 2 bel ow.

packets --+ +- | PFI X Messages -+
I I I
\% \% \%
[ sl SR oo s s el SRS oo
| Metering Process | | Collecting Process | | File Reader |
[} gl ey SRS oo e ey SR Sl pu ey o
| Non- anonymi zed | Records |
\% \% \%
+:::::::::::::::::::::::::::::::::::::::::::::::::::::::::+
I nternedi ate Anonym zation Process (I|AP)
[5 eemesfomsbsesoe s esoefses oe s ese s es s fsos s os s e es s es s ese s ese s ps s ps s
| Anonymi zed A Anonym zed |
| Records | Records |
\% | \%
[ ettt o Anonynization B ettty
| Exporting Process |<--- Paraneters ------ > File Witer |
[ b oo o e pel L gl gt
I I
Fommm - > | PFI X Messages <---------- +

Figure 2: Data Flows through the Anonynization Process

Anonym zation paraneters nmust al so be available to the Exporting
Process and/or File Witer in order to ensure header data is al so
appropriately anonym zed as in Section 7.2.3.

Fol |l owi ng each of the data flows through the I AP, we describe five
basi c types of anonym zation arrangenents within this framework in
Figure 3. In addition to the three arrangenments described in detail
above, anonym zation can al so be done at a collocated Metering
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Process (MP) and File Witer (FW (see Section 7.3.2 of [RFC5655]),
or at a file manipulator, which conbines a File Witer with a File
Reader (FR) (see Section 7.3.7 of [RFC5655]).

R T e +  +----+

pkts -> ] MP |->] IAP |->] EP |-> Anonym zation on Oiginal Exporter
Fo-oo b oo - +  +----+
B + +----+

pkts -> | MP |->| IAP |-> FW|-> Anonym zing collocated MP/File Witer
e + oo+
R T e +  +----+

IPFIX ->| CP |-> IAP |-> EP |-> Anonynizing Mediator (Msq. Proxy)
Fo-oo b oo - +  +----+
B + +----+

IPFIX -> | CP |-> IAP |-> FW/|-> Anonym zing col located CP/File Witer
e + oo+
R T e +  +----+

IPFIX ->] FR|-> IAP |-> FW|-> Anonynizing file manipul ator

Fil e Fo-oo b oo - +  +----+

Figure 3: Possible Anonym zation Arrangements in the | PFIX
Architecture

Not e that anonym zation may occur at nore than one location within a
given collection infrastructure, to provide varying |evels of

anonym zation, disclosure risk, or data utility for specific

pur poses.

7.2. | PFI X-Specific Anonym zation Cuidelines

In inplenenting and depl oyi ng the anonymi zati on techni ques descri bed
in this docunent, inplenentors should note that |PFIX already

provi des features that support anonynized data export, and use these
where appropriate. Care nust al so be taken that data structures
supporting the operation of the protocol itself do not |eak data that
could be used to reverse the anonym zation applied to the fl ow data.
Such data structures may appear in the header, or within the data
streamitself, especially as options data. Each of these and their

i mpact on specific anonym zation techniques is noted in a separate
subsecti on bel ow.

7.2.1. Appropriate Use of Information El ements for Anonymni zed Data
Note, as in Section 6 above, that bl ack-marker anonynized fields
SHOULD NOT be exported at all; the absence of the field in a given

Data Set is inplicitly declared by not including the corresponding
Information El enent in the Tenpl ate describing that Data Set.
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When usi ng precision degradation of tinmestanps, Exporting Processes
SHOULD export timng information using Information El enents of an
appropriate precision, as explained in Section 4.5 of [RFC5153]. For
exanpl e, tinestanps neasured in mllisecond-Ievel precision and
degraded to second-|evel precision should use flowStart Seconds and

fl onEndSeconds, not flowStartM I 1iseconds and fl owEndM || i seconds.

When exporting anonym zed data and anonyni zati on netadata, Exporting
Processes SHOULD ensure that the conbination of Information El enent
and decl ared anonyni zati on techni que are conpatible. Specifically,
the applicable and recomended I nformation El enent types and
semantics for each technique are noted in the description of the
anonym zati onTechni que I nformation El enent in Section 6.2.2. 1In this
description, a tinestanp is an Information Element with the data type
dat eTi neSeconds, dataTimeM | |iseconds, dateTi neM croseconds, or

dat eTi neNanoseconds; an address is an Information El enent with the
data type i pv4Address, ipv6Address, or nmacAddress; and an identifier
is an Information Element with identifier data type senantics.
Exporting Process MJUST NOT export Anonynization Options records

bi ndi ng techniques to Information Elements to which they are not
appl i cabl e, and SHOULD NOT export Anonym zation Options records

bi ndi ng techniques to Information El enents for which they are not
recomended.

7.2.2. Export of Perinmeter-Based Anonym zation Policies

Data collected froma single network may require different

anonym zation policies for addresses internal and external to the
network. For exanple, internal addresses could be subject to sinple
permut ati on, while external addresses could be aggregated into
networ ks by truncation. Wen exporting anonymni zed perineter
bidirectional flow (biflow) data as in Section 5.2 of [RFC5103], this
arrangenment may be easily represented by specifying one techni que for
source endpoint information (which represents the external endpoint
in a perineter biflow) and one technique for destination endpoint
informati on (which represents the internal address in a perineter

bi f1ow).

However, it can also be useful to represent perineter-based

anonymi zation policies with unidirectional flow (uniflow), or non-
perineter biflow data. |In this case, the Perineter Anonynization bit
(bit 2) in the anonym zationFl ags I nformation El ement describing the
anonymi zed address Information El enents can be set to change the
meani ng of "source" and "destination" of Information El enments to nean
"external" and "internal” as with perineter biflows, but only with
respect to anonynmni zation policies.
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7.2.3. Anonynization of Header Data

Each | PFI X Message contains a Message Header; within this Message
Header are contained two fields which may be used to break certain
anonymi zati on techni ques: the Export Tine, and the Cbservati on Donai n
I D.

Export of |PFI X Messages contai ning anonym zed tinestanp data where
the original Export Time Message header has some relationship to the
anonym zed tinmestanps SHOULD anonym ze the Export Tinme header field
so that the Export Tinme is consistent with the anonyni zed ti nestanp
data. Oherwi se, relationships between export and flow tine could be
used to partially or totally reverse timestanp anonym zati on. Wen
anonym zing tinestanps and the Export Tine header field SHOULD avoid
times too far in the past or future; while [RFC5101] does not make
any al |l owance for Export Tine error detection, it is sensible that
Col l ecting Processes may interpret Messages with seeningly

nonsensi cal Export Times as erroneous. Specific limts are

i npl ement ati on dependent, but this issue nay cause interoperability
i ssues when anonym zi ng the Export Tinme header field.

The simlarity in size between an Cbservation Domain ID and an | Pv4
address (32 bits) may lead to a tenptation to use an IPv4 interface
address on the Metering or Exporting Process as the Cbservation
Domain ID. |If this address bears sone relation to the I P addresses
inthe flow data (e.g., shares a network prefix with internal
addresses) and the I P addresses in the flow data are anonym zed in a
structure-preserving way, then the Cbhservation Donmain |ID nmay be used
to break the | P address anonym zation. Use of an IPv4 interface
address on the Metering or Exporting Process as the Cbservation
Donmain IDis NOIT RECOWENDED in this case.

7.2.4. Anonym zation of Options Data

| PFI X uses the Options nechanismto export, anpng other things,

met adat a about exported flows and the flow collection infrastructure.
As with the | PFI X Message Header, certain Options recommended in

[ RFC5101] and [ RFC5655] containing flow tinestanps and network
addresses of Exporting and Coll ecting Processes may be used to break
certain anonym zation techni ques. Wen using these Options al ong
anonymi zed data export and storage, values within the Options that
could be used to break the anonym zation SHOULD t hensel ves be
anonym zed or omtted.

The Exporting Process Reliability Statistics Options Tenpl ate,
recomended in [ RFC5101], contains an Exporting Process ID field,

whi ch may be an exportingProcessl Pv4Address Information El enrent or an
exportingProcessl Pv6Address Information Element. |f the Exporting
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Process address bears sone relation to the IP addresses in the flow
data (e.g., shares a network prefix with internal addresses) and the
I P addresses in the flow data are anonymi zed in a structure-
preserving way, then the Exporting Process address may be used to
break the I P address anonym zation. Exporting Processes exporting
anonym zed data in this situation SHOULD nmitigate the risk of attack
either by omtting Options described by the Exporting Process
Reliability Statistics Options Tenplate or by anonym zing the
Exporting Process address using a simlar technique to that used to
anonym ze the | P addresses in the exported data.

Simlarly, the Export Session Details Options Tenpl ate and Message
Details Options Tenplate specified for the | PFI X File Fornat

[ RFC5655] may contain the exportingProcessl Pv4Address | nformation

El ement or the exportingProcessl Pv6Address I nformation El enent to
identify an Exporting Process fromwhich a flow record was received,
and the coll ectingProcessl Pv4Address Information El enrent or the

col I ecti ngProcessl Pv6Address Information Element to identify the

Col l ecting Process which received it. |If the Exporting Process or
Col I ecting Process address bears sonme relation to the | P addresses in
the dataset (e.g., shares a network prefix with internal addresses)
and the | P addresses in the dataset are anonymi zed in a structure-
preserving way, then the Exporting Process or Collecting Process
address may be used to break the I P address anonymi zation. Since
these Options Tenplates are primarily intended for storing |IPFIX
Transport Session data for auditing, replay, and testing purposes, it
is NOT RECOMVENDED t hat storage of anonym zed data include these
Options Tenplates in order to mtigate the risk of attack

The Message Details Options Tenplate specified for the IPFIX File
Format [ RFC5655] al so contains the collectionTineMIIliseconds
Information Elenent. As with the Export Time Message Header field,
if the exported dataset contains anonym zed tinestanp information,
and the collectionTimeM I Iliseconds Information Element in a given
Message has sone rel ationship to the anonyni zed ti nestanp
information, then this relationship can be exploited to reverse the
ti mestanp anonyni zation. Since this Options Tenplate is prinmarily
i ntended for storing | PFl X Transport Session data for auditing,
replay, and testing purposes, it is NOI RECOMVENDED that storage of
anonym zed data include this Options Tenplate in order to mitigate
the risk of attack.

Since the Tinme Wndow Options Tenplate specified for the IPFIX File
Format [ RFC5655] refers to the timestanps within the dataset to
provide partial table of contents information for an | PFI X File,
Options described by this Tenplate SHOULD be witten using the
anonym zed tinmestanps instead of the original ones.
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7.2.5. Special -Use Address Space Consi derations

VWhen anonymi zing data for transport or storage using |PFIX containing
anonym zed | P addresses, and the anal ysis purpose pernmts doing so,

it is RECOWENDED to filter out or |eave unanonym zed data containi ng
the special -use | Pv4 addresses enunerated in [ RFC5735] or the
speci al -use |1 Pv6 addresses enunerated in [RFC5156]. Data containing
these addresses (e.g. 0.0.0.0 and 169.254.0.0/16 for link-loca

aut oconfiguration in | Pv4 space) are often associated with specific,
wel | - known behavi oral patterns. Detection of these patterns in
anonym zed data can | ead to deanonymi zati on of these special -use
addresses, which increases the chance of a conplete reversal of
anonymi zation by an attacker, especially of prefix-preserving

t echni ques.

7.2.6. Protecting Qut-of-Band Configuration and Managenent Data

Speci al care shoul d be taken when exporting or sharing anonymn zed
data to avoid information | eakage via the configuration or managenent
pl anes of the | PFI X Device containing the Exporting Process or the
File Witer. For exanple, adding noise to counters is useless if the
recei ver can deduce the values in the counters from Si npl e Network
Managenent Protocol (SNMP) information, and concealing the network
under test is simlarly useless if such information is available in a
configuration docunent. As the specifics of these concerns are
largely inplementati on and depl oynent dependent, specific mitigation
is out of scope for this docunment. The general ground rule is that
information of simlar type to that anonym zed SHOULD NOT be made
avail able to the receiver by any neans, whether in the Data Records,
in | PFI X protocol structures such as Message Headers, or out of band.

8. Examples

In this exanple, consider the export or storage of an anonym zed | Pv4
dataset froma single network described by a sinple Tenpl ate
containing a timestanp in seconds, a five-tuple, and packet and oct et
counters. The Tenpl ate describing each record in this Data Set is
shown in Figure 4.
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1 2 3
01234567890123456789012345678901
B i s T T i i o S o T Ji I
| Set ID=2 | Length = 40 |
e L o i e e th o i R S
| Tenmplate I D = 256 | Field Count = 8 |
i e e T i e T S e el i i o SR SN R R SR S R S
| O] flowStart Seconds 150 | Field Length = 4 |
B i s T T i i o S o T Ji I
| 0] sourcel Pv4Address 8 | Field Length = 4 |
e s o i T e i i S SR N SR
| 0] destinationl Pv4Addr ess 12 | Field Length = 4 |
i e L R e T S i e R e T i sk i o S N S T
| O] sourceTransport Port 7 | Field Length = 2 |
B i s T T i i o S o T Ji I
| 0] destinationTransportPort 11 | Field Length = 2 |
e L o i e i i S TP NN SR
| 0] packet Del t aCount 2 | Field Length = 4 |
i L s e o e ki B TR SR B S
| O] oct et Del t aCount 1| Field Length = 4 |
B i s T T i i o S o T Ji I
| 0] protocolldentifier 4 | Field Length = 1 |
e e o i i S e R R S i S S S o o S e o

Fi gure 4: Exanmple Flow Tenpl ate

Suppose that this Data Set is anonym zed according to the foll ow ng
policy:

0 |P addresses within the network are protected by reverse
truncati on.

0 | P addresses outside the network are protected by prefix-
preserving anonym zati on.

0 Cctet counts are exported using degraded precision in order to
provi de minimal protection against fingerprinting attacks.

o Al other fields are exported unanonym zed.

In order to export Anonym zation Records for this Tenplate and
policy, first, the Anonymi zation Options Tenplate shown in Figure 5
is exported. For this exanple, the optional privateEnterpriseNunber
and i nformati onEl enentl ndex Information El enents are omtted, because
they are not used.
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1 2 3
01234567890123456789012345678901
B i s T T i i o S o T Ji I
| Set ID=3 | Length = 26 |
e L o i e e th o i R S
| Tenmpl ate I D = 257 | Field Count = 4 |
i e e T i e T S e el i i o SR SN R R SR S R S

| Scope Field Count = 2 | 0] templatel D 145
B i s T T i i o S o T Ji I
| Field Length = 2 | 0] informationEl ementld 303
e L i i T e i s wih it NI N SR S
| Field Length = 2 | O] anonymi zati onFl ags 285
i e e R e T S S e i I TR R S T
| Field Length = 2 | 0| anonymi zati onTechni que 286
B i s T T i i o S o T Ji I
| Field Length = 2 |

R i T S e e

Figure 5: Exanpl e Anonym zation Options Tenpl ate

Fol | owi ng the Anonym zation Options Tenpl ate cones a Data Set

cont ai ni ng Anonymi zation Records. This dataset has an entry for each
Information El enent Specifier in Tenplate 256 describing the flow
records. This Data Set is shown in Figure 6. Note that

sour cel Pv4Address and desti nati onl Pv4Address have the Perineter
Anonym zation (0x0004) flag set in anonymi zationFl ags, neani ng that
source address should be treated as network-external, and the
destination address as network-internal.
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1 2 3
01234567890123456789012345678901
i S S T i S S e e i S S S S

| Set I D = 257 | Length = 68 |
T T i i S T I T S e S nas
| Tenpl ate 256 | flowsStart Seconds | E 150

R T T S S e T S S S
| no flags 0x0000 | Not Anonymi zed 1|
e o I e e ol i I T T T S S e e e e i i ol it T R R
| Tenpl ate 256 | sourcel Pv4Addr ess IE 8

R T T T R s S S SR
| Perimeter, Session SC 0x0005 | Structured Permnutation 6 |
T T T S S e S S S S S St S S I it Sl S S S
| Templ ate 256 | destinationlPv4dAddress |E 12 |
e o I e e ol i I T T T S S e e e e i i ol it T R R
| Perinmeter, Stable 0x0007 | Reverse Truncation 7

R T i i S T s S e S nags
| Tenpl ate 256 | sourceTransport Port IE 7

R T T S S e it S S S S S
| no flags 0x0000 | Not Anonym zed 1|
e o I e e ol i I T T T S S e e e e i i ol it T R R
| Tenpl ate 256 | dest. Transport Port IE 11

R T T T T R S S S SR
| no flags 0x0000 | Not Anonyni zed 1|
N T T T S S e e e T A S R Sl U Su S S
| Templ ate 256 | packet Del t aCount IE 2 |
e o I e e ol i I T T T S S e e e e i i ol it T R R
| no flags 0x0000 | Not Anonym zed 1|
R e T A T s S e SRS
| Tenpl ate 256 | octetDeltaCount IE 1 |
R T T S S e T S S S
| Stable 0x0003 | Precision Degradation 2

e o I e e ol i I T T T S S e e e e i i ol it T R R
| Tenpl ate 256 | protocolldentifier IE 4

R T T T T S T A T G S S s
| no flags 0x0000 | Not Anonyni zed 1|
N T T T S S e e e T A S R Sl U Su S S

Figure 6: Exanpl e Anonym zati on Records

Fol | owi ng the Anonymi zati on Records conme the Data Sets containing the
anonymi zed data, exported according to the Tenplate in Figure 4.
Bringing it all together, consider an | PFl X Message containing three
real data records and the necessary tenplates to export them shown
in Figure 7. (Note that the scale of this nessage is 8-bytes per
line, for conpactness; |lines of dots '’ " represent shifting
of the exanple bit structure for clarity.)
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024680246802468024680246802461802
i S S T i S S e e i S S S S

0x000a |
sequence O
SetI D 2 |
| E 150 [
IE 12 |
IE 11 |
IE 1 |
Set| D 256 |
sip 192.0.2.3

bytes 74

time 1271227682
dip 192.0.2.88
packets 60

prt 6 | .

| ength 135

| ength 40
I ength 4
length 4
I ength 2
|l ength 4
| ength 79

dp 53

time 1271227683

dip 203.0.113.9
packets 44

I

I

I

I

I

I

I

I

I

| sp 53 I
I

I

I

I

I

I

I

I

| prt 6 |

export tine 1271227717
domain 1

tid 256 | fields
IE 8 | length
IE 7 | length
IE 2 | length
IE 4 | length

time 1271227681

dip 198.51.100.7
packets 1

prt 17 | . . . .

sip 198.51.100.7

sp 5091 | dp 80
byt es 2896

sip 198.51.100.7

sp 5092 | dp 80
bytes 2037

Figure 7: Exanple Real Message

P BADNSO©

nsg
hdr
t npl
set

dat a
set

The correspondi ng anonym zed nessage is then shown in Figure 8. The
Options Tenpl ate Set descri bi ng Anonym zati on Records and the

Anonym zation Records thensel ves are added;

counts are anonym zed as decl ar ed.
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1 2 3 4 5 6
024680246802468024680246802461802

i S S T i S S e e i S S S S

0x000a | length 233 | export time 1271227717 | nsg
sequence 0 | dormain 1 | hdr
SetID 2 | I'ength 40 | tid 256 | fields 8 | tmpl
| E 150 | length 4 | 1E 8 | length 4 | set
IE 12 | length 4 | TE 7 | length 2 |

IE 11 | length 2 | TE 2 | length 4 |

IE 1 | length 4 | 1E 4 | length 1 |
SetID 3 | length 30 | tid 257 | fields 4 | opt
scope 2 | . .. e e e . tnpl
| E 145 | length 2 | 1E 303 | length 2 | set
| E 285 | length 2 | IE 286 | length 2 |
Set | D 257 | length 68 | e e . anon
tid 256 | 1E 150 | flags O | tech 1 | recs
tid 256 | ITE 8 | flags 5 | tech 6 |

tid 256 | 1E 12 | flags 7 | tech 7 |

tid 256 | T1E 7 | flags O | tech 1 |

tid 256 | TE 11 | flags O | tech 1 |

tid 256 | TE 2 | flags O | tech 1 |

tid 256 | TE 1 | flags 3 | tech 2 |

tid 256 | IE41 | flags O | tech 1 |
Set | D 256 | length 79 | tine 1271227681 | data
sip 254.202.119. 209 | dip 0.0.0.7 | set
sp 53 | dp 53 | packets 1 |
bytes 100 | prt 17 | . . . . . . . L L.

tine 1271227682 | sip 0.0.0.7 |

di p 254.202.119.6 | sp 5091 | dp 80 |
packets 60 | bytes 2900 |

prt 6 | o

tinme 1271227683 | sip 0.0.0.7 |

dip 2.19.199.176 | sp 5092 | dp 80 |
packets 60 | bytes 2000 |

prt 6 |

Fi gure 8: Correspondi ng Anonyni zed Message
Security Considerations

Thi s docunent provides guidelines for exporting netadata about
anonym zed data in I PFI X, or storing netadata about anonyni zed data
in IPFIX Files. It is not intended as a general statenent on the
applicability of specific flow data anonym zati on techni ques.
Exporters or publishers of anonym zed data nmust take care that the
appl i ed anonymi zation technique is appropriate for the data source,
the purpose, and the risk of deanonyni zation of a given application
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Research in anonymi zati on techni ques, and techni ques for
deanonymi zation, is ongoing, and currently "safe" anonym zation
techni ques may be rendered unsafe by future devel opments.

We note specifically that anonym zation is not a replacenent for
encryption for confidentiality. It is only appropriate for
protecting identifying information in data to be used for purposes in
which the protected data is irrelevant. Confidentiality in export is
best served by using TLS [ RFC5246] or Datagram Transport Layer
Security (DTLS) [RFC4347] as in the Security Considerations section
of [RFC5101], and in long-term storage by inplenentation-specific
protection applied as in the Security Considerations section of

[ RFC5655]. Indeed, confidentiality and anonynization are not
mut ual |y excl usive, as encryption for confidentiality nay be applied
to anonym zed data export or storage, as well, when the anonyni zed

data is not intended for public rel ease.

W note as well that care shoul d be taken even with well-anonymn zed
data, and anonym zed data should still be treated as privacy
sensitive. Anonynization reduces the risk of msuse, but is not a
compl ete solution to the problem of protecting end-user privacy in
network flow trace anal ysis.

When usi ng pseudonyni zation techni ques that have a nutabl e mappi ng,
there is an inherent trade-off in the stability of the map between

|l ong-term conparability and security of the dataset against

deanonym zation. |In general, deanonym zation attacks are nore
effective given nore information, so the | onger a given mapping is
valid, the nore information can be applied to deanonynization. The
specific details of this are techni que-dependent and therefore out of
the scope of this docunent.

VWhen rel easi ng anonym zed data, publishers need to ensure that data
that could be used in deanonym zation is not |eaked through a side
channel. The entire workflow (hardware, software, operationa
policies and procedures, etc.) for handling anonyn zed data nust be
eval uated for risk of data | eakage. While nost of these possible

si de channel s are out of scope for this docunment, guidelines for
reducing the risk of information | eakage specific to the |IPFI X export
protocol are provided in Section 7.2.

Note as well that the Security Considerations section of [RFC5101]
applies as well to the export of anonynized data, and the Security
Consi derations section of [RFC5655] to the storage of anonym zed
data, or the publication of anonyni zed traces.
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10.

11.

12.

12.

| ANA Consi der ati ons

Thi s docunent specifies the creation of several new | PFI X I nformation
El ements in the IPFIX Information El ement registry available fromthe
I ANA site (http://ww.iana.org), as defined in Section 6.2. |ANA has
assigned the follow ng Informati on El enent nunbers for their
respective Information El ements as specified bel ow

o Information El ement nunber 285 for the anonym zati onFl ags
I nformation El enent.

o Information El enment nunber 286 for the anonym zationTechni que
I nformation El enent.

o Information El ement nunber 287 for the informati onEl ement | ndex
I nformati on El enent.
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