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Abst ract

Thi s docunent di scusses the algorithmic translation of an | Pv6
address to a correspondi ng | Pv4 address, and vice versa, using only
statically configured information. It defines a well-known prefix
for use in algorithmc translations, while allow ng organi zations to
al so use network-specific prefixes when appropriate. Algorithnic
translation is used in IPv4/1Pv6 translators, as well as other types
of proxies and gateways (e.g., for DNS) used in |IPv4/|IPv6 scenarios.

Status of This Meno
This is an Internet Standards Track document.

Thi s docunent is a product of the Internet Engineering Task Force
(ITETF). It represents the consensus of the IETF community. It has
recei ved public review and has been approved for publication by the
Internet Engineering Steering Goup (IESG. Further information on
Internet Standards is available in Section 2 of RFC 5741.

I nformation about the current status of this docunent, any errata,

and how to provide feedback on it may be obtained at
http://ww. rfc-editor.org/info/rfc6052.
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1.

1.

I nt roducti on

Thi s docunent is part of a series of IPv4/IPv6 translation docunents.
A framework for IPv4/1Pv6 translation is discussed in

[ v4ve- FRAMEWORK] , including a taxonony of scenarios that will be used
in this docunent. Oher docunents specify the behavior of various
types of translators and gateways, including nechanisns for

transl ati ng between | P headers and ot her types of nessages that
include I P addresses. This docunment specifies how an individual |Pv6
address is translated to a correspondi ng | Pv4 address, and vice
versa, in cases where an algorithmc napping is used. Wile specific
types of devices are used herein as exanples, it is the
responsibility of the specification of such devices to reference this
docunent for algorithm c mappi ng of the addresses thensel ves.

Section 2 describes the prefixes and the format of "IPv4-enbedded

| Pv6 addresses", i.e., |IPv6 addresses in which 32 bits contain an

| Pv4 address. This format is common to both "I Pv4-converted" and

"l Pv4-transl atabl e" | Pv6 addresses. This section also defines the
algorithms for translating addresses, and the text representation of
| Pv4- enbedded | Pv6 addr esses.

Section 3 discusses the choice of prefixes, the conditions in which
they can be used, and the use of |Pv4-enbedded | Pv6 addresses with
statel ess and stateful translation.

Section 4 provides a sunmary of the discussions behind two specific
desi gn decisions, the choice of a null suffix and the specific value
of the selected prefix.

Section 5 di scusses security concerns.

In sone scenarios, a dual-stack host will unnecessarily send its
traffic through an 1Pv6/1Pv4 translator. This can be caused by the
host's default address selection algorithm][RFC3484], referrals, or
other reasons. Optimzing these scenarios for dual-stack hosts is
for future study.

1. Applicability Scope

This docunent is part of a series defining address translation
services. W understand that the address format could al so be used
by other interconnection nethods between | Pv6 and | Pv4, e.g., nethods
based on encapsulation. |If encapsul ation nmethods are devel oped by
the 1 ETF, we expect that their descriptions will docunent their
specific use of |Pv4-enbedded | Pv6 addresses.
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1.2. Conventions

The key words "MJST", "MJST NOT*, "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "MAY", and "OPTIONAL" in this
docunent are to be interpreted as described in RFC 2119 [ RFC2119].

1.3. Termi nol ogy
Thi s docunent nakes use of the follow ng terns:

Address translator: any entity that has to derive an | Pv4 address
froman | Pv6 address or vice versa. This applies not only to
devices that do | Pv4/IPv6 packet translation, but also to other
entities that nanipul ate addresses, such as nane resol ution
proxies (e.g., DNS64 [DNS64]) and possibly other types of
Application Layer Gateways (ALGs).

| Pv4-converted | Pv6 addresses: |Pv6 addresses used to represent |Pv4
nodes in an | Pv6 network. They are a variant of |Pv4-enbedded
| Pv6 addresses and follow the format described in Section 2. 2.

| Pv4- enbedded | Pv6 addresses: |Pv6 addresses in which 32 bits
contain an I Pv4 address. Their format is described in
Section 2. 2.

I Pv4/ 1 Pv6 translator: an entity that translates |Pv4 packets to | Pv6
packets, and vice versa. It may do "statel ess" translation,
meaning that there is no per-flow state required, or "stateful"
transl ation, neaning that per-flow state is created when the first
packet in a flowis received

| Pv4d-transl atable | Pv6 addresses: |Pv6 addresses assigned to | Pv6
nodes for use with stateless translation. They are a variant of
| Pv4- enbedded | Pv6 addresses and follow the format described in
Section 2. 2.

Net wor k- Specific Prefix: an IPv6 prefix assigned by an organi zati on
for use in algorithm c mapping. Options for the Network-Specific
Prefix are discussed in Sections 3.3 and 3. 4.

Vel | -Known Prefix: the IPv6 prefix defined in this docunment for use
in an algorithmnm c nmapping.
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2. | Pv4-Enbedded | Pv6 Address Prefix and For mat
2.1. Well-Known Prefix

This docunent reserves a "Well-Known Prefix" for use in an
al gorithmc mapping. The value of this IPv6 prefix is:

64:ff9b::/96
2.2. | Pv4-Enbedded | Pv6 Address For mat

| Pv4-converted | Pv6 addresses and | Pv4-transl atabl e | Pv6 addresses
follow the sane format, described here as the |Pv4-enbedded | Pv6
address Format. |Pv4-enbedded | Pv6 addresses are conposed of a
vari abl e-1 ength prefix, the enbedded | Pv4 address, and a vari abl e-
Il ength suffix, as presented in the follow ng diagram in which PL
desi gnates the prefix | ength:

S S S

|PL] O------------- 32--40--48--56--64--72--80--88--96--104--------- |
T T T T i S I S
| 32] prefix | v4(32) | u | suffix |
T T e T I S L o EE
| 40| prefix | v4(24) | u|(8)] suffix |
e I e o T e e e e S LR SRR o
| 48] prefix |v4(16) | u | (16) | suffix |
T T T T i S I S
| 56| prefix [ (8)] u | v4(24) | suffix |
T T e I S S Lo EE
| 64| prefix | u | v4(32) | suffix |
e I e S T e e e LR R o
| 96| prefix | v4(32) |

T T T T i S I S
Figure 1

In these addresses, the prefix shall be either the "Well-Known
Prefix" or a "Network-Specific Prefix" unique to the organization
depl oyi ng the address translators. The prefixes can only have one of
the following | engths: 32, 40, 48, 56, 64, or 96. (The Wl -Known
Prefix is 96 bits long, and can only be used in the last formof the
table.)

Various deploynments justify different prefix | engths with Network-

Specific Prefixes. The trade-off between different prefix |engths
are discussed in Sections 3.3 and 3. 4.
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Bits 64 to 71 of the address are reserved for conpatibility with the
host identifier format defined in the | Pv6 addressing architecture

[ RFC4291]. These bits MJUST be set to zero. Wen using a /96

Net wor k- Specific Prefix, the adm nistrators MJUST ensure that the bits
64 to 71 are set to zero. A sinple way to achieve that is to
construct the /96 Network-Specific Prefix by picking a /64 prefix,
and then adding 4 octets set to zero.

The 1 Pv4 address is encoded following the prefix, nost significant
bits first. Depending of the prefix length, the 4 octets of the
address may be separated by the reserved octet "u", whose 8 bits MJST
be set to zero. |In particular

o0 When the prefix is 32 bits long, the IPv4 address is encoded in
positions 32 to 63.

0 Wien the prefix is 40 bits long, 24 bits of the |IPv4 address are
encoded in positions 40 to 63, with the remaining 8 bits in
position 72 to 79

0 When the prefix is 48 bits long, 16 bits of the |IPv4 address are
encoded in positions 48 to 63, with the remaining 16 bits in
position 72 to 87

o When the prefix is 56 bits long, 8 bits of the |IPv4 address are
encoded in positions 56 to 63, with the remaining 24 bits in
position 72 to 95

0 Wien the prefix is 64 bits long, the IPv4 address is encoded in
positions 72 to 103.

o0 When the prefix is 96 bits long, the IPv4 address is encoded in
positions 96 to 127

There are no remaining bits, and thus no suffix, if the prefix is 96
bits long. 1In the other cases, the renmaining bits of the address
constitute the suffix. These bits are reserved for future extensions
and SHOULD be set to zero. Address translators who receive |Pv4-
enbedded | Pv6 addresses where these bits are not zero SHOULD i gnore
the bits’ value and proceed as if the bits’ value were zero. (Future
extensions may specify a different behavior.)
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2. 3.

2.4.

Bao

Address Transl ation Al gorithms

| Pv4- enmbedded | Pv6 addresses are conposed according to the foll ow ng
al gorithm

0 Concatenate the prefix, the 32 bits of the |IPv4 address, and the
suffix (if needed) to obtain a 128-bit address.

o If the prefix length is |less than 96 bits, insert the null octet
"u" at the appropriate position (bits 64 to 71), thus causing the
| east significant octet to be excluded, as docunented in Figure 1.

The | Pv4 addresses are extracted fromthe | Pv4-enbedded | Pv6
addresses according to the followi ng al gorithm

o If the prefix is 96 bits long, extract the last 32 bits of the
| Pv6 address;

o For the other prefix lengths, renpve the "u" octet to obtain a
120-bit sequence (effectively shifting bits 72-127 to positions
64-119), then extract the 32 bits follow ng the prefix.

Text Representation

| Pv4- enmbedded | Pv6 addresses will be represented in text in
conformty with Section 2.2 of [RFC4291]. |Pv4-enbedded |Pv6
addresses constructed using the Well-Known Prefix or a /96 Network-
Specific Prefix may be represented using the alternative form
presented in Section 2.2 of [RFC4291], with the enbedded | Pv4 address
represented in dotted decinal notation. Exanples of such
representations are presented in Tables 1 and 2

o e e e e R o e e e e e e e e e o +
| Network- Specific | | Pv4 | 1 Pv4-enbedded | Pv6 address |
| Prefix | address | |
o Fom e e o - o e e e e e e e i e +
| 2001: db8::/32 | 192.0.2.33 | 2001: db8: c000: 221: : |
| 2001: db8:100::/40 | 192.0.2.33 | 2001: db8: 1c0: 2: 21:: |
| 2001: db8: 122::/48 | 192.0.2.33 | 2001: db8: 122: c000: 2: 2100: : |
| 2001: db8:122:300::/56 | 192.0.2.33 | 2001: dbh8: 122: 3c0: 0: 221:: |
| 2001: db8: 122:344::/64 | 192.0.2.33 | 2001: db8: 122: 344: c0: 2: 2100: : |
| 2001: db8:122:344::/96 | 192.0.2.33 | 2001:db8:122:344::192.0.2.33

o T o m e e e e e i e +

Table 1: Text Representation of |Pv4-Enbedded | Pv6 Addresses Using
Net wor k- Speci fi c Prefixes

, et al. St andards Track [ Page 7]
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3.

3.

3.

S RIS . T +
| Well-Known Prefix | |IPv4 address | |Pv4-Enbedded | Pv6 address

o e e e o o e e - o e e e e e e e e a oo - +
| 64:ff9b::/96 | 192.0.2.33 | 64:ff9b::192.0.2.33 |
S TRy . e +

Tabl e 2: Text Representation of |Pv4-Enbedded | Pv6 Addresses Using
the Well-Known Prefix

The Network-Specific Prefix exanples in Table 1 are derived fromthe
I Pv6 prefix reserved for docunentation in [RFC3849]. The |Pv4
address 192.0.2.33 is part of the subnet 192.0.2.0/24 reserved for
docunentation in [ RFC5735]. The representation of |IPv6 addresses is
compatible with [ RFC5952] .

Depl oynment Gui del i nes
1. Restrictions on the Use of the Well-Known Prefix

The Wl -Known Prefix MJUST NOT be used to represent non-gl obal I|Pv4
addresses, such as those defined in [RFC1918] or listed in Section 3
of [RFC5735]. Address translators MJUST NOT transl ate packets in

whi ch an address is conposed of the Wll-Known Prefix and a non-

gl obal 1Pv4 address; they MJST drop these packets.

The Wl -Known Prefix SHOULD NOT be used to construct |Pv4-

transl atable | Pv6 addresses. The nodes served by |Pv4-transl atable

| Pv6 addresses should be able to receive global 1Pv6 traffic bound to
their IPv4-translatable | Pv6 address without incurring internediate
protocol translation. This is only possible if the specific prefix
used to build the IPv4-transl atable | Pv6 addresses is advertised in
inter-domain routing, but the advertisenent of nore specific prefixes
derived fromthe Well-Known Prefix is not supported, as explained in
Section 3.2. Network-Specific Prefixes SHOULD be used in these
scenarios, as explained in Section 3.3.

The Well-Known Prefix MAY be used by organi zations depl oyi ng
transl ati on services, as explained in Section 3.4.

2. Inpact on Inter-Domain Routing

The Wl | -Known Prefix MAY appear in inter-domain routing tables, if
service providers decide to provide | Pv6-1Pv4 interconnection
services to peers. Advertisenment of the Well-Known Prefix SHOULD be
controll ed either by upstream and/or downstream service providers
according to inter-domain routing policies, e.g., through
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configuration of BGP [RFC4271]. Organizations that advertise the
Vel | - Known Prefix in inter-domain routing MIUST be able to provide
| Pv4/ 1 Pv6 transl ation service

When the I Pv4/1Pv6 translation relies on the Wll-Known Prefix, |Pv4-
enbedded | Pv6 prefixes |onger than the Well-Known Prefix MJST NOT be
advertised in BGP (especially External BGP) [RFC4271] because this

|l eads to inporting the 1Pv4 routing table into the | Pv6 one and
therefore introduces scalability issues to the global 1Pv6 routing
table. Admnistrators of BG nodes SHOULD configure filters that

di scard advertisenents of enbedded | Pv6 prefixes |onger than the

Vel | - Known Prefix.

VWhen the 1 Pv4/1Pv6 translation service relies on Network-Specific
Prefixes, the IPv4-transl atable 1 Pv6 prefixes used in statel ess
transl ati on MJST be advertised with proper aggregation to the |Pv6
Internet. Simlarly, if translators are configured with nultiple
Net wor k- Speci fic Prefixes, these prefixes MJST be advertised to the
I Pv6 Internet with proper aggregation

3.3. Choice of Prefix for Statel ess Transl ati on Depl oynents

Organi zations may depl oy transl ation services using statel ess
translation. 1In these deploynents, internal |Pv6 nodes are addressed
using | Pv4-transl atabl e 1 Pv6 addresses, which enable themto be
accessed by I Pv4 nodes. The addresses of these external |Pv4 nodes
are then represented in | Pv4-converted | Pv6 addresses.

Organi zations depl oying statel ess | Pv4/1Pv6 translati on SHOULD assi gn
a Network-Specific Prefix to their I Pv4/IPv6 translation service.

| Pv4-transl atabl e and | Pv4-converted | Pv6 addresses MUST be
constructed as specified in Section 2.2. [|Pv4-translatable |Pv6
addresses MJST use the sel ected Network-Specific Prefix. Both |IPv4-
transl atabl e | Pv6 addresses and | Pv4-converted | Pv6 addresses SHOULD
use the same prefix.

Using the sane prefix ensures that |IPv6 nodes internal to the

organi zation will use the nost efficient paths to reach the nodes
served by I Pv4-translatable |1 Pv6 addresses. Specifically, if a node
| earns the | Pv4 address of a target internal node w thout know ng
that this target is in fact |ocated behind the sane translator that
the node al so uses, translation rules will ensure that the | Pv6
address constructed with the Network-Specific Prefix is the same as
the I Pvd-transl atabl e 1 Pv6 address assigned to the target. Standard
routing preference (i.e., "nost specific match wins") will then
ensure that the | Pv6 packets are delivered directly, wthout
requiring that translators receive the packets and then return them
in the direction fromwhich they cane.
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The intra-domain routing protocol nust be able to deliver packets to
the nodes served by | Pv4-transl atabl e | Pv6 addresses. This may
require routing on some or all of the enbedded |IPv4 address bits.
Security considerations detailed in Section 5 require that routers
check the validity of the |IPv4-transl atabl e | Pv6 source addresses,
usi ng some form of reverse path check

The management of statel ess address translation can be illustrated
with a small exanpl e:

We will consider an | Pv6 network with the prefix 2001: db8:
122::/48. The network admini strator has sel ected the Network-
Specific Prefix 2001: db8: 122: 344::/64 for managi ng statel ess | Pv4/
IPv6 translation. The |Pv4-transl atabl e address bl ock for |Pv4
subnet 192.0.2.0/24 is 2001:db8:122:344:¢0:2::/96. In this
network, the host A is assigned the IPv4-translatable | Pv6 address
2001: db8: 122: 344: c0: 2: 2100::, which corresponds to the |Pv4
address 192.0.2.33. Host A's address is configured either
manual |y or through DHCPv6.

In this example, host Ais not directly connected to the
translator, but instead to a |ink managed by a router R The
router Ris configured to forward to A the packets bound to 2001
db8: 122: 344: c0: 2: 2100: :. To receive these packets, Rwll
advertise reachability of the prefix 2001: db8: 122: 344: c0: 2: 2100: : /
104 in the intra-domain routing protocol -- or perhaps a shorter
prefix if many hosts on |link have | Pv4-translatable | Pv6 addresses
derived fromthe sane | Pv4 subnet. |f a packet bound to
192.0.2.33 reaches the translator, the destination address will be
translated to 2001: db8: 122: 344: c0: 2: 2100: :, and the packet will be
routed towards R and then to A

Let’s suppose now that a host B of the same domain |learns the |Pv4
address of A, maybe through an application-specific referral. |If
B has transl ati on-aware software, B can conpose a destination
address by conbi ning the Network-Specific Prefix 2001: db8: 122
344::/64 and the |1 Pv4 address 192.0.2.33, resulting in the address
2001: db8: 122: 344: c0: 2: 2100::. The packet sent by B will be
forwarded towards R, and then to A, avoiding protocol translation

Forwar di ng, and reverse path checks, are nore efficient when
performed on the conbination of the prefix and the | Pv4 address. In
theory, routers are able to route on prefixes of any length, but in
practice there may be routers for which routing on prefixes |arger
than 64 bits is slower. However, routing efficiency is not the only
consideration in the choice of a prefix length. O ganizations also
need to consider the availability of prefixes, and the potentia

i mpact of all-zero identifiers
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3.

4.

If a /32 prefix is used, all the routing bits are contained in the
top 64 bits of the I Pv6 address, |eading to excellent routing
properties. These prefixes may however be hard to obtain, and
allocation of a /32 to a small set of |IPv4-translatable |Pv6
addresses may be seen as wasteful. |In addition, the /32 prefix and a
zero suffix lead to an all-zero interface identifier, which is an

i ssue that we discuss in Section 4.1

Internediate prefix lengths such as /40, /48, or /56 appear as
conprom ses. Only sonme of the IPv4d bits are part of the /64
prefixes. Reverse path checks, in particular, may have a linited
efficiency. Reverse path checks limted to the nost significant bits
of the IPv4 address will reduce the possibility of spoofing externa

| Pv4 addresses, but would allow | Pv6 nodes to spoof internal |Pv4-
transl atabl e 1 Pv6 addresses.

We propose a conpronise, based on using no nore than 1/256th of an
organi zation's allocation of |Pv6e addresses for the | Pv4/IPv6

transl ation service. For exanple, if the organization is an Internet
Service Provider with an allocated |Pv6 prefix /32 or shorter, the
ISP could dedicate a /40 prefix to the translation service. An end
site with a /48 allocation could dedicate a /56 prefix to the

transl ation service, or possibly a /96 prefix if all |Pv4-

transl atabl e | Pv6 addresses are | ocated on the sane |ink

The recommended prefix length is also a function of the depl oynent
scenario. The stateless translation can be used for Scenario 1
Scenario 2, Scenario 5, and Scenario 6 defined in [v4v6- FRAVNEWORK] .
For different scenarios, the prefix |length recomendations are:

o For Scenario 1 (an IPv6 network to the IPv4 Internet) and Scenario
2 (the IPv4 Internet to an | Pv6 network), an ISP holding a /32
al | ocati on SHOULD use a /40 prefix, and a site holding a /48
al | ocati on SHOULD use a /56 prefix.

o For Scenario 5 (an I Pv6 network to an | Pv4 network) and Scenario 6
(an I Pv4 network to an I Pv6 network), the depl oynment SHOULD use a
/64 or a /96 prefix.

Choice of Prefix for Stateful Translation Deploynents

Organi zations may depl oy transl ation services based on statefu
transl ation technol ogy. An organization rmay decide to use either a
Net wor k- Speci fic Prefix or the Well-Known Prefix for its statefu

I Pv4/ 1 Pv6 transl ation service
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When these services are used, |Pv6 nodes are addressed through
standard | Pv6 addresses, while | Pv4 nodes are represented by | Pv4-
converted | Pv6 addresses, as specified in Section 2.2.

The stateful nature of the translation creates a potential stability
i ssue when the organization deploys nultiple translators. |If severa
translators use the same prefix, there is a risk that packets

bel onging to the same connection nmay be routed to different
translators as the internal routing state changes. This issue can be
avoi ded either by assigning different prefixes to different
translators or by ensuring that all translators using the sane prefix
coordinate their state.

Stateful translation can be used in scenarios defined in
[ v4ve- FRAMEWORK] .  The Wel | - Known Prefix SHOULD be used in these
scenarios, with two exceptions:

o In all scenarios, the translation MAY use a Network-Specific
Prefix, if deemed appropriate for nanagement reasons.

o The Well-Known Prefix MJST NOT be used for Scenario 3 (the |IPv6
Internet to an I Pv4 network), as this would |ead to using the
Wl | - Known Prefix with non-global |Pv4 addresses. That neans a
Net wor k- Speci fic Prefix (for exanple, a /96 prefix) MJST be used
in that scenario.

4. Design Choices

The prefix that we have chosen reflects two design choices, the nul
suffix and the specific value of the Well-Known Prefix. W provide
here a summary of the discussions |eading to those two choi ces.

4.1. Choice of Suffix

The address format described in Section 2.2 recomends a zero suffix.
Bef ore making this recommendati on, we considered different options:
checksum neutrality, the encoding of a port range, and a val ue
different than O.

In the case of stateless translation, there would be no need for the
translator to reconpute a one’'s conplenment checksumif both the |IPv4-
transl atable and the | Pv4-converted | Pv6 addresses were constructed
in a "checksumneutral” manner, that is, if the |Pv6 addresses woul d
have the same one’ s conpl enent checksum as the enbedded | Pv4 address.
In the case of stateful translation, checksumneutrality does not

el i m nate checksum conputation during translation, as only one of the
two addresses woul d be checksum neutral. W considered reserving 16
bits in the suffix to guarantee checksumnneutrality, but declined
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because it would not help with stateful translation and because
checksum neutrality can al so be achi eved by an appropri ate choi ce of
the Network-Specific Prefix, i.e., selecting a prefix whose one’s
conpl enent checksum equal s either 0 or Oxffff.

There have been proposals to conpl enent stateless translation with a
port-range feature. |Instead of mapping an | Pv4 address to exactly
one |1 Pv6 prefix, the options would allow several |1Pv6 nodes to share
an | Pv4 address, with each node managing a different range of ports.
If a port range extension is needed, it could be defined l|ater, using
bits currently reserved as null in the suffix.

When a /32 prefix is used, an all-zero suffix results in an all-zero
interface identifier. W understand the conflict with Section 2.6.1
of RFC4291, which specifies that all zeroes are used for the subnet-
router anycast address. However, in our specification, there is only
one node with an I Pv4-translatable | Pv6 address in the /64 subnet, so
the anycast semantic does not create confusion. W thus decided to
keep the null suffix for now This issue does not exist for prefixes
| arger than 32 bits, such as the /40, /56, /64, and /96 prefixes that
we recomend in Section 3.3.

4.2. Choice of the Well-Known Prefix

Bef ore maki ng our reconmendation of the Well-Known Prefix, we were
faced with three choices:

0 reuse the | Pv4-mapped prefix, ::ffff:0:0/96, as specified in RFC
2765, Section 2.1;

0 request IANA to allocate a /32 prefix, or
0 request allocation of a new /96 prefix.

We wei ghted the pros and cons of these choices before settling on the
recomrended /96 Wl | -Known Prefix.

The mai n advant age of the existing | Pv4d-mapped prefix is that it is
al ready defined. Reusing that prefix would require mninal

standardi zation efforts. However, being already defined is not just
an advantage, as there nmay be side effects of current

i mpl ementations. Wen presented with the | Pv4-mapped prefix, current
versi ons of Wndows and Mac OS generate |Pv4 packets, but will not
send | Pv6 packets. |If we used the |Pv4-nmapped prefix, these nodes
woul d not be able to support translation without nodification. This
will defeat the main purpose of the translation techniques. W thus
elimnated the first choice, i.e., decided to not reuse the |Pv4-
mapped prefix, ::ffff:0:0/96
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5

5

A /32 prefix would have all owed the enbedded | Pv4 address to fit
within the top 64 bits of the IPv6 address. This would have
facilitated routing and | oad bal anci ng when an organi zati on depl oys
several translators. However, such destination-address-based | oad
bal anci ng may not be desirable. It is not conpatible with Session
Traversal Wilities for NAT (STUN) [ RFC5389] in the depl oynents
involving multiple stateful translators, each one having a different
pool of |Pv4 addresses. STUN conpatibility would only be achieved if
the transl ators nmanaged the same pool of |Pv4 addresses and were able
to coordinate their translation state, in which case there is no big
advantage to using a /32 prefix rather than a /96 prefix.

According to Section 2.2 of [RFC4291], in the |egal textua
representations of |Pv6 addresses, dotted decinmal can only appear at
the end. The /96 prefix is compatible with that requirement. It
enabl es the dotted decimal notation w thout requiring an update to

[ RFC4291]. This representati on nmakes the address fornmat easier to
use and the log files easier to read.

The prefix that we recommend has the particularity of being "checksum
neutral”. The sum of the hexadeci mal nunmbers "0064" and "ff9b" is
"ffff", i.e., a value equal to zero in one’'s conplenent arithnetic

An | Pv4- enbedded | Pv6 address constructed with this prefix will have
the sane one’'s conpl enent checksum as the enbedded | Pv4 address.

Security Considerations
1. Protection against Spoofing

I Pv4/ 1 Pv6 translators can be nodel ed as special routers, are subject
to the sane risks, and can inplenment the sanme nitigations. (The

di scussion of generic threats to routers and their mtigations is
beyond the scope of this docunent.) There is, however, a particular
risk that directly derives fromthe practice of enbedding |Pv4
addresses in | Pv6: address spoofing.

An attacker could use an |Pv4-enbedded | Pv6 address as the source
address of malicious packets. After translation, the packets wll
appear as |Pv4 packets fromthe specified source, and the attacker
may be hard to track. |If left without mtigation, the attack woul d
all ow malicious |Pv6 nodes to spoof arbitrary |Pv4 addresses.

The nmitigation is to inplenment reverse path checks and to verify
t hroughout the network that packets are com ng from an authorized
| ocati on.
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5.2. Secure Configuration

The prefixes used for address translation are used by I Pv6 nodes to
send packets to IPv6/IPv4 translators. Attackers could attenpt to
fool nodes, DNS gateways, and |IPv4/1Pv6 translators into using wong
val ues for these paraneters, resulting in network disruption, denial
of service, and possible information disclosure. To mitigate such
attacks, network adm nistrators need to ensure that prefixes are
configured in a secure way.

The nechani sns for achieving secure configuration of prefixes are
beyond t he scope of this docunent.

5.3. Firewall Configuration
Many firewalls and other security devices filter traffic based on

| Pv4 addresses. Attackers could attenpt to fool these firewalls by
sending | Pv6 packets to or from|Pv6 addresses that translate to the

filtered | Pv4 addresses. |If the attack is successful, traffic that
was previously bl ocked mght be able to pass through the firewalls
di sqgui sed as | Pv6 packets. 1In all such scenarios, admnistrators

shoul d assure that packets that send to or from | Pv4-enbedded | Pv6
addresses are subject to the sane filtering as those directly sent to
or fromthe enbedded | Pv4 addresses.

The nechani sns for configuring firewalls and security devices to
achieve this filtering are beyond the scope of this docunent.

6. | ANA Consi derations

I ANA has made the foll owing changes in the "Internet Protocol Version
6 Address Space" registry located at http://ww.iana. org.

CLD:
| Pv6 Prefix Allocation Ref er ence Not e
NEW
| Pv6 Prefix Allocation Ref er ence Not e
0000::/8  Reserved by |ETF [RFCA201]  [1][5][6]
[6] The "Well-Known Prefix" 64:ff9b::/96 used in an algorithmc

mappi ng between IPv4 to | Pv6 addresses is defined out of the
0000: : /8 address bl ock, per RFC 6052
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