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Abst ract

The Quality-of-Service (QS) NSIS signaling |ayer protocol (NSLP) is
used to signal QoS reservations and is independent of a specific QS
model (QOSM) such as IntServ or Diffserv. Rather, all information
specific to a QOSMis encapsulated in a separate object, the QSPEC
Thi s docunent defines a tenplate for the QSPEC incl uding a nunber of
SPEC paraneters. The QSPEC paraneters provi de a common | anguage to
be reused in several QOSMs and thereby aimto ensure the
extensibility and interoperability of QS NSLP. Wile the base
protocol is QOSM agnostic, the paraneters that can be carried in the
(SPEC obj ect are possibly closely coupled to specific nodels. The
node initiating the NSIS signaling adds an Initiator QSPEC, which

i ndi cates the QSPEC paraneters that nust be interpreted by the
downstream nodes | ess the reservation fails, thereby ensuring the
intention of the NSIS initiator is preserved along the signaling
pat h.

Status of This Meno

Thi s docunent is not an Internet Standards Track specification; it is
publ i shed for exam nation, experinental inplenmentation, and
eval uati on.

Thi s docunent defines an Experinental Protocol for the Internet
community. This docunment is a product of the Internet Engineering
Task Force (IETF). It represents the consensus of the | ETF
community. It has received public review and has been approved for
publication by the Internet Engineering Steering Goup (IESG. Not
al | docurents approved by the I1ESG are a candidate for any |evel of
Internet Standard; see Section 2 of RFC 5741
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I nformation about the current status of this docunent, any errata,
and how to provide feedback on it may be obtained at
http://ww. rfc-editor.org/info/rfc5975

Copyri ght Notice

Copyright (c) 2010 | ETF Trust and the persons identified as the
docunent authors. Al rights reserved.

Thi s docunent is subject to BCP 78 and the | ETF Trust’'s Lega
Provisions Relating to | ETF Docunents
(http://trustee.ietf.org/license-info) in effect on the date of
publication of this docunent. Please review these docunments
carefully, as they describe your rights and restrictions with respect
to this docunment. Code Conponents extracted fromthis docunment nust
include Sinplified BSD License text as described in Section 4.e of
the Trust Legal Provisions and are provided without warranty as
described in the Sinplified BSD Li cense.
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1. Introduction

The QoS NSIS signaling |ayer protocol (NSLP) [RFC5974] is used to
signal QoS reservations for a data flow, provide forwarding resources
(QS) for that flow, and establish and maintain state at nodes al ong
the path of the flow. The design of QoS NSLP is conceptually sinilar
to the decoupling between RSVP [ RFC2205] and the IntServ architecture
[ RFC2210], where a distinction is nade between the operation of the
signaling protocol and the information required for the operation of
the Resource Managenent Function (RMF). [RFC5974] describes the
signaling protocol, while this docunent describes the RW-rel ated
information carried in the QSPEC (QS Specification) object carried
in QS NSLP nessages.

[ RFC5974] defines four QoS NSLP messages -- RESERVE, QUERY, RESPONSE,
and NOTIFY -- each of which may carry the QSPEC object, while this
docunent describes a tenplate for the QSPEC object. The QSPEC obj ect
carries information on traffic descriptions, resources required,
resources avail able, and other information required by the RW.
Therefore, the QSPEC tenpl ate described in this docunment is closely
tied to QS NSLP, and the reader should be famliar with [ RFC5974] to
fully understand this docunent.

A QoS- enabl ed donai n supports a particular QS nodel (QOSM, which is
a method to achieve QS for a traffic flow A QOSMincorporates QS
provi sioni ng met hods and a QoS architecture, and defines the behavior
of the RW that reserves resources for each flow, including inputs
and outputs. The QS NSLP protocol is able to signal QS
reservations for different QOSMs, wherein all information specific to
a QOSMis encapsul ated in the QSPEC object, and only the RVF specific
to a given QOSMwi Il need to interpret the QSPEC. Exanpl es of QOSMs
are IntServ, Diffserv adm ssion control, and those specified in
[CL-QOSM, [RFC5976], and [RFC5977].
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QSPEC paraneters include, for exanple:

0 a mandatory traffic nodel (TMOD) paraneter,

0 constraints paraneters such as path latency and path jitter,

o traffic handling directives such as excess treatnent, and

o traffic classifiers such as PHB cl ass.

Wil e the base protocol is QOSM agnostic, the paraneters that can be
carried in the QSPEC object are possibly closely coupled to specific
nodel s.

(SPEC obj ects | oosely correspond to the TSpec, RSpec, and AdSpec
obj ects specified in RSVP and nay contain, respectively, a
description of QS Desired, QS Reserved, and QS Avail able. oing
beyond RSVP functionality, the QSPEC al so all ows indicating a range
of acceptable QS by defining a QSPEC obj ect denoting m ni mum QoS.
Usage of these QSPEC objects is not bound to particul ar nessage
types, thus allowing for flexibility. A QSPEC object collecting

i nformati on about avail able resources may travel in any QoS NSLP
message, for exanple, a QUERY nessage or a RESERVE nessage, as
defined in [RFC5974]. The QSPEC travels in QS NSLP nessages but is
opaque to the QS NSLP and is only interpreted by the RW

Interoperability between QoS NSIS entities (QNEs) in different
domai ns is enhanced by the definition of a common set of QSPEC
paraneters. A QS NSIS initiator (Q\NI) initiating the QS NSLP
signaling adds an Initiator QSPEC object containing paraneters
describing the desired QS, nornally based on the QOSMit supports.
SPEC paraneters flagged by the QNI nust be interpreted by all QNEs
in the path, else the reservation fails. In contrast, QSPEC
paraneters not flagged by the QNI may be skipped if not understood.
Addi tional QSPEC paraneters can be defined by informationa

speci fication docunments, and thereby ensure the extensibility and
flexibility of QoS NSLP.

A Local QSPEC can be defined in a |ocal donmain with the Initiator
QSPEC encapsul at ed, where the Local QSPEC nmust be functionally
consistent with the Initiator QSPEC in ternms of defined source
traffic and other constraints. That is, a domain-specific |oca
SPEC can be defined and processed in a |ocal domain, which could,
for exanple, enable sinpler processing by QNEs within the | oca
domai n.

In Section 3.4, an exanple of QSPEC processing is provided.
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1.1. Conventions Used in This Docunent

The key words "MJST", "MJST NOT*, "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "MAY", and "OPTIONAL" in this
docunent are to be interpreted as described in RFC 2119 [ RFC2119].

2. Term nol ogy

Initiator QSPEC. The Initiator QSPEC is included in a QS NSLP
message by the QNI/QNR. It travels end-to-end to the QNR/QNI and is
never renoved.

Local QSPEC. A Local QSPEC is used in a local donmain and is domain
specific. It encapsulates the Initiator QSPEC and is renoved at the
egress of the |ocal domain.

M ni mum QoS: (QSPEC object that, together with a description of QS
Desired or QoS Available, allows the QNI to specify a QS range,
i.e., an upper and |lower bound. |f the QoS Desired cannot be
reserved, QNEs are going to decrease the reservation until the
mnimm QS is hit. Note that the term"m ninuni' is used
generically, since for some paraneters, such as loss rate and

| atency, what is specified is the nmaxi mum accept abl e val ue.

QNE: Q@S NSIS Entity, a node supporting QoS NSLP.
QNI: QS NSIS Initiator, a node initiating QS NSLP signaling.
R QS NSI S Receiver, a node term nating QS NSLP signaling.

QS Avai |l abl e: QSPEC obj ect containi ng paraneters describing the
avail abl e resources. They are used to collect information along a
reservation path.

QoS Desired: QSPEC obj ect containing paraneters describing the
desired QoS for which the sender requests reservation.

QS Mydel (QOSM: a nethod to achieve QS for a traffic flow, e.g.,
IntServ Controll ed Load; specifies the subset of QSPEC QoS
constraints and traffic handling directives that a QNE i npl enenti ng
that QOSMis capable of supporting and how resources will be nanaged
by the RMF.

QS Reserved: QSPEC obj ect containing parameters describing the
reserved resources and rel ated QoS paraneters.

@SPEC. the object of Q@S NSLP that contains all QoS-specific
i nformation.
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QSPEC paraneter: Any paraneter appearing in a QSPEC, for exanple,
traffic nodel (TMOD), path | atency, and excess treatnment paraneters.

SPEC bj ect: Main building blocks containing a QSPEC paraneter set
that is the input or output of an RVF operation.

QSPEC Type: ldentifies a particular QOSM used in the QSPEC

Resour ce Managenent Function (RMF): Functions that are related to
resour ce managenent and processing of QSPEC paraneters.

3. QSPEC Franewor k

The overall framework for the QoS NSLP is that [RFC5974] defines QS
signaling and semantics, the QSPEC tenpl ate defines the container and
semantics for QoS paraneters and objects, and informational

speci fications define QS nethods and procedures for using QS
signaling and QSPEC paraneters/objects within specific QS

depl oynents. QoS NSLP is a generic QS signaling protocol that can
signal for many QOSMs.

3.1. QoS Model s

A QSMis a nethod to achieve QS for a traffic flow, e.g., IntServ
Control |l ed Load [CL-QOSM, Resource Managenent with Diffserv

[ RFC5977], and QoS signaling for Y.1541 QoS cl asses [ RFC5976]. A
QOSM specifies a set of QSPEC parameters that describe the QS
desired and how resources will be managed by the RM. The RW

i mpl ements functions that are related to resource nanagenent and
processes the QSPEC par anet ers.

QOSMs affect the operation of the RMF in NSIS-capabl e nodes and the
information carried in QSPEC objects. Under some circunstances
(e.g., aggregation), they may cause a separate NSLP session to be
instantiated by having the RMF as a QNI. QOSM speci ficati ons nmay
define RWF triggers that cause the QS NSLP to run senmantics within
the underlying QoS NSLP signaling state and nmessagi ng processing
rules, as defined in Section 5.2 of [RFC5974]. New QS NSLP nessage
processing rules can only be defined in extensions to QoS NSLP. If a
QOSM speci fication defines triggers that deviate fromexisting QS
NSLP processing rules, the fallback for QNEs not supporting that QOSM
are the QoS NSLP state transition/ nmessage processing rules.

The QOSM specification includes how the requested QoS resources wll
be described and how they will be managed by the RM-. For this

pur pose, the QOSM specification defines a set of QSPEC paraneters it
uses to describe the desired QS and resource control in the RVF and
it may define additional QSPEC paraneters.
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When a QS NSLP nessage travel s through different domains, it may
encounter different QOSMs. Since QOSMs use different QSPEC
paraneters for describing resources, the QSPEC paraneters included by
the QNI may not be understood in other domains. The QNI therefore
can flag those QSPEC paranmeters it considers vital with the Mflag.
SPEC paraneters with the Mflag set nust be interpreted by the
downstream QNEs, or the reservation fails. QSPEC parameters wi thout
the Mflag set should be interpreted by the downstream QNEs, but may
be ignored if not understood.

A QOSM specificati on SHOULD i ncl ude the foll ow ng:

- role of QNEs, e.g., location, frequency, stateful ness, etc.

- @SPEC definition including QSPEC paraneters

- (SPEC procedures applicable to this QOSM

- QNE processing rules describing how QSPEC information is treated
and interpreted in the RM, e.g., admission control, scheduling,
policy control, QS paraneter accumul ation (e.g., delay)

- at least one bit-level QSPEC exanpl e

- (SPEC paraneter behavi or for new QSPEC paraneters that the QOSM
speci fication defines

- a definition of what happens in case of preenption if the default
NI behavi or (teardown preenpted reservation) is not followed (see
Section 4.3.5)

A QOSM speci fication MAY include the foll ow ng:

- definitions of additional QOSM specific error codes, as discussed
in Section 4.2.3

- the QoS-NSLP options a QOSM wants to use, when several options are
avail able for a QOSM (e.g., Local QSPEC to either a) hide the
Initiator QSPEC within a | ocal domain nmessage, or b) encapsul ate
the Initiator QSPEC).

QOSMs are free, subject to | ANA registration and review rules, to
ext end QSPECs by addi ng paraneters of any of the kinds supported by
the @SPEC. This includes traffic description paraneters, constraint
paraneters, and traffic handling directives. QOSMs are not
permtted, however, to reinterpret or redefine the QSPEC paraneters
specified in this docunent. Note that signaling functionality is
only defined by the QS NSLP docunent [ RFC5974] and not by this
docunent or by QOSM specification docunents.
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3.2. QSPEC vjects

The QSPEC is the object of QoS NSLP contai ni ng QSPEC obj ects and
paraneters. (QSPEC objects are the main building blocks of the QSPEC
paraneter set that is input or output of an RWF operation. QSPEC
paraneters are the paraneters appearing in a QSPEC, which nust
include the traffic nodel paraneter (TMOD), and may optionally
include constraints (e.g., path latency), traffic handling directives
(e.g., excess treatnent), and traffic classifiers (e.g., PHB class).
The RVF inplenents functions that are related to resource nanagenent
and processes the QSPEC paraneters.

The QSPEC consi sts of a QSPEC versi on nunber and QSPEC objects. | ANA
assigns a new QSPEC versi on nunber when the current version is
deprecated or deleted (as required by a specification). Note that a
new QSPEC version nunber is not needed when new QSPEC paraneters are
specified. Later QSPEC versions MJST be backward conpatible with
earlier QSPEC versions. That is, a version n+l device nust support
QSPEC version n (or earlier). On the other hand, if a QSPEC version
n (or earlier) device receives an NSLP nessage specifyi ng QSPEC
version n+l, then the version n device responds with an 'l nconpatible
SPEC error code (0x0f) response, as discussed in Section 4.2.3,
allowing the QNE that sent the NSLP nessage to retry with a | ower
QSPEC ver si on.

Thi s docunent provides a tenplate for the QSPEC in order to pronote
interoperability between Q0OSMs. Figure 1 illustrates how t he QSPEC
is conposed of up to 4 QSPEC objects, nanely QS Desired, QS

Avai | abl e, QS Reserved, and M nimum QS. Each of these QSPEC

obj ects consists of a nunber of QSPEC paraneters. A given QSPEC may
contain only a subset of the QSPEC objects, e.g., QS Desired. The
(SPEC obj ects QoS Desired, QS Avail able, QS Reserved and M ni mum
Q@S MUST all be supported by QNEs and MAY appear in any QSPEC obj ect
carried in any QoS NSLP nessage (RESERVE, QUERY, RESPONSE, NOTIFY).
See [ RFC5974] for descriptions of the QS NSLP RESERVE, QUERY,
RESPONSE, and NOTI FY nmessages.
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Figure 1: Structure of the QSPEC

Use of the 4 QSPEC objects (QoS Desired, QoS Avail able, QS Reserved,
and M nimum QoS) is described in Section 4.3 for 3 nessage sequences
and 7 object conbinations.

The QoS Desired Object describe the resources the QNI desires to
reserve, and hence this is a read-only QSPEC object in that the QSPEC
paraneters carried in the object nmay not be overwitten. QS Desired
is always included in a RESERVE nessage and sonetines included in the
QUERY nessage (see Section 4.3 for details).

As described in Section 4.3, the QoS Available object may travel in a
RESERVE nessage, RESPONSE Message, or QUERY nessage and may col | ect
informati on on the resources currently available on the path. In
this case, QoS Available is a read-wite object, which neans the
(SPEC paraneters contained in QS Avail abl e may be updated, but they
cannot be deleted. As such, each QNE MJST inspect all paranmeters of
this QSPEC object, and if resources available to this Q\E are | ess
than what a particular paraneter says currently, the QNE MJST adapt
this parameter accordingly. Hence, when the nessage arrives at the
reci pi ent of the nessage, <QoS Available> reflects the bottl eneck of
the resources currently available on a path. It can be used in a
QUERY nessage, for exanple, to collect the avail able resources al ong
a data path.

When QoS Avail able travels in a RESPONSE nessage, it in fact just

transports the result of a previous nmeasurement performed by a
RESERVE or QUERY nessage back to the initiator. Therefore, in this

Ash, et al. Experi ment al [ Page 10]



RFC 5975 QS NSLP QSPEC Tenpl ate Cct ober 2010

case, QoS Available is read-only. In one other instance described in
Section 4.3.2 (Case 3), (@S Available is sent by the QNI in a RESERVE
message as a read-only QSPEC object (see Section 4.3.2 for details).

The QoS Reserved object reflects the resources that are being
reserved. It is a read-only object and is always included in a
RESPONSE nessage if QoS Desired is included in the RESERVE nessage
(see Section 4.3 for details).

M ni mum QoS does not have an equivalent in RSVP. It allows the QN
to define a range of acceptable QS levels by including both the
desired QS value and the mininum acceptable QoS in the same nessage
Note that the term "mni muni is used generically, since for sone
paraneters, such as loss rate and |l atency, what is specified is the
maxi mum acceptable value. It is a read-only object, and may be

i ncluded i n a RESERVE nessage, RESPONSE nessage, or QUERY nessage
(see Section 4.3 for details). The desired Q@S is included with a
QS Desired and/or a QoS Avail abl e QSPEC obj ect seeded to the desired
QS value. The mini num acceptabl e QoS val ue MAY be coded in the

M ni mum QoS QSPEC object. As the nessage travels towards the QN\R
QoS Avail able is updated by Q\NEs on the path. |If its value drops
bel ow t he value of M ninum QS, the reservation fails and is aborted.
When this nmethod is enployed, the QNR signals back to the QNI the

val ue of QoS Avail able attained in the end, because the reservation
may need to be adapted accordingly (see Section 4.3 for details).

Note that the relationship of QSPEC objects to RSVP objects is
covered in Appendix A

3.3. QSPEC Paraneters

QSPEC paraneters provi de a common | anguage for buil di ng QSPEC
objects. This docunent defines a nunber of QSPEC paraneters;

addi tional paraneters nay be defined in separate QOSM specification
docunents. For exanple, QSPEC paraneters are defined in [ RFC5976]
and [ RFC5977] .

One QSPEC paraneter, <TMOD>, is special. It provides a description
of the traffic for which resources are reserved. This paraneter nust
be included by the QNI, and it nust be interpreted by all QNEs. Al
ot her QSPEC paraneters are populated by a QNI if they are applicable
to the underlying QS desired. For these QSPEC paraneters, the QN
sets the Mflag if they nust be interpreted by downstream QNEs. |f
Q\Es cannot interpret the paraneter, the reservation fails. QSPEC
paraneters populated by a QNI without the Mflag set should be
interpreted by downstream QNEs, but nay be ignored if not understood.
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In this docunment, the term’interpret’ neans, in relation to RW
processi ng of QSPEC paraneters, that the RMF processes the QSPEC
paraneter according to the commonly accepted normative procedures
specified by references given for each QSPEC paraneter. Note that a
QNE need only interpret a QSPEC paraneter if it is populated in the
QSPEC object by the QNI; if not populated in the QSPEC, the QNE does
not interpret it of course.

Note that when an ingress QNE in a | ocal domain defines a Local QSPEC
and encapsul ates the Initiator QSPEC, the QNEs in the interior |oca
domai n need only process the Local QSPEC and can ignore the Initiator
(encapsul ated) QSPEC. However, edge QNEs in the | ocal domain indeed
must interpret the QSPEC paraneters populated in the Initiator QSPEC
with the Mflag set and should interpret QSPEC paraneters popul at ed
inthe Initiator QSPEC without the Mflag set.

As described in the previous section, QS paraneters nmay be
overwritten dependi ng on which QSPEC obj ect and whi ch nessage they
appear in.

3.3.1. Traffic Mdel Paraneter

The <Traffic Mddel > (TMOD) paraneter is mandatory for the QNI to
include in the Initiator QSPEC and nmandatory for downstream QNEs to
interpret. The traffic description specified by the TMOD paranet er
is a container consisting of 5 sub-paranmeters [ RFC2212]:

rate (r) specified in octets per second
bucket size (b) specified in octets

peak rate (p) specified in octets per second
m ni mum policed unit (n) specified in octets
maxi mum packet size (MPS) specified in octets

OO0Oo0Oo0oo

The TMOD paraneter takes the form of a token bucket of rate (r) and
bucket size (b), plus a peak rate (p), mninumpoliced unit (m, and
maxi mum packet size (MPS)

Both b and r MJUST be positive. The rate, r, is measured in octets of
| P packets per second, and can range from 1 octet per second to as

| arge as 40 teraoctets per second. The bucket depth, b, is also
measured in octets and can range from 1l octet to 250 gigaoctets. The
peak rate, p, is neasured in octets of |IP packets per second and has
the sane range and suggested representation as the bucket rate.

The peak rate is the maximumrate at which the source and any
reshaping (defined below) may inject bursts of traffic into the
network. More precisely, it is a requirenent that for all tine
peri ods the amount of data sent cannot exceed MPS+pT, where MPS is
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the maxi mum packet size and T is the length of the tinme period.
Furthernmore, p MUST be greater than or equal to the token bucket
rate, r. |If the peak rate is unknown or unspecified, then p MIST be
set to infinity.

The minimumpoliced unit, m is an integer neasured in octets. Al
| P packets less than size mwi Il be counted, when policed and tested
for conformance to the TMOD, as being of size m

The nmaxi mum packet size, MPS, is the biggest packet that will conform
to the traffic specification; it is also neasured in octets. The
flow MIST be rejected if the requested maxi mum packet size is |arger
than the MIU of the link. Both mand MPS MJUST be positive, and m
MJST be | ess than or equal to MPS

Pol i cing conpares arriving traffic against the TMOD paraneters at the
edge of the network. Traffic is policed to ensure it conforms to the
token bucket. Reshaping attenpts to restore the (possibly distorted)
traffic's shape to conformto the TMOD paraneters, and traffic that
is in violation of the TMOD is di scovered because the reshaping fails
and t he reshaping buffer overfl ows.

The token bucket and peak rate paraneters require that traffic MJST
obey the rule that over all tine periods, the anount of data sent
cannot exceed MPS+m n[pT, rT+b-MPS], where r and b are the token
bucket paraneters, MPS is the maxi mum packet size, and T is the
length of the time period (note that when p is infinite, this reduces
to the standard token bucket requirenment). For the purposes of this
accounting, |inks MJST count packets that are smaller than the

m ni mum policing unit as being of size m Packets that arrive at an
el ement and cause a violation of the MPS + m n[pT, rT+b-MPS] bound
are consi dered non- confor mant.

Al 5 of the sub-paraneters MJST be included in the TMOD paraneter.
The TMOD paraneter can be set to describe the traffic source. |If,
for exanple, TMOD is set to specify bandwidth only, then set r = peak
rate = p, b =1large, and m= large. As another exanple, if TMOD is
set for TCP traffic, then set r = average rate, b = large, and p =

| ar ge.

When the 5 TMOD sub-paraneters are included in QS Avail able, they
provide information, for exanple, about the TMOD resources avail able
along the path followed by a data flow The value of TMOD at a Q\E
is an estimate of the TMOD resources the QNE has avail able for
packets following the path up to the next QNE, including its outgoing
link, if this link exists. Furthernore, the QNI MUST account for the
resources of the ingress link, if this link exists. Conputation of
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the value of this parameter SHOULD take into account all information
avail able to the QNE about the path, taking into consideration
adm nistrative and policy controls, as well as physical resources.

The output conposed value is the mnimumof the QNE' s val ue and the
i nput composed value for r, b, p, and MPS, and the nmaxi num of the
Q\E' s value and the input conposed value for m This quantity, when
composed end-to-end, informs the Q\NR (or QNI in a RESPONSE message)
of the mniml TMOD resources along the path from QNI to Q\R

Two TMOD paraneters are defined in Section 5, <TMOD-1> and <TMOD- 2>,
where the second paraneter (<TMOD-2>) is specified as could be needed
to support sone Diffserv applications. For exanple, it is typically
assuned that Diffserv Expedited Forwarding (EF) traffic is shaped at
the ingress by a single rate token bucket. Therefore, a single TMOD
paraneter is sufficient to signal Diffserv EF traffic. However, for
D ffserv Assured Forwarding (AF) traffic, two sets of token bucket
paraneters are needed -- one for the average traffic and one for the
burst traffic. [RFC2697] defines a Single Rate Three Col or Marker
(srTCM, which neters a traffic streamand marks its packets
according to three traffic parameters, Committed Information Rate
(CR), Commtted Burst Size (CBS), and Excess Burst Size (EBS), to be
either green, yellow, or red. A packet is marked green if it does
not exceed the CBS; yellowif it does exceed the CBS, but not the
EBS; and red otherwi se. [RFC2697] defines specific procedures using
two token buckets that run at the same rate. Therefore, 2 TMOD
paraneters are sufficient to distinguish anmong 3 levels of drop
precedence. An exanple is also described in the Appendix to

[ RFC2597] .

3.3.2. Constraints Paraneters

<Path Latency>, <Path Jitter> <Path PLR> and <Path PER> are QSPEC
paraneters describing the desired path | atency, path jitter, packet

| oss ratio, and path packet error ratio, respectively. Since these
paraneters are cunul ative, an individual QNE cannot deci de whet her
the desired path | atency, etc., is available, and hence they cannot
deci de whether a reservation fails. Rather, when these paraneters
are included in <Desired QS> the QNI SHOULD al so incl ude
correspondi ng paraneters in a QS Avail abl e QSPEC object in order to
facilitate collecting this infornation.

The <Path Lat ency> parameter accunul ates the |latency of the packet
forwardi ng process associated with each Q\NE, where the latency is
defined to be the nmean packet del ay, neasured in mcroseconds, added
by each QNE. This delay results fromthe conbination of |ink
propagati on del ay, packet processing, and queuing. Each Q\NE MJST add
the propagation delay of its outgoing link, if this link exists.
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Furthermore, the QNI SHOULD add the propagation delay of the ingress
link, if this link exists. The composition rule for the <Path

Lat ency> paraneter is summation with a clanp of (2732) - 1 on the
maxi mum val ue. This quantity, when conposed end-to-end, inforns the
AR (or QNI in a RESPONSE nessage) of the mininmal packet delay al ong
the path from QN to ONR.  The purpose of this parameter is to
provide a ninimumpath [atency for use with services that provide
estimates or bounds on additional path delay [ RFC2212].

The <Path Jitter> paraneter accunulates the jitter of the packet
forwardi ng process associated with each Q\E, where the jitter is
defined to be the nomnal jitter, measured in mcroseconds, added by
each QNE. | P packet jitter, or delay variation, is defined in

[ RFC3393], Section 3.4 (Type-P-One-way-ipdv), and where the [ RFC3393]
sel ection function includes the packet with mninum del ay such that
the distribution is equivalent to 2-point delay variation in
[Y.1540]. The suggested evaluation interval is 1 mnute. This
jitter results from packet-processing limtations, and includes any
vari abl e queui ng delay that may be present. Each QNE MJST add the
jitter of its outgoing link, if this link exists. Furthermore, the
QNI SHOULD add the jitter of the ingress link, if this |link exists.
The conposition nmethod for the <Path Jitter> parameter is the

conbi nation of several statistics describing the delay variation
distribution with a clanp on the maxi mum value (note that the nethods
of accumul ation and estimation of nominal QNE jitter are specified in
clause 8 of [Y.1541]). This quantity, when conposed end-to-end,
informs the QONR (or QNI in a RESPONSE nessage) of the nom nal packet
jitter along the path from QNI to QNR  The purpose of this paraneter
is to provide a nomnal path jitter for use with services that
provi de estimates or bounds on additional path delay [RFC2212].

The <Path PLR> paraneter is the unit-less ratio of total lost IP
packets to total transmtted |IP packets. <Path PLR> accumnul ates the
packet loss ratio (PLR) of the packet-forwardi ng process associ ated
with each QONE, where the PLR is defined to be the PLR added by each
Q\E. Each QNE MUST add the PLR of its outgoing link, if this link
exists. Furthernore, the QNI MJUST add the PLR of the ingress I|ink,
if this link exists. The conposition rule for the <Path PLR>
paraneter is sunmation with a clanp on the maxi num value. (This
assunes sufficiently | ow PLR val ues such that sunmation error is not
significant; however, a nore accurate conposition function is
specified in clause 8 of [Y.1541].) This quantity, when conposed
end-to-end, inforns the QONR (or QNI in a RESPONSE nessage) of the

m ni mal packet PLR along the path from QN to QNR

Packet error ratio [Y.1540, Y.1541] is the unit-less ratio of total

errored | P packet outcones to the total of successful |P packet
transfer outcomes plus errored | P packet outcomes in a popul ati on of
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interest, with a resolution of at |least 10"-9. |If lesser resolution
is available in a value, the unused digits MJIST be set to zero. Note
that the nunber of errored packets observed is directly related to
the confidence in the result. The <Path PER> paraneter accunul ates
the packet error ratio (PER) of the packet forwarding process
associated with each ONE, where the PER is defined to be the PER
added by each QNE. Each QNE MJUST add the PER of its outgoing |ink,
if this link exists. Furthernore, the QNI SHOULD add the PER of the
ingress link, if this link exists. The composition rule for the
<Path PER> paraneter is summation with a clanp on the naxi mum val ue.
(This assunes sufficiently | ow PER val ues such that summation error
is not significant; however, a nore accurate conposition function is
specified in clause 8 of [Y.1541].) This quantity, when conposed
end-to-end, inforns the ONR (or QNI in a RESPONSE nessage) of the

m ni mal packet PER along the path from QI to QNR

The slack termparaneter is the difference between desired delay and
del ay obtai ned by using bandwi dth reservation, and it is used to
reduce the resource reservation for a flow [ RFC2212] .

3.3.3. Traffic-Handling Directives

An application MAY like to reserve resources for packets and al so
specify a specific traffic-handling behavior, such as <Excess
Treatment>. In addition, as discussed in Section 3.1, an application
MAY like to define RVF triggers that cause the QoS NSLP to run
semantics within the underlying QoS NSLP signaling state / messagi ng
processing rules, as defined in Section 5.2 of [RFC5974]. Note,
however, that new QoS NSLP nessage processing rules can only be
defined in extensions to the QoS NSLP. As with constraints
paraneters and ot her (SPEC paraneters, Traffic Handling Directives
paraneters may be defined in QOSM specifications in order to provide
support for QOSM specific resource managenment functions. Such QOSM
specific paraneters are already defined, for exanple, in [RFC5976],

[ RFC5977], and [CL-QOSM. Generally, a Traffic Handling Directives
parameters is expected to be set by the QNI in <QS Desired>, and to
not be included in <QS Available> If such a paraneter is included
in <QoS Avail abl e>, QNEs nmay change their val ue.

The <Preenption Priority> paraneter is the priority of the new fl ow
conpared with the <Defending Priority> of previously admitted fl ows.
Once a flowis admtted, the preenption priority becones irrel evant.
The <Defending Priority> paraneter is used to conpare with the
preenption priority of new flows. For any specific flow, its
preenption priority MJST al ways be |l ess than or equal to the
defending priority. <Admission Priority> and <RPH Priority> provide
an essential way to differentiate flows for energency services,

Enmer gency Tel ecommuni cati ons Service (ETS), E911, etc., and assign
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them a higher admission priority than normal priority flows and best-
effort priority flows.

The <Excess Treat nent> paraneter describes how the QNE will process
out-of-profile traffic. Excess traffic MAY be dropped, shaped,
and/ or re-marked.

3.3.4. Traffic Classifiers

An application MAY like to reserve resources for packets with a
particular Diffserv per-hop behavior (PHB) [ RFC2475]. Note that PHB
class is normally set by a downstream QNE to tell the QNI how to mark
traffic to ensure the treatnment that is designated by admi ssion
control; however, setting of the paraneter by the QNI is not
precluded. An application MAY |ike to reserve resources for packets
with a particular QS class, e.g., Y.1541 QoS class [Y.1541] or
Diffserv-aware MPLS traffic engineering (DSTE) class type [ RFC3564,
RFC4124]. These paraneters are useful in various QOSMs, e.g.,

[ RFC5976], [RFC5977], and other QOSMs yet to be defined (e.g., DSTE-
QSM. This is intended to provide guidelines to QOSMs on how to
encode these paraneters; use of the PHB class paraneter is
illustrated in the exanple in the follow ng section.

3.4. Exanple of QSPEC Processing

This section illustrates the operation and use of the QSPEC within
the NSLP. The exanple configuration in shown in Figure 2.

L + [------- \ [---n---- \ [---n---- \
| Laptop | | Hone | | Cable | | Diffserv |
| Computer |----- | Network |[----- | Network |----- | Network |[----+
to--o-oo--- + | No QOSM | | DQOS QOSM | | RVD QOSM | I
\ oo - / R / R / |
e .
I
| [-----n-- \ Fommmm e - +
| | XG | | Handhel d |
+---| Wreless |----- | Device |
| XG QOsSM | S +
\oeeemm - /

Fi gure 2: Exanpl e Configuration of QoS-NSLP/ QSPEC Oper ati on

In this configuration, a |laptop conputer and a handhel d wirel ess
device are the endpoints for sone application that has QS
requirenents. Assune initially that the two endpoints are stationary
during the application session, |ater we consider nobile endpoints.
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For this session, the laptop conputer is connected to a home network
that has no QoS support. The hone network is connected to a

Cabl eLabs-type cabl e access network with dynam c QS (DQOS) support,
such as specified in the [DQOS] for cable access networks. That
network is connected to a Diffserv core network that uses the
Resource Managenment in Diffserv QoS Mddel [RFC5977]. On the other
side of the Diffserv core is a wirel ess access network built on
generation "X' technology with QS support as defined by generation
"X'. And finally, the handheld endpoint is connected to the w reless
access network

We assune that the laptop is the QNI, and the handhel d device is the
NR. The QNI will signal an Initiator QSPEC object to achieve the
QS desired on the path.

The QNI sets QS Desired, QS Available, and possibly M ninum QS
QSPEC objects in the Initiator QSPEC, and initializes QS Avail abl e
to QoS Desired. Each QNE on the path reads and interprets those
paraneters in the Initiator QSPEC and checks to see if QS Avail able
resources can be reserved. |If not, the QNE reduces the respective
paraneter values in QoS Avail able and reserves these values. The

m ni mum par aneter values are given in Mninmum QS, if popul ated; they
are zero if Mnimum QS is not included. |[|f one or nore paraneters
in QS Available fails to satisfy the correspondi ng m ni mum val ues in
M ni mum QoS, the OQNE generates a RESPONSE nessage to the QNI and the
reservation is aborted. Oherw se, the QNR generates a RESPONSE to
the QNI with the QoS Available for the reservation. [|f a QNE cannot
reserve (US Desired resources, the reservation fails.

The QNI popul ates QSPEC parameters to ensure correct treatnent of its
traffic in domains down the path. Let us assunme the QNI wants to
achi eve QoS guarantees sinilar to IntServ Controll ed Load servi ce,
and also is interested in what path latency it can achi eve.
Additionally, to ensure correct treatnent further down the path, the
Nl includes <PHB C ass> in <QS Desired> The QNI therefore

i ncludes in the QSPEC

QS Desired = <TMOD> <PHB C ass>
QS Avail able = <TMOD> <Pat h Lat ency>

Since <Path Latency> and <PHB Cl ass> are not vital parameters from
the QNI's perspective, it does not raise their Mfl ags.

There are three possibilities when a RESERVE nessage is received at a
Q\E at a domain border; they are described in the exanple:

- the QNE just | eaves the QSPEC as is.
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- the QNE can add a Local QSPEC and encapsul ate the Initiator QSPEC
(see discussion in Section 4.1; this is newin QS NSLP -- RSVP
does not do this).

- the QNE can 'hide’ the initiator RESERVE nessage so that only the
edge QNE processes the initiator RESERVE nessage, which then
bypasses i nternmedi ate nodes between the edges of the domain and
issues its own | ocal RESERVE nessage (see Section 3.3.1 of
[ RFC5974]). For this new | ocal RESERVE nmessage, the QNE acts as
the QNI, and the @SPEC in the domain is an Initiator QSPEC. A
simlar procedure is also used by RSVP in maki ng aggregate
reservations, in which case there is not a new intra-donmain
(aggregate) RESERVE for each newly arriving inter-domain (per-flow)
RESERVE, but the aggregate reservation is updated by the border ONE
(or ONI') as need be. This is also how RVD works [ RFC5977].

For exanple, at the RVD donain, a |local RESERVE with its own RMD
Initiator QSPEC corresponding to the RVMD-QOSM i s generated based on
the original Initiator QSPEC according to the procedures described in
Section 4.5 of [RFC5974] and in [RFC5977]. The ingress QNE to the
RVD domai n maps the TMOD paraneters contained in the origina
Initiator QSPEC to the equival ent TMOD paraneter representing only
the peak bandwidth in the Local QSPEC. The |ocal RVD QSPEC for
exanpl e al so needs <PHB C ass>, which in this case was provided by

the QNI.

Furthernore, if the node can, at the egress to the RVD domain, it
updat es Q©S Avail able on behalf of the entire RVD domain. If it
cannot (since the Mflag is not set for <Path Latency>), it raises
the paraneter-specific, Not Supported N flag, warning the QN\R t hat
the final latency value in QoS Available is inprecise.

In the XG domain, the Initiator QSPEC is translated into a | oca
SPEC using a simlar procedure as described above. The Local QSPEC
becones the current QSPEC used within the XG domain, and the
Initiator QSPEC is encapsul ated. This saves the Q\NEs within the XG
domain the trouble of re-translating the Initiator QSPEC, and
simplifies processing in the local domain. At the egress edge of the
XG domai n, the translated Local QSPEC is renpved, and the Initiator
SPEC returns to the nunber one position

If the reservation was successful, eventually the RESERVE request
arrives at the Q\R (otherwi se, the QNE at which the reservation
failed aborts the RESERVE and sends an error RESPONSE back to the
QNI). If the Rl was included in the QoS NSLP nmessage, the Q\R
generates a positive RESPONSE with QSPEC objects QS Reserved and QS
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Avail able. The paraneters appearing in QS Reserved are the sane as
in QS Desired, with values copied from QoS Avail able. Hence, the
\R includes the foll owi ng QSPEC obj ects in the RESPONSE:

Q@S Reserved = <TMOD> <PHB C ass>
QS Avail able = <TMOD> <Path Lat ency>

If the handhel d device on the right of Figure 2 is nobile, and noves
through different XG wirel ess networks, then the QS m ght change on
the path since different XG wirel ess networks m ght support different
QOSMs. As a result, QoS NSLP/ QSPEC processing will have to
renegoti ate the QoS Available on the path. Froma QSPEC perspecti ve,
this is like a new reservation on the new section of the path and is
basically the same as any other rerouting event -- to the QNEs on the
new path, it |ooks like a new reservation. That is, in this nobile
scenari o, the new segnment may support a different Q0OSMthan the old
segnent, and the QNI woul d now signal a new reservation explicitly
(or inmplicitly with the next refreshing RESERVE nessage) to account
for the different QOSMin the XG wirel ess domain. Further details on
rerouting are specified in [ RFC5974].

For bit-level exanples of QSPECs, see the docunents specifying QOSMs
[CL-QCSM, [RFC5976], and [ RFC5977].

4. @SPEC Processing and Procedures

Three flags are used in QSPEC processing, the Mflag, E flag, and N
flag, which are explained in this section. The QNI sets the Mflag
for each QSPEC paraneter it populates that MJST be interpreted by
downstream QNEs. | f a QNE does not support the paraneter, it sets
the N flag and fails the reservation. |f the QNE supports the

par anet er but cannot meet the resources requested by the paraneter,
it sets the Eflag and fails the reservation.

If the Mflag is not set, the downstream QNE SHOULD i nterpret the
paraneter. |If the QNE does not support the paraneter, it sets the N
flag and forwards the reservation. |f the Q\E supports the paraneter
but cannot neet the resources requested by the paraneter, it sets the
E flag and fails the reservation.

4.1. Local QSPEC Definition and Processing
A QNE at the edge of a local domain may either a) translate the
Initiator QSPEC into a Local QSPEC and encapsul ate the Initiator

QSPEC in the RESERVE message, or b) 'hide' the Initiator QSPEC
through the | ocal donmmin and reserve resources by generating a new
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RESERVE nessage through the |ocal domain containing the Local QSPEC.
In either case, the Initiator QSPEC parameters are interpreted at the
| ocal domai n edges.

A Local QSPEC nmay allow a sinpler control plane in a |ocal donain.
The edge nodes in the local domain nmust interpret the Initiator QSPEC
paraneters. They can either initiate a parallel session with Local
QSPEC or define a Local QSPEC and encapsul ate the Initiator QSPEC, as
illustrated in Figure 3. The Initiator/Local QSPEC bit identifies
whet her the @SPEC is an Initiator QSPEC or a Local QSPEC. The QSPEC
Type indicates, for exanple, that the initiator of the |ocal QSPEC
uses to a certain QOSM e.g., CL-QSPEC Type. It may be useful for
the QNI to signal a QSPEC Type based on sone QOSM (which will
necessarily entail populating certain QOSMrel ated parameters) so
that a downstream QNE can chose anongst various QOSMrel at ed
processes it mght have. That is, the QNI popul ates the QSPEC Type,
e.g., CL-QSPEC Type and sets the Initiator/Local QSPEC bit to
"Initiator’. A local QNE can decide, for whatever reasons, to insert
a Local QSPEC Type, e.g., RVD- QSPEC Type, and set the local QSPEC
Type = RVD- QSPEC and set the Initiator/Local QSPEC bit to ’'Local’
(and encapsul ate the Initiator QSPEC in the RESERVE or whatever NSLP

message) .
e +\
| QSPEC Type, QSPEC Procedure | \
R e + / Common QSPEC Header
| Init./Local QSPEC bit=Local |/
+::::::::::::::::::::::::::::::::+\
| Local - QSPEC Paraneter 1 | \
e + \
| R | Local - QSPEC Par anet ers
o mm e e e e e e e e e e e e e oo + |/
| Local - QGSPEC Par ameter n | /
T +/

o e e e e e e e e e e e e e e e e e e e — =

Encapsul ated Initiator QSPEC

Figure 3: Defining a Local QSPEC
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Here the QoS-NSLP only sees and passes one QSPEC up to the RWF
Thus, the type of the QSPEC may change within a | ocal domain. Hence:

0o the QNI signals its QoS requirenents with the Initiator QSPEC

0 the ingress edge QNE in the local domain translates the Initiator
QSPEC paraneters to equival ent paraneters in the |ocal QSPEC

0o the Q\Es in the |local domain only interpret the Local QSPEC
paraneters, and

0 the egress QNE in the | ocal dommin processes the Local QSPEC and
also interprets the QSPEC paraneters in the Initiator QSPEC

The Local QSPEC MJUST be consistent with the Initiator QSPEC. That

is, it MUST NOT specify a | ower |evel of resources than specified by
the Initiator QSPEC. For exanple, in RVD the TMOD paraneters
contained in the original Initiator QSPEC are nmapped to the

equi val ent TMOD paraneter representing only the peak bandwi dth in the
Local QSPEC

Note that it is possible to use both a) hiding a QSPEC t hrough a

| ocal domain by initiating a new RESERVE at the donmi n edge, and b)
defining a Local QSPEC and encapsul ating the Initiator QSPEC, as
defined above. However, it is not expected that both the hiding and
encapsul ati ng functions woul d be used at the sanme time for the same
flow

The support of Local QSPECs is illustrated in Figure 4 for a single
flow to show where the Initiator and Local QSPECs are used. The ON
initiates an end-to-end, inter-donmain QoS NSLP RESERVE nessage
containing the Initiator QSPEC for the Y.1541 QOSM As illustrated
in Figure 4, the RESERVE nessage crosses nultiple domains supporting
different QOSMs. In this illustration, the Initiator QSPEC arrives
in a QS NSLP RESERVE nessage at the ingress node of the | ocal - QOSM
domain. At the ingress edge node of the | ocal - Q0SM donai n, the end-
to-end, inter-domain QoS-NSLP nmessage triggers the generation of a
Local QSPEC, and the Initiator QSPEC is encapsul ated within the
messages signal ed through the |ocal domain. The local QSPEC is used
for QoS processing in the |ocal -Q0OSM domain, and the Initiator QSPEC
is used for QoS processing outside the | ocal donain.

In this exanmple, the QNI sets <QS Desired> <M ni mum QS>, and <QS
Avai |l abl e> objects to include objectives for the <Path Latency>,
<Path Jitter>, and <Path PER> parameters. The Q\E / |ocal domain
sets the cunul ative paraneters, e.g., <Path Latency>, that can be
achieved in the <QS Avail abl e> object (but not |ess than specified
in <M nimm QS>). |If the <QS Available> fails to satisfy one or
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more of the <M ni num QoS> objectives, the Q\E / |local domain notifies
the QNI and the reservation is aborted. |f any QNE cannot mneet the
requi renents designated by the Initiator QSPEC to support a QSPEC
paraneter with the Mbit set to zero, the Q\E sets the N flag for
that parameter to one. Qherwise, the QNR notifies the QNI of the
<QoS Avail able> for the reservation.

| e2e |<->| e2e |<-------------mooooooo--- > e2e |<->| e2e
LSRG
| NSLP | | NSLP |<->] NSLP |<->| NSLP |<->| NSLP | | NSLP |
| Y. 1541 | I ocal | | local | | local | | I ocal | | Y. 1541
| QOSM |

| M| | M | | QM | IQOSMI | QCOSM |

QNI QNE QNE QNE QNE QA\NR
(End) (Ingress Edge) (Interior) (Interior) (Egress Edge) (End)

Figure 4: Exanple of Initiator and Local Donmain QOSM Qperation

4.2. Reservation Success/Failure, QSPEC Error Codes, and | NFO SPEC
Notification

A reservation may not be successful for several reasons:

- areservation may fail because the desired resources are not
available. This is a reservation failure condition

- areservation may fail because the QSPEC is erroneous or because of
a QNE fault. This is an error condition.

A reservation may be successful even though sone paraneters coul d not
be interpreted or updated properly:

- a SPEC paraneter cannot be interpreted because it is an unknown
(SPEC paraneter type. This is a QSPEC paraneter not supported
condition. However, the reservation does not fail. The ONI can
still decide whether to keep or tear down the reservation dependi ng
on the procedures specified by the QNI's QOSM

The foll owi ng sections provide details on the handling of

unsuccessful reservations and reservations where sone paraneters
coul d not be net, as follows:
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- details on flags used inside the QSPEC to convey information on
success or failure of individual paraneters. The formats and
semantics of all flags are given in Section 5

- the content of the I NFO SPEC [ RFC5974], which carries a code
i ndi cating the outconme of reservations.

- the generation of a RESPONSE nmessage to the QNI containing both
QSPEC and | NFO SPEC obj ect s

Note that when there are routers along the path between the QNI and
AR where QS cannot be provided, then the QoS-NSLP generic flag
BREAK (B) is set. The BREAK flag is discussed in Section 3.3.5 of
[ RFC5974] .

4.2.1. Reservation Failure and Error E Fl ag

The QSPEC paraneters each have a 'reservation failure error E flag
to indicate which (if any) paranmeters could not be satisfied. Wen a
resource cannot be satisfied for a particular paraneter, the QNE
detecting the problemraises the Eflag in this paraneter. Note that
the TMOD paraneter and all QSPEC paraneters with the Mflag set MJST
be exami ned by the RMF, and all QSPEC paraneters with the Mflag not
set SHOULD be exanined by the RM, and the E flag set to indicate
whet her the paranmeter could or could not be satisfied. Additionally,
the E flag in the correspondi ng QSPEC obj ect MJST be rai sed when a
resource cannot be satisfied for this parameter. |f the reservation
failure problemcannot be |located at the paraneter level, only the E
flag in the QSPEC object is raised.

When an RMF cannot interpret the QSPEC because the coding is
erroneous, it raises corresponding reservation failure E flags in the
QSPEC. Normally, all QSPEC paraneters MJST be exam ned by the RV,
and the erroneous paraneters appropriately flagged. In sone cases,
however, an error condition may occur and the E flag of the error-
causi ng QSPEC paraneter is raised (if possible), but the processing
of further parameters nay be aborted.

Note that if the QSPEC and/or any QSPEC paraneter is found to be
erroneous, then any QSPEC paraneters not satisfied are ignored and
the E Flags in the QSPEC object MJUST NOT be set for those paraneters
(unl ess they are erroneous).

Whet her E flags denote reservation failure or error can be detern ned

by the corresponding error code in the I NFO SPEC i n QoS NSLP, as
di scussed bel ow.
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4.2.2. (QSPEC Paraneter Not Supported N Fl ag

Each (QSPEC paraneter has an associated 'Not Supported N flag' . |If
the Not Supported N flag is set, then at | east one QNE al ong the data
transm ssion path between the QNI and QNR cannot interpret the

speci fied QSPEC parameter. A QNE MJUST set the Not Supported N flag
if it cannot interpret the QSPEC paraneter. |If the Mflag for the
paraneter is not set, the message should continue to be forwarded but
with the N flag set, and the QNI has the option of tearing down the
reservation.

If a QNE in the path does not support a QSPEC paraneter, e.g., <Path
Latency>, and sets the N flag, then downstream QNEs that support the
paraneter SHOULD still update the paraneter, even if the Nflag is
set. However, the presence of the Nflag will indicate that the
cunul ative value only provides a bound, and the QNI/ QNR deci des

whet her or not to accept the reservation with the N flag set.

4.2.3. | NFO SPEC Codi ng of Reservation CQutcone

As prescribed by [RFC5974], the RESPONSE nessage al ways contains the
I NFO- SPEC with an appropriate "error’ code. It usually also contains
a SPEC with QSPEC objects, as described in Section 4.3 (" QSPEC
Procedures"). The RESPONSE nessage MAY omit the QSPEC in case of a
successful reservation

The foll owi ng guidelines are provided for setting the error codes in
the I NFO- SPEC, based on the codes provided in Section 5.1.3.6 of
[ RFC5974] :

- NSLP error class 2 (Success) / 0x01 (Reservation Success):

This code is set when all QSPEC paraneters have been satisfied. In
this case, no E Flag is set; however, one or nore N flags may be
set.

- NSLP error class 4 (Transient Failure) / 0x07 (Reservation
Failure):
This code is set when at | east one QSPEC paraneter could not be
satisfied, or when a QSPEC paranmeter with Mflag set could not be
interpreted. E flags are set for the paranmeters that could not be
satisfied at each Q\NE up to the QNE issuing the RESPONSE nessage.
The N flag is set for those paranmeters that could not be
interpreted by at least one Q\E. In this case, Q\Es receiving the
RESPONSE nmessage MJST rempve the correspondi ng reservation
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NSLP error class 3 (Protocol Error) / 0x0c (Ml formed QSPEC):
Sone QSPEC paraneters had associated errors, E Flags are set for
paraneters that had errors, and the QNE where the error was found
rejects the reservation.

NSLP error class 3 (Protocol Error) / OxOf (Inconpatible QSPEC):
A hi gher version QSPEC is signal ed and not supported by the QNE.

NSLP error class 6 (QoS Mddel Error):
QOSM error codes can be defined by QOSM specification docunents. A
registry is defined in Section 7, | ANA Consi derati ons.

Q\E Ceneration of a RESPONSE Message
Successful Reservation Condition

When a RESERVE nessage arrives at a QNR and no E Flag is set, the
reservation is successful. A RESPONSE nessage may be generated

wi th | NFO SPEC code 'Reservation Success’ as described above and in
Section 4.3 ("QSPEC Procedures").

Reservation Failure Condition

When a ONE detects that a reservation failure occurs for at |east
one paraneter, the QNE sets the E Flags for the QSPEC paraneters
and QSPEC object that failed to be satisfied. According to

[ RFC5974], the QNE behavi or depends on whether it is stateful or
not. Wien a stateful ONE determines the reservation failed, it
formul ates a RESPONSE nessage that includes an I NFO-SPEC with the
"reservation failure’ error code and QSPEC object. The QSPEC in
t he RESPONSE nessage includes the failed QSPEC paraneters marked
with the E Flag to clearly identify them

The default action for a stateless QS NSLP QNE that detects a
reservation failure condition is that it MJST continue to forward
the RESERVE nessage to the next stateful QNE, with the E Fl ags
appropriately set for each QSPEC paraneter. The next stateful ONE
then fornul ates the RESPONSE nessage as descri bed above.

Mal f ormed QSPEC Error Condition

When a stateful QNE detects that one or nore QSPEC paraneters are
erroneous, the ONE sets the error code 'mal formed QSPEC in the
INFO-SPEC. In this case, the QSPEC object with the E Fl ags
appropriately set for the erroneous paraneters is returned within
the I NFO SPEC object. The QSPEC object can be truncated or fully
i ncluded within the | NFO SPEC.

et al. Experi ment al [ Page 26]



RFC 5975 QS NSLP QSPEC Tenpl ate Cct ober 2010

4. 2.

4. 3.

Ash,

According to [ RFC5974], the OQNE behavi or depends on whether it is
stateful or not. Wen a stateful QNE deternines a mal formed QSPEC
error condition, it formul ates a RESPONSE nessage that includes an
I NFO-SPEC with the "mal forned QSPEC error code and QSPEC obj ect.

The QSPEC in the RESPONSE nessage includes, if possible, only the
erroneous (SPEC paraneters and no others. The erroneous QSPEC
paraneter(s) are marked with the E Flag to clearly identify them
I f QSPEC paraneters are returned in the I NFO SPEC t hat are not
marked with the E flag, then any val ues of these paraneters are
irrelevant and MJUST be ignored by the QNI

The default action for a stateless QS NSLP ONE that detects a
mal f ormed QSPEC error condition is that it MJST continue to forward
the RESERVE nmessage to the next stateful ONE, with the E Fl ags
appropriately set for each QSPEC paraneter. The next stateful ONE
will then act as described in [ RFC5974].

A "mal formed QSPEC error code takes precedence over the
"reservation failure’ error code, and therefore the case of
reservation failure and QSPEC/ RMF error conditions are disjoint,
and the sane E Flag can be used in both cases wi thout anbiguity.

Speci al Case of Local QSPEC

When an unsuccessful reservation problemoccurs inside a |loca
domai n where a Local QSPEC is used, only the topnost (local) QSPEC
is affected (e.g., E flags are raised, etc.). The encapsul ated
Initiator QSPEC i s untouched. However, when the nessage (RESPONSE
in case of stateful QNEs; RESERVE in case of statel ess QNEs)
reaches the edge of the local domain, the Local QSPEC is renoved.
The edge QNE nust update the Initiator QSPEC on behal f of the
entire domain, reflecting the information received in the Loca
SPEC. This update concerns both paraneter values and flags. Note
that sone intelligence is needed in mapping the E flags, etc., from
the local QSPEC to the Initiator QSPEC. For exanple, even if there
is no direct match between the paranmeters in the |ocal and
Initiator QSPECs, E flags could still be raised in the latter.

QSPEC Procedur es

While the QSPEC tenplate ains to put mininmal restrictions on usage
of QSPEC obj ects, interoperability between QNEs and bet ween QOSMs
must be ensured. We therefore give bel ow an exhaustive list of
(QSPEC obj ect conbi nations for the message sequences described in
Q@S NSLP [ RFC5974]. A specific QOSM nmay prescribe that only a
subset of the procedures |listed bel ow nay be used.
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Note that QoS NSLP does not mandate the usage of a RESPONSE
message. A positive RESPONSE nessage will only be generated if the
Q\E includes an RIl (Request ldentification Information) in the
RESERVE nessage, and a negative RESPONSE nessage is al ways
generated in case of an error or failure. Sone of the QSPEC
procedures bel ow, however, are only neani ngful when a RESPONSE
message is possible. The QNI SHOULD in these cases include an Rl

4.3.1. Two-Way Transactions

Here, the QNI issues a RESERVE nessage, which may be replied to by
a RESPONSE nessage. The following 3 cases for QSPEC object usage
exi st:

MESSAGE | OBJECT | OBJECTS | NCLUDED | OBJECTS | NCLUDED
SEQUENCE | COMBI NATI ON | | N RESERVE MESSAGE | | N RESPONSE MESSAGE

0 | O | QoS Desired | QoS Reserved
I I I
0 | 1 | QoS Desired | QoS Reserved
| | QoS Avail abl e | QoS Avail abl e
I I I
0 | 2 | QoS Desired | QoS Reserved
| | QoS Avail abl e | QoS Avail abl e
| | M nimm QS |
Table 1: Message Sequence 0: Two-Way Transacti ons
Defi ni ng Obj ect Conbinations 0, 1, and 2
Case 1:

If only QoS Desired is included in the RESERVE nessage, the
inmplicit assunption is that exactly these resources nust be

reserved. If this is not possible, the reservation fails. The
paraneters in QS Reserved are copied fromthe paraneters in QS
Desired. |If the reservation is successful, the RESPONSE nessage
can be omitted in this case. |f a RESPONSE nessage was requested
by a Q\E on the path, the QSPEC i n the RESPONSE nessage can be
omtted.

Case 2:

When QoS Available is included in the RESERVE nessage al so, sone
paraneters will appear only in QS Available and not in QS
Desired. It is assumed that the value of these paraneters is

collected for informational purposes only (e.g., path |atency).
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However, some paraneters in QoS Avail able can be the same as in QS
Desired. For these paranmeters, the inplicit nmessage is that the
NI woul d be satisfied by a reservation with | ower paramneter val ues
than specified in QS Desired. For these paraneters, the QNI seeds
the paraneter values in QS Available to those in QS Desired
(except for cumul ative paraneters such as <Path Latency>).

Each QNE interprets the paraneters in QS Avail able according to
its current capabilities. Reservations in each QNE are hence based
on current paranmeter values in QS Available (and additionally
those paraneters that only appear in QS Desired). The drawback of
this approach is that, if the resulting resource reservation
becones gradually smaller towards the QNR, QNEs close to the ON
have an oversized reservation, possibly resulting in unnecessary
costs for the user. O course, in the RESPONSE the ONI | earns what
the actual reservation is (fromthe QS RESERVED object) and can

i Mmedi ately issue a properly sized refreshing RESERVE. The

advant age of the approach is that the reservation is perforned in
hal f-a-roundtrip tine.

The QSPEC paraneter |1Ds and val ues included in the QoS Reserved

obj ect in the RESPONSE nessage MJST be the sane as those in the QS
Desired object in the RESERVE nessage. For those QSPEC paraneters
that were also included in the QoS Avail abl e object in the RESERVE
message, their value is copied fromthe QoS Avail abl e object (in
RESERVE) into the QoS Reserved object (in RESPONSE). For the other
QSPEC paraneters, the value is copied fromthe QS Desired object
(the reservation would fail if the corresponding QS could not be
reserved).

Al paraneters in the QoS Avail abl e object in the RESPONSE nessage
are copied with their values fromthe QS Avail abl e object in the
RESERVE nessage (irrespective of whether they have al so been copied
into the QoS Desired object). Note that the paraneters in the QS
Avai |l abl e obj ect can be overwitten in the RESERVE nessage, whereas
they cannot be overwitten in the RESPONSE nessage.

In this case, the QNI SHOULD request a RESPONSE nessage since it
will otherwi se not |earn what QS is avail abl e.

Case 3:

This case is handled as case 2, except that the reservation fails
when QoS Avail abl e beconmes | ess than M ni mum QoS for one paraneter.
If a paranmeter appears in the QS Avail able object but not in the
M ni mum QoS object, it is assuned that there is no mninumval ue
for this paraneter.
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Regarding Traffic Handling Directives, the default rule is that all
QSPEC paraneters that have been included in the RESERVE nessage by
the QNI are also included in the RESPONSE nessage by the ONR with
the value they had when arriving at the QNR Wen traveling in the
RESPONSE nessage, all Traffic Handling Directives paraneters are
read-only. Note that a QOSM specification may define its own
Traffic Handling Directives paraneters and processing rul es.

2. Three-Way Transactions

Here, the QNR i ssues a QUERY nessage that is replied to by the QNI

with a RESERVE nessage if the reservation was successful. The QO\R
in turn sends a RESPONSE nessage to the QNI. The follow ng 3 cases
for QSPEC obj ect usage exist:

MSG. | OBJ. | OBJECTS | NCLUDED | OBJECTS | NCLUDED | OBJECTS | NCLUDED
SEQ | COM | I N QUERY MESSAGE || N RESERVE MESSAGE || N RESPONSE MESSAGE

QS Avail abl e

1 | O | @S Desired | @S Desired | @S Reserved
I I I I

1 | 1 | QS Desired | QS Desired | @S Reserved
| | (M ni mum QoS) | QS Avail abl e | QS Avail abl e
I I I (M ni mum QoS) I

1 | 2 | @S Desired | @S Desired | @S Reserved
I I I

| @S Avail abl e

Tabl e 2: Message Sequence 1: Three-Way Transacti ons
Defi ni ng Obj ect Conbinations 0, 1, and 2

Cases 1 and 2:

The idea is that the sender (ONR in this scenario) needs to inform
the receiver (NI in this scenario) about the QS it desires. To
this end, the sender sends a QUERY nessage to the receiver
including a QoS Desired QSPEC object. |If the QS is negotiable, it
additionally includes a (possibly zero) M nimm QS object, as in
Case 2.

The RESERVE nessage includes the QoS Avail abl e object if the sender
signaled that QS is negotiable (i.e., it included the M nimum QS
object). If the M ninmm QS object received fromthe sender is
included in the QUERY nessage, the QNI al so includes the M ninmum
QS object in the RESERVE message.
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For a successful reservation, the RESPONSE nessage in case 1 is
optional (as is the QSPEC inside). |In case 2, however, the
RESPONSE nessage is necessary in order for the QNI to | earn about
the QoS avail abl e.

Case 3:

This is the 'RSVP-style’ scenario. The sender (QNRin this
scenari o) issues a QUERY nessage with a QoS Desired object
informng the receiver (QNI in this scenario) about the QS it
desires, as above. It also includes a QS Avail able object to
collect path properties. Note that here path properties are
collected with the QUERY nessage, whereas in the previous case, 2
path properties were collected in the RESERVE nessage.

Sone paraneters in the QoS Avail abl e object nay be the sane as in
the QoS Desired object. For these paraneters, the inplicit nessage
is that the sender would be satisfied by a reservation with | ower
paraneter val ues than specified in QoS Desired.

It is possible for the QoS Avail abl e object to contain paraneters
that do not appear in the QS Desired object. It is assuned that
the value of these paraneters is collected for informationa
purposes only (e.g., path latency). Paraneter values in the QS
Avai |l abl e obj ect are seeded according to the sender’s capabilities.
Each QNE remaps or approximately interprets the paraneter val ues
according to its current capabilities.

The receiver (QNl in this scenario) signals the QS Desired object
as follows: For those paraneters that appear in both the QS
Avai |l abl e obj ect and QoS Desired object in the QUERY nessage, it
takes the (possibly remapped) QSPEC paraneter values fromthe QS
Avai |l abl e object. For those paraneters that only appear in the QS
Desired object, it adopts the paraneter values fromthe QS Desired
obj ect.

The paraneters in the QS Avail abl e QSPEC object in the RESERVE
message are copied with their values fromthe QS Avail abl e QSPEC
object in the QUERY message. Note that the paraneters in the QS
Avai | abl e obj ect can be overwitten in the QUERY nessage, whereas
they cannot be overwritten in the RESERVE nessage.

The advantage of this nodel conpared to the sender-initiated
reservation is that the situation of over-reservation in QNEs cl ose
to the QNI (as described above) does not occur. On the other hand,
the QUERY nessage may find, for exanple, a particular bandwidth is
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not avail able. Wen the actual reservation is performed, however,
the desired bandw dt h may neanwhil e have becone free. That is, the
"RSVP style’ may result in a smaller reservation than necessary.

The sender includes all QSPEC paraneters it cares about in the
QUERY nessage. Paraneters that can be overwitten are updated by
Q\Es as the QUERY nessage travels towards the receiver. The
recei ver includes all QSPEC paraneters arriving in the QUERY
message al so in the RESERVE nessage, with the val ue they had when
arriving at the receiver. Again, QOSM specific QSPEC paraneters
and procedures may be defined in QOSM specification docunents.

Also in this scenario, the QNI SHOULD request a RESPONSE nessage
since it will otherwi se not |earn what QoS is avail abl e.

Regarding Traffic Handling Directives, the default rule is that all
@SPEC paraneters that have been included in the RESERVE nessage by
the QNI are also included in the RESPONSE nmessage by the QNR with
the value they had when arriving at the QNR  Wen traveling in the
RESPONSE nessage, all Traffic Handling Directives paranmeters are
read-only. Note that a QOSM specification my define its own
Traffic Handling Directives paraneters and processing rul es.

Resource Queries
Here, the QNI issues a QUERY nessage in order to investigate what

resources are currently available. The QNR replies with a RESPONSE
nessage.

MESSAGE | OBJECT | OBJECTS INCLUDED | OBJECTS | NCLUDED
SEQUENCE | COVBI NATION | I N QUERY MESSAGE | | N RESPONSE MESSAGE
2 | O | QoS Avail abl e | QoS Avail abl e

Tabl e 3: Message Sequence 2: Resource Queries
Defi ni ng Obj ect Conbination O

Note that the QoS Avail able object when traveling in the QUERY
message can be overwitten, whereas in the RESPONSE nessage it
cannot be overwritten.

Regarding Traffic Handling Directives, the default rule is that all
Q@SPEC paraneters that have been included in the RESERVE nessage by
the QNI are also included in the RESPONSE nessage by the QONR with
the value they had when arriving at the QNR Wen traveling in the
RESPONSE nessage, all Traffic Handling Directives paraneters are
read-only. Note that a QOSM specification may define its own
Traffic Handling Directives paraneters and processing rul es.
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On a (SPEC | evel, bidirectional reservations are no different from
unidirectional reservations, since QSPECs for different directions
never travel in the sane nessage.

5. Preenption

A flow can be preenpted by a QNE based on QNE policy, where a
decision to preenpt a flow may account for various factors such as,
for exanple, the values of the QSPEC preenption priority and
defending priority paranmeters as described in Section 5.2.8. In
this case, the reservation state for this flowis torn down in the
Q\E, and the QN\E sends a NOTIFY nmessage to the QNI, as described in
[ RFC5974]. The NOTIFY nessage carries an I NFO-SPEC with the error
code as described in [RFC5974]. A QOSM specification docunment may
speci fy whether a NOTI FY nessage al so carries a QSPEC object. The
NI would normal Iy tear down the preenpted reservation by sending a
RESERVE nessage with the TEAR flag set using the SII of the
preenpted reservation. However, the QNI can foll ow ot her
procedures as specified in its QOSM specification docunent.

SPEC Extensibility

Addi ti onal QSPEC paraneters MAY need to be defined in the future
and are defined in separate informational docunents. For exanpl e,
QSPEC paraneters are defined in [RFC5977] and [ RFC5976] .

Guidelines on the technical criteria to be followed in evaluating
requests for new codepoi nt assignnents for QSPEC objects and QSPEC
paraneters are given in Section 7, |ANA Consi derations.

QSPEC Functional Specification

Thi s section defines the encodi ngs of the QSPEC paraneters. W
first give the general QSPEC formats and then the formats of the
QSPEC obj ects and paraneters.

Net work octet order (’'big-endian’) for all 16- and 32-bit integers,
as well as 32-bit floating point nunbers, is as specified in

[ RFC4506], [ EEE754], and [ NETWORK- OCTET- ORDER] .

General (QSPEC Formats

The format of the QSPEC closely follows that used in @ ST [ RFC5971]

and QoS NSLP [ RFC5974]. Every object (and paraneter) has the
foll owi ng general fornat:
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o0 The overall format is Type-Length-Value (in that order).
o Some parts of the type field are set aside for control flags.

0 Length has the units of 32-bit words, and neasures the | ength of
Value. If there is no Value, Length=0. The Object |length
excl udes the header.

o Value is a whole nunber of 32-bit words. |If there is any paddi ng
required, the length and | ocation MJST be defined by the object-
specific format information; objects that contain variable-length
types may need to include additional |ength subfields to do so.

0 Any part of the object used for padding or defined as reserved
("r") MJIST be set to O on transm ssion and MJST be ignored on
reception.

0 Enpty Q@SPECs and enpty QSPEC Obj ects MUST NOT be used.

o Duplicate objects, duplicate parameters, and/or nultiple
occurrences of a paranmeter MJST NOT be used.

0 1 2 3

01234567890123456789012345678901
T T S S S T e S S it S S i S S
| Conmon QSPEC Header |
T S T I Al ol ST SN S S S S S S S S S i S SIS SN S O Y
/1 SPEC bj ects /1
T o T i S S A S

5.1.1. Conmmon Header For mat

The Common QSPEC Header is a fixed 4-octet object containing the
(SPEC Version, QSPEC Type, an identifier for the QSPEC Procedure (see
Section 4.3), and an Initiator/Local QSPEC bit:

0 1 2 3

01234567890123456789012345678901
B i s T T i i o S o T Ji I
| Vers.|l| QSPECType|r|r| QSPEC Proc. | Lengt h |
i i i T i I S i e s o o i i

Vers.: ldentifies the QSPEC version nunmber. QSPEC Version 0 is

assigned by this specification in Section 7 (I ANA
Consi der ati ons) .
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Identifies the particular type of QSPEC, e.g., a QSPEC
Type corresponding to a particular QOSM QSPEC Type O
(default) is assigned by this specification in Section 7
(I ANA Consi der ati ons).

Identifies the QSPEC procedure and is conposed of two
times 4 bits. The first field identifies the Message
Sequence; the second field identifies the QSPEC (bject
Conbi nati on used for this particul ar nmessage sequence:

R e s i T
| Mes. Sg | Obj . Crb|
i S e T o

The Message Sequence field can attain the follow ng
val ues:

0: Sender-Initiated Reservations
1: Receiver-Initiated Reservations
2: Resource Queries

The Obj ect Conbination field can take the val ues between
1 and 3 indicated in the tables in Section 4.3:

Message Sequence: O
hj ect Conbination: 0, 1, 2
Semantic: see Table 1 in Section 4.3.1

Message Sequence: 1
oj ect Conbination: 0, 1, 2
Semantic: see Table 2 in Section 4.3.2

Message Sequence: 2
oj ect Conbination: O
Senantic: see Table 3 in Section 4.3.3

I: Initiator/Local QSPEC bit identifies whether the QSPEC is an
initiator QSPEC or a Local QSPEC, and is set to the foll ow ng

val ues:

Length: The

0: Initiator QSPEC
1: Local QSPEC

total length of the QSPEC (in 32-bit words) excluding the

common header
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The QSPEC hjects field is a collection of QSPEC objects (QS
Desired, QS Available, etc.), which share a conmon format and each
contain several paraneters.

5.1.2. QSPEC bj ect Header For nmat
QSPEC obj ects share a common header format:

0 1 2 3
01234567890123456789012345678901
R e e i S e T e i S i o oI BT S TR R S
| r| oj ect Type [rir]r]r] Length |
R e i I e e S il ok S TR S R S S e S e ol ot (I S N

+- 4o+
| Elr]
+-+- +

-

E Flag: Set if an error occurs on object |evel

oj ect Type 0: QoS Desired (parameters cannot be overwitten)

1. QoS Avail able (paraneters may be overwitten; see
Section 3.2)

2: QS Reserved (parameters cannot be overwitten)

3: M nimum QoS (paranmeters cannot be overwitten)

The r bits are reserved.

Each QSPEC or (SPEC parameter within an object is encoded in the sane
way in TLV format using a simlar parameter header:

0 1 2 3
01234567890123456789012345678901
i R L s e T e R h th s i S SR N S
IMEINT| Paranmeter ID [rirr]r] Lengt h |
B i aT T e e o S o S S S I T et sl o ST S S S S S S

M Fl ag: When set, indicates the subsequent paraneter MJST be
interpreted. Qherwi se, the paraneter can be ignored if not
under st ood.

E Fl ag: Wen set, indicates either a) a reservation failure where the
QSPEC paraneter is not net, or b) an error occurred when this
paraneter was being interpreted (see Section 4.2.1).

N Fl ag: Not Supported QSPEC paraneter flag (see Section 4.2.2).
Paraneter |ID: Assigned consecutively to each QSPEC paraneter.
Paraneter | Ds are assigned to each QSPEC paraneter

defined in this docunment in Sections 5.2 and 7 (1 ANA
Consi der ati ons).
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Paraneters are usually coded individually, for exanple, the <Excess
Treat ment > parameter (Section 5.2.11). However, it is also possible
to conbi ne several sub-paranmeters into one paraneter field, which is
called 'container coding’. This coding is useful if either a) the
sub- paraneters al ways occur together (as for exanple the 5 sub-
paraneters that jointly nmake up the TMOD), or b) in order to nake
coding nore efficient when the lIength of each sub-parameter value is
much less than a 32-bit word (as for exanple described in [ RFC5977])
and to avoid header overload. Wen a container is defined, the
Paranmeter ID and the M E, and N flags refer to the container.
Exanpl es of container paraneters are <TMOD> (specified below) and the
PHR (Per Hop Reservation) container parameter specified in [ RFC5977].

5.2. (QSPEC Paranet er Coding

The references in the followi ng sections point to the normative
procedures for processing the QSPEC paraneters and sub-paraneters.

5.2.1. <TMOD 1> Par amet er

The <TMOD- 1> paraneter consists of the <r>, <b> <p> <np, and <MWPS>
sub- paraneters [ RFC2212], which all nust be populated in the <TMOD 1>
paraneter. Note that a second TMOD QSPEC paraneter <TMOD-2> is
specified below in Section 5.2.2.

The coding for the <TMOD- 1> paraneter is as foll ows:

1 2 3
1234567890123456789012345678901
T T S S S T S i T S S
I
+

+-
I 1 [rirfrir] 5 I
i e s i I o T i S S S T s

TMOD Rate-1 (r) (32-bit IEEE floating point nunber) |
B T i T o o o S e i i S S
TMOD Size-1 (b) (32-bit I|EEE floating point nunber) |
B S i ks e S S i i i S S S S e e e e
Peak Data Rate-1 (p) (32-bit |IEEE floating point number) |
T T e S S T S S T st S S R S S T ol ST S YN S S
M ni mum Policed Unit-1 (m (32-bit unsigned integer) |
B e T i T o i S e S Tk i e
Maxi mum Packet Size-1 (MPS) (32-bit unsigned integer) |
e I S S e i T o R S S S i otk ST TN S R S e g

[eoNe]

+-+
| El
+-+

=
o
—

+

T AT T T+ +

-+
The <TMOD- 1> paraneters are represented by three floating point
nunbers in single-precision | EEE fl oating point format [I|EEE754]
followed by two 32-bit integers in network octet order. The first

floating point value is the rate (r), the second floating point val ue
is the bucket size (b), the third floating point is the peak rate
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(p), the first unsigned integer is the mninmmpoliced unit (m, and
the second unsigned integer is the maxi num packet size (MPS). The
values of r and p are measured in octets per second; b, m and MPS
are neasured in octets. Wwen r, b, and p terns are represented as

| EEE fl oating point values, the sign bit MJST be zero (all val ues
MJUST be non-negative). Exponents less than 127 (i.e., 0) are

prohi bited. Exponents greater than 162 (i.e., positive 35) are

di scouraged, except for specifying a peak rate of infinity. Infinity
is represented with an exponent of all ones (255), and a sign bit and
manti ssa of all zeroes.

5.2. 2. <TMOD- 2> Par anet er

A second QSPEC <TMOD- 2> paraneter is specified as could be needed,
for exanple, to support sone Diffserv applications.

The coding for the <TMOD-2> paraneter is as follows:

0 1 2 3

01234567890123456789012345678901
B i s T T i i o S o T Ji I
IMEINT| 2 [rirlr|r] 5 I
I i S i I S i S S
| TMOD Rate-2 (r) (32-bit |IEEE floating point nunber) |
I i I S I i I S ki SR N SR S
| TMOD Size-2 (b) (32-bit |IEEE floating point nunber) |
B i s T T i i o S o T Ji I
| Peak Data Rate-2 (p) (32-bit IEEE floating point nunber) |
I I i S S T S i S
|  Mnimum Policed Unit-2 (m (32-bit unsigned integer) |
I i I S S i ki SUE N SRR S
| Maxi mum Packet Size-2 (MPS) (32-bit unsigned integer) |
B i s T T i i o S o T Ji I

+

The <TMOD-2> paraneters are represented by three floating point
nunmbers in single-precision | EEE floating point format [|EEE754]
followed by two 32-bit integers in network octet order. The first
floating point value is the rate (r), the second floating point val ue
is the bucket size (b), the third floating point is the peak rate
(p), the first unsigned integer is the mninmumpoliced unit (m, and
the second unsigned integer is the maxi num packet size (MPS). The
values of r and p are nmeasured in octets per second; b, m and MPS
are neasured in octets. Wen r, b, and p terns are represented as

| EEE fl oating point values, the sign bit MJST be zero (all val ues
MJST be non-negative). Exponents less than 127 (i.e., 0) are

prohi bited. Exponents greater than 162 (i.e., positive 35) are
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di scouraged, except for specifying a peak rate of infinity. Infinity
is represented with an exponent of all ones (255), and a sign bit and
manti ssa of all zeroes.

5.2.3. <Path Latency> Paraneter

0 1 2 3
01234567890123456789012345678901
B i s T T i i o S o T Ji I
IMENTI 3 [rirfrfr] 1 I
T o I I T T o
| Pat h Latency (32-bit unsigned integer) |
R et e s i o e s i i

The Path Latency [ RFC2215] is a single 32-bit unsigned integer in
network octet order. The intention of the Path Latency parameter is
the sane as the Mninal Path Latency paraneter defined in Section 3.4
of [RFC2215]. The purpose of this parameter is to provide a baseline
m ni mum path latency for use with services that provide estimtes or
bounds on additional path delay, such as in [RFC2212]. Together with
the queui ng del ay bound offered by [ RFC2212] and simlar services,
this parameter gives the application know edge of both the mini mum
and nmaxi mum packet delivery del ay.

The conposition rule for the <Path Latency> paraneter is sunmation
with a clamp of (2732) - 1 on the maxi mumvalue. The latencies are
average values reported in units of one mcrosecond. A systemwth
resolution |l ess than one m crosecond MJST set unused digits to zero.
An individual QNE can add a | atency val ue between 1 and 2728
(sonmewhat over two minutes), and the total |atency added across al
Q\Es can range as high as (2732)-2. |If the sumof the different

el ements del ays exceeds (2732)-2, the end-to-end cunul ative del ay
SHOULD be reported as indetermnate = (2732)-1. A QNE that cannot
accurately predict the latency of packets it is processing MIST raise
the Not Supported N flag and either |eave the value of Path Latency
as is, or add its best estimate of its |ower bound. A raised not-
supported flag indicates the value of Path Latency is a | ower bound
of the real Path Latency. The distinguished value (2732)-1 is taken
to nean indeterm nate | atency because the conposition function limts
the conposed sumto this value; it indicates the range of the
conposition cal cul ati on was exceeded.
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5.2.4. <Path Jitter> Paraneter

0 1 2 3
01234567890123456789012345678901
i s T S i i T S A b e ok
IMENTI 4 [rirfrir] 4 I
T e S E e e L E S E i SIS S S
| Path Jitter STAT1(variance) (32-bit unsigned integer) |
B i s T T i i o S o T Ji I
| Path Jitter STAT2(99.9%ile) (32-bit unsigned integer) |
e L o i i e ok o i R S S
| Path Jitter STAT3(m ni mum Latency) (32-bit unsigned integer) |
i e e R e s o i O e b i ol S SRR S S
| Path Jitter STAT4(Reserved) (32-bit unsigned integer) |
B i s T T i i o S o T Ji I

The Path Jitter is a set of four 32-bit unsigned integers in network
octet order [RFC3393, Y.1540, Y.1541]. As noted in Section 3.3.2,
the Path Jitter paraneter is called "IP Delay Variation" in

[ RFC3393]. The Path Jitter parameter is the conbination of four
statistics describing the Jitter distribution with a clanp of (2732)
- 1 on the maxi num of each value. The jitter STATs are reported in
units of one mcrosecond. A systemwth resolution |ess than one

m crosecond MUST set unused digits to zero. An individual QNE can
add jitter values between 1 and 2728 (sonewhat over two ninutes), and
the total jitter conputed across all QNEs can range as high as
(2732)-2. If the conbination of the different el ement val ues exceeds
(2732)-2, the end-to-end cunulative jitter SHOULD be reported as

i ndeterminate. A QNE that cannot accurately predict the jitter of
packets it is processing MJIST rai se the not-supported flag and either
| eave the value of Path Jitter as is, or add its best estimate of its
STAT values. A raised not-supported flag indicates the value of Path
Jitter is a |lower bound of the real Path Jitter. The distinguished
val ue (2732)-1 is taken to nean indetermnate jitter. A QNE that
cannot accurately predict the jitter of packets it is processing
SHOULD set its local Path Jitter paraneter to this value. Because
the composition function linits the total to this value, receipt of
this value at a network el ement or application indicates that the
true Path Jitter is not known. This MAY happen because one or nore
network el ements could not supply a value or because the range of the
conposition cal cul ati on was exceeded.

NOTE: The Jitter composition function makes use of the <Path Latency>
paraneter. Conposition functions for |loss, latency, and jitter may
be found in [Y.1541]. Devel opnent continues on nmethods to conbi ne
jitter values to estimate the value of the conplete path, and
additional statistics nay be needed to support new nethods (the

met hods are standardi zed in [ RFC5481] and [ COVPCSI TION]) .
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5.2.5. <Path PLR> Paraneter

0 1 2 3
01234567890123456789012345678901
i s T S i i T S A b e ok
IMENTI 5 [rirfrir] 1 I
T e S E e e L E S E i SIS S S
| Pat h Packet Loss Ratio (32-bit floating point) |
B i s T T i i o S o T Ji I

The Path PLRis a single 32-bit single precision | EEE fl oating point
number in network octet order [VY.1541]. As defined in [Y.1540], Path
PLRis the ratio of total lost |IP packets to total transmitted IP
packets. An evaluation interval of 1 mnute is suggested in

[ Y.1541], in which the nunber of |osses observed is directly related
to the confidence in the result. The conposition rule for the <Path
PLR> paraneter is summation with a clanp of 10"-1 on the naximum
value. The PLRs are reported in units of 107-11. A systemwith
resolution less than 10"-11 MJST set unused digits to zero. An

i ndi vidual OQNE adds its local PLR value (up to a maxi mum of 107-2) to
the total Path PLR value (up to a maxi mum of 107-1) , where the
acceptability of the total Path PLR val ue added across all QNEs is
determ ned based on the QOSM bei ng used. The nmaximumIlimt of 107-2
on a QNE's local PLR value and the maximumlimt (clanp val ue) of
107-1 on the accumul ated end-to-end Path PLR value are used to
preserve the accuracy of the sinple additive accunul ation function
specified and to avoid nmore conpl ex accunul ati on functi ons.
Furthernore, if these maxi nuns are exceeded, then the path would
likely not neet the QoS objectives. |f the sumof the different

el ements’ val ues exceeds 107-1, the end-to-end cunul ati ve PLR SHOULD
be reported as indeterminate. A QNE that cannot accurately predict
the PLR of packets it is processing MIST rai se the not-supported flag
and either | eave the value of Path PLR as is, or add its best
estimate of its |lower bound. A raised not-supported flag indicates
the value of Path PLRis a | ower bound of the real Path PLR  The

di stingui shed value 10"-1 is taken to nean indeterminate PLR A QNE
that cannot accurately predict the PLR of packets it is processing
SHOULD set its local path PLR parameter to this value. Because the
composition function limts the conmposed sumto this value, receipt
of this value at a network el enent or application indicates that the
true path PLR is not known. This MAY happen because one or nore
network el ements could not supply a value or because the range of the
composi tion cal cul ati on was exceeded.
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5.2.6. <Path PER> Paraneter

0 1 2 3
01234567890123456789012345678901
i s T S i i T S A b e ok
IMENTI 6 [rirfrir] 1 I
T e S E e e L E S E i SIS S S
| Pat h Packet Error Ratio (32-bit floating point) |
B i s T T i i o S o T Ji I

The Path PER is a single 32-bit single precision | EEE floating point
number in network octet order [VY.1541]. As defined in [Y.1540], Path
PER is the ratio of total errored |IP packets to the total of
successful | P Packets plus errored I P packets, in which the number of
errored packets observed is directly related to the confidence in the
result. The conposition rule for the <Path PER> paraneter is
summation with a clanmp of 107-1 on the maxi numvalue. The PERs are
reported in units of 107-11. A systemwith resolution | ess than
107-11 MJST set unused digits to zero. An individual QNE adds its

| ocal PER value (up to a maxi mum of 107-2) to the total Path PER
value (up to a maxi mum of 107-1) , where the acceptability of the
total Path PER val ue added across all QNEs is determ ned based on the
QOSM being used. The maximumlimt of 10"-2 on a QNE's | ocal PER
value and the maximumlinmt (clanp value) of 10"-1 on the accumul ated
end-to-end Path PER value are used to preserve the accuracy of the
simpl e additive accumul ati on function specified and to avoid nore
compl ex accunul ation functions. Furthernore, if these maxi nuns are
exceeded, then the path would |ikely not nmeet the QoS objectives. |If
the sumof the different elements’ val ues exceeds 107-1, the end-to-
end cunul ati ve PER SHOULD be reported as indeternminate. A Q\E that
cannot accurately predict the PER of packets it is processing MJST
rai se the Not Supported N flag and either |eave the value of Path PER
as is, or add its best estimate of its |ower bound. A raised Not
Supported N flag indicates the value of Path PER is a | ower bound of
the real Path PER  The di stinguished value 10n-1 is taken to nean

i ndeterminate PER. A QNE that cannot accurately predict the PER of
packets it is processing SHOULD set its local path PER paraneter to
this value. Because the conposition function linits the conmposed sum
to this value, receipt of this value at a network el enment or
application indicates that the true path PER is not known. This MAY
happen because one or nore network el ements could not supply a val ue
or because the range of the conposition calculation was exceeded.
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5.2.7. <SSl ack Tern» Paraneter

1 2 3
1234567890123456789012345678901
T I T S S i T T S AR
IMEINT| 7 [rirfr]r] 1 I
S T S S I L1 S S SUp S SUp S S S S T S
I
+-

0
0

Slack Term (S) (32-bit unsigned integer) |
i T o T i e S S S i S e S

Slack term S MJST be nonnegative and is neasured in microseconds
[ RFC2212]. The Slack term S, is represented as a 32-bit unsigned
integer. |Its value can range fromO to (2732)-1 microseconds.

5.2.8. <Preemption Priority> and <Defending Priority> Paraneters

The coding for the <Preenption Priority> and <Defending Priority>
sub-paraneters is as follows [ RFC3181]:

1 2 3
1234567890123456789012345678901
B T S i T s i i e e SEI S
|ME|INT| 8 [riririr] 1 I
I S i o T s S S S e s s T
| Preenption Priority | Defending Priority |
B i aT T e e o S o S S S I T et sl o ST S S S S S S
Preenption Priority: The priority of the new fl ow conpared with the
defending priority of previously admtted flows. Higher val ues
represent higher priority.

Defending Priority: Once a flowis admtted, the preenption priority
becones irrelevant. Instead, its defending priority is used to
conpare with the preenption priority of new fl ows.

As specified in [RFC3181], <Preenption Priority> and <Defendi ng

Priority> are 16-bit integer values, and both MJST be popul ated if
the paraneter is used.
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5.2.9. <Admi ssion Priority> Paraneter
The coding for the <Adm ssion Priority> parameter is as foll ows:
0 1 2 3

01234567890123456789012345678901
e T S S S e i i S DU S S S S R S T S S

IMENTI 9 [rirfrir] 1 I
B i s T T i i o S o T Ji I
| Y. 2171 Adm Pri.|Admis. Priority] (Reserved) |

T I T S L S S S S S S T o

Two fields are provided for the <Adm ssion Priority> parameter and
are popul ated according to the follow ng rul es.

<Y. 2171 Adnmission Priority> values are globally significant on an
end-to-end basis. Hgh priority flows, normal priority flows, and
best-effort priority flows can have access to resources dependi ng on
their admission priority value, as described in [Y.2171], as follows:

<Y. 2171 Adnission Priority>:

0 - best-effort priority flow
1 - nornmal priority flow
2 - high priority flow

If the QNI signals <Y.2171 Admission Priority>, it populates both the
<Y. 2171 Admission Priority> and <Admi ssion Priority> fields with the
sanme val ue. Downstream QNEs MJUST NOT change the value in the <Y.2171
Admi ssion Priority> field so that end-to-end consistency is

mai nt ai ned and MJUST treat the flow priority according to the val ue
popul ated. A ONE in a local domain MAY reset a different val ue of
<Admi ssion Priority> in a Local QSPEC, but (as specified in Section
4.1) the Local QSPEC MJUST be consistent with the Initiator QSPEC.

That is, the local domain MJST specify an <Adm ssion Priority> in the
Local QSPEC that is functionally equivalent to the <Y.2171 Adni ssion
Priority> specified by the QNI in the Initiator QSPEC

If the QNI signals adnmission priority according to [ EMERGENCY- RSVP],
it populates a locally significant value in the <Admi ssion Priority>
field and places all ones in the <Y.2171 Admi ssion Priority> field.
In this case, the functional significance of the <Admi ssion Priority>
value is specified by the local network adm nistrator. Hi gher val ues
i ndi cate higher priority. Downstream QNEs and RSVP nodes MAY reset
the <Admi ssion Priority> value according to the | ocal rules specified
by the | ocal network admi nistrator, but MJST NOT reset the val ue of
the <Y.2171 Admission Priority> field.
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A reservation w thout an <Y.2171 Adnission Priority> paranmeter MJST
be treated as a reservation with an <Y.2171 Adm ssion Priority> = 1.

5.2.10. <RPH Priority> Paraneter

The coding for the <RPH Priority> paraneter is as foll ows:

0 1 2
0

ME[NT| 10 [rirfrfr]
+-+

+
I
+
| RPH Namespace | RPH Priority |
+

3

1234567890123456789012345678901
T A S S i Sl S S T S T S S e e s e

- B T S S e i i T S S S S s St S S S
(Reserved) |
T T e S S T S S T st S S R S S T ol ST S YN S S

[ RFC4412] defines a resource priority header (RPH) with paraneters
"RPH Namespace" and "RPH Priority", and if populated is applicable
only to flows with high adm ssion priority. A registry is created in
[ RFC4412] and extended in [EMERG RSVP] for | ANA to assign the RPH
priority parameter. |In the extended registry, "Namespace Numeri cal
Val ues" are assigned by | ANA to RPH Namespaces and "Priority

Nunerical Values" are assigned to the RPH Priority.

Note that the <Admi ssion Priority> paraneter MAY be used in

combi nation with the <RPH Priority> paraneter, which depends on the
supported QOSM  Furthernore, if nore than one RPH nanespace is
supported by a QOSM then the QOSM MUST specify how t he mappi ng
between the priorities belonging to the different RPH nanespaces are

mapped to each other.

Note al so that additional work is needed to comruni cate these fl ow

priority values to bearer-level network el enments
[ VERTI CAL- | NTERFACE] .

For the 4 priority paraneters, the follow ng cases are pernissible

(procedures specified in references):

paraneter: <Admission Priority> [Y.2171]

1
2 paraneters: <Adm ssion Priority> <RPH Priority> [ RFC4412]
2 paraneters: <Preenption Priority>, <Defending Priority> [ RFC3181]
3 paraneters: <Preenption Priority> <Defending Priority>,

<Admi ssion Priority> [3GPP-1, 3GPP-2, 3GPP-3]
4 paraneters: <Preenption Priority> <Defending Priority>,

<Admi ssion Priority> <RPH Priority> [3GPP-1, 3GPP-2,

3GPP- 3]
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It is permissible to have <Adnission Priority> without <RPH
Priority>, but not permissible to have <RPH Priority> without

<Admi ssion Priority> (Aternatively, <RPH Priority> is ignored in
i nstances w thout <Admi ssion Priority>.)

Functionality simlar to enhanced Miulti-Level Precedence and
Preenption service (eM.PP; as defined in [3GPP-1, 3CGPP-2]) specifies
use of <Admission Priority> corresponding to the ’'queuing all owed’
part of eM.PP, as well as <Preenption/Defending Priority>
corresponding to the 'preenption capable’ and 'rmay be preenpted
parts of eM.PP.

5.2.11. <Excess Treatnment> Paraneter

1 2 3
1234567890123456789012345678901
i s T S i i T S A b e ok
IMENTI 11 [rirfrir] 1 I
i e L s e T e b i o I N S S
| Excess Trtmmt | Re-mark Val | Reserved |
B i s T T i i o S o T Ji I

Excess Treatnment: Indicates how the QNE SHOULD process out-of-profile
traffic, that is, traffic not covered by the <TMOD> paraneter.
The Excess Treatment Paraneter is set by the QNI. Al l owed val ues
are as follows:

drop

shape

re- mark

no netering or policing is pernmtted

whke o

If no Excess Treatnent Parameter is specified, the default is that
there are no guarantees to excess traffic, i.e., a Q\E can do
what ever it finds suitable.

When excess treatment is set to 'drop’, all marked traffic MJST be
dropped by the QN\E/ RVF

When excess treatnent is set to 'shape', it is expected that the
QoS Desired object carries a TMOD paraneter, and excess traffic is
shaped to this TMOD. The bucket size in the TMOD paraneter for
excess traffic specifies the queui ng behavior, and when the
shapi ng causes unbounded queue grow h at the shaper, any traffic
in excess of the TMOD for excess traffic SHOULD be dropped. |If
excess treatnment is set to 'shape’ and no TMOD paraneter is given,
the E flag is set for the paranmeter and the reservation fails. |If
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excess treatnment is set to 'shape’ and two TMOD paraneters are
specified, then the QOSM specification dictates how excess traffic
shoul d be shaped in that case.

Wien excess treatnent is set to 're-mark’, the Excess Treat nent
Paranmeter MUST carry the re-mark value, and the re-mark val ues and
procedures MJST be specified in the QOSM specificati on docunent.
For exanple, packets may be re-nmarked to pertain to a particul ar
QS class (Diffserv Code Point (DSCP) value). 1In the |atter case,
re-marking relates to a Diffserv nbdel where packets arrive nmarked
as belonging to a certain QS class / DSCP, and when they are
identified as excess, they should then be re-marked to a different
QS Cd ass (DSCP value) indicated in the 'Re-mark Value', as
fol | ows:

Re-mark Value (6 bits): indicates DSCP val ue [ RFC2474] to re-mark
packets to when identified as excess

If "no metering or policing is pernmitted” is signaled, the QNE shoul d
accept the Excess Treatnment Paraneter set by the sender with special
care so that excess traffic should not cause a problem To request
the Null Meter [RFC3290] is especially strong, and shoul d be used

wi th caution.

A NULL netering application [RFC2997] woul d not include the traffic
profile, and conceptually it should be possible to support this with
the QSPEC. A QSPEC without a traffic profile is not excluded by the
current specification. However, note that the traffic profile is

i mportant even in those cases when the excess treatnent is not
specified, e.g., in negotiating bandwi dth for the best-effort
aggregate. However, a "NULL Service QOSM' woul d need to be specified
where the desired QNE Behavi or and the correspondi ng QSPEC format are
descri bed.

As an exanpl e behavior for a NULL netering, in the properly
configured Diffserv router, the resources are shared between the
aggregates by the scheduling disciplines. Thus, if the incoming rate
increases, it will influence the state of a queue wthin that
aggregate, while all the other aggregates will be provided sufficient
bandwi dt h resources. NULL netering is useful for best-effort and
signaling data, where there is no need to neter and police this data
as it will be policed inplicitly by the allocated bandw dth and,

possi bly, active queue nmanagenment mechani sm
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5.2.12. <PHB d ass> Paraneter
The coding for the <PHB C ass> paraneter is as follows [RFC3140]:

1 2 3
12345678901234567890123456789¢01
R e o T T e S S T ol S i T S s ik i I S I S S R S R
IMENTI 12 [rirfrir] 1 I
B i s T T i i o S o T Ji I
| PHB Fi el d | (Reserved) |
T o I I T T o

The above encoding is consistent with [ RFC3140], and the follow ng
four figures show four possible formats based on the val ue of the PHB
Fi el d.

Si ngl e PHB:

0 1

0123456789012345
T
| DSCP |]O0O00O0O0O0O0O0 Q|
g

Set of PHBs:

0 1

0123456789012345
T S
| DSCP |0 0000O0O0O010
e

PHBs not defined by standards action, i.e., experinmental or |ocal use
PHBs as all owed by [RFC2474]. In this case, an arbitrary 12-bit PHB
identification code, assigned by the ANA is placed left-justified
inthe 16-bit field. Bit 15 is set to 1, and bit 14 is zero for a
single PHB or 1 for a set of PHBs. Bits 12 and 13 are zero.

Si ngl e non-standard PHB (experinmental or |ocal):

0 1

0123456789012345
i I S S S s o i e
| PHB | D CODE |0 0 0 1]
e
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Set of non-standard PHBs (experinmental or |ocal):

0 1

0123456789012345
T S
| PHB | D CODE [0 01 1]
S

Bits 12 and 13 are reserved either for expansion of the PHB
identification code, or for other use, at some point in the future.

In both cases, when a single PHBID is used to identify a set of PHBs
(i.e., bit 14 is set to 1), that set of PHBs MJST constitute a PHB
Scheduling Cass (i.e., use of PHBs fromthe set MJUST NOT cause
intra-mcroflow traffic reordering when different PHBs fromthe set
are applied to traffic in the sane mcroflow). The set of AFlx PHBs
[ RFC2597] is an exanple of a PHB Scheduling Oass. Sets of PHBs that
do not constitute a PHB Scheduling C ass can be identified by using
nmore than one PHBI D.

The registries needed to use RFC 3140 al ready exist; see
[ DSCP- REA STRY] and [ PHBI D- CODES- REG STRY]. Hence, no new registry
needs to be created for this purpose.

5.2.13. <DSTE d ass Type> Paranet er

A description of the semantic of the paraneter values can be found in
[ RFC4124]. The coding for the <DSTE Cl ass Type> paraneter is as
fol |l ows:

0 1 2 3

01234567890123456789012345678901
B S S e i S S T A S S S S S S i S S
MEINT| 13 [rirfrir] 1 I
i T T e T i i s i i S S S S S e et s o i i S
DSTE C's. Type | (Reserved) |
ek T T T e e e e S LR T

+—+— +

DSTE C ass Type: Indicates the DSTE class type. Values currently
allowed are 0, 1, 2, 3, 4, 5, 6, and 7.
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5.2.14. <Y. 1541 QS d ass> Par aneter

The coding for the <Y.1541 QoS O ass> paraneter [Y.1541] is as
fol | ows:

0 1 2 3
01234567890123456789012345678901
B i aT T e e o S o S S S I T et sl o ST S S S S S S
|ME|INT| 14 [ririrfr] 1 |
B T S i T s i i e e SEI S
| Y. 1541 QS ds. | (Reserved) |
T T T T T T I I

Y. 1541 QoS d ass: Indicates the Y.1541 QoS C ass. Values currently
all owed are 0, 1, 2, 3, 4, 5, 6, and 7.

Class O:

Real -time, highly interactive applications, sensitive to jitter
Mean del ay <= 100 ns, delay variation <= 50 ns, and loss ratio <=
10n-3. Application exanples include Vol P and video

t el econf erence.

Class 1:

Real -time, interactive applications, sensitive to jitter. Mean
del ay <= 400 ns, delay variation <= 50 ns, and loss ratio <=
10n-3. Application exanples include Vol P and video

t el econf erence.

Cass 2

H ghly interactive transaction data. Mean delay <= 100 ns, del ay
variation is unspecified, loss ratio <= 10"-3. Application
exanpl es include signaling.

Class 3:

Interactive transaction data. Man delay <= 400 ns, del ay
variation is unspecified, loss ratio <= 10"-3. Application
exanpl es include signaling.

C ass 4:

Low Loss Only applications. Mean delay <= 1 s, delay variation is
unspecified, loss ratio <= 10n-3. Application exanples include
short transactions, bulk data, and video stream ng.

Class 5

Unspeci fied applications with unspecified nmean del ay, del ay
variation, and loss ratio. Application exanples include
tradi tional applications of default |P networks.
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Class 6

Applications that are highly sensitive to |loss. Mean delay <= 100
ms, delay variation <= 50 nms, and loss ratio <= 107-5

Application exanpl es include television transport, high-capacity
TCP transfers, and Tinme-Division Miultiplexing (TDM circuit
emul ati on.

Class 7

Applications that are highly sensitive to |l oss. Mean delay <= 400
nms, delay variation <= 50 ns, and loss ratio <= 107-5

Application exanpl es include television transport, high-capacity
TCP transfers, and TDM circuit erul ation

6. Security Considerations

SPEC security is directly tied to QS NSLP security, and the QS
NSLP docunent [RFC5974] has a very detail ed security discussion in
Section 7. Al the considerations detailed in Section 7 of [RFC5974]

apply to QSPEC

The priority paraneter raises possibilities for theft-of-service
attacks because users could claiman energency priority for their
flows without real need, thereby effectively preventing serious
energency calls to get through. Several options exist for countering
such attacks, for exanple:

- only sone user groups (e.g., the police) are authorized to set the
enmergency priority bit

- any user is authorized to enploy the energency priority bit for
particul ar destination addresses (e.g., police)

7. | ANA Consi der ations

This section defines the registries and initial codepoint assignnents
for the QSPEC tenplate, in accordance with BCP 26, RFC 5226

[ RFC5226]. It also defines the procedural requirenments to be
followed by 1 ANA in allocating new codepoints.

This specification creates the following registries with the
structures as defined bel ow

oj ect Types (12 bits):
The foll owi ng values are allocated as specified in Section 5
0: QoS Desired
1: QoS Avail able
2: QoS Reserved
3: M ni mum QoS
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Further values are as foll ows:

4-63: Unassi gned

64-67: Private/ Experimental Use

68- 4095: Reserved

(Note: 'Reserved just neans 'do not give these out’.)
The registration procedure is Specification Required.

QSPEC Version (4 bits):
The following value is allocated by this specification

0: Version 0 QSPEC
Further values are as foll ows:

1-15: Unassi gnhed
The registration procedure is Specification Required. (A
specification is required to depreciate, delete, or nodify QSPEC
versions.)

Q@SPEC Type (5 bits):
The foll owing values are allocated by this specification
0: Default
1. Y.1541- QOSM [ RFC5976]
2: RVD- QOSM [ RFC5977]
Further values are as foll ows:
3-12: Unassi gned
13-16: Local / Experinmental Use
17-31: Reserved
The registration procedure is Specification Required.

QSPEC Procedure (8 hits)

The QSPEC Procedure object consists of the Message Sequence paraneter
(4 bits) and the Object Conbination paranmeter (4 bits), as discussed
in Section 4.3. Message Sequences 0 (Two-Way Transactions), 1
(Three-Way Transactions), and 2 (Resource Queries) are explained in
Sections 4.3.1, 4.3.2, and 4.3.3, respectively. Tables 1, 2, and 3
in Section 4.3 assign the oject Conbination Nunber to Message
Sequences 0, 1, and 2, respectively. The values assigned by this
specification for the Message Sequence paraneter and the hject

Conbi nati on parameter are sunmarized here:
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QS Desired

QoS Desired
QS Avail abl e

.| OBJECTS | NCLUDED | OBJECTS | NCLUDED
| N QUERY MESSACE || N RESERVE MESSACE | | N RESPONSE MESSAGE

S Desired
S Avail abl e

Q9

S Desired
S Avai |l abl e
ni mum QoS

=00

S Desired

|

S Desired
S Avai |l abl e
ni num QoS)

=80

(

QoS Desired
QS Avail abl e

Cct ober 2010

| OBJECTS | NCLUDED

Reser ved

Reser ved
Avai | abl e

Reserved
Avai | abl e
Reserved
Reserved

Avai | abl e

Reserved

I
I
I
|
| (M ni mum QoS)
I
I
I
I
|

RFC 5975
M5G | OBJ
SEQ. | COM
0 |0

I
0 | 1
I
I
0 | 2
I
I
I
1 |0
I
1 | 1
I
I
I
1 | 2
|
2 |0 | QS Avail abl e | N A | QS Avail abl e
Furt her values of the Message Sequence paraneter (4 bits) are as
fol | ows:
3-15: Unassi gned
Furt her values of the (bject Conbination parameter (4 bits) are as
fol |l ows:
Message | nject
Sequence | Combi nation
0 | 3-15: Unassi gned
1 | 3-15: Unassi gned
2 | 1-15: Unassi gned
3-15 | 0-15: Unassi gnhed

The registration procedure is Specification Required. (A
specification is required to depreciate, delete, or nodify QSPEC
Procedures.)

QS Mdel Error Code (8 bits):
Q@S Mdel Error Codes may be defined for NSLP error class 6 (QoS
Model Error), as described in Section 6.4 of [RFC5974]. Values are

as foll ows:
0-63: Unassi gned
64-67: Privatel/ Experinmental Use
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68- 255: Reserved
The registration procedure is Specification Required. (A
specification is required to depreciate, delete, or nodify QS Mde
Error Codes.)

Paraneter ID (12 bits):
The foll owi ng values are allocated by this specification:
1-14: assigned as specified in Section 5.2:
<TMOD- 1>
<TMOD- 2>
<Path Latency>
<Path Jitter>
<Path PLR>
<Pat h PER>
<Sl ack Ternw
<Preenption Priority> and <Defending Priority>
<Admi ssion Priority>
10: <RPH Priority>
11: <Excess Treat nent>
12: <PHB d ass>
13: <DSTE d ass Type>
14: <Y.1541 QoS d ass>
Further values are as foll ows:
15- 255: Unassi ghed
256-259: Private/ Experinental Use
260- 4095: Reserved
The registration procedure is Specification Required. (A
specification is required to depreciate, delete, or nodify Paraneter
I Ds.)

CoNOORWONE

Y. 2171 Admission Priority Paraneter (8 bits):
The foll owi ng values are allocated by this specification
0-2: assigned as specified in Section 5.2.9:
0: best-effort priority flow
1. normal priority flow
2: high priority flow
Further values are as foll ows:
3-63: Unassi gned
64- 255: Reserved
The registration procedure is Specification Required.

RPH Nanmespace Paraneter (16 bits):

Note that [ RFC4412] creates a registry for RPH Nanespace and Priority
val ues already (see Section 12.6 of [RFC4412]), and an extension to
this registry is created in [ EMERG RSVP], which will also be used for
the QSPEC RPH paraneter. In the extended registry, "Nanespace
Nunerical Val ues" are assigned by | ANA to RPH Nanespaces, and
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"Priority Nunerical Values" are assigned to the RPH Priority. There
are no additional |ANA requirenents made by this specification for
the RPH Nanespace Paraneter.

Excess Treatnment Paraneter (8 bits):
The foll owi ng values are allocated by this specification:
0-3: assigned as specified in Section 5.2.11:
0: drop
1: shape
2: re-mark
3: no netering or policing is pernmtted
Further values are as foll ows:
4-63: Unassi gned
64- 255: Reserved
The registration procedure is Specification Required.

Y. 1541 QoS d ass Paraneter (8 bits):
The foll owi ng values are allocated by this specification:
0-7: assigned as specified in Section 5.2.14:

: 1541 QoS d ass
Y. 1541 QS d ass
1541 QoS d ass
1541 QoS d ass
1541 QoS d ass
1541 QoS d ass
1541 QoS d ass

: 1541 QoS d ass
Further values are as foll ows:

8-63: Unassi gned

64- 255: Reserved
The registration procedure is Specification Required.

=<
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Appendi x A, Mppi ng of QoS Desired, QS Available, and QS Reserved of
NSI'S onto AdSpec, TSpec, and RSpec of RSVP Int Serv

The union of QoS Desired, QS Avail able, and QS Reserved can provide
all functionality of the objects specified in RSVP IntServ; however,
it is difficult to provide an exact mappi ng.

In RSVP, the Sender TSpec specifies the traffic an application is
going to send (e.g., TMOD). The AdSpec can collect path
characteristics (e.g., delay). Both are issued by the sender. The
recei ver sends the Fl owSpec that includes a Receiver TSpec descri bing
the resources reserved using the sane paraneters as the Sender TSpec,
as well as an RSpec that provides additional IntServ QoS Mdel
specific paranmeters, e.g., Rate and Sl ack

The RSVP TSpec, AdSpec, and RSpec are tailored to the receiver-
initiated signaling enployed by RSVP and the IntServ QS Mdel. For
exanple, to the know edge of the authors, it is not possible for the
sender to specify a desired maxi nrum del ay except inplicitly and

mut ably by seeding the AdSpec accordingly. Likew se, the RSpec is
only nmeaningfully sent in the receiver-issued RSVP RESERVE message.
For this reason, our discussion at this point leads us to a slightly
di fferent mapping of necessary functionality to objects, which should
result in nore flexible signaling nodels.

Appendi x B. Exanple of TMOD Parameter Encodi ng

In an exanple Vol P application that uses RTP [ RFC3550] and the G 711
Codec [G 711], the TMOD-1 paraneter could be set as follows:

In the sinplest case, the Mninmum Policed Unit mis the sumof the

I P, UDP, and RTP headers + payload. The IP header in the |IPv4 case
has a size of 20 octets (40 octets if IPv6 is used). The UDP header
has a size of 8 octets, and RTP uses a 12-octet header. The G 711
Codec specifies a bandwi dth of 64 kbit/s (8000 octets/s). Assum ng
RTP transnmits voi ce datagrans every 20 ns, the payl oad for one
datagramis 8000 octets/s * 0.02 s = 160 octets.

20 + 8 + 12 + 160 octets
40 + 8 + 12 + 160 octets

200 octets
220 octets

I Pv4 + UDP + RTP + payload: m
IPv6 + UDP + RTP + payl oad: m

The Rate r specifies the anmount of octets per second. 50 datagrans
are sent per second.

| Pv4:
| Pv6:

01/s * m
0 1/s * m

10, 000 octets/s

r =5
r =5 11, 000 octets/s
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The bucket size b specifies the maximumburst. |In this exanple, a
burst of 10 packets is used.

IPv4: b
I Pv6: b

10 * m
10 * m

2000 octets
2200 octets

A nunber of extra headers (e.g., for encapsul ation) may be included
in the datagram A non-exhaustive list is given below. For
addi tional headers, m r, and b have to be set accordingly.

Prot ocol Header Size

__________________________ N,
GRE [ RFC1701] | 8 octets
GREI P4 [ RFC1702] | 4-8 octets
| P41 NI P4 [ RFC2003] | 20 octets
M NENC [ RFC2004] | 8-12 octets
| PEBGEN [ RFC2473] | 40 octets
| P61 NI P4 [ RFC4213] | 20 octets
| Psec [ RFC4301, RFC4303] | vari abl e
.......................... .

Ash, et al. Experi ment al [ Page 63]



RFC 5975 QS NSLP QSPEC Tenpl ate Cct ober 2010

Aut hors’ Addresses

Gerald Ash (Editor)
AT&T
EMai | : gash5107@ahoo. com

Attila Bader (Editor)

Traffic Lab

Eri csson Research

Eri csson Hungary Ltd.

Laborc u. 1 H 1037

Budapest Hungary

EMail: Attil a. Bader @ri csson. com

Cornelia Kappl er (Editor)

ck technol ogy concepts

Berlin, Germany

EMai | : cornelia. kappl er @kt ecc. de

David R Oran (Editor)
Cisco Systens, Inc.

7 Ladysl i pper Lane
Acton, MA 01720, USA
EMail: oran@i sco.com

Ash, et al. Experi ment al [ Page 64]






