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Abst ract

Thi s docunent is one of a collection that, together, describe the
protocol and usage context for a revision of Internationalized Domain
Nanes for Applications (I1DNA), superseding the earlier version. |t
descri bes the docunent collection and provides definitions and ot her
material that are common to the set.

Status of This Meno
This is an Internet Standards Track docunent.

Thi s docunent is a product of the Internet Engineering Task Force
(IETF). It represents the consensus of the IETF community. It has
recei ved public review and has been approved for publication by the
Internet Engineering Steering Goup (IESG. Further information on
Internet Standards is available in Section 2 of RFC 5741

I nformation about the current status of this docunent, any errata,

and how to provide feedback on it may be obtained at
http://ww. rfc-editor.org/info/rfc5890
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docunent authors. Al rights reserved.

Thi s docunent is subject to BCP 78 and the | ETF Trust’'s Lega
Provisions Relating to | ETF Docunents
(http://trustee.ietf.org/license-info) in effect on the date of
publication of this docunment. Please review these documents
carefully, as they describe your rights and restrictions with respect
to this docunent. Code Conponents extracted fromthis docunent nust
include Sinplified BSD Li cense text as described in Section 4.e of
the Trust Legal Provisions and are provided without warranty as
described in the Sinplified BSD License.

Thi s docunent may contain material from|ETF Docunents or | ETF
Contri butions published or made publicly avail abl e before Novenber
10, 2008. The person(s) controlling the copyright in sone of this
mat eri al may not have granted the I ETF Trust the right to allow
modi fi cati ons of such material outside the | ETF Standards Process.
Wt hout obtaining an adequate |icense fromthe person(s) controlling
the copyright in such materials, this docunent may not be nodified
outside the I ETF Standards Process, and derivative works of it may
not be created outside the | ETF Standards Process, except to fornat
it for publication as an RFC or to translate it into | anguages ot her
than Engli sh.
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1. Introduction
1.1. | DNA2008

Thi s docunent is one of a collection that, together, describe the
protocol and usage context for a revision of Internationalized Donmain
Nanes for Applications (I DNA) that was |argely conpleted in 2008,
known within the series and el sewhere as "1 DNA2008". The series
replaces an earlier version of |IDNA [ RFC3490] [RFC3491]. For

conveni ence, that version of IDNA is referred to in these docunents
as "1 DNA2003". The newer version continues to use the Punycode

al gorithm [ RFC3492] and ACE (ASCl|-conpati bl e encoding) prefix from
that earlier version. The docunent collection is described in
Section 1.2. As indicated there, this docunent provides definitions
and other material that are conmmn to the set.

1.1.1. Audi ences

Whi l e many | ETF specifications are directed exclusively to protoco
i npl ementers, the character of IDNA requires that it be understood
and properly used by those whose responsibilities include making
deci si ons about:

o0 what nanmes are permitted in DNS zone files,
0o policies related to nanes and nam ng, and

o the handling of domain name strings in files and systens, even
with no imediate intention of |ooking themup

Thi s docunent and those docunments concerned with the protoco
definition, rules for handling strings that include characters
witten right to left, and the actual list of characters and
categories will be of primary interest to protocol inplenenters
Thi s docunent and the one containing explanatory material will be of
primary interest to others, although they may have to fill in sone
details by reference to other docunents in the set.

Thi s docunent and the associ ated ones are witten fromthe
perspective of an | DNA-aware user, application, or inplenentation
Wiile they nay reiterate fundamental DNS rul es and requirenents for
the conveni ence of the reader, they make no attenpt to be

conpr ehensi ve about DNS principles and shoul d not be considered as a
substitute for a thorough understandi ng of the DNS protocols and
speci fications.
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1.1

Nor mati ve Language

The key words "MJST", "MJST NOT*, "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "MAY", and "OPTIONAL" in this
docunent are to be interpreted as described in RFC 2119 [ RFC2119].

1.2

Road Map of | DNA2008 Documents

| DNA2008 consists of the foll ow ng docunents:

(o]

Thi s docunent, containing definitions and other nmaterial that are
needed for understandi ng other docunents in the set. It is
referred to informally in other docunents in the set as "Defs" or
"Definitions".

A docunent, RFC 5894 [ RFC5894], that provides an overview of the
protocol and associ ated tables together with explanatory materia
and sone rationale for the decisions that |ed to | DNA2008. That
docunent al so contains advice for registry operations and those
who use Internationalized Domain Names (IDNs). It is referred to
informally in other docunments in the set as "Rationale". It is
not nornative.

A docunent, RFC 5891 [ RFC5891], that describes the core | DNA2008

protocol and its operations. In conbination with the Bidi
docunent, described i mediately below, it explicitly updates and
replaces RFC 3490. It is referred to informally in other

docunents in the set as "Protocol"

A docunent, RFC 5893 [ RFC5893], that specifies special rules
(Bidi) for labels that contain characters that are witten from
right to left.

A specification, RFC 5892 [ RFC5892], of the categories and rules
that identify the code points allowed in a |abel witten in native
character form (defined nore specifically as a "U-label" in
Section 2.3.2.1 below), based on Unicode 5.2 [Unicode52] code
poi nt assignnents and additional rules unique to | DNA2008. The
Uni code- based rul es are expected to be stable across Uni code
updat es and hence i ndependent of Unicode versions. That
specification obsol etes RFC 3941 and I DN use of the tables to
which it refers. It is referred to informally in other docunents
in the set as "Tabl es".
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0 A docunent [ DNA2008- Mappi ng] that discusses the issue of napping
characters into other characters and that provi des guidance for
doing so when that is appropriate. That docunent, referred to
informally as "Mapping", provides advice; it is not a required
part of | DNA.

2. Definitions and Term nol ogy
2.1. Characters and Character Sets

A code point is an integer value in the codespace of a coded
character set. |In Unicode, these are integers fromO to Ox10FFFF.

Uni code [ Uni code52] is a coded character set containing somewhat over
100, 000 characters assigned to code points as of version 5.2. A
singl e Unicode code point is denoted in these docunents by "U+"
followed by four to six hexadecinal digits, while a range of Unicode
code points is denoted by two four to six digit hexadeci mal nunbers

separated by "..", with no prefixes.

ASCIl neans US-ASCII [ASCI 1], a coded character set containing 128
characters associated with code points in the range 0000..007F

Uni code is a superset of ASCII and nmay be thought of as a
generalization of it; it includes all the ASCI|I characters and
associ ates themw th the equival ent code points.

"Letters" are, informally, generalizations fromthe ASCI1 and
common- sense understanding of that term i.e., characters that are
used to wite text and that are not digits, synbols, or punctuation
Formal |y, they are characters with a Unicode General Category val ue
starting in "L" (see Section 4.5 of The Uni code Standard

[ Uni codeb52]).

2.2. DNS-Rel ated Term nol ogy

When di scussing the DNS, this docunent generally assunes the
term nol ogy used in the DNS specifications [RFC1034] [ RFC1035] as
subsequently nodi fied [ RFC1123] [ RFC2181]. The term "l ookup" is used
to describe the conbination of operations perfornmed by the | DNA2008
protocol and those actually performed by a DNS resol ver. The process
of placing an entry into the DNSis referred to as "regi stration"
This is simlar to commopn contenporary usage of that termin other
contexts. Consequently, any DNS zone adninistration is described as
a "registry", and the terns "registry" and "zone admi nistrator" are
used i nterchangeably, regardless of the actual adnministrative
arrangenents or level in the DNS tree. Mre details about that

relati onship are included in the Rational e docunent.
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The term "LDH code point" is defined in this document to refer to the

code points associated with ASCII letters (Unicode code points
0041. . 005A and 0061..007A), digits (0030..0039), and the hyphen-m nus
(WU+002D). "LDH' is an abbreviation for "letters, digits, hyphen" but

is used specifically in this docunent to refer to the set of namng
rul es described in Section 2.3.1 bel ow.

The base DNS specifications [RFC1034] [RFC1035] discuss "domain
nanes" and "host names”, but nany people use the terns

i nt erchangeably, as do sections of these specifications. Lack of
clarity about that term nology has contributed to confusion about
intent in sone cases. These docunents generally use the term "domain
nane". Wen they refer to, e.g., hostname syntax restrictions, they
explicitly cite the relevant defining documents. The remaining
definitions in this subsection are essentially a review if there is
any perceived difference between those definitions and the
definitions in the base DNS docunments or those cited bel ow, the
definitions in the other docunents take precedence.

A label is an individual conmponent of a domain name. Labels are
usual 'y shown separated by dots; for exanple, the domain nane

"www. exanpl e. cont is conposed of three |abels: "ww', "exanple", and
"com'. (The conplete nane convention using a trailing dot described
in RFC 1123 [RFC1123], which can be explicit as in "ww.exanple.com"
or inplicit as in "ww. exanple.cont, is not considered in this
specification.) |DNA extends the set of usable characters in |abels
that are treated as text (as distinct fromthe binary string | abels
di scussed in RFC 1035 and RFC 2181 [ RFC2181] and bitstring ones

[ RFC2673]), but only in certain contexts. The different contexts for
different sets of usable characters are outlined in the next section
For the rest of this document and in the related ones, the term

"l abel" is shorthand for "text label", and "every | abel" means "every
text label”, including the expanded context.

2.3. Terminology Specific to | DNA

This section defines some term nology to reduce dependence on terns
and definitions that have been problematic in the past. The

rel ati onshi ps anong these definitions are illustrated in Figure 1 and
Figure 2. In the first of those figures, the parenthesized nunbers
refer to the notes bel ow the figure.

2.3.1. LDH Labe
This is the classical |abel formused, albeit with sone additiona
restrictions, in hostnanes [ RFC0952]. Its syntax is identical to

that described as the "preferred nanme syntax" in Section 3.5 of RFC
1034 [RFC1034] as nodified by RFC 1123 [RFC1123]. Briefly, it is a
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string consisting of ASCII letters, digits, and the hyphen with the
further restriction that the hyphen cannot appear at the begi nning or
end of the string. Like all DNS labels, its total |ength nmust not
exceed 63 octets.

LDH | abel s include the specialized | abels used by I DNA (described as
"A-label s" bel ow) and sonme additional restricted fornms (also
descri bed bel ow).

To facilitate clear description, two new subsets of LDH | abels are
created by the introduction of IDNA. These are called Reserved LDH

| abel s (R-LDH | abel s) and Non- Reserved LDH | abel s (NR-LDH | abel s).
Reserved LDH | abel s, known as "tagged domai n nanes" in sone other
contexts, have the property that they contain "--" in the third and
fourth characters but which otherwi se conformto LDH | abel rules.
Only a subset of the R LDH | abels can be used in | DNA- awar e
applications. That subset consists of the class of |abels that begin
with the prefix "xn--" (case independent), but otherw se conformto
the rules for LDH | abels. That subset is called "XN-labels" in this
set of docunents. XN-labels are further divided into those whose
remai ni ng characters (after the "xn--") are valid output of the
Punycode al gorithm [ RFC3492] and those that are not (see below). The
XN-1 abel s that are valid Punycode output are known as "A-labels" if
they al so meet the other criteria for IDNA-validity described bel ow
Because LDH | abel s (and, indeed, any DNS | abel) mnmust not be nore than
63 octets in length, the portion of an XN-1abel derived fromthe
Punycode algorithmis limted to no nore than 59 ASCI| characters.
Non- Reserved LDH | abel s are the set of valid LDH | abels that do not
have "--" in the third and fourth positions.

A consequence of the restrictions on valid characters in the native
Uni code character form (see U-labels) turns out to be that m xed-case
annotation, of the sort outlined in Appendi x A of RFC 3492 [ RFC3492],
is never useful. Therefore, since a valid A-label is the result of
Punycode encodi ng of a U-label, A-labels should be produced only in

| owercase, despite matching other (m xed-case or uppercase) potential
| abel s in the DNS

Sone strings that are prefixed with "xn--" to formlabels may not be
the out put of the Punycode algorithm nmay fail the other tests
outlined below, or may violate other IDNA restrictions and thus are
also not valid IDNA | abels. They are called "Fake A-|abels" for
conveni ence.

Labels within the class of R LDH | abels that are not prefixed with

"xn--" are also not valid IDNA | abels. To allow for future use of
mechani sns simlar to |DNA, those | abels MUST NOT be processed as
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ordinary LDH | abel s by | DNA-conform ng prograns and SHOULD NOT be
m xed with DNA | abels in the sane zone.

These di stinctions anong possible LDH | abels are only of significance
for software that is |IDNA-aware or for future extensions that use

ext ensi ons based on the sane "prefix and encodi ng" nodel. For

| DNA- awar e systens, the valid | abel types are: A-labels, U1 abels,
and NR-LDH | abel s.

I DNA | abel s conme in two flavors: an ACE-encoded form and a Uni code
(native character) form These are referred to as A-labels and
U | abel s, respectively, and are described in detail in the next
secti on.
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ASCl | Label

LDH Label (1) (4)

| DN Reserved LDH Label s
"??--") or R-LDH Labels

| NON- RESERVED

I I
| I I
| I I
| I |
| | | XN- | abel s | | | LDH Labels | |
||| | | | (NRLDH ||
| | | | Alabels | | Fake (3) || | | | abel s) |
[ 1| | "xn--"(2) | | A-labels || | | (.
R O I I [ [ 1 I
11 [ | I
[ I I
I I
NON- LDH | abel

Under score | abel s
e.g., _tcp

I
|
Label s with | eading|
or trailing |
hyphens "-abcd" |
or "xyz-" |
or "-uvw" |
I
I
I
I
I

Label s with other
non-LDH ASCI | chars
e.g., #$%

(1) ASCI| letters (uppercase and | owercase), digits,
hyphen. Hyphen may not appear in first or |ast
position. No nmore than 63 octets.

(2) Note that the string followi ng "xn--" nust
be the valid output of the Punycode al gorithm
and nust be convertible into valid U-|abel form

(3) Note that a Fake A-label has a prefix "xn--"
but the remainder of the label is NOT the valid
out put of the Punycode al gorithm

(4) LDH | abel subtypes are indistinguishable to
applications that are not | DNA-aware.

Figure 1: IDNA and Rel ated DNS Terni nol ogy Space -- ASCI| Labels
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2. 3.

Non- ASCI |

U | abel (5)

Bi nary Label
(i ncl udi ng
hi gh bit on)

Bit String
Label

(5) To applications that are not | DNA-aware, U-I|abels
are indistinguishable from Binary ones.

Figure 2: Non-ASClI | Labels

Ternms for | DN Label Codings

2.3.2.1. IDNA-valid strings, A-label, and U1 abe

For

| DNA- awar e applications, the three types of valid | abels are

"A-1abel s", "U 1l abels", and "NR-LDH | abel s", each of which is defined

bel ow. The relationships anmong themare illustrated in Figure 1 and

Fi gure 2.

0 Astring is "IDNA-valid" if it nmeets all of the requirenments of
these specifications for an IDNA |abel. [IDNA-valid strings nmay
appear in either of the two forns defined i nmedi ately bel ow, or
may be drawn fromthe NR-LDH | abel subset. |IDNA-valid strings

must al so conformto all basic DNS requirements for |abels. These
docunents nake specific reference to the formappropriate to any
context in which the distinction is inportant.

An "A-label" is the ASCII-Conpatible Encoding (ACE, see

Section 2.3.2.5) formof an IDNA-valid string. It nust be a
conplete label: IDNA is defined for |abels, not for parts of them
and not for conplete domain nanes. This means, by definition,
that every A-label will begin with the | DNA ACE prefix, "xn--"
(see Section 2.3.2.5), followed by a string that is a valid output
of the Punycode al gorithm [RFC3492] and hence a maxi num of 59
ASCI| characters in length. The prefix and string together nust
conformto all requirenents for a |abel that can be stored in the
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DNS i ncl udi ng conformance to the rules for LDH | abels
(Section 2.3.1). If and only if a string meeting the above
requi renents can be decoded into a U-label is it an A-Ilabel.

0 A"Ulabel" is an IDNA-valid string of Unicode characters, in
Normal i zati on Form C (NFC) and including at | east one non- ASCl |
character, expressed in a standard Uni code Encodi ng Form (such as
UTF-8). It is also subject to the constraints about permtted
characters that are specified in Section 4.2 of the Protoco
docunment and the rules in the Sections 2 and 3 of the Tables
docunent, the Bidi constraints in that docunent if it contains any
character fromscripts that are witten right to left, and the
symretry constraint described i mediately bel ow. Conversions
between Ul abels and A-labels are performed according to the
"Punycode" specification [RFC3492], adding or renoving the ACE
prefix as needed.

To be valid, Ul abels and A-labels nust obey an inportant symetry
constraint. \While that constraint may be tested in any of severa
ways, an A-label Al nust be capabl e of being produced by conversion
froma Ul abel Ul, and that Ul abel Ul nust be capabl e of being
produced by conversion from A-label Al. Anong other things, this
inplies that both Ul abels and A-labels nust be strings in Unicode
NFC [ Uni code- UAX15] normalized form These strings MJST contain only
characters specified el sewhere in this document series, and only in
the contexts indicated as appropriate.

Any rules or conventions that apply to DNS | abels in general apply to
whi chever of the U |abel or A-label would be nore restrictive. There
are two exceptions to this principle. First, the restriction to
ASCI | characters does not apply to the U-label. Second, expansion of
the A-label formto a Ul abel may produce strings that are nuch

| onger than the norrmal 63 octet DNS Iimt (potentially up to 252
characters) due to the conpression efficiency of the Punycode
algorithm Such extended-length U-|abels are valid fromthe

st andpoi nt of I DNA, but caution should be exercised as shorter linmits
may be inmposed by sone applications.

For context, applications that are not | DNA-aware treat all LDH

| abel s as valid for appearance in DNS zone files and queries and sone
of themmay permt additional types of labels (i.e., not inpose the
LDH restriction). |DNA-aware applications permit only A-labels and
NR-LDH | abel s to appear in zone files and queries. U1 abels can
appear, along with the other two, in presentation and user interface
forns, and in protocols that use IDNA forns but that do not involve
the DNS itself.
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Specifically, for |DNA-aware applications and contexts, the three
all oned categories are A-label, U label, and NR-LDH | abel. O the
Reserved LDH | abels (R-LDH | abel s) only A-labels are valid for |DNA
use.

Strings that appear to be A-labels or U-labels are processed in
various operations of the Protocol docunent [RFC5891]. Those strings
are not yet denonstrably conformant with the conditions outlined
above because they are in the process of validation. Such strings
may be referred to as "unvalidated", "putative", or "apparent", or as
being "in the formof" one of the |abel types to indicate that they
have not been verified to neet the specified conformance
requirenents.

Unval i dated A-1abels are known only to be XN-Iabels, while Fake

A-1 abel s have been denonstrated to fail some of the A-label tests.
Simlarly, unvalidated U-|abels are sinply non-ASCI| |abels that may
or may not neet the requirenents for U1 abels.

2.3.2.2. NR-LDH Labe

These specifications use the term"NR-LDH | abel" strictly to refer to
an all-ASCl| |abel that obeys the LDH | abel syntax discussed in
Section 2.3.1 and that is neither an IDN nor a | abel formreserved by
IDNA (R-LDH label). It should be stressed that all A-1abels obey the
"host name" [ RFC0952] rules other than the length restriction in those
rul es.

2.3.2.3. Internationalized Domain Nane and I nternationalized Labe

An "internationalized domain nane" (IDN) is a domain nane that
contains at |east one A-label or Ul abel, but that otherw se nmay
contain any mixture of NR-LDH | abels, A-labels, or U labels. Just as
has been the case with ASCI| nanes, sonme DNS zone adm nistrators nmay
i mpose restrictions, beyond those inposed by DNS or |IDNA, on the
characters or strings that nay be registered as labels in their
zones. Because of the diversity of characters that can be used in a
U-| abel and the confusion they m ght cause, such restrictions are
mandatory for IDN registries and zones even though the particul ar
restrictions are not part of these specifications (the issue is

di scussed in nore detail in Section 4.3 of the Protocol docunent

[ RFC5891]. Because these restrictions, conmmonly known as "registry
restrictions", only affect what can be regi stered and not | ookup
processing, they have no effect on the syntax or semantics of DNS
protocol nessages; a query for a nanme that matches no records wll
yield the sane response regardl ess of the reason why it is not in the
zone. Clients issuing queries or interpreting responses cannot be
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assuned to have any know edge of zone-specific restrictions or
conventions. See the section on registration policy in the Rationale
docunent [ RFC5894] for additional discussion

"Internationalized |abel"” is used when a termis needed to refer to a
single label of an IDN, i.e., one that might be any of an NR-LDH
| abel, A-label, or U-label. There are sone standardi zed DNS | abe

formats, such as the "underscore | abel s" used for service |ocation
(SRV) records [RFC2782], that do not fall into any of the three
categories and hence are not internationalized | abels.

2.3.2.4. Label Equival ence

In I DNA, equival ence of labels is defined in terms of the A-Ilabels.
If the A-labels are equal in a case-independent conparison, then the
| abel s are consi dered equivalent, no matter how they are represented.
Because of the isonorphismof A-labels and U-|labels in | DNA2008, it
is possible to conpare U-|labels directly; see the Protocol docunent

[ RFC5891] for details. Traditional LDH | abels already have a notion
of equivalence: within that list of characters, uppercase and

| owercase are considered equivalent. The |IDNA notion of equival ence
is an extension of that ol der notion but, because the protocol does
not specify any nmandatory mappi ng and only those isonorphic forns are
consi dered, the only equival ents are:

0 Exact (bit-string identity) matches between a pair of U I abels.

o Matches between a pair of A-labels, using normal DNS
case-insensitive nmatching rul es.

o0 Equival ence between a U-label and an A-|abel determ ned by
translating the U-label forminto an A-label form and then testing
for a match between the A-labels using nornmal DNS case-insensitive
mat chi ng rul es.

2.3.2.5. ACE Prefix

The "ACE prefix" is defined in this docunent to be a string of ASClI

characters, "xn--", that appears at the begi nning of every A-I|abel.
"ACE" stands for "ASClI-Conpati bl e Encodi ng"

2.3.2.6. Domain Nane Sl ot

A "domain name slot" is defined in this docunent to be a protoco

el ement or a function argunment or a return value (and so on)
explicitly designated for carrying a donmain name. Exanples of donain
nane slots include the QNAME field of a DNS query; the nane argunent
of the gethostbynane() or getaddrinfo() standard C library functions;
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the part of an email address following the at sign ("@) in the
paraneter to the SMIP MAIL or RCPT commands or the "From™" field of
an emai|l nessage header; and the host portion of the URl in the "src"
attribute of an HTM. "<IM>" tag. A string that has the syntax of a
domai n nane but that appears in general text is not in a donain nane
slot. For exanple, a domain nanme appearing in the plain text body of
an email nessage is not occupying a donain name slot.

An "1 DNA- aware domain nane slot” is defined for this set of documents
to be a domain nane slot explicitly designated for carrying an
internationalized domain nane as defined in this docunment. The
designation nmay be static (for exanple, in the specification of the
protocol or interface) or dynam c (for exanple, as a result of
negotiation in an interactive session).

Nanme slots that are not | DNA-aware obviously include any domai n nane
sl ot whose specification predates IDNA. Note that the requirenents
of sonme protocols that use the DNS for data storage prevent the use
of IDNs. For exanple, the format required for the underscore |abels
used by the service |ocation protocol [RFC2782] precludes
representation of a non-ASClII |abel in the DNS using A-labels because
those SRV-rel ated | abel s nust start with underscores. O course,
non-ASCI | IDN | abels may be part of a domain name that al so includes
under score | abel s.

2.3.3. Oder of Characters in Labels

Because I DN | abel s may contain characters that are read, and
preferentially displayed, fromright to left, there is a potential
anbi guity about which character in a label is "first". For the

pur poses of these specifications, |abels are considered, and
characters nunbered, strictly in the order in which they appear "on
the wire". That order is equivalent to the |eftnost character being
treated as first in a label that is read left to right and to the

ri ghtmost character being first in a label that is read right to
left. The Bidi specification contains additional discussion of the
conditions that influence reading order

2.3.4. Punycode is an Algorithm Not a Name or Adjective

There has been sone confusion about whether a "Punycode string" does
or does not include the ACE prefix and about whether it is required
that such strings could have been the output of the ToASCI| operation
(see RFC 3490, Section 4 [RFC3490]). This specification discourages
the use of the term "Punycode"” to describe anything but the encoding
met hod and al gorithm of RFC 3492 [ RFC3492]. The terns defined above
are preferred as nuch nore clear than the term "Punycode string"
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3.

4.

4.

4.

| ANA Consi der ati ons

| ANA actions for this version of IDNA (I DNA2008) are specified in the
Tabl es docunent [RFC5892]. An overview of the relationships anobng
the various | ANA registries appears in the Rational e docunent

[ RFC5894]. This docunent does not specify any actions for | ANA

Security Consi derations
1. General |ssues

Security on the Internet partly relies on the DNS. Thus, any change
to the characteristics of the DNS can change the security of nuch of
the Internet.

Domai n nanes are used by users to identify and connect to Internet
hosts and other network resources. The security of the Internet is
conprom sed if a user entering a single internationalized nanme is
connected to different servers based on different interpretations of
the internationalized donmain name. |In addition to characters that
are permtted by |1 DNA2003 and its mappi ng conventions (see

Section 4.6), the current specification changes the interpretation of
a few characters that were napped to others in the earlier version
zone administrators should be aware of the problenms that this m ght
rai se and take appropriate nmeasures. The context for this issue is
di scussed in nore detail in the Rational e document [RFC5894].

In addition to the Security Considerations material that appears in
this docunment, the Bidi docunent [RFC5893] contains a discussion of
security issues specific to | abels containing characters fromscripts
that are normally witten right to left.

2. Ul abel Lengths

Label s associated with the DNS have traditionally been Iimted to 63
octets by the general restrictions in RFC 1035 and by the need to
treat themas a six-bit string length followed by the string in
actual calls to the DNS. That format is used in sone other
applications and, in general, that representations of domain names as
dot-separated | abels and as | ength-string pairs have been treated as
i nt erchangeabl e. Because A-labels (the formactually used in the
DNS) are potentially nmuch nore conpressed than UTF-8 (and UTF-8 is,
in general, nore conpressed that UTF-16 or UTF-32), U Il abels that
obey all of the relevant symretry (and other) constraints of these
docunents may be quite a bit longer, potentially up to 252 characters
(Uni code code points). A fully-qualified domain nane containing
several such |abels can obviously al so exceed the nom nal 255 octet
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limt for such nanes. Application authors using U | abels nust exert
due caution to avoid buffer overflow and truncation errors and
attacks in contexts where shorter strings are expected.

4.3. Local Character Set |ssues

When systenms use local character sets other than ASCI1 and Uni code,
these specifications | eave the probl em of converting between the

| ocal character set and Unicode up to the application or |oca
system |If different applications (or different versions of one
application) inplenent different rules for conversions anbng coded
character sets, they could interpret the sane nane differently and
contact different servers. This problemis not solved by security
protocol s, such as Transport Layer Security (TLS) [RFC5246], that do
not take |local character sets into account.

4.4. Visually Sinmlar Characters

To hel p prevent confusion between characters that are visually
simlar (sonetimes called "confusables"), it is suggested that

i npl ement ati ons provi de visual indications where a domai n name
contains nultiple scripts, especially when the scripts contain
characters that are easily confused visually, such as an omicron in
G eek mixed with Latin text. Such nechanisns can al so be used to
show when a nane contains a mxture of Sinplified Chinese characters
with Traditional ones that have Sinplified forms, or to distinguish
zero and one from uppercase "O' and | owercase "L". DNS zone

adm nistrators may inpose restrictions (subject to the limtations
identified el sewhere in these docunents) that try to mnimze
characters that have sinmilar appearance or simlar interpretations.

If multiple characters appear in a |label and the | abel consists only
of characters in one script, individual characters that nmight be
confused with others if conpared separately may be unanbi guous and
non-confusing. On the other hand, that observation nakes | abels
containing characters fromnore than one script (often called "m xed-
script |abels") even nore risky -- users will tend to see what they
expect to see and context is a powerful reinforcement to perception
At the same time, while the risks associated with m xed-script |abels
are clear, sinply prohibiting themw |l not elimnate problens,
especially where closely related scripts are involved. For exanple,
there are many strings that are entirely in Geek or Cyrillic scripts
that can be confused with each other or with Latin script strings.

It is worth noting that there are no conprehensive technica

solutions to the problens of confusable characters. One can reduce
the extent of the problens in various ways, but probably never
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elimnate it. Sone specific suggestions about identification and
handl i ng of confusable characters appear in a Uni code Consortium
publ i cati on [ Uni code- UTR36].

4.5. | DNA Lookup, Registration, and the Base DNS Specifications

The Protocol specification [ RFC5891] describes procedures for

regi stering and | ooking up | abels that are not conpatible with the
preferred syntax described in the base DNS specifications (see
Section 2.3.1) because they contain non-ASCI| characters. These
procedures depend on the use of a special ASClI-conpatible encoding
formthat contains only characters pernitted in hostnanes by those
earlier specifications. The encoding used is Punycode [RFC3492]. No
security issues such as string length increases or new all owed val ues
are introduced by the encoding process or the use of these encoded
val ues, apart fromthose introduced by the ACE encoding itself.

Domai n nanmes (or portions of them are sonetinmes conpared agai nst a
set of donmmins to be given special treatnent if a match occurs, e.g.
treated as nore privileged than others or blocked in sone way. In
such situations, it is especially inportant that the conparisons be
done properly, as specified in the "Requirenents" section of the
Prot ocol docunent [RFC5891]. For labels already in ASCII form the
proper conparison reduces to the sane case-insensitive ASCl I

compari son that has always been used for ASCI | |abels although

| DNA- awar e applications are expected to | ook up only A-labels and
NR-LDH | abel s, i.e., to avoid |ooking up R-LDH | abel s that are not
A-| abel s.

The introduction of IDNA neant that any existing |abels that start
with the ACE prefix would be construed as A-labels, at |east unti
they failed one of the relevant tests, whether or not that was the
intent of the zone adm nistrator or registrant. There is no evidence
that this has caused any practical problens since RFC 3490 was
adopted, but the risk still exists in principle.

4.6. Legacy |IDN Label Strings

The URI Standard [ RFC3986] and a nunber of application specifications
(e.g., SMIP [ RFC5321] and HITP [ RFC2616]) do not pernit non-ASCl |

| abel s in DNS nanes used with those protocols, i.e., only the A-label
formof IDNs is pernmitted in those contexts. |If only A-|labels are
used, differences in interpretation between | DNA2003 and this version
arise only for characters whose interpretation have actually changed
(e.g., characters, such as ZW and ZWNJ, that were nmapped to nothing
in | DNA2003 and that are considered legitinmate in some contexts by
these specifications). Despite that prohibition, there are a
significant nunber of files and databases on the Internet in which
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domai n nane strings appear in native-character form a subset of
those strings use native-character |abels that require | DNA2003
mappi ng to produce valid A-labels. The treatnment of such |labels wll
vary by types of applications and application-designer preference: in
sonme situations, warnings to the user or outright rejection may be
appropriate; in others, it nmay be preferable to attenpt to apply the
earlier mappings if lookup strictly conformant to these
specifications fails or even to do | ookups under both sets of rules.
This general situation is discussed in nore detail in the Rationale
docunent [ RFC5894]. However, in the absence of care by registries
about how strings that could have different interpretations under

| DNA2003 and the current specification are handled, it is possible
that the differences could be used as a conponent of nane-natching or
nanme- confusi on attacks. Such care is therefore appropriate.

4.7. Security Differences from | DNA2003

The registration and | ookup nodel s described in this set of documents
change the nmechani sns avail able for | ookup applications to determ ne
the validity of |abels they encounter. |In sone respects, the ability
to test is strengthened. For exanple, putative |abels that contain
unassi gned code points will now be rejected, while | DNA2003 pernitted
them (see the Rational e docunent [RFC5894] for a discussion of the
reasons for this). On the other hand, the Protocol specification no
| onger assumes that the application that | ooks up a nane will be able
to determ ne, and apply, information about the protocol version used
in registration. 1In theory, that may increase risk since the
application will be able to do |l ess pre-lookup validation. In
practice, the protection afforded by that test has been largely
illusory for reasons explained in RFC 4690 [ RFC4690] and el sewhere in
t hese documents.

Any change to the Stringprep [ RFC3454] procedure that is profiled and
used in | DNA2003, or, nore broadly, the |ETF s nodel of the use of
internationalized character strings in different protocols, creates
some risk of inadvertent changes to those protocols, invalidating
depl oyed applications or databases, and so on. But these

speci fications do not change Stringprep at all; they nerely bypass
it. Because these docunents do not depend on Stringprep, the
question of upgradi ng other protocols that do have that dependency
can be left to experts on those protocols: the | DNA changes and
possi bl e upgrades to security protocols or conventions are

i ndependent i ssues.
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4.8. Sunmary

6.

6.

No mechani sminvol ving nanmes or identifiers alone can protect against
a wide variety of security threats and attacks that are largely

i ndependent of the naming or identification system These attacks

i ncl ude spoofed pages, DNS query trapping and diversion, and so on.
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