I nternet Engi neering Task Force (IETF) A. Lindem Ed.
Request for Comments: 5838 Eri csson
Cat egory: Standards Track S. Mrtorab
I SSN: 2070-1721 A. Roy
M Bar nes

Cisco Systens

R Aggar wa

Juni per Networ ks

April 2010

Support of Address Families in OSPFv3
Abst r act

Thi s docunent describes a nmechani smfor supporting nmultiple address

famlies (AFs) in OSPFv3 using multiple instances. It nmaps an AF to
an OSPFv3 instance using the Instance ID field in the OSPFv3 packet

header. This approach is fairly sinple and m nim zes extensions to

OSPFv3 for supporting multiple AFs.
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1. Introduction
OSPFv3 [ OSPFV3] has been defined to support the base |Pv6 uni cast
address famly (AF). There are requirenents to advertise other AFs
in OGSPFv3, including multicast |1Pv6, unicast |Pv4, and mnulticast

I Pv4. This docunent supports these other AFs in OSPFv3 by mappi ng

each AF

1.1. Desig

to a separate Instance | D and OSPFv3 instance.

n Consi derati ons

This section describes the rationale for using the nultiple |Instance

I D appro
descri be

Hence, mapping an instance to an address famly doesn’t

new nmech

required,
separate |ink state database per address fanily is also easier to

debug an

i nst ance,

OSPFv3 i

Li ndem et

ach to support multiple address famlies in OSPFv3. As

d earlier, OSPFv3 is designed to support multiple instances.

i ntroduce any

anisns to the protocol. It mnimzes the protocol extensions

and it sinplifies the inplenentation. The presence of

d operate. Additionally, it doesn’'t change the existing
area, and interface-based configuration nodel in nost
mpl enent at i ons.

a
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1.2. Requirenments Notation

The key words "MJST", "MJST NOT*, "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "MAY", and "OPTIONAL" in this
docunent are to be interpreted as described in [ RFC KEYWORDS] .

2. Protocol Details

Currently, the entire Instance |ID nunber space is used for |Pv6
unicast. This specification assigns different Instance ID ranges to
different AFs in order to support other AFs in OSPFv3. Each Instance
IDinplies a separate OSPFv3 instance with its own nei ghbor

adj acencies, link state database, protocol data structures, and
shortest path first (SPF) computation

Additionally, the current Link State Advertisenents (LSAs) defined to
advertise | Pv6 unicast prefixes can be used to advertise prefixes
fromother AFs without nodification

It should be noted that OSPFv3 runs on top of IPv6 and uses IPv6 |ink
| ocal addresses for OSPFv3 control packets. Therefore, it is
required that |Pv6 be enabl ed on an OSPFv3 |ink, although the Iink
may not be participating in any | Pv6 AFs.

2. 1. I nstance | D Val ues for New AFs

Instance ID zero is already defined by default for the |IPv6 unicast
AF.  \When this specification is used to support nmultiple AFs, we
define the followi ng ranges for different AFs. The first val ue of
each range is the default value for the correspondi ng AF.

Instance ID # O - # 31 | Pv6 uni cast AF
Instance | D # 32 - # 63 | Pv6 nul ticast AF
Instance ID # 64 - # 95 | Pv4 uni cast AF
Instance ID # 96 - # 127 IPv4 mul ticast AF
Instance ID # 128 - # 255 Unassi gned

OSPFv3 | nstance | Ds
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2. OSPFv3 Options Changes

A new AF-bit is added to the OSPFv3 Options field. The V6-bit is
only applicable to the I Pv6 unicast AF.

1 2
0123456789012345 678 90123
e i i T S I S I s s T T S SR S S S
ettt T TAR**] D RN x| E| V6
i i i S I T SR S LD
The Options field
OSPFv3 Opti ons

V6- bi t
The V6-bit is used in OSPFv3 to exclude a node from | Pv6 unicast
route calculation but allowit in the SPF cal cul ation for other
address famlies. Since the Instance |ID now denotes the AF
explicitly, this bit is ignored in AFs other than | Pv6 unicast.

AF-bi t
When an OSPFv3 router is supporting AFs as described in this
specification, it MJST set the AF-bit in the OSPFv3 Options field
of Hello packets, Database Description packets, and LSAs.

3. Advertising Prefixes in AFs Ot her Than | Pv6

Each prefix advertised in OSPFv3 has a prefix Length field [ CSPFV3].
This facilitates advertising prefixes of different Iengths in
different AFs. The existing LSAs defined in OSPFv3 are used for this
and there is no need to define new LSAs.

Prefixes that don't conformto the AF of an OSPFv3 instance MJUST NOT
be used in the route conputation for that instance.

4. Changes to the Hell o Packet Processing

VWhen an OSPFv3 router does not support this specification and it is
configured with the correspondi ng I nstance I D, packets could be black
hol ed. This coul d happen due to misconfiguration or a router

sof tware downgrade. Black holing is possible because a router that
doesn’t support this specification can still be included in the SPF
calculated path as long as it establishes adjacencies using the
Instance I D corresponding to the AF. Note that Router-LSAs and

Net wor k- LSAs are AF i ndependent.
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In order to avoid the above situation, Hello packet processing is
changed in order to only establish adjacencies with routers that have
the AF-bit set in their Options field.

Receiving Hell o packets is specified in section 4.2.2.1 of [CSPFV3].
The following check is added to Hell o packet reception

0 \When an OSPFv3 router participates in an AF (sets the AF-bit in
the Options field), it MJST discard Hell o packets having the AF-
bit clear in the Options field. The only exception is the Base
| Pv6 uni cast AF, where this check MJUST NOT be done (for backward
conpatibility).

5. Next-Hop Calculation for |IPv4 Unicast and Milticast AFs

OSPFv3 runs on top of IPv6 and uses IPv6 |ink | ocal addresses for
OSPFv3 control packets and next-hop cal culations. Al though IPv6 |ink
| ocal addresses could be used as next hops for |Pv4 address fanili es,
it is desirable to have |IPv4 next-hop addresses. For exanple, in the
I Pv4 nulticast AF, the Protocol I|ndependent Miulticast (PIM [PIM

nei ghbor address and the next-hop address should both be |Pv4
addresses in order for the Reverse Path Forwardi ng (RPF) | ookup to
work correctly. Troubl eshooting is also easier when the prefix
address and next-hop address are in the sane AF.

In order to achieve this, the link’s | Pv4 address will be adverti sed
in the "link |ocal address" field of the IPv4 instance' s Link-LSA
This address is placed in the first 32 bits of the "link |oca

address" field and is used for |Pv4 next-hop cal culations. The
remai ning bits MJUST be set to zero

We denote a Direct Interface Address (DIA) as an | Pv4 or |Pv6 address
that is both directly reachable via an attached |ink and has an
available layer 3 to layer 2 mapping. Note that there is no explicit
need for the IPv4 |ink addresses to be on the sane subnet. An

i mpl ementati on SHOULD resolve layer 3 to |ayer 2 nappings via the
Addr ess Resol ution Protocol (ARP) [ARP] or Nei ghbor Discovery (ND)
[ND] for a DIA even if the IPv4 address is not on the same subnet as
the router’s interface | P address.

6. AS-External -LSA and NSSA-LSA Forwardi ng Address for |Pv4 Unicast
and |1 Pv4 Milticast AFs

For OSPFv3, this address is an | Pv6 host address (128 bits). |If
included, data traffic for the advertised destination will be
forwarded to this address. For |Pv4 unicast and | Pv4 nulticast AFs,
the Forwardi ng Address in AS-external -LSAs and NSSA-LSAs MJUST encode
an | Pv4 address. To achieve this, the | Pv4d Forwarding Address is
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advertised by placing it in the first 32 bits of the Forwarding
Address field in AS-external -LSAs and NSSA-LSAs. The remmining bits
MJST be set to zero

2.7. Database Description Maxi nrum Transm ssion Unit (MIU) Specification
for Non-I1Pv6 AFs

For address families other than I Pv6, both the MIU for the instance
address famly and the 1Pv6 MIU used for OSPFv3 naxi mum packet
determ nati on MUST be considered. The MIU in the Database
Description packet MJST al ways contain the MIU corresponding to the
advertised address famly. For exanple, if the instance corresponds
to an I Pv4 address famly, the IPv4 MIU for the interface MIST be
specified in the interface MIU field. As specified in Section 10.6
of [OSPFV2], the Database Description packet will be rejected if the
MIU is greater than the receiving interface’s MIU for the address
famly corresponding to the instance. This behavior will assure that
an adjacency is not fornmed and address fam |y specific routes are not
installed over a path with conflicting MIUs.

The val ue used for OSPFv3 maxi num packet size determ nation MJST al so
be compati ble for an adjacency to be established. Since only a
single MU field is specified, the Ms-bit is defined by this
specification. |If the Ms-bit is clear, the specified MU SHOULD al so
be checked against the I Pv6 MIU, and the Database Description packet
SHOULD be rejected if the MIUis |arger than the receiving
interface’s IPv6 MIU. An OSPFv3 router SHOULD NOT set the Ms-bit if
its IPv6 MIU and address famly specific MIU are the sane.

If the IPv6 and I Pv4 MIUs differ, the Mo-bit MJST be set for non-1Pv6
address families. |If the Mo-bit is set, the IPv6 MIU is dictated by
the presence or absence of an IPv6 MIU TLV in the |ink-1oca

signaling (LLS) [LLS] block. If this TLV is present, it carries the
I Pv6 MIU that SHOULD be conpared with the local I1Pv6 MIU. If this
TLV is absent, the minimmlPv6é MU of 1280 octets SHOULD be used for
the conparison (refer to [IPV6]).

If the Mb-bit is set in a received Database Description packet for a
non-|1 Pv6 address famly, the receiving router MJUST NOT check the
Interface MIU i n the Database Description packet against the
receiving interface’s | Pv6 MIU
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The figure bel ow graphically depicts the changed fields in octets
20-23 of the OSPFv3 Dat abase Description packet:

0 1 2 3
0123456789012345678901234567 8901
e e T i e i S i e S e S i T S NI S e e S e -
| Interface MU | 0 | 0] O] O] MB| O] I | M M|
B i T T i il w T ST I S SN S S St SN

OSPFv3 Dat abase Description Packet Changes

The changed fields in the Database Description packet are described
bel ow. The renmining fields are unchanged from [ OSPFV3].

Interface MU
The size in octets of the |largest address famly specific datagram
that can be sent on the associated interface w thout
fragmentation. The MIUs of common Internet link types can be
found in Table 7-1 of [MIUDI SC]. The Interface MIU SHOULD be set
to O in Database Description packets sent over virtual |inks.

MB- bi t
The 1Pv6 MIU bit - this bit indicates that the sender is using a
different 1Pv6 MU than the MIU for the AF.

An | Pv6 MIU TLV can be optionally carried in an LLS bl ock as
descri bed above. This TLV carries the I1Pv6 MIU for the interface.
The length field of the TLV is set to 4 bytes.

0 1 2 3

01234567890123456789012345678901
e T o S S I i S SR S T T T S IR S S A
| 17 | 4 |
T T T S I S S £l T S S
| | Pv6 MU |
T S i e S S T T T S i SR SN S S

Format of | Pv6 MIU TLV
Only one instance of the I Pv6 MIU TLV MAY appear in the LLS bl ock.

I nst ances subsequent to the first are not processed, and the LLS
i nconsi stency SHOULD be | ogged.
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2.8. Operation over Virtual Links

OSPFv3 control packets sent over a virtual link are |1 Pv6 packets and
may traverse nmultiple hops. Therefore, there MUST be a gl obal |Pv6
address associated with the virtual link so that OSPFv3 contro
packets are forwarded correctly by the internedi ate hops between
virtual link endpoints. Although this requirement can be satisfied
in | Pv6 unicast AFs, it will not function in other AFs as there will
not be a routable global |IPv6 address or forwardi ng path. Therefore,
virtual links are not supported in AFs other than |IPv6 unicast.

3. Backward Compatibility

Al modifications to OSPFv3 apply exclusively to the support of
address famlies other than the I Pv6 unicast AF using multiple OSPFv3
i nstances as described in this specification. These nodifications
are not applicable to I Pv6 unicast topol ogies and do not preclude
future single instance nmechani sms for supporting rmultiple address
famlies.

In this section, we will define a non-capable OSPFv3 router as one
not supporting this specification. Wen nultiple AFs are supported
as defined herein, each new AF will have a corresponding |Instance ID
and can interoperate with the existing non-capable OSPFv3 routers in
an | Pv6 uni cast topology. Furthernore, when a non-capabl e OSPFv3
router uses an Instance ID that is reserved for a given AF, no

adj acency will be formed with this router since the AF-bit in the
Options field will be clear in its OSPFv3 Hell o packets. Therefore,
there are no backward conpatibility issues. AFs can be gradually
depl oyed wi t hout disturbing OSPFv3 routing domains with non-capabl e
OSPFv3 routers.

4. Security Considerations

| Psec [|I Psec] can be used for OSPFv3 authentication and
confidentiality as described in [ OSPFV3-AUTH]. Wen multiple OSPFv3
i nstances use the sane interface, they all MJST use the same Security
Associ ation (SA), since the SA selectors do not provide selection
based on data in OSPFv3 Header fields (e.g., the Instance ID). This
restriction is docunented in Section 8 of [OSPFV3-AUTH].

Security considerations for OSPFv3 are covered in [ OSPFV3].
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I ANA Consi derations
The foll owi ng | ANA assignnents were made from existing registries.

0 The AF-bit was assigned fromthe OSPFv3 Options registry as
defined in Section 2.2.

o The Mo-bit was assigned fromthe DD Packet Flags registry as
defined in Section 2.7

o The TLV type (17) for the IPv6 MIU TLV was assi gned fromthe OSPF
LLS TLVs registry.

| ANA created a new registry, "OSPFv3 Instance | D Address Famly

Val ues", for assignnent of the mapping of OSPFv3 Instance IDs to
address famlies when this specification is used to support nultiple
address famlies. Note that the Instance ID field MAY be used for
applications other than the support of nultiple address famlies.
However, if it is being used for address families as described in
this specification, the assignnments herein SHOULD be honor ed.
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R o Fom e e e e e oo o +
| Val ue/ Range | Designation | Assignnent Policy

S T o e e e +
| O | Base IPv6 Unicast AF | Already assigned |
I I I I
| 1-31 | I'Pv6 Unicast AFs | Already assigned |
| | dependent on | ocal | |
| it | |
| 32 | Base IPv6 Multicast | Already assigned

I I I I
| 33-63 | I'Pv6 Miulticast AFs | Already assigned |
| | dependent on | ocal | |
| it | |
| 64 | Base | Pv4 Unicast AF | Already assigned |
I I I I
| 65-95 | I'Pv4 Unicast AFs | Already assigned |
| | dependent on | ocal | |
| it | |
| 96 | Base IPv4 Multicast | Already assigned

I I I I
| 97-127 | I'Pv4 Multicast AFs | Already assigned |
| | dependent on | ocal | |
| ot | |
| 128-255 | Unassi gned | Standards Action |
Fom e o - g o e e e e o s +

OSPFv3 Address Family Use of Instance |IDs
0 Instance IDs 0-127 are assigned by this specification
o0 Instance IDs in the range 128-255 are not assigned at this tine.
Bef ore any assignments can be nmade in this range, there MIST be a

St andards Track RFC including an | ANA Consi derations section
explicitly specifying the AF Instance |IDs being assigned.
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