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Abst r act
Thi s docunent describes a general architecture for flow adm ssion and
term nation based on pre-congestion information in order to protect

the quality of service of established, inelastic flows within a
single Diffserv domain.
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I ntroduction
1. Overview of PCN

The obj ective of Pre-Congestion Notification (PCN) is to protect the
quality of service (QS) of inelastic flows within a Diffserv domain
in a sinple, scalable, and robust fashion. Two nechanisns are used:
adm ssion control, to decide whether to adnmit or block a new fl ow
request, and (in abnormal circunstances) flow ternination, to decide
whet her to terminate some of the existing flows. To achieve this,
the overall rate of PCN-traffic is netered on every link in the
domai n, and PCN packets are appropriately marked when certain
configured rates are exceeded. These configured rates are bel ow the
rate of the link, thus providing notification to boundary nodes about
overl oads before any congestion occurs (hence, "Pre-Congestion
Notification"). The level of marking allows boundary nodes to make
deci si ons about whether to admt or term nate.

Wthin a PCN-dormain, PCN-traffic is forwarded in a prioritised
Diffserv traffic class. Every link in the PCN-domain is configured
with two rates (PCN-threshol d-rate and PCN-excess-rate). If the
overall rate of PCN-traffic on a Iink exceeds a configured rate, then
a PCN-interior-node marks PCN- packets appropriately. The PCN-egress-
nodes use this information to make admi ssion control and flow

term nation decisions. Flow adnission control deternines whether a
new fl ow can be admtted without any inpact, in normal circunstances,
on the QoS of existing PCN-flows. However, in abnormal circunstances
(for instance, a disaster affecting nultiple nodes and causing
traffic re-routes), the QoS on existing PCN-fl ows nmay degrade even

t hough care was exerci sed when adnmtting those flows. The flow

term nation nmechani smrenoves sufficient traffic in order to protect
the QS of the remmining PCN-flows. Al PCN boundary-nodes and PCN
interior-nodes are PCN-enabled and are trusted for correct PCN
operation. PCNingress-nodes police arriving packets to check that
they are part of an admtted PCN-flow that keeps within its agreed

fl owspec, and hence they nmmintain per-flow state. PCN-interior-nodes
meter all PCN-traffic, and hence do not need to maintain any per-flow
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state. Decisions about flow admi ssion and ternmination are made for a
particul ar pair of PCN boundary-nodes, and hence PCN egress-nodes
must be able to identify which PCN-ingress-node sent each PCN-packet.

1.2. Exanple Use Case for PCN

This section outlines an end-to-end QS scenario that uses the PCN
mechani sms within one domain. The parts outside the PCN-domain are
out of scope for PCN, but are included to help clarify how PCN coul d
be used. Note that this section is only an exanple -- in particular,
there are other possibilities (see Section 3) for how the PCN\
boundar y- nodes perform adm ssion control and flow term nation.

As a fundarmental building block, each link of the PCN-domain operates
the following. Please refer to [Eardley09] and Figure 1.

o0 A threshold nmeter and narker, which nmarks all PCN packets if the
rate of PCN-traffic is greater than a first configured rate, the
PCN-t hreshol d-rate. The admi ssion control mechanismlimits the
PCN-traffic on each link to *roughly* its PCN-threshol d-rate.

0 An excess-traffic nmeter and marker, which marks a proportion of
PCN- packets such that the anmount marked equals the traffic rate in
excess of a second configured rate, the PCN-excess-rate. The flow
term nation mechanismlinmts the PCN-traffic on each link to
*roughly* its PCN excess-rate.

Overall, the aimis to give an "early warni ng" of potential
congestion before there is any significant build-up of PCN packets in
the queue on the link; we termthis "Pre-Congestion Notification" by
anal ogy with ECN (Explicit Congestion Notification, [RFC3168]). Note
that the link only neters the bulk PCN-traffic (and not per flow).

Ear dl ey I nf or mat i onal [ Page 4]



RFC 5559 PCN Architecture June 2009

t hr eshol d- mar ked

== Metering & ==
==Mar ki ng behavi our == ==PCN nechani sns==
AN
Rat e of A
PCN-traffic on |
bottl eneck |ink |
I
| Sone pkts Term nate sone
| excess-traffic-marked admtted flows
| & &
| Rest of pkts Bl ock new fl ows
I
I

PCN-excess-rate - ---------mmmm oo
(=PCN- supportabl e-rate)|
| Al pkts Bl ock new fl ows
| t hr eshol d- nar ked
I
PCN-threshold-rate -|---------mmmmmm e
(=PCN- admi ssi bl e-rate)|
| No pkts Admt new fl ows
| PCN- mar ked

Figure 1: Exanmple of how the PCN admi ssion control and flow
term nati on mechani snms operate as the rate of PCN-traffic increases.

The two forns of PCN-marking are indicated by setting the ECN and
DSCP (Differentiated Services Codepoint [RFC2474]) fields to known
val ues, which are configured for the domain. Thus, the PCN egress-
nodes can nonitor the PCN-markings in order to nmeasure the severity
of pre-congestion. 1In addition, the PCN-ingress-nodes need to set
the ECN and DSCP fields to that configured for an unmarked PCN-
packet, and the PCN-egress-nodes need to revert to val ues appropriate
out si de the PCN- donain.

For admi ssion control, we assunme end-to-end RSVP (Resource
Reservation Protocol) [RFC2205]) signalling in this exanple. The
PCN-domain is a single RSVP hop. The PCN-donmain operates Diffserv,
and we assune that PCN-traffic is scheduled with the expedited
forwardi ng (EF) per-hop behavi our [ RFC3246]. Hence, the overall
solution is inline with the "IntServ over Diffserv" franmework
defined in [ RFC2998], as shown in Figure 2.
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Figure 2: Exanpl e of possible overall QS architecture.

A source wanting to start a new QS flow sends an RSVP PATH nessage.
Nor mal hop-by-hop IntServ [ RFC1633] is used outside the PCN donain
(we assume successfully). The PATH nessage travels across the PCN
domai n; the PCN egress-node reads the PHOP (previous RSVP hop) object
to di scover the specific PCN-ingress-node for this flow. The RESV
message travels back fromthe receiver, and triggers the PCN egress-
node to check what fraction of the PCN-traffic fromthe rel evant PCN
i ngress-node is currently being threshold-marked. It adds an object
with this information onto the RESV nmessage, and hence the PCN

i ngress-node | earns about the | evel of pre-congestion on the path.

If this level is below sonme threshold, then the PCN-ingress-node
admts the new flow into the PCN-donain. The RSVP nessage triggers
the PCN-ingress-node to install two normal IntServ itens: five-tuple
information, so that it can subsequently identify data packets that
are part of a previously admtted PCN-flow, and a traffic profile, so
that it can police the flowto within its reservation. Sinilarly,
the RSVP nmessage triggers the PCN- egress-node to install five-tuple
and PHOP i nformation so that it can identify packets as part of a
flow froma specific PCN-ingress-node.
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The flow term nati on mechani sm may happen when sonme abnor ma
circunstance causes a link to become so pre-congested that it excess-
traffic-marks (and perhaps al so drops) PCN packets. In this exanple,
when a PCN-egress-node observes such a packet, it then, with sone
probability, terminates this PCN-fl ow, the probability is configured
| ow enough to avoid over termination and hi gh enough to ensure rapid
term nation of enough flows. It also informs the rel evant PCN

i ngress-node so that it can bl ock any further traffic on the
termnated fl ow

1.3. Applicability of PCN

Conpared with alternative QS nechanisns, PCN has certai n advant ages
and di sadvantages that will make it appropriate in particul ar
scenarios. For exanple, conpared with hop-by-hop IntServ [ RFC1633],
PCN only requires per-flow state at the PCN-ingress-nodes. Conpared
with the Diffserv architecture [ RFC2475], an operator needs to be

| ess accurate and/or conservative in its prediction of the traffic
matrix. The Diffserv architecture’s traffic-conditioning agreenents
are static and coarse; they are defined at subscription time and are
used (for instance) to limt the total traffic at each ingress of the
dommi n, regardl ess of the egress for the traffic. On the other hand,
PCN firstly uses adm ssion control based on neasurenents of the
current conditions between the specific pair of PCN boundary-nodes,
and secondly, in case of a disaster, PCN protects the QS of nost
flows by termnating a few sel ected ones.

PCN s adm ssion control is a measurenent-based mechanism Hence, it
assunes that the present is a reasonable prediction of the future:
the network conditions are neasured at the tine of a new fl ow
request, but the actual network performance nust be acceptabl e during
the call sonme tinme later. Hence, PCNis unsuitable in severa

ci rcunst ances

o |If the source adapts its bit rate dependent on the | evel of pre-
congesti on, because then the aggregate traffic m ght becone
unstable. The assunption in this docunent is that PCN packets
come fromreal -tine applications generating inelastic traffic,
such as the Controll ed Load Service [ RFC2211].

o |If a potential bottleneck link has capacity for only a few flows,
because then a new flow can nove a link directly fromno pre-
congestion to being so overloaded that it has to drop packets.
The assunption in this docunent is that this isn’t a probl em

o If there is the danger of a "flash crowd", in which many admni ssion

requests arrive within the reaction tine of PCN s adni ssion
mechani sm because then they all mght get adnmitted and so
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overload the network. The assunption in this docunment is that, if
it is necessary, then flash crowds are linmted in some fashion
beyond the scope of this document, for instance by rate-limting
QS requests.

The applicability of PCN is discussed further in Section 6.
1.4. Docunents about PCN

The purpose of this docunent is to describe a general architecture
for flow adm ssion and term nation based on (pre-)congestion
information in order to protect the quality of service of flows
within a Diffserv domain. This docunment describes the PCN
architecture at a high level (Section 3) and in nore detai

(Section 4). It also defines sonme term nol ogy, and provides
consi derati ons about operations, managenent, and security. Section 6
considers the applicability of PCNin nore detail, covering its

benefits, depl oynent scenarios, assunptions, and potential
chal l enges. The Appendi x covers sonme potential future work itens.

Aspects of PCN are al so docunented el sewhere

o Metering and marking: [Eardl ey09] standardi ses threshold netering
and marki ng and excess-traffic nmetering and marking. A PCN- packet
may be nmarked, depending on the metering results.

o Encoding: the "baseline" encoding is described in [ Moncaster09-1],
whi ch standardi ses two PCN encodi ng states (PCN-marked and not
PCN- mar ked), whilst (experinmental) extensions to the baseline
encodi ng can provide three encoding states (threshol d- marked,
excess-traffic-marked, or not PCN-marked), for instance, see
[ Moncaster09-2]. (There may be further encoding states as
suggested in [Westberg08].) Section 3.6 considers the backwards
conpatibility of PCN encoding with ECN

0 PCN- boundary-node behavi our: how the PCN-boundary-nodes convert
the PCN-markings into decisions about flow adnission and flow
term nation, as described in Informational documents such as
[ Tayl or09] and [ Charny07-2]. The concept is that the standardi sed
met eri ng and mar ki ng by PCN-nodes al |l ows several possible PCN
boundary- node behaviours. A nunber of possibilities are outlined
in this docunent; detailed descriptions and conparisons are in
[ Charny07-1] and [ Ment h09-2].

o Signalling between PCN-boundary-nodes: signalling is needed to
transport PCN-feedback-infornmati on between the PCN- boundary-nodes
(in the exanpl e above, this is the fraction of traffic, between
the pair of PCN- boundary-nodes, that is PCN-marked). The exact
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2.

(o]

details vary for different PCN boundary-node behavi ours, and so
shoul d be described in those docunents. It may require an
extension to the signalling protocol -- standardisation is out of
scope of the PCN WG

The interface by which the PCN-boundary-nodes |learn identification
i nformati on about the admitted flows: the exact requirenments vary
for different PCN boundary-node behaviours and for different
signalling protocols, and so should be described in those
docunents. They will be simlar to those described in the exanple
above -- a PCN-ingress-node needs to be able to identify that a
packet is part of a previously adnmitted flow (typically fromits
five-tuple) and each PCN-boundary-node needs to be able to
identify the other PCN boundary-node for the flow

Ter mi nol ogy

PCN- domai n: a PCN-capabl e donmain; a contiguous set of PCN-enabl ed
nodes that perform Diffserv scheduling [RFC2474]; the conplete set
of PCN-nodes that in principle can, through PCN- nmarki ng packets,

i nfl uence deci sions about flow adm ssion and termnation for the
PCN- donmi n; includes the PCN egress-nodes, which neasure these
PCN- mar ks, and the PCN-ingress-nodes.

PCN- boundar y- node: a PCN-node that connects one PCN-domain to a
node either in another PCN-domain or in a non-PCN- domain.

PCN-interior-node: a node in a PCN-donain that is not a PCN
boundar y- node.

PCN- node: a PCN boundary-node or a PCN-interior-node.

PCN- egr ess-node: a PCN-boundary-node in its role in handling
traffic as it | eaves a PCN-donmai n.

PCN-i ngress-node: a PCN-boundary-node in its role in handling
traffic as it enters a PCN donain.

PCN-traffic, PCN packets, PCN-BA: a PCN-domain carries traffic of
different D ffserv behaviour aggregates (BAs) [RFC2474]. The
PCN- BA uses the PCN nechanisns to carry PCN-traffic, and the
correspondi ng packets are PCN packets. The same network will
carry traffic of other Diffserv BAs. The PCN-BA is distinguished
by a conbination of the Diffserv codepoint (DSCP) and ECN fi el ds.
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o PCN-flow the unit of PCN-traffic that the PCN boundary-node
admts (or termnates); the unit could be a single mcrofl ow (as
defined in [ RFC2474]) or sone identifiable collection of
m cr of | ows.

0 Pre-congestion: a condition of a link within a PCN-donmai n such
that the PCN node perforns PCN-marking, in order to provide an
"early warni ng" of potential congestion before there is any
significant build-up of PCN-packets in the real queue. (Hence, by
anal ogy with ECN, we call our nechani sm Pre- Congestion
Notification.)

o PCN-marking: the process of setting the header in a PCN packet
based on defined rules, in reaction to pre-congestion; either
t hreshol d- mar ki ng or excess-traffic-marking. Such a packet is
then call ed PCN-mar ked.

0 Threshold-nmetering: a netering behaviour that, if the PCN-traffic
exceeds the PCN-threshold-rate, indicates that all PCN-traffic is
to be threshol d- mar ked.

0 PCN-threshold-rate: the reference rate of a threshol d-neter, which
is configured for each Iink in the PCN-donain and which is | ower
than the PCN-excess-rate.

0 Threshol d-marking: the setting of the header in a PCN-packet to a
speci fic encodi ng, based on indications fromthe threshol d-neter
Such a packet is then called threshol d- mar ked.

0 Excess-traffic-nmetering: a netering behaviour that, if the PCN
traffic exceeds the PCN-excess-rate, indicates that the amount of
PCN-traffic to be excess-traffic-marked is equal to the anobunt in
excess of the PCN-excess-rate.

0 PCN-excess-rate: the reference rate of an excess-traffic-neter,
which is a configured for each link in the PCN-domain and which is
hi gher than the PCN-t hreshol d-rate.

0 Excess-traffic-marking: the setting of the header in a PCN- packet
to a specific encoding, based on indications fromthe excess-
traffic-neter. Such a packet is then called excess-traffic-
mar ked.

0 PCN-colouring: the process of setting the header in a PCN packet
by a PCN boundary-node; perfornmed by a PCN-ingress-node so that
PCN- nodes can easily identify PCN packets; perfornmed by a PCN
egress-node so that the header is appropriate for nodes beyond the
PCN- dorrai n.
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3.

0 |Ingress-egress-aggregate: The collection of PCN packets from all
PCN-flows that travel in one direction between a specific pair of
PCN- boundar y- nodes.

0 PCN-feedback-information: information signalled by a PCN-egress-
node to a PCN-ingress-node (or a central control node), which is
needed for the flow adm ssion and flow termni nati on nechani sns.

0 PCN-admissible-rate: the rate of PCN-traffic on a |ink up to which
PCN admi ssion control should accept new PCN-fl ows.

0 PCN-supportable-rate: the rate of PCN-traffic on a Iink down to
which PCN flow term nation should, if necessary, term nate already
adm tted PCN-fl ows.

H gh-Level Functional Architecture
The hi gh-1evel approach is to split functionality between:

0 PCN-interior-nodes "inside" the PCN-domain, which nonitor their
own state of pre-congestion and mark PCN-packets as appropri ate.
They are not flow aware, nor are they aware of ingress-egress-
aggregates. The functionality is also done by PCN-ingress-nodes
for their outgoing interfaces (ie, those "inside" the PCN domain).

0 PCN-boundary-nodes at the edge of the PCN domain, which control
adm ssion of new PCN-flows and term nation of existing PCN-flows,
based on information from PCN-interior-nodes. This information is
in the formof the PCN-narked data packets (which are intercepted
by the PCN-egress-nodes) and is not in signalling nessages.

General |y, PCN-ingress-nodes are fl ow aware.

The aimof this split is to keep the bulk of the network sinple,

scal abl e, and robust, whilst confining policy, application-Ilevel, and
security interactions to the edge of the PCN donmin. For exanple,
the lack of flow awareness neans that the PCN-interior-nodes don’t
care about the flow information associ ated with PCN-packets, nor do

t he PCN-boundary-nodes care about which PCN-interior-nodes its

i ngr ess- egress-aggregates traverse.

In order to generate infornation about the current state of the PCN
domai n, each PCN-node PCN nmarks packets if it is "pre-congested".
Exactly when a PCN-node decides if it is "pre-congested" (the

al gorithm and exactly how packets are "PCN-marked" (the encoding)
will be defined in separate Standards Track docunents, but at a high
level it is as follows:

Ear dl ey I nf or mat i onal [ Page 11]



RFC 5559 PCN Architecture June 2009

o the algorithms: a PCN-node neters the amount of PCN-traffic on
each one of its outgoing (or inconming) links. The neasurenment is
made as an aggregate of all PCN packets, not per flow. There are
two algorithns: one for threshol d-netering and one for excess-
traffic-netering. The nmeters trigger PCN-narking as necessary.

o the encoding(s): a PCN-node PCN-marks a PCN-packet by nodifying a
combi nation of the DSCP and ECN fields. 1In the "baseline"
encodi ng [ Moncaster09-1], the ECN field is set to 11 and the DSCP
is not altered. Extension encodings nmay be defined that, at nost,
use a second DSCP (eg, as in [Mncaster09-2]) and/or set the ECN
field to values other than 11 (eg, as in [Menth08-2]).

In a PCN-domain, the operator may have two or three encoding states
avai l abl e. The baseline encoding provides two encodi ng states (not
PCN- mar ked and PCN-mar ked), whil st extended encodi ngs can provide
three encoding states (not PCN marked, threshol d-nmarked, and excess-
traffic-marked).

An operator may choose to deploy either adm ssion control or flow
term nation or both. Although designed to work together, they are

i ndependent nechani sns, and the use of one does not require or
prevent the use of the other. Three encoding states naturally allows
both flow adm ssion and flow termnation. |f there are only two
encodi ng states, then there are several options -- see Section 3.3.

The PCN- boundary-nodes monitor the PCN-marked packets in order to
extract information about the current state of the PCN-dormain. Based
on this nmonitoring, a distributed decision is nade about whether to
admt a prospective new flow or term nate existing flow(s). Sections
4.4 and 4.5 nmention various possibilities for how the functionality
coul d be distributed.

PCN- et ering and PCN-mar ki ng need to be configured on all
(potentially pre-congested) links in the PCN-donmain to ensure that
the PCN mechani snms protect all links. The actual functionality can
be configured on the outgoing or incomng interfaces of PCN-nodes --
or one algorithmcould be configured on the outgoing interface and
the other on the incomng interface. The inmportant point is that a
consi stent choice is made across the PCN-domain to ensure that the
PCN nmechani sms protect all links. See [Eardley09] for further

di scussi on.

The obj ective of threshol d-marking, as triggered by the threshol d-
metering algorithm is to threshold-mark all PCN- packets whenever the
bit rate of PCN-packets is greater than sone configured rate, the
PCN-t hreshol d-rate. The objective of excess-traffic-netering, as
triggered by the excess-traffic-marking algorithm is to excess-
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traffic-mark PCN-packets at a rate equal to the difference between
the bit rate of PCN- packets and sone configured rate, the PCN- excess-
rate. Note that this description reflects the overall intent of the
al gorithms rather than their instantaneous behaviour, since the rate
measured at a particul ar nonment depends on the detailed algorithm
its inplementation, and the traffic’'s variance as well as its rate
(eg, marking may well continue after a recent overload, even after
the i nstantaneous rate has dropped). The algorithns are specified in
[ Eardl ey09] .

Adm ssion and term nati on approaches are detail ed and conpared in

[ Charny07-1] and [Menth09-2]. The discussion belowis just a brief
summary. Sections 3.1 and 3.2 assune there are three encoding states
avail abl e, whilst Section 3.3 assumes there are two encodi ng states
avail abl e.

Fromthe perspective of the outside world, a PCN-domai n essentially

| ooks like a Diffserv domain, but without the Diffserv architecture’'s
traffic-conditioning agreenents. PCN-traffic is either transported
across it transparently or policed at the PCN-ingress-node (ie,
dropped or carried at a lower Q@S). One difference is that PCN
traffic has better QoS guarantees than normal Diffserv traffic
because the PCN nechani sns better protect the QoS of adnmitted fl ows.
Anot her difference may occur in the rare circunstance when there is a
failure: on the one hand, some PCN-flows nmay get term nated but, on
the other hand, other flows will get their QS restored. Non-PCN
traffic is treated transparently, ie, the PCN-domain is a norma

Di ffserv domai n.

3.1. Flow Adm ssi on

The objective of PCN s flow adni ssion control mechanismis to limt
the PCN-traffic on each link in the PCN-domain to *roughly* its PCN
adm ssible-rate by admtting or blocking prospective new flows, in
order to protect the QS of existing PCN-flows. Wth three encoding
states available, the PCN-threshold-rate is configured by the
operator as equal to the PCN admissible-rate on each link. It is set
lower than the traffic rate at which the |ink becomes congested and
the node drops packets.

Exactly how the adm ssion control decision is made will be defined
separately in Informational docunents. This docunment describes two
approaches (others m ght be possible):

0 The PCN- egress-node measures (possibly as a noving average) the
fraction of the PCN-traffic that is threshol d-marked. The
fraction is neasured for a specific ingress-egress-aggregate. |If
the fraction is below a threshold value, then the new flowis
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admtted; if the fraction is above the threshold value, then it is
bl ocked. The fraction could be nmeasured as an EWVA (exponentially
wei ght ed novi ng average), which has sometines been called the
"congestion | evel estinate".

0 The PCN-egress-node nmonitors PCN-traffic and if it receives one
(or several) threshol d- marked packets, then the new flowis
bl ocked; otherwise, it is adnitted. One possibility may be to
react to the marking state of an initial flow setup packet (eg,
RSVP PATH). Another is that after one (or several) threshol d-
marks, all flows are blocked until after a specific period of no
congesti on.

Note that the adnmi ssion control decision is made for a particul ar
pai r of PCN- boundary-nodes. So it is quite possible for a new flow
to be adm tted between one pair of PCN boundary-nodes, whilst at the
sanme time another adm ssion request is blocked between a different
pai r of PCN-boundary-nodes.

3. 2. Fl ow Ter mi nati on

The objective of PCN' s flow term nati on nechanismis to limt the
PCN-traffic on each link to *roughly* its PCN supportable-rate, by
term nating sone existing PCN-flows, in order to protect the QS of
the remaining PCN-flows. Wth three encoding states avail able, the
PCN- excess-rate is configured by the operator as equal to the PCN-

supportabl e-rate on each Iink. It nmay be set lower than the traffic
rate at which the |ink beconmes congested and at which the node drops
packets.

Exactly how the flow term nation decision is made will be defined
separately in Informational docunents. This document describes
several approaches (others m ght be possible):

o |In one approach, the PCN egress-node neasures the rate of PCN\
traffic that is not excess-traffic-marked, which is the anount of
PCN-traffic that can actually be supported, and comruni cates this
to the PCN-ingress-node. Also, the PCN-ingress-node neasures the
rate of PCN-traffic that is destined for this specific PCN egress-
node. The difference represents the excess anount that should be
t er m nat ed.

0 Another approach instead nmeasures the rate of excess-traffic-
marked traffic and term nates this amount of traffic. This
term nates less traffic than the previous approach, if some nodes
are dropping PCN-traffic.
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0 Anot her approach nonitors PCN packets and term nates sonme of the
PCN-fl ows that have an excess-traffic-marked packet. (If all such
flows were term nated, far too nmuch traffic would be term nated
so a random sel ection needs to be nade fromthose with an excess-
traffic-marked packet [Menth08-1].)

Since flow termnation is designed for "abnormal" circunstances, it
is quite likely that sonme PCN- nodes are congested and, hence, that
packets are being dropped and/or significantly queued. The flow
term nati on nmechani sm nmust accommodat e t his.

Note also that the ternmination control decision is made for a
particul ar pair of PCN boundary-nodes. So it is quite possible for
PCN-fl ows to be term nated between one pair of PCN boundary-nodes,
whil st at the sane tine none are termnated between a different pair
of PCN-boundary- nodes.

3.3. Flow Admi ssion and/or Flow Termni nati on When There Are Only Two PCN
Encodi ng States

If a PCN-domain has only two encoding states avail abl e (PCN- mar ked
and not PCN-marked), ie, it is using the baseline encoding

[ Moncast er09- 1], then an operator has three options (others night be
possi bl e):

o admission control only: PCN-marking means threshol d-marking, ie,
only the threshold-netering algorithmtriggers PCN-marking. Only
PCN admi ssion control is available.

o flowtermnation only: PCN nmarking neans excess-traffic-nmarking,
ie, only the excess-traffic-netering algorithmtriggers PCN\
marking. Only PCN term nation control is avail able.

0 both admission control and flow term nation: only the excess-
traffic-netering algorithmtriggers PCN narking; however, the
configured rate (PCN-excess-rate) is set equal to the PCN
adm ssible-rate, as shown in Figure 3. [Charny07-2] describes how
bot h adm ssion control and flow term nation can be triggered in
this case and al so gives sone pros and cons of this approach. The
mai n downside is that adm ssion control is |ess accurate.
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Figure 3: Schematic of how the PCN adm ssion control and fl ow
term nation mechani sns operate as the rate of PCN-traffic increases,
for a PCN-domain with two encodi ng states and using the approach of

[Charny07-2]. Note: Uis a global paraneter for all links in the
PCN- dormrai n.
3.4. Information Transport

The transport of pre-congestion information froma PCN-node to a PCN

egress-node is through PCN-nmarkings in data packet headers, ie, "in-
band"; no signalling protocol nessaging is needed. Signalling is
needed to transport PCN-feedback-information -- for exanple, to

convey the fraction of PCN-marked traffic froma PCN egress-node to
the rel evant PCN-ingress-node. Exactly what information needs to be
transported will be described in future docunents about possible
boundary mechani sns. The signalling could be done by an extension of
RSVP or NSI'S (Next Steps in Signalling), for instance; [Lefaucheur06]
descri bes the extensions needed for RSVP.

3.5. PCN-Traffic
The foll owing are some high-1evel points about how PCN worKks:
0 There needs to be a way for a PCN-node to distinguish PCN-traffic

fromother traffic. This is through a conbination of the DSCP
field and/or ECN field.
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It is not advised to have conpeting-non-PCN-traffic but, if there
is such traffic, there needs to be a nechanismto limt it.

" Conpeting-non-PCN-traffic" means traffic that shares a link with
PCN-traffic and conpetes for its forwardi ng bandw dth. Hence,
nmore conpeting-non-PCN-traffic results in poorer QS for PCN
Further, the unpredictabl e ambunt of conpeting-non-PCN-traffic
makes the PCN mechani sms | ess accurate and so reduces PCN s
ability to protect the QS of admtted PCN-fl ows.

Two exanpl es of such conpeting-non-PCN-traffic are:

1. traffic that is priority schedul ed over PCN (perhaps a
particul ar application or an operator’s control messages);

2. traffic that is scheduled at the same priority as PCN (for
exanple, if the Voice-Adnmit codepoint is used for PCN-traffic
[ Moncast er09-1] and there is non-PCN, voice-admit traffic in
t he PCN-domai n).

If there is such competing-non-PCN-traffic, then PCN s nechani sns
shoul d take account of it, in order to inprove the accuracy of the
deci si on about whether to admit (or terminate) a PCN-flow. For
exanpl e, one nmechanismis that such conpeting-non-PCN-traffic
contributes to the PCN-neters (ie, is netered by the threshol d-
mar ki ng and excess-traffic-marking al gorithns).

There will be other non-PCN-traffic that doesn’'t conpete for the
same forwardi ng bandwi dth as PCN-traffic, because it is forwarded
at lower priority. Hence, it shouldn’t contribute to the PCN\
meters. Exanples are best-effort and assured-forwarding traffic.
However, a PCN node shoul d dedi cate some capacity to | ower-
priority traffic so that it isn't starved

Thi s docunent assunes that the PCN nechanisns are applied to a
singl e behavi our aggregate in the PCN-domain. However, it would
al so be possible to apply themindependently to nore than one
behavi our aggregate, which are distinguished by DSCP

Backwar ds Conpatibility

PCN specifies semantics for the ECN field that differ fromthe
default semantics of [RFC3168]. A particular PCN encodi ng schene
needs to describe howit nmeets the guidelines of BCP 124 [RFC4774]
for specifying alternative semantics for the ECN field. |In sumary,
the approach is to:

(o]

use a DSCP to all ow PCN-nodes to distinguish PCN-traffic that uses
the alternative ECN semanti cs;
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o define these semantics for use within a controlled region, the
PCN- domai n;

o take appropriate action if ECN-capable, non-PCN-traffic arrives at
a PCN-ingress-node with the DSCP used by PCN

For the baseline encoding [ Moncaster09-1], the "appropriate action"
is to block ECN-capable traffic that uses the sane DSCP as PCN from
entering the PCN-domain directly. "Blocking" neans it is dropped or
downgraded to a lower-priority behavi our aggregate, or alternatively
such traffic may be tunnelled through the PCN-domain. The reason
that "appropriate action" is needed is that the PCN egress-node
clears the ECN field to 00

Ext ended encodi ng schenmes may need to take different "appropriate
action".

4. Detailed Functional Architecture
This section is intended to provide a systematic sunmary of the new
functional architecture in the PCN-domain. First, it describes
functions needed at the three specific types of PCN-node; these are
data plane functions and are in addition to the nornal router
functions for PCN-nodes. Then, it describes the further
functionality needed for both flow adni ssion control and flow
term nation; these are signalling and deci si on-maki ng functions, and
there are various possibilities for where the functions are
physically located. The section is split into:
1. functions needed at PCN-interior-nodes
2. functions needed at PCN-ingress-nodes
3. functions needed at PCN- egress-nodes
4. other functions needed for flow adnission contro
5. other functions needed for flow term nation contro
Note: Probing is covered in the Appendi x.
The section then di scusses sone other detailed topics:
1. addressing

2. tunnelling

3. fault handling
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4.1. PCN-Interior-Node Functions

Each |ink of the PCN-domain is configured with the foll ow ng
functionality:

0 Behaviour aggregate classification - determ ne whether or not an
i ncom ng packet is a PCN packet.

0 PCN-meter - measure the "ampunt of PCN-traffic". The measurenent
is made on the overall PCN-traffic, not per flow. Al gorithns
determ ne whether to indicate to the PCN-marking functionality
that packets shoul d be PCN narked.

0o PCN-mark - as triggered by indications fromthe PCN neter
functionality; if necessary, PCN-mark packets with the appropriate
encodi ng.

o Drop - if the queue overflows, then naturally packets are dropped.
In addition, the link may be configured with a maximumrate for
PCN-traffic (bel ow the physical link rate), above which PCN
packets are dropped.

The functions are defined in [Eardl ey09] and the baseline encoding in
[ Moncast er 09- 1] (extended encodings are to be defined in other

docunent s) .
e + Resul t
+->| Threshol d| ------- +
| | Meter | |
| Fomm e e - - + Vv
- + + - - - -+ +o-o - - +
| BA | | | | | Mar ked
Packet =>|C assifier|==> Dropper |==?===============>| Marker|==> Packet
Stream | | | | | | Stream
S + T S RS +
| S - + A
| | Excess | |
+->| Traffic |------- +
|  Meter | Resul t
R S —— +

Figure 4: Schematic of PCN-interior-node functionality.
4.2. PCN-1ngress-Node Functions

Each ingress link of the PCN-domain is configured with the follow ng
functionality:
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o Packet classification - determni ne whether an inconi ng packet is
part of a previously admtted flow by using a filter spec (eg,
DSCP, source and destination addresses, port nunbers, and
prot ocol ).

o Police - police, by dropping any packets received with a DSCP
i ndi cating PCN transport that do not belong to an adnitted fl ow
(A prospective PCN-flow that is rejected could be bl ocked or
admtted into a lower-priority behavi our aggregate.) Sinmilarly,
police packets that are part of a previously admtted flow, to
check that the flow keeps to the agreed rate or fl owspec (eg, see
[ RFC1633] for a microflow and its NSIS equival ent).

0 PCN-colour - set the DSCP and ECN fields appropriately for the
PCN- domai n, for example, as in [Moncaster09-1].

o0 Meter - sone approaches to flow term nation require the PCN
i ngress-node to neasure the (aggregate) rate of PCN-traffic
towards a particul ar PCN-egress-node.

The first two are policing functions, needed to nake sure that PCN
packets admtted into the PCN-dormain belong to a flow that has been
admitted and to ensure that the fl ow keeps to the fl owspec agreed
(eg, doesn’'t exceed an agreed maximumrate and is inelastic traffic).
Installing the filter spec will typically be done by the signalling
protocol, as will re-installing the filter, for exanple, after a re-
route that changes the PCN-ingress-node (see [Briscoe06] for an
exanpl e using RSVP). PCN-colouring allows the rest of the PCN donain
to recogni se PCN-packets.

4.3. PCN Egress-Node Functions

Each egress link of the PCN-domain is configured with the foll ow ng
functionality:

0 Packet classify - determ ne which PCN-ingress-node a PCN- packet
has conme from

o Meter - "measure PCN-traffic" or "nonitor PCN marks".

0 PCN-colour - for PCN packets, set the DSCP and ECN fields to the
appropri ate values for use outside the PCN donain.

The netering functionality, of course, depends on whether it is
targeted at admi ssion control or flowtermnation. Alternatives

i nvol ve the PCN-egress-node "neasuring", as an aggregate (ie, not per
flow), all PCN packets froma particular PCN-ingress-node, or
"monitoring" the PCN-traffic and reacting to one (or several) PCN
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mar ked packets. For PCN-col ouring, [Moncaster09-1] specifies that
the PCN- egress-node resets the ECN field to 00; other encodi ngs may
define different behaviour.

4.4. Admission Control Functions

As well as the functions covered above, other specific adm ssion
control functions need to be perforned (others m ght be possible):

o Make deci sion about adnission - based on the output of the PCN

egress-node’s neter function. |In the case where it "neasures PCN
traffic", the nmeasured traffic on the ingress-egress-aggregate is
conmpared with sonme reference level. |In the case where it

"moni tors PCN-marks", the decision is based on whet her or not one
(or several) packets are PCN-marked (eg, the RSVP PATH message).
In either case, the adm ssion decision al so takes account of
policy and application-layer requirenments [ RFC2753].

o0 Communi cat e deci si on about adm ssion - signal the decision to the
node maki ng the adm ssion control request (which may be outside
the PCN-domain) and to the policer (PCNingress-node function) for
enforcement of the decision

There are various possibilities for how the functionality could be
distributed (we assune the operator will configure which is used):

o0 The decision is nade at the PCN- egress-node and the decision
(admt or block) is signalled to the PCN-ingress-node.

0 The decision is recommended by the PCN egress-node (admit or
bl ock), but the decision is definitively nade by the PCN-ingress-
node. The rationale is that the PCN-egress-node naturally has the
necessary information about the anount of PCN-marks on the
i ngress-egress-aggregate, whereas the PCN-ingress-node is the
policy enforcenment point [ RFC2753] that polices inconmng traffic
to ensure it is part of an adnmitted PCN-fl ow.

o0 The decision is nade at the PCN-ingress-node, which requires that
the PCN-egress-node signals PCN-feedback-information to the PCN-
i ngress-node. For exanple, it could signal the current fraction
of PCN-traffic that is PCN- marked.

0 The decision is made at a centralised node (see AppendiX).

Not e: Admi ssion control functionality is not performed by normal PCN-
i nterior-nodes.
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4.5. Flow Term nation Functions

As well as the functions covered above, other specific term nation
control functions need to be perforned (others might be possible):

0 PCN-meter at PCN-egress-node - simlarly to flow adni ssion, there
are two types of possibilities: to "measure PCN-traffic" on the
i ngress-egress-aggregate, or to "nonitor PCN-marks" and react to
one (or several) PCN marks.

o (if required) PCN-neter at PCN-ingress-node - nake "neasurenents
of PCN-traffic" being sent towards a particul ar PCN- egress-node;
again, this is done for the ingress-egress-aggregate and not per
flow.

o (if required) Communi cate PCN-feedback-information to the node
that makes the flow termnation decision - for exanple, as in
[Bri scoe06], communi cate the PCN egress-node’s neasurenents to the
PCN-i ngr ess- node.

o Make decision about flow term nation - use the information from
the PCN-neter(s) to decide which PCN-flow or PCN-flows to
term nate. The decision takes account of policy and application-
| ayer requirenments [ RFC2753].

o Communi cate decision about flow termination - signal the decision
to the node that is able to terminate the flow (which rmay be
outside the PCN-donmmin) and to the policer (PCN-ingress-node
function) for enforcenent of the decision

There are various possibilities for how the functionality could be
distributed, simlar to those discussed above in Section 4. 4.

Note: Flow termination functionality is not performed by nornmal PCN
i nterior-nodes.

4.6. Addressing

PCN- nodes may need to know the address of other PCN-nodes. Note that
PCN-interior-nodes don't need to know the address of other PCN nodes
(except their next-hop neighbours for routing purposes).

At a mnimm the PCN egress-node needs to know the address of the
PCN-i ngress-node associated with a flow so that the PCN-ingress-node
can be informed of the adm ssion decision (and any flow term nation
decision) and enforce it through policing. There are various
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possibilities for how the PCN egress-node can do this, ie, associate
the received packet to the correct ingress-egress-aggregate. It is
not the intention of this docunent to nandate a particul ar nechani sm

0 The addressing information can be gathered fromsignalling -- for
exanpl e, through the regular processi ng of an RSVP PATH nessage,
as the PCN-ingress-node is the previous RSVP hop (PHOP)

([ Lef aucheur06]). Another option is that the PCN-ingress-node
could signal its address to the PCN- egress-node.

0 Always tunnel PCN-traffic across the PCN-donmain. Then the PCN
i ngress-node’s address is sinply the source address of the outer
packet header. The PCN-ingress-node needs to | earn the address of
the PCN-egress-node, either by manual configuration or by one of
the automated tunnel endpoint di scovery nechani sns (such as
signalling or probing over the data route, interrogating routing,
or using a centralised broker).

Tunnel i ng

Tunnel s may originate and/or termnate within a PCN-domain (eg, IP
over IP, 1P over MPLS). It is inportant that the PCN marking of any
packet can potentially influence PCNs flow adm ssion control and
termnation -- it shouldn't matter whether the packet happens to be
tunnel l ed at the PCN-node that PCN-marks the packet, or indeed

whet her it’s decapsul ated or encapsul ated by a subsequent PCN- node.
Thi s suggests that the "uniform conceptual nodel" described in

[ RFC2983] should be re-applied in the PCN context. In line with both
this and the approach of [RFC4303] and [Briscoe09], the follow ng
rule is applied if encapsulation is done within the PCN donai n:

0 Any PCN-marking is copied into the outer header.

Note: A tunnel will not provide this behaviour if it conplies with
[ RFC3168] tunnelling in either node, but it will if it conplies with
[ RFC4301] | Psec tunnelling.

Simlarly, inline with the "uniform conceptual nodel" of [RFC2983],
with the "full-functionality option" of [RFC3168], and with

[ RFC4301], the following rule is applied if decapsulation is done
within the PCN domain:

o |If the outer header’'s marking state is nore severe, then it is
copi ed onto the inner header.

Note that the order of increasing severity is: not PCN nmarked,
t hreshol d- mar ked, and excess-traffic-narked.
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An operator may wi sh to tunnel PCN-traffic from PCN-ingress-nodes to
PCN- egr ess-nodes. The PCN-mar ks shoul dn’t be visible outside the
PCN- domai n, whi ch can be achi eved by the PCN-egress-node doing the
PCN- col ouring function (Section 4.3) after all the other (PCN and
tunnelling) functions. The potential reasons for doing such
tunnelling are: the PCN egress-node then automatically knows the
address of the relevant PCN-ingress-node for a flow, and, even if
ECMP (Equal Cost Multi-Path) is running, all PCN packets on a
particul ar ingress-egress-aggregate follow the sane path (for nore on
ECMP, see Section 6.4). But such tunnelling al so has drawbacks, for
exanpl e, the additional overhead in terns of bandw dth and processing
as well as the cost of setting up a nmesh of tunnels between PCN
boundary-nodes (there is an N*2 scaling issue).

Potential issues arise for a "partially PCN capable tunnel™, ie,
where only one tunnel endpoint is in the PCN- domain:

1. The tunnel originates outside a PCN-dormain and ends inside it.
If the packet arrives at the tunnel ingress with the sane
encodi ng as used within the PCN-domain to indicate PCN marking,
then this could | ead the PCN-egress-node to fal sely neasure pre-
congesti on.

2. The tunnel originates inside a PCN-dormain and ends outside it.
If the packet arrives at the tunnel ingress already PCN marked,
then it will still have the same encodi ng when it’s decapsul at ed,
whi ch coul d potentially confuse nodes beyond the tunnel egress.

Inline with the solution for partially capable Diffserv tunnels in
[ RFC2983], the following rules are applied:

o For case (1), the tunnel egress node clears any PCN marking on the
i nner header. This rule is applied before the "copy on
decapsul ati on" rul e above.

o For case (2), the tunnel ingress node clears any PCN-nmarking on
the inner header. This rule is applied after the "copy on
encapsul ati on" rul e above.

Note that the above inplies that one has to know, or determ ne, the
characteristics of the other end of the tunnel as part of
establishing it.

Tunnel l i ng constraints were a major factor in the choice of the
basel i ne encoding. As explained in [Mncaster09-1], with current
tunnel ling endpoints, only the 11 codepoint of the ECN field survives
decapsul ati on, and hence the baseline encoding only uses the 11
codepoint to indicate PCN-marking. Extended encodi ng schenes need to
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explain their interactions with (or assunptions about) tunnelling. A
| engthy di scussion of all the issues associated with |ayered
encapsul ati on of congestion notification (for ECN as well as PCN) is
in [Briscoe09].

4.8. Fault Handling

If a PCN-interior-node (or one of its links) fails, then | ower-I|ayer
protection mechani snms or the regular IP routing protocol wll
eventually re-route around it. |If the newroute can carry all the
admtted traffic, flows will gracefully continue. |If instead this
causes early warning of pre-congestion on the new route, then

admi ssion control based on Pre-Congestion Notification will ensure
that new flows will not be admtted until enough existing flows have
departed. Re-routing may result in heavy (pre-)congestion, which
will cause the flow term nation mechanismto kick in.

If a PCN-boundary-node fails, then we would Iike the regular QS
signalling protocol to be responsible for taking appropriate action
As an exampl e, [Briscoe09] considers what happens if RSVP is the QS
signal li ng protocol

5. Operations and Managenent

Thi s section considers operations and nanagenment issues, under the
FCAPS headi ngs: Faults, Configuration, Accounting, Perfornmance, and
Security. Provisioning is discussed with performance.

5.1. Fault Operations and Managenent

Fault Operations and Managenment is about preventing faults, telling
the managenment system (or manual operator) that the system has
recovered (or not) froma failure, and about rmaintaining information
to aid fault diagnosis.

Admi ssi on bl ocking and, particularly, flow ternination mechani sns
should rarely be needed in practice. It would be unfortunate if they
didn’t work after an option had been accidentally disabl ed.

Therefore, it will be necessary to regularly test that the live
system works as intended (devising a nmeaningful test is left as an
exercise for the operator).

Section 4 describes how the PCN architecture has been designed to
ensure admtted flows continue gracefully after recovering
automatically fromlink or node failures. The need to record and
monitor re-routing events affecting signalling is unchanged by the
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addition of PCNto a Diffserv domain. Similarly, re-routing events
within the PCN-domain will be recorded and monitored just as they
woul d be wi thout PCN

PCN- mar ki ng does nmake it possible to record "near-m sses". For
instance, at the PCN-egress-node a "reporting threshold" could be set
to nonitor how often -- and for how long -- the system conmes close to

triggering flow bl ocking without actually doing so. Simlarly,
bursts of flow term nation marking could be recorded even if they are
not sufficiently sustained to trigger flow term nation. Such
statistics could be correlated with per-queue counts of narking

vol unme (Section 5.2) to upgrade resources in danger of causing
service degradation or to trigger manual tracing of intermttent
incipient errors that woul d otherw se have gone unnoti ced.

Finally, of course, many faults are caused by failings in the
managenent process ("hunman error"): a wongly configured address in a
node, a wong address given in a signalling protocol, a wongly
configured parameter in a queueing algorithm a node set into a
different node from ot her nodes, and so on. GCenerally, a clean
design with few configurable options ensures this class of faults can
be traced nore easily and prevented nore often. Sound nmanagenent
practice at run-time also helps. For instance, a managenent system
shoul d be used that constrains configuration changes within system
rules (eg, preventing an option setting inconsistent with other
nodes), configuration options should be recorded in an offline

dat abase, and regul ar automatic consi stency checks between |ive
systens and t he database should be performed. PCN adds not hing
specific to this class of problens.

5.2. Configuration Operations and Managenent

Threshol d-meteri ng and -marki ng and excess-traffic-netering and
-marking are standardised in [Eardl ey09]. However, nore diversity in
PCN- boundar y- node behaviours is expected, in order to interface with
di verse industry architectures. It nmay be possible to have different
PCN- boundar y- node behaviours for different ingress-egress-aggregates
wi thin the same PCN-domai n.

PCN- et eri ng behaviour is enabled on either the egress or the ingress

interfaces of PCN-nodes. A consistent choice nmust be made across the
PCN-domai n to ensure that the PCN nechani sns protect all |inks.
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PCN configuration control variables fall into the follow ng
cat egori es:

0 systemoptions (enabling or disabling behaviours)
0 paranmeters (setting levels, addresses, etc.)

One possibility is that all configurable variables sit wthin an SNWP
(Si mpl e Networ k Managenent Protocol) managenent franmework [ RFC3411],
bei ng structured within a defi ned nmanagenent infornmation base (M B)
on each node, and being renotely readable and settable via a suitably
secure managenent protocol (such as SNWPv3).

Sone configuration options and paranmeters have to be set once to

"gl obal I y" control the whole PCN-domain. Where possible, these are
identified below This nmay affect operational conplexity and the
chances of interoperability problens between equi pnent fromdifferent
vendor s

It may be possible for an operator to configure some PCN-interior-
nodes so that they don’t run the PCN nmechanisnms, if it knows that
these links will never becone (pre-)congested.

5.2.1. System Options
On PCN-interior-nodes there will be very few system options:

o Whether two PCN- markings (threshol d-nmarked and excess-traffic-
mar ked) are enabled or only one. Typically, all nodes throughout
a PCN-dormain will be configured the sane in this respect.
However, exceptions could be made. For exanple, if nbpst PCN- nodes
used both marki ngs but sone | egacy hardware was incapabl e of
running two al gorithns, an operator might be willing to configure
these | egacy nodes solely for excess-traffic-marking to enable
flow termnation as a back-stop. It would be sensible to place
such nodes where they could be provisioned with a greater |eeway
over expected traffic |evels.

o0 In the case where only one PCN-marking is enabled, all nodes nust
be configured to generate PCN-marks fromthe sane neter (ie,
either the threshold nmeter or the excess-traffic neter).

PCN- boundar y- nodes (ingress and egress) will have nore system
options:
0 Wich of adm ssion and flow termination are enabled. [|f any PCN

interior-node is configured to generate a marking, all PCN
boundary- nodes nust be able to interpret that narking (which
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5

2

i ncl udes understanding, in a PCN-domain that uses only one type of
PCN- mar ki ng, whet her they are generated by PCN-interior-nodes
threshold nmeters or their excess-traffic nmeters). Therefore, al
PCN- boundar y- nodes mnust be configured the sane in this respect.

o Were flow adm ssion and term nati on deci sions are made: at PCN-

i ngress-nodes or at PCN-egress-nodes (or at a centralised node,
see Appendi x). Theoretically, this configuration choice could be
negoti ated for each pair of PCN boundary-nodes, but we cannot

i magi ne why such conpl exity would be required, except perhaps in
future inter-domain scenarios

0 How PCN markings are translated into adm ssion control and fl ow
term nation decisions (see Sections 3.1 and 3. 2).

PCN- egress-nodes will have further system options

0 How the mappi ng shoul d be established between each packet and its
aggregate (eg, by MPLS | abel and by I P packet filter spec) and how
to take account of ECWP

o |f an equi pnent vendor provides a choice, there nay be options for
sel ecting which snoothing algorithmto use for neasurenents.

2. Par amet ers

Li ke any Diffserv domain, every node within a PCN-domain will need to
be configured with the DSCP(s) used to identify PCN packets. On each
interior link, the main configuration paraneters are the PCN

threshol d-rate and PCN-excess-rate. A larger PCN-t hreshol d-rate
enables nore PCN-traffic to be admitted on a |link, hence inproving
capacity utilisation. A PCN-excess-rate set further above the PCN
threshold-rate all ows greater increases in traffic (whether due to
natural fluctuations or sonme unexpected event) before any flows are
term nated, ie, mninises the chances of unnecessarily triggering the
termi nati on mechanism For instance, an operator may want to design
their network so that it can cope with a failure of any single PCN\
node wi thout term nating any fl ows.

Setting these rates on the first deployment of PCN will be very
simlar to the traditional process for sizing an adni ssion-controlled
net wor k, dependi ng on: the operator’s requirenments for mnimsing

fl ow bl ocki ng (grade of service), the expected PCN-traffic | oad on
each link and its statistical characteristics (the traffic matrix),
contingency for re-routing the PCN-traffic matrix in the event of
single or multiple failures, and the expected | oad from other classes
relative to link capacities [Menth09-1]. But, once a domain is in
operation, a PCN design goal is to be able to deternine growh in
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these configured rates nuch nore sinply, by nonitoring PCN marking
rates fromactual rather than expected traffic (see Section 5.4 on
Per f ormance and Provi si oni ng).

Qperators may also wish to configure a rate greater than the PCN\
excess-rate that is the absolute maximumrate that a link allows for
PCN-traffic. This may sinply be the physical link rate, but sone
operators may wi sh to configure a logical linmt to prevent starvation
of other traffic classes during any brief period after PCN-traffic
exceeds the PCN-excess-rate but before flow termnation brings it
back below this rate.

Threshol d-nmetering requires a threshol d token bucket depth to be
configured, excess-traffic-netering requires a value for the MU
(maxi mum si ze of a PCN-packet on the link), and both require setting
a maxi mum si ze of their token buckets. It is preferable to have
rules that set defaults for these paraneters but to then allow
operators to change them-- for instance, if average traffic
characteristics change over tine.

The PCN- egress-node may all ow configuration of:
0o howit snooths netering of PCN-markings (eg, EVWWA paraneters)

Whi chever node nmakes admni ssion and flow termni nation decisions wll
contain algorithms for converting PCN-marking | evels into adm ssion
or flow term nation decisions. These will also require configurable
paraneters, for instance:

0 An admission control algorithmthat is based on the fraction of
mar ked packets will at least require a marking threshold setting
above which it denies adm ssion to new fl ows.

o Flowtermnation algorithns will probably require a paraneter to
delay termination of any flows until it is nore certain that an
anomal ous event is not transient.

0 A paraneter to control the trade-off between how qui ckly excess
flows are term nated and over-term nation.

One particul ar approach [Charny07-2] would require a gl obal paraneter
to be defined on all PCN nodes, but would only need one PCN nmarking
rate to be configured on each link. The gl obal paraneter is a
scaling factor between adnission and term nation (the rate of PCN
traffic on a link up to which flows are admtted vs. the rate above
which flows are termnated). [Charny07-2] discusses in full the

i mpact of this particular approach on the operation of PCN
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5.3. Accounting Operations and Managenent

Accounting is only done at trust boundaries so it is out of scope of
thi s docunent, which is confined to intra-donain issues. Use of PCN
internal to a domain nmakes no difference to the flow signalling
events crossing trust boundaries outside the PCN-donain, which are
typically used for accounting.

5.4. Performance and Provi sioni ng Operations and Managenent

Moni toring of performance factors neasurable from *outside* the PCN\
domain will be no different with PCN than with any other packet-
based, flow adm ssion control system both at the flow | eve

(bl ocking probability, etc.) and the packet level (jitter [RFC3393],
[Y.1541], loss rate [ RFC4656], nean opinion score [P.800], etc.).
The difference is that PCNis intentionally designed to indicate
*internal | y* whi ch exact resource(s) are the cause of performance
probl ems and by how much.

Even better, PCN indicates which resources will probably cause
problens if they are not upgraded soon. This can be achieved by the
managenent system nonitoring the total anmount (in bytes) of PCN
mar ki ng generated by each queue over a period. G ven possible |ong
provisioning | ead tines, pre-congestion volume is the best netric to
reveal whether sufficient persistent demand has occurred to warrant
an upgrade because, even before utilisation becones problematic, the
statistical variability of traffic will cause occasional bursts of
pre-congestion. This "early warning systent decouples the process of
addi ng custoners fromthe provisioning process. This should cut the
time to add a custoner when conpared agai nst admi ssion control that
is provided over native Diffserv [ RFC2998] because it saves having to
verify the capacity-planni ng process before addi ng each custoner.

Al ternatively, before triggering an upgrade, the long-term pre-
congestion volume on each link can be used to bal ance traffic | oad
across the PCN-donain by adjusting the link weights of the routing
system \Wen an upgrade to a link’s configured PCN-rates is
required, it may al so be necessary to upgrade the physical capacity
available to other classes. However, there will usually be
sufficient physical capacity for the upgrade to go ahead as a sinple
configuration change. Alternatively, [Songhurst06] describes an
adaptive rather than preconfigured system where the configured PCN
threshold-rate is replaced with a high and | ow water mark and the
mar ki ng al gorithm automatically optini ses how physical capacity is
shared, using the relative | oads from PCN and other traffic cl asses.
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Al'l the above processes require just three extra counters associated
wi th each PCN queue: threshol d- marki ngs, excess-traffic-markings, and
drops. Every time a PCN-packet is nmarked or dropped, its size in
byt es shoul d be added to the appropriate counter. Then the
managenment systemcan read the counters at any tine and subtract a
previous reading to establish the increnental volume of each type of
(pre-)congestion. Readings should be taken frequently so that

anomal ous events (eg, re-routes) can be distinguished fromregul ar
fluctuating demand, if required.

5.5. Security Qperations and Managenent

Security Operations and Managenent is about using secure operationa
practices as well as being able to track security breaches or near-
m sses at run-time. PCN adds few specifics to the general good
practice required in this field [RFC4778]. The correct functions of
the system should be nonitored (Section 5.4) in multiple independent
ways and correlated to detect possible security breaches. Persistent
(pre-)congestion marki ng should rai se an alarm (both on the node
doi ng the marking and on the PCN egress-node netering it).

Simlarly, persistently poor external QS netrics (such as jitter or
mean opi ni on score) should raise an alarm The followi ng are
exanpl es of synptons that may be the result of innocent faults,

rat her than attacks; however, until diagnosed, they should be | ogged
and should trigger a security alarm

0 Anonal ous patterns of non-conform ng incom ng signals and packets
rejected at the PCN-ingress-nodes (eg, packets already marked PCN-
capable or traffic persistently starving token bucket policers).

0 PCN-capabl e packets arriving at a PCN-egress-node with no
associ ated state for mapping themto a valid ingress-egress-
aggr egat e.

0 A PCN-ingress-node receiving feedback signals that are about the
pre-congestion | evel on a non-existent aggregate or that are
i nconsistent with other signals (eg, unexpected sequence nunbers,
i nconsi stent addressing, conflicting reports of the pre-congestion
| evel, etc.).

0 Pre-congestion marking arriving at a PCN-egress-node with

(pre-)congestion marki ngs focused on particular flows, rather than
random y distributed throughout the aggregate.
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6

6. 1.

Applicability of PCN

Benefits

The key benefits of the PCN nmechani sns are that they are sinple,
scal abl e, and robust, because:

0

Per-flow state is only required at the PCN-ingress-nodes
("stateless core"). This is required for policing purposes (to
prevent non-admitted PCN-traffic fromentering the PCN-domain) and
so on. It is not generally required that other network entities
are aware of individual flows (although they may be in particul ar
depl oynent scenari 0s).

Adm ssion control is resilient: with PCN, QoS is decoupled from
the routing system Hence, in general, admtted fl ows can survive
capacity, routing, or topology changes w thout additiona
signalling. The PCN-admissible-rate on each link can be chosen to
be small enough that adnitted traffic can still be carried after a
re-routing in nost failure cases [ Menth09-1]. This is an
important feature, as QoS violations in core networks due to |ink
failures are nore likely than QoS viol ations due to increased
traffic volunme [Iyer03].

The PCN-netering behaviours only operate on the overall PCN
traffic on the link, not per flow

The information of these measurenents is signalled to the PCN\
egress-nodes by the PCN-marks in the packet headers, ie, "in-
band". No additional signalling protocol is required for
transporting the PCN-marks. Therefore, no secure binding is
requi red between data packets and separate congesti on nessages.

The PCN- egress-nodes make separate neasurenents, operating on the
aggregate PCN-traffic fromeach PCN-i ngress-node, ie, not per
flow Simlarly, signalling by the PCN egress-node of PCN

f eedback-i nformati on (which is used for flow adm ssion and

term nation decisions) is at the granularity of the ingress-
egress-aggregate. An alternative approach is that the PCN egress-
nodes nmonitor the PCN-traffic and signal PCN-feedback-information
(which is used for flow adm ssion and term nation decisions) at
the granularity of one (or a few) PCN marks.

The admitted PCN-load is controlled dynam cally. Therefore, it
adapts as the traffic matrix changes. It also adapts if the

net wor k topol ogy changes (eg, after a link failure). Hence, an
operator can be | ess conservative when depl oyi ng network capacity
and | ess accurate in their prediction of the PCN-traffic matrix.
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2

0 The terminati on nechani sm conpl enents adni ssion control. It
all ows the network to recover from sudden unexpected surges of
PCN-traffic on some links, thus restoring QoS to the remaining
flows. Such scenarios are expected to be rare but not inpossible.
They can be caused by |arge network failures that redirect |ots of
admtted PCN-traffic to other links or by the nalfunction of
measur enent - based adm ssion control in the presence of adnitted
flows that send for a while with an atypically low rate and then
increase their rates in a correl ated way.

o Flow termnation can also enable an operator to be |ess
conservative when depl oying network capacity. It is an
alternative to running links at low utilisation in order to
protect against link or node failures. This is especially the
case with SRLGs (shared risk link groups), which are |inks that
share a resource, such as a fibre, whose failure affects all links
in that group [RFC4216]). Fully protecting traffic against a
single SRLG failure requires low utilisation (~10% of the link
bandwi dth on sone |inks before failure [Charny08].

0 The PCN supportable-rate may be set bel ow the maxi mumrate that
PCN-traffic can be transmtted on a link in order to trigger the
term nation of some PCN-flows before | oss (or excessive del ay) of
PCN- packets occurs, or to keep the maxi mum PCN-load on a |ink
bel ow a | evel configured by the operator.

0 Provisioning of the network is decoupled fromthe process of
addi ng new custoners. By contrast, with the Diffserv architecture
[ RFC2475], operators rely on subscription-tine Service Leve
Agreenents, which statically define the paraneters of the traffic
that will be accepted froma custoner. This way, the operator has
to verify that provision is sufficient each time a new customer is
added to check that the Service Level Agreenent can be fulfilled.
A PCN-domai n doesn’t need such traffic conditioning.

Depl oynment Scenari os

Qperators of networks will want to use the PCN mechani sms in various
arrangenments dependi ng, for instance, on how they are performng

adm ssion control outside the PCN-domain (users after all are
concerned about QoS end-to-end), what their particular goals and
assunptions are, how many PCN encoding states are available, and so
on.

A PCN-domain may have three encoding states (or pedantically, an
operator nmay choose to use up three encoding states for PCN): not
PCN- mar ked, threshol d-marked, and excess-traffic-marked. This way,
both PCN adm ssion control and flow term nati on can be supported. As
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illustrated in Figure 1, adm ssion control accepts new flows unti

the PCN-traffic rate on the bottleneck Iink rises above the PCN
threshold-rate, whilst, if necessary, the flow term nation mechani sm
term nates flows down to the PCN-excess-rate on the bottleneck |ink

On the other hand, a PCN-domain may have two encoding states (as in
[ Moncaster09-1]) (or pedantically, an operator may choose to use up
two encoding states for PCN): not PCN-marked and PCN-nmarked. This
way, there are three possibilities, as discussed in the follow ng
par agr aphs (see al so Section 3.3).

First, an operator could just use PCN s adni ssion control, solving
heavy congestion (caused by re-routing) by "just waiting" -- as
sessions end, PCN-traffic naturally reduces; neanwhile, the adm ssion
control mechanismw || prevent adm ssion of new fl ows that use the
affected links. So, the PCN-donmain will naturally return to nornal
operation, but with reduced capacity. The drawback of this approach
woul d be that, until sufficient sessions have ended to relieve the
congestion, all PCN-flows as well as lower-priority services will be
adversely affected.

Second, an operator could just rely on statically provisioned
capacity per PCN-ingress-node (regardl ess of the PCN egress-node of a
flow) for admission control, as is typical in the hose nodel of the
Diffserv architecture [Kumar0l1l]. Such traffic-conditioning
agreenents can |lead to focused overload: many flows happen to focus
on a particular link and then all flows through the congested |ink
fail catastrophically. PCN s flow term nati on nechani smcould then
be used to counteract such a problem

Third, both adm ssion control and flow term nation can be triggered
fromthe single type of PCN-marking; the main downside here is that
adm ssion control is |less accurate [Charny07-2]. This possibility is
illustrated in Figure 3.

Wthin the PCN-domain, there is some flexibility about how the

deci si on-nmaki ng functionality is distributed. These possibilities
are outlined in Section 4.4 and are al so di scussed el sewhere, such as
in [ Ment h09-2].

The flow admi ssion and term nati on decisions need to be enforced
through per-flow policing by the PCN-ingress-nodes. |If there are
several PCN-donains on the end-to-end path, then each needs to police
at its PCN-ingress-nodes. One exception is if the operator runs both
the access network (not a PCN-domain) and the core network (a PCN
dommi n); per-flow policing could be devolved to the access network
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and not be done at the PCN-ingress-node. Note that, to aid
readability, the rest of this document assunes that policing is done
by the PCN-ingress-nodes.

PCN admi ssion control has to fit with the overall approach to

admi ssion control. For instance, [Briscoe06] describes the case
where RSVP signalling runs end-to-end. The PCN-donain is a single
RSVP hop, ie, only the PCN-boundary-nodes process RSVP nessages, with
RSVP nessages processed on each hop outside the PCN-domain, as in
IntServ over Diffserv [RFC2998]. It would al so be possible for the
RSVP signalling to be originated and/or termnated by proxies, with
application-layer signalling between the end user and the proxy (eg,
SIP signalling with a home hub). A similar exanple would use NSI'S
(Next Steps in Signalling) [RFC3726] instead of RSVP.

It is possible that a user wants its inelastic traffic to use the PCN
mechani sns but al so react to ECN marki ngs outside the PCN-domain

[ Sarker08]. Two possible ways to do this are to tunnel all PCN
packets across the PCN-donmain, so that the ECN marks are carried
transparently across the PCN-domain, or to use an encoding |ike

[ Moncaster09-2]. Tunnelling is discussed further in Section 4.7.

Sone further possible deploynent nodels are outlined in the Appendi x.
6.3. Assunptions and Constraints on Scope

The scope of this docunent is restricted by the follow ng
assunpti ons:

1. These conponents are deployed in a single Diffserv domain, within
whi ch all PCN-nodes are PCN-enabled and are trusted for truthfu
PCN- mar ki ng and transport.

2. Al flows handled by these nmechani sns are inelastic and
constrained to a known peak rate through policing or shaping.

3.  The number of PCN-flows across any potential bottleneck link is
sufficiently large that stateless, statistical mechani sms can be
effective. To put it another way, the aggregate bit rate of PCN-
traffic across any potential bottleneck |ink needs to be
sufficiently large, relative to the maxi mum additional bit rate
added by one flow. This is the basic assunption of neasurenent-
based admi ssi on control
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6. 3.

6. 3.

Ear

4. PCN-flows nmay have di fferent precedence, but the applicability of
the PCN nechani sns for energency use (911, GETS (CGovernnent
Tel ecommuni cati ons Service), WPS (Wreless Priority Service),
MLPP (Multil evel Precedence and Prenption), etc.) is out of
scope.

1. Assunption 1: Trust and Support of PCN - Controlled Environnent

It is assunmed that the PCN-donain is a controll ed environnent, ie,
all the nodes in a PCN-domain run PCN and are trusted. There are
several reasons for this assunption:

0 The PCN-dormain has to be encircled by a ring of PCN boundary-
nodes; otherw se, traffic could enter a PCN-BA w t hout being
subj ect to adm ssion control, which would potentially degrade the
QS of existing PCN-fl ows.

o Simlarly, a PCNboundary-node has to trust that all the PCN nodes
mark PCN-traffic consistently. A node not perform ng PCN nmarking
woul dn’t be able to send an alert when it suffered pre-congestion,
whi ch potentially would lead to too many PCN-fl ows being admtted
(or too few being term nated). Wrse, a rogue node could perform
various attacks, as discussed in Section 7.

One way of assuring the above two points are in effect is to have the
entire PCN-domain run by a single operator. Another way is to have
several operators that trust each other in their handling of PCN-
traffic.

Note: Al PCN-nodes need to be trustworthy. However, if it is known
that an interface cannot becone pre-congested, then it is not
strictly necessary for it to be capable of PCN marking, but this nust
be known even in unusual circunstances, eg, after the failure of sone
I'i nks.

2. Assunption 2: Real -Tine Applications

It is assuned that any variation of source bit rate is independent of
the | evel of pre-congestion. W assune that PCN- packets come from
real -tinme applications generating inelastic traffic, ie, sending
packets at the rate the codec produces them regardl ess of the
availability of capacity [ RFC4594]. Exanples of such real-tine
applications include voice and video requiring | ow delay, jitter, and
packet |oss, the Controlled Load Service [ RFC2211], and the Tel ephony
service class [ RFC4594]. This assunption is to help focus the effort
where it | ooks |ike PCN would be nost useful, ie, the sorts of
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applications where per-flow QS is a known requirenent. |n other
words, we focus on PCN providing a benefit to inelastic traffic (PCN
may or may not provide a benefit to other types of traffic).

As a consequence, it is assunmed that PCN-netering and PCN-nmarking is
being applied to traffic scheduled with an expedited forwardi ng per-
hop behavi our [ RFC3246] or with a per-hop behaviour with simlar
characteristics.

6.3.3. Assunption 3: Many Flows and Additional Load

It is assuned that there are many PCN-flows on any bottleneck link in
the PCN-domain (or, to put it another way, the aggregate bit rate of
PCN-traffic across any potential bottleneck link is sufficiently
|large, relative to the maxi mum addi tional bit rate added by one PCN-
flow). Measurenent-based adm ssion control assunmes that the present
is a reasonabl e prediction of the future: the network conditions are
measured at the time of a new fl ow request, but the actual network
performance nust be acceptable during the call sone tine later. One
issue is that if there are only a few variable rate flows, then the
aggregate traffic level may vary a |lot, perhaps enough to cause sone
packets to get dropped. |If there are many flows, then the aggregate
traffic |l evel should be statistically snmoothed. How nany flows is
enough depends on a nunber of factors, such as the variation in each
flows rate, the total rate of PCN-traffic, and the size of the
"safety margin" between the traffic | evel at which we start

adm ssi on-mar ki ng and at which packets are dropped or significantly
del ayed.

No explicit assunptions are made about how many PCN-flows are in each
i ngress-egress-aggregate. Perfornance-evaluation work may clarify
whether it is necessary to nmake any additional assunptions on
aggregation at the ingress-egress-aggregate |evel

6.3.4. Assunption 4: Enmergency Use Qut of Scope
PCN-fl ows may have di fferent precedence, but the applicability of the
PCN mechani sms for emergency use (911, GETS, WPS, M.PP, etc.) is out
of scope for this docunent.

6.4. Chall enges
Prior work on PCN and sinmilar mechanisns has |led to a nunber of
consi derati ons about PCN s design goals (things PCN should be good

at) and some issues that have been hard to solve in a fully
satisfactory manner. Taken as a whole, PCN represents a |ist of
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trade-offs (it is unlikely that they can all be 100% achi eved) and
perhaps a list of evaluation criteria to help an operator (or the
| ETF) deci de between opti ons.

The following are open issues. They are mainly taken from

[ Bri scoe06], which al so describes sone possible solutions. Note that
some may be considered uninportant in general or in specific

depl oynent scenarios, or by sone operators.

Note: Potential solutions are out of scope for this docunent.

0o ECWP (Equal Cost Multi-Path) Routing: The |evel of pre-congestion
is measured on a specific ingress-egress-aggregate. However, if
the PCN-domain runs ECMP, then traffic on this ingress-egress-
aggregate may foll ow several different paths -- some of the paths
could be pre-congested whilst others are not. There are three
potential problens:

1. over-admission: a newflowis admtted (because the pre-
congestion | evel neasured by the PCN egress-node is
sufficiently diluted by unmarked packets from non-congested
paths that a new flowis admtted), but its packets travel
t hrough a pre-congested PCN- node.

2. under-adm ssion: a new flow is blocked (because the pre-
congestion | evel neasured by the PCN egress-node is
sufficiently increased by PCN-nmarked packets from pre-
congested paths that a new flow is blocked), but its packets
travel along an uncongested path.

3. ineffective termnation: a flowis termnated but its path
doesn’t travel through the (pre-)congested router(s). Since
flowtermnnation is a "last resort”, which protects the
net wor k shoul d over-adm ssion occur, this problemis probably
nore inportant to solve than the other two.

o ECWP and Signalling: It is possible that, in a PCN-domain running
ECVMP, the signalling packets (eg, RSVP, NSIS) follow a different
path than the data packets, which could matter if the signalling
packets are used as probes. Wuether this is an issue depends on
which fields the ECVWP algorithmuses; if the ECMP algorithmis
restricted to the source and destination |P addresses, then it
will not be an issue. ECMP and signalling interactions are a
specific instance of a general issue for non-traditional routing
combi ned wi th resource managenent al ong a path [Hancock02].
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0 Tunnelling: There are scenarios where tunnelling rmakes it
difficult to determne the path in the PCN-domain. The problem
its inmpact, and the potential solutions are simlar to those for
ECWP

0 Scenarios with only one tunnel endpoint in the PCN domain: Such
scenarios may nake it harder for the PCN egress-node to gather
fromthe signalling nmessages (eg, RSVP, NSIS) the identity of the
PCN-i ngr ess- node.

o0 Bi-Directional Sessions: Many applications have bi-directiona
sessions -- hence, there are two mcroflows that should be
admitted (or terminated) as a pair -- for instance, a bi-
directional voice call only makes sense if nmicroflows in both
directions are adnmtted. However, the PCN nechani snms concern
adm ssion and ternmination of a single flow, and coordination of
the decision for both flows is a matter for the signalling
protocol and out of scope for PCN. One possible exanpl e woul d use
SIP pre-conditions. However, there are others.

0 d obal Coordination: PCN makes its adm ssion decision based on
PCN- mar ki ngs on a particul ar ingress-egress-aggregate. Decisions
about flows through a different ingress-egress-aggregate are nade
i ndependently. However, one can inmagi nhe network topol ogi es and
traffic matri ces where, froma gl obal perspective, it would be
better to make a coordi nated decision across all the ingress-
egress-aggregates for the whole PCN-domain. For exanple, to block
(or even termnate) flows on one ingress-egress-aggregate so that
nmore inmportant flows through a different ingress-egress-aggregate
could be adnmitted. The problemmay well be relatively
i nsignificant.

0 Aggregate Traffic Characteristics: Even when the nunber of flows
is stable, the traffic level through the PCN-domain will vary
because the sources vary their traffic rates. PCN works best when
there is not too much variability in the total traffic level at a
PCN-node’s interface (ie, in the aggregate traffic from al
sources). Too much variation neans that a node may (at one
monent) not be doing any PCN-marking and then (at anot her noment)
drop packets because it is overloaded. This nmakes it hard to tune
the adnission control schene to stop admitting new flows at the
right time. Therefore, the problemis nore likely with fewer,
burstier flows.

0 Flash crowds and Speed of Reaction: PCN is a neasurenent-based
mechani sm and so there is an inherent delay between packet narking
by PCN-interior-nodes and any adm ssion control reaction at PCN
boundary-nodes. For exanple, if a big burst of adnission requests
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potentially occurs in a very short space of tine (eg, pronpted by
a televote), they could all get admitted before enough PCN- nmarks
are seen to block new flows. In other words, any additional |oad
offered within the reaction tine of the mechani sm nust not nove
the PCN-domain directly froma no congestion state to overl oad.
This "vulnerability period" may have an inpact at the signalling
| evel, for instance, QS requests should be rate-limted to bound
the nunber of requests able to arrive within the vulnerability
peri od.

0o Silent at Start: After a successful adm ssion request, the source
may wait sone tinme before sending data (eg, waiting for the called
party to answer). Then the risk is that, in some circunstances,
PCN s measurenents underesti mate what the pre-congestion | eve
wi Il be when the source does start sendi ng data.

Security Considerations

Security considerations essentially cone fromthe Trust Assunption
Section 6.3.1, ie, that all PCN-nodes are PCN- enabled and are trusted
for truthful PCN-metering and PCN-marking. PCN splits functionality
bet ween PCN-interior-nodes and PCN boundary-nodes, and the security
consi derations are sonewhat different for each, mainly because PCN
boundary-nodes are fl ow aware and PCN-interior-nodes are not.

0 Because PCN-boundary-nodes are flow aware, they are trusted to use
that awareness correctly. The degree of trust required depends on
the ki nds of decisions they have to make and the ki nds of
informati on they need to nake them There is nothing specific to
PCN.

0 The PCN-ingress-nodes police packets to ensure a PCN-flow sticks
within its agreed limt, and to ensure that only PCN-flows that
have been adm tted contribute PCN-traffic into the PCN domain.

The policer nust drop (or perhaps downgrade to a different DSCP)
any PCN- packets received that are outside this remit. This is
simlar to the existing IntServ behaviour. Between them the PCN
boundary- nodes nust encircle the PCN-domai n; otherw se, PCN-
packets could enter the PCN-domain wi thout being subject to

adm ssion control, which would potentially destroy the QS of
existing flows.

0 PCN-interior-nodes are not flowaware. This prevents sone
security attacks where an attacker targets specific flows in the
data plane -- for instance, for DoS or eavesdroppi ng.
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0 The PCN-boundary-nodes rely on correct PCN marking by the PCN
interior-nodes. For instance, a rogue PCN-interior-node could
PCN-mark all packets so that no flows were admtted. Another
possibility is that it doesn’'t PCN-mark any packets, even when it
is pre-congested. More subtly, the rogue PCN-interior-node could
performthese attacks selectively on particular flows, or it could
PCN-mark the correct fraction overall but carefully choose which
flows it marked.

0 The PCN boundary-nodes should be able to deal with DoS attacks and
state exhaustion attacks based on fast changes in per-flow
signal i ng.

o The signalling between the PCN-boundary-nodes must be protected
fromattacks. For example, the recipient needs to validate that
the nmessage is indeed fromthe node that clains to have sent it.
Possi bl e neasures include di gest authentication and protection
agai nst replay and man-in-the-niddle attacks. For the RSVP
protocol specifically, hop-by-hop authentication is in [RFC2747],
and [ Behringer09] may al so be useful

Qperational security advice is given in Section 5.5.
8. Concl usi ons

Thi s docunent describes a general architecture for flow adm ssion and
term nati on based on pre-congestion information, in order to protect
the quality of service of established, inelastic flows within a
single Diffserv domain. The main topic is the functiona
architecture. This docunment al so nentions other topics |like the
assunpti ons and open issues associated with the PCN architecture.
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Appendi x A.  Possible Future Wrk Itens

This section nmentions sone topics that are outside the PCN WG s
current charter but that have been nentioned as areas of interest.
They might be work itens for the PCN WG after a future re-chartering,
some other | ETF W5 another standards body, or an operator-specific
usage that is not standardi sed.

Note: It should be crystal clear that this section discusses
possibilities only.

The first set of possibilities relate to the restrictions described
in Section 6. 3:

0 A single PCN domai n enconpasses several autononous systemnms that do
not trust each other. A possible solutionis a nmechanismlike re-
PCN [ Bri scoe08].

0o Not all the nodes run PCN. For exanple, the PCN-domain is a
multi-site enterprise network. The sites are connected by a VPN
tunnel ; al though PCN doesn’t operate inside the tunnel, the PCN
mechani sns still work properly because of the good QS on the
virtual link (the tunnel). Another exanple is that PCNis
depl oyed on the general Internet (ie, widely but not universally
depl oyed) .

o Applying the PCN mechanisms to other types of traffic, ie, beyond
inelastic traffic -- for instance, applying the PCN nmechanisns to
traffic scheduled with the Assured Forwardi ng per-hop behavi our
One exanple could be flowrate adaptation by elastic applications
that adapt according to the pre-congestion information.

o The aggregation assunption doesn’t hold, because the |ink capacity
is too low. Measurenent-based adm ssion control is |ess accurate,
with a greater risk of over-adm ssion for instance.

0 The applicability of PCN mechani snms for emergency use (911, CETS,
WPS, M.PP, etc.).

O her possibilities include:

0 Probing. This is discussed in Appendix A 1 bel ow

o0 The PCN-domain extends to the end users. This scenario is
described in [Babiarz06]. The end users need to be trusted to do
their ow policing. |If there is sufficient traffic, then the

aggregation assunption may hold. A variant is that the PCN-domain
extends out as far as the LAN edge swi tch
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o Indicating pre-congestion through signalling nessages rather than
in-band (in the formof PCN nmarked packets).

0 The decision-making functionality is at a centralised node rather
than at the PCN-boundary-nodes. This requires that the PCN
egress-node signals PCN-feedback-information to the centralised
node, and that the centralised node signals to the PCN-ingress-
node t he deci sion about adm ssion (or term nation). Such
possibility may need the centralised node and the PCN- boundary-
nodes to be configured with each other’s addresses. The
centralised case is described further in [Tsou08].

o Signalling extensions for specific protocols (eg, RSVP and NSI S)
-- for exanmple, the details of how the signalling protoco
installs the flowspec at the PCN-ingress-node for an admtted PCN-
flow, and how the signalling protocol carries the PCN-feedback-
informati on. Perhaps also for other functions such as for coping
with failure of a PCN-boundary-node ([Briscoe06] considers what
happens if RSVP is the QoS signalling protocol) and for
establishing a tunnel across the PCN-dormain if it is necessary to
carry ECN marks transparently.

o0 Policing by the PCN-i ngress-node may not be needed if the PCN\
domain can trust that the upstream network has already policed the
traffic on its behal f.

o PCN for Pseudowire. PCN may be used as a congestion avoi dance
mechani sm for edge-to-edge pseudowi re emnul ati ons [Bryant 08].

o PCN for MPLS. [RFC3270] defines howto support the Diffserv
architecture in MPLS (Multiprotocol Label Swi tching) networks.
[ RFC5129] describes how to add PCN for adm ssion control of
mcroflows into a set of MPLS aggregates. PCN-marking is done in
MPLS' s EXP field (which [ RFC5462] re-nanes the C ass of Service
(CoS) field).

o PCN for Ethernet. Simlarly, it may be possible to extend PCN
into Ethernet networks, where PCN-marking is done in the Ethernet
header. Note: Specific consideration of this extension is outside
of the IETF s remt.
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A. 1. Probing
A.1.1. Introduction
Probing is a potential nechanismto assist adm ssion control

PCN s adm ssion control, as described so far, is essentially a
reacti ve mechani sm where the PCN- egress-node nonitors the pre-
congestion level for traffic fromeach PCN-ingress-node; if the |eve
rises, then it blocks new flows on that ingress-egress-aggregate.
However, it’'s possible that an ingress-egress-aggregate carries no
traffic, and so the PCN- egress-node can’t nake an adm ssion deci sion
usi ng the usual method described earlier

One approach is to be "optimstic" and sinply admit the new fl ow.
However, it’'s possible to envisage a scenario where the traffic

| evel s on other ingress-egress-aggregates are already so high that
they’' re bl ocki ng new PCN-fl ows, and admitting a new flow onto this
"enpty" ingress-egress-aggregate adds extra traffic onto a link that
is already pre-congested. This may 'tip the balance’ so that PCN s
flow term nation mechanismis activated or sone packets are dropped.
This risk could be | essened by configuring, on each link, a
sufficient 'safety margin’ above the PCN-threshol d-rate.

An alternative approach is to make PCN a nore proactive mechani sm
The PCN-ingress-node explicitly determ nes, before admtting the
prospective new fl ow, whether the ingress-egress-aggregate can
support it. This can be seen as a "pessimstic" approach, in
contrast to the "optimsm' of the approach above. It involves
probi ng: a PCN-ingress-node generates and sends probe packets in
order to test the pre-congestion level that the fl ow would

experi ence.

One possibility is that a probe packet is just a dumry data packet,
generated by the PCN-ingress-node and addressed to the PCN egress-
node.
A.1.2. Probing Functions
The probing functions are:
o Mke the decision that probing is needed. As described above,
this is when the ingress-egress-aggregate (or the ECMP path -- see

Section 6.4) carries no PCN-traffic. An alternative is to always
probe, ie, probe before admtting any PCN-fl ow.
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o (if required) Comruni cate the request that probing is needed; the
PCN- egress-node signals to the PCN-ingress-node that probing is
needed.

o (if required) Generate probe traffic; the PCN-ingress-node
generates the probe traffic. The appropriate nunber (or rate) of
probe packets will depend on the PCN-netering algorithm for
exanpl e, an excess-traffic-netering algorithmtriggers fewer PCN-
mar ks than a threshol d-netering algorithm and so will need nore
probe packets.

o Forward probe packets; as far as PCN-interior-nodes are concerned,
probe packets are handl ed the same as (ordi nary data) PCN packets
in terms of routing, scheduling, and PCN- narking.

0 Consune probe packets; the PCN-egress-node consunes probe packets
to ensure that they don’t travel beyond the PCN-donain.

A.1.3. Discussion of Rationale for Probing, Its Downsides and Open
| ssues

It is an unresol ved question whether probing is really needed, but
two vi ewpoi nts have been put forward as to why it is useful. The
first is perhaps the nost obvious: there is no PCN-traffic on the

i ngress-egress-aggregate. The second assunmes that nultipath routing
(eg, ECWP) is running in the PCN-domain. W now consider each in
turn.

The first viewpoi nt assunes the foll ow ng:

o There is no PCN-traffic on the ingress-egress-aggregate (so a
nor mal adm ssi on deci si on cannot be nade).

o Sinply admtting the new flow has a significant risk of leading to
overl oad: packets dropped or flows term nated.

On the forner bullet, [Eardl ey07] suggests that, during the future
busy hour of a national network w th about 100 PCN boundary- nodes,
there are likely to be significant nunbers of aggregates with very
few fl ows under nearly all circunstances

The latter bullet could occur if new flows start on many of the enpty
i ngress-egress-aggregates, which together overload a link in the PCN
domain. To be a problem this would probably have to happen in a
short time period (flash crowd) because, after the reaction time of
the system other (non-enpty) ingress-egress-aggregates that pass
through the link will measure pre-congestion and so bl ock new fl ows.
Al'so, flows naturally end anyway.
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The downsi des of probing for this viewpoint are:

(o]

(o]

Probi ng adds delay to the adm ssion control process.

Sufficient probing traffic has to be generated to test the pre-
congestion |l evel of the ingress-egress-aggregate. But the probing
traffic itself may cause pre-congestion, causing other PCN-flows
to be bl ocked or even terminated -- and, in the flash crowd
scenario, there will be probing on many ingress-egress-aggregates.

The second viewpoint applies in the case where there is nultipath
routing (eg, ECWP) in the PCN-dormain. Note that ECWMP is often used

on

(1)

(2)

core networks. There are two possibilities:

If adm ssion control is based on nmeasurements of the ingress-
egress-aggregate, then the viewpoint that probing is usefu
assunes:

* There's a significant chance that the traffic is unevenly
bal anced across the ECMP pat hs and, hence, there’'s a
significant risk of admtting a flow that should be bl ocked
(because it follows an ECMP path that is pre-congested) or of
bl ocking a flow that should be adnmitted.

Not e: [ CharnyQ07-3] suggests unbal anced traffic is quite
possible, even with quite a | arge nunber of flows on a PCN-1|ink
(eg, 1000), when Assumption 3 (aggregation) is likely to be
sati sfi ed.

If adm ssion control is based on neasurenments of pre-congestion
on specific ECVWP paths, then the viewpoint that probing is
useful assunes:

* There is no PCN-traffic on the ECMP path on which to base an
adm ssi on deci si on.

* Sinply admitting the new flow has a significant risk of
| eading to overl oad.

* The PCN- egress-node can match a packet to an ECWP pat h.

Note: This is simlar to the first viewpoint and so, simlarly,
could occur in a flash crowd if a new flow starts nore or |ess
si mul t aneously on many of the enpty ECMP paths. Because there
are several ECMP paths between each pair of PCN- boundary-nodes,
it’s presunably nore likely that an ECMP path is "enpty" than an
i ngress-egress-aggregate is. To constrain the nunber of ECWP
paths, a few tunnels could be set up between each pair of PCN
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boundary-nodes. Tunnelling al so solves the issue in the point
i medi at el y above (which is otherwi se hard to sol ve because an
ECVMP routing decision is made i ndependently on each node).

The downsi des of probing for this viewpoint are:

(0]

(o]

Probi ng adds delay to the adm ssion control process.

Sufficient probing traffic has to be generated to test the pre-
congestion level of the ECMP path. But there’'s the risk that the
probing traffic itself may cause pre-congestion, causing other
PCN-fl ows to be bl ocked or even termninated.

The PCN- egress-node needs to consume the probe packets to ensure
they don’t travel beyond the PCN-domain, since they m ght confuse
the destination end node. This is non-trivial, since probe
packets are addressed to the destination end node in order to test
the relevant ECMP path (ie, they are not addressed to the PCN
egress-node, unlike the first viewpoint above).

The open issues associated with these vi ewpoints include:

(o]

What rate and pattern of probe packets does the PCN-ingress-node
need to generate so that there’'s enough traffic to make the
admi ssi on deci si on?

VWhat difficulty does the delay (whilst probing is done), and
possi bl e packet drops, cause applications?

Can the delay be alleviated by automatically and periodically
probing on the ingress-egress-aggregate? O does this add too
much over head?

Are there other ways of dealing with the flash crowd scenari 0?
For instance, by limting the rate at which new flows are

adm tted, or perhaps by a PCN egress-node bl ocking new fl ows on
its enpty ingress-egress-aggregates when its non-enpty ones are
pr e- congest ed.

(Second vi ewpoi nt only) How does the PCN-egress-node di sanbi guate
probe packets from data packets (so it can consune the forner)?
The PCN- egress-node must match the characteristic setting of
particular bits in the probe packet’s header or body, but these
bits must not be used by any PCN-interior-node’ s ECMP al gorithm
In the general case, this isn’'t possible, but it should be

possi ble for a typical ECWMP al gorithm (which exam nes the source
and destination | P addresses and port nunbers, the protocol I|D,
and the DSCP).
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