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A More Loss-Tol erant RTP Payl oad Format for MP3 Audio
Status of This Meno

Thi s document specifies an Internet standards track protocol for the
Internet community, and requests discussion and suggestions for

i mprovenents. Please refer to the current edition of the "Internet
Oficial Protocol Standards" (STD 1) for the standardi zation state
and status of this protocol. Distribution of this neno is unlimted.

Abst ract

Thi s docunent describes an RTP (Real -Time Protocol) payl oad format
for transporting MPEG (Moving Picture Experts Group) 1 or 2, |ayer
I'll audio (conmonly known as "MP3"). This format is an alternative
to that described in RFC 2250, and perforns better if there is packet
| oss. This docunment obsol etes RFC 3119, correcting typographica
errors in the "SDP usage" section and pseudo-code appendi ces.
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1. Introduction

Wil e the RTP payl oad format defined in RFC 2250 [1] is generally
applicable to all forms of MPEG audio or video, it is sub-optimal for
MPEG 1 or 2, layer IIl audio (commonly known as "MP3"). The reason
for this is that an MP3 frame is not a true "Application Data Unit"

-- it contains a back-pointer to data in earlier frames, and so
cannot be decoded i ndependently of these earlier frames. Because RFC
2250 defines that packet boundaries coincide with frame boundari es,

it handl es packet loss inefficiently when carrying MP3 data. The

| oss of an MP3 frame will render sone data in previous (or future)
franmes useless, even if they are received w thout |oss.

In this docurment, we define an alternative RTP payl oad format for MP3
audio. This format uses a data-preserving rearrangenment of the
original MPEG franes, so that packet boundaries now coincide with
true MP3 "Application Data Units", which can also (optionally) be
rearranged in an interleaving pattern. This new format is therefore
nore data efficient than RFC 2250 in the face of packet |oss.
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Ter mi nol ogy

The key words "MJST", "MJST NOT*, "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "MAY", and "OPTIONAL" in this
docunent are to be interpreted as described in RFC 2119 [2].

The Structure of MP3 Frames

In this section we give a brief overview of the structure of an MP3
franme. (For a nore detailed description, see the MPEG 1 audi o [ 3]
and MPEG 2 audio [4] specifications.)

Each MPEG audi o frame begins with a 4-byte header. Information
defined by this header includes:

- Whether the audio is MPEG 1 or MPEG 2.

- \Whether the audio is layer I, Il, or Ill. (The renmainder of this
docunent assunes layer |11, i.e., "MP3" franes.)

- Whether the audio is nono or stereo.

- \Whether or not there is a 2-byte CRC field follow ng the header.

- (indirectly) The size of the frane.

The foll owi ng structures appear after the header

- (optionally) A 2-byte Cyclic Redundancy Check (CRC) field
- A "side info" structure. This has the follow ng |ength:
- 32 bytes for MPEG 1 stereo
- 17 bytes for MPEG 1 nono, or for MPEG 2 stereo
- 9 bytes for MPEG 2 npbno
-  Encoded audio data, plus optional ancillary data (filling out the
rest of the frane)

For the purpose of this docunent, the "side info" structure is the
nost i mportant, because it defines the |ocation and size of the
"Application Data Unit" (ADU) that an MP3 decoder will process. In
particular, the "side info" structure defines:

- "main_data_begin": This is a back-pointer (in bytes) to the start
of the ADU. The back-pointer is counted fromthe beginning of the
frame, and counts only encoded audi o data and any ancillary data
(i.e., ignoring any header, CRC, or "side info" fields).

An MP3 decoder processes each ADU i ndependently. The ADUs wil |
generally vary in length, but their average length will, of course,
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be that of the of the MP3 frames (m nus the I ength of the header,
CRC, and "side info" fields). (Iln MPEG literature, this ADUis
sometines referred to as a "bit reservoir".)

4. A New Payl oad For nmat

As noted in [5], a payload format shoul d be designed so t hat packet

boundari es coincide with "codec franme boundaries" -- i.e., with ADUs.
In the RFC 2250 payl oad format for MPEG audio [1l], each RTP packet
payl oad contains MP3 franes. In this new payload format for MP3

audi o, however, each RTP packet payl oad contains "ADU franes", each
preceded by an "ADU descriptor".

4.1. ADU Franes
An "ADU frame" is defined as:

- The 4-byte MPEG header (the same as the original MP3 frane,
except that the first 11 bits are (optionally) replaced by an
"Interl eavi ng Sequence Nunber", as described in Section 7
bel ow)

- The optional 2-byte CRC field (the sane as the original MP3
frane)

- The "side info" structure (the same as the original MP3 frane)
- The conpl ete sequence of encoded audio data (and any ancillary
data) for the ADU (i.e., running fromthe start of this MP3
franme’s "mai n_dat a_begi n" back-pointer, up to the start of the

next MP3 frane's back-poi nter)

Note that there is a one-to-one mappi ng between MP3 franes and ADU
franes. Because MP3 franes are self-describing, with the bitrate
(and sanpling frequency) encoded within the 4-byte MPEG header, the
same is true for ADU franmes. Therefore, as with MP3 streans, the
bitrate can change within a stream and may be used for congestion
control

4.2. ADU Descriptors

Wthin each RTP packet payl oad, each "ADU frane" is preceded by a

1- or 2-byte "ADU descriptor”, which gives the size of the ADU and

i ndi cates whether or not this packet’'s data is a continuation of the
previ ous packet’'s data. (This occurs only when a single "ADU
descriptor” + "ADU frane" is too large to fit within an RTP packet.)
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An ADU descriptor consists of the follow ng fields:

- "C': Continuation flag (1 bit): 1, if the data follow ng the ADU
descriptor is a continuation of an ADU franme that was too
large to fit within a single RTP packet; 0 otherwi se.

- "T": Descriptor Type flag (1 bit):
Oif this is a 1-byte ADU descriptor;
1if this is a 2-byte ADU descri ptor.

- "ADU size" (6 or 14 bits): The size (in bytes) of the ADU frane
that will follow this ADU descriptor (i.e., NOT including the
size of the descriptor itself). A 2-byte ADU descri ptor
(with a 14-bit "ADU size" field) is used for ADU frame sizes
of 64 bytes or nmore. For smaller ADU franme sizes, senders
MAY alternatively use a 1-byte ADU descriptor (with a 6-bit
"ADU size" field). Receivers MJIST be able to accept an ADU
descriptor of either size.

Thus, a 1-byte ADU descriptor is formatted as foll ows:

01234567
S
| C| 0] ADU size |
S

and a 2-byte ADU descriptor is formatted as fol |l ows:

0 1

0123456789012345
e T e ik o oI S R B T
| C 1] ADU size (14 bits) |
B il s S S S S I S i

4.3. Packing Rul es

Each RTP packet payl oad begins with an "ADU descriptor", followed by
"ADU frame" data. Nornmally, this "ADU descriptor” + "ADU frane" wl|l
fit conpletely within the RTP packet. 1In this case, nore than one
successive "ADU descriptor"” + "ADU frame" MAY be packed into a single
RTP packet, provided that they all fit conpletely.

If, however, a single "ADU descriptor"” + "ADU frane" is too large to
fit wthin an RTP packet, then the "ADU frame" is split across two or
nmore successive RTP packets. Each such packet begins with an ADU
descriptor. The first packet’s descriptor has a "C' (continuation)
flag of 0; the follow ng packets’' descriptors each have a "C' flag of
1. Each descriptor, in this case, has the same "ADU size" value: the
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size of the entire "ADU frane" (not just the portion that will fit
within a single RTP packet). Each such packet (even the |ast one)
contains only one "ADU descriptor™.

4.4. RTP Header Fields

Payl oad Type: The (static) payload type 14 that was defined for
MPEG audi o [ 6] MUST NOT be used. Instead, a different, dynanic
payl oad type MJST be used -- i.e., one within the range [96..127].

M bit: This payload format defines no use for this bit. Senders
SHOULD set this bit to zero in each outgoing packet.

Timestanmp: This is a 32-bit, 90 kHz timestanp, representing the
presentation tinme of the first ADU packed w thin the packet.

4.5. Handling Received Data

Note that no information is lost by converting a sequence of MP3
franes to a correspondi ng sequence of "ADU frames", so a receiving
RTP i npl ementation can either feed the ADU franes directly to an
appropriately nodified MP3 decoder, or convert themback into a
sequence of MP3 franes, as described in Appendi x A 2 bel ow.

5. Handling Multiple MPEG Audi 0o Layers

The RTP payl oad format described here is intended only for MPEG 1 or
2, layer |1l audio ("MP3"). In contrast, layer | and |ayer Il franes
are sel f-contained, wthout a back-pointer to earlier franes.

However, it is possible (although unusual) for a sequence of audio

frames to consist of a mixture of layer IIl frames, and layer | or Il
franes. Wen such a sequence is transmitted, only layer 1l franes
are converted to ADUs; layer | or Il franes are sent "as is’ (except
for the prepending of an "ADU descriptor"). Simlarly, the receiver
of a sequence of frames -- using this payload format -- | eaves |ayer
I and Il frames untouched (after renoving the prepended "ADU
descriptor"), but converts layer Ill franes from"ADU frames" to

regul ar MP3 franmes. (Recall that each franme's layer is identified
fromits 4-byte MPEG header.)

If you are transmtting a stream consisting *only* of layer | or
layer Il frames (i.e., without any MP3 data), then there is no
benefit to using this payload format, *unless* you are using the
i nterl eavi ng mechani sm described in Section 7 bel ow.
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Frame Packetizing and Depacketi zi ng

The transm ssion of a sequence of MP3 frames takes the foll ow ng
st eps:

MP3 franes
-1-> ADU franes
-2-> interl|l eaved ADU frames
-3-> RTP packets

Step 1 is the conversion of a sequence of MP3 frames to a
correspondi ng sequence of ADU frames, and takes place as described in
Sections 3 and 4.1 above. (Note also the pseudo-code in Appendi x
Al)

Step 2 is the reordering of the sequence of ADU franmes in an
(optional) interleaving pattern, prior to packetization, as described
in section 7 below. (Note also the pseudo-code in Appendix B.1.)
Interl eaving hel ps reduce the effect of packet |oss by distributing
consecutive ADU franes over non-consecutive packets. (Note that
because of the back-pointer in MP3 franes, interleaving can be
applied -- in general -- only to ADU franes. Thus, interleaving was
not possible for RFC 2250.)

Step 3 is the packetizing of a sequence of (interleaved) ADU franes
into RTP packets -- as described in section 4.3 above. Each packet’s
RTP timestanmp is the presentation tine of the first ADU that is
packed within it. Note that if interleaving was done in step 2, the
RTP timestanps on outgoi ng packets will not necessarily be
nonot oni cal | y nondecr easi ng.

Simlarly, a sequence of received RTP packets is handl ed as foll ows:

RTP packets
-4-> RTP packets ordered by RTP sequence nunber
-5-> interl eaved ADU franes
-6-> ADU franes
-7-> MP3 franes

Step 4 is the usual sorting of incom ng RTP packets using the RTP
sequence nunber.

Step 5 is the depacketizing of ADU franes from RTP packets -- i.e.
the reverse of step 3. As part of this process, a receiver uses the
"C' (continuation) flag in the ADU descriptor to notice when an ADU
frane is split over nore than one packet (and to discard the ADU
frane entirely if one of these packets is |ost).
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Step 6 is the rearrangi ng of the sequence of ADU frames back to its
original order (except for ADU frames nissing due to packet |oss), as
described in Section 7 below. (Note also the pseudo-code in Appendi x
B.2.)

Step 7 is the conversion of the sequence of ADU franes into a
correspondi ng sequence of MP3 frames -- i.e., the reverse of step 1.
(Note al so the pseudo-code in Appendix A 2.) Wth an appropriately
nmodi fi ed MP3 decoder, an inplenentation may omt this step; instead,
it could feed ADU franmes directly to the (nodified) MP3 decoder

7. ADU Frane Interleaving

In MPEG audio frames (MPEG 1 or 2; all layers), the high-order 11
bits of the 4-byte MPEG header (’syncword’) are always all-one (i.e.,
OXFFE). When reordering a sequence of ADU franmes for transm ssion,
we reuse these 11 bits as an "Interl eaving Sequence Nunber" (1 SN)
(Upon reception, they are replaced with OXFFE once again.)

The structure of the ISNis (a,b), where:

- a==bhits 0-7: 8-bit Interleave Index (within Cycle)
- == bits 8-10: 3-bit Interleave Cycle Count

That is, the 4-byte MPEG header is reused as foll ows:

0 1 2 3
01234567890123456789012345678901
i i i T i I S i e s o o i i

| Interl eave 1dx | CycCt| The rest of the original MPEG header
R et e s i o e s i i

Exanpl e: Consider the followi ng interleave cycle (of size 8):
1,3,5,7,0,2,4,6

(This particular pattern has the property that any |loss of up to four

consecutive ADUs in the interleaved streamw |l lead to a

deinterl eaved streamwi th no gaps greater than one.) This produces

the follow ng sequence of | SNs:

(1,0) (3,0) (5,0) (7,0) (0,0) (2,0) (4,0) (6,0) (1,1) (3,1) (5,1
etc.
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So, in this exanple, a sequence of ADU franes
fofl1f2f3 f4 f51f6 f7 f8 f9 (etc.)
woul d get reordered, in step 2, into:

(1,0)f1 (3,0)f3 (5,0)f5 (7,0)f7 (0,0)f0 (2,0)f2 (4,0)f4 (6,0)f6
(1,1)f9 (3,1)f11 (5, 1)f13 (etc.)

and the reverse reordering (along with replacenent of the OXFFE)
woul d occur upon reception.

The reason for breaking the ISNinto "Interl eave Cycle Count" and
"Interl eave I ndex" (rather than just treating it as a single 11-bit
counter) is to give receivers a way of knowi ng when an ADU frame
shoul d be "rel eased’ to the ADU->MP3 conversion process (step 7
above), rather than waiting for nore interleaved ADU franes to
arrive. For instance, in the exanple above, when the receiver sees a
franme with I SN (<sonething> 1), it knows that it can rel ease al
previously seen franmes with | SN (<somet hing>, 0), even if sone other
(<sonething>, 0) frames remain m ssing due to packet | oss. An 8-bit
Interl eave Index allows interleave cycles of size up to 256

The choice of an interleaving order can be made independently of RTP
packetization. Thus, a sinple inplenentation could choose an
interleaving order first, reorder the ADU frames accordingly (step
2), then sinply pack them sequentially into RTP packets (step 3).
However, the size of ADU franes -- and thus the nunber of ADU franes
that will fit in each RTP packet -- will typically vary in size, so a
nmore optimal inplenmentation woul d conbine steps 2 and 3, by choosing
an interleaving order that better reflected the nunber of ADU franes
packed wi thin each RTP packet.

Each receiving inplenentation of this payload format MJST recogni ze
the 1SN and be able to perform deinterleaving of incomng ADU franes
(step 6). However, a sending inplenentation of this payload fornat
MAY choose not to performinterleaving -- i.e., by onmtting step 2

In this case, the high-order 11 bits in each 4-byte MPEG header woul d
remain at OxFFE. Receiving inplenentations would thus see a sequence
of identical ISNs (all OxFFE). They would handle this in the sane
way as if the Interleave Cycle Count changed with each ADU frane, by
simply rel easing the sequence of incomng ADU frames sequentially to
the ADU->MP3 conversion process (step 7), without reordering. (Note
al so the pseudo-code in Appendix B.2.)
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I ANA Consi derations
Medi a type nane: audio
Medi a subtype: npa-robust
Requi red parameters: none
Opti onal parameters: none

Encodi ng consi derati ons:
This type is defined only for transfer via RTP, as specified in

RFC 5219.

Security considerations:
See the "Security Considerations" section of RFC 5219.

Interoperability considerations:

This encoding is inconpatible with both the "audi o/ npa" and

"audi o/ npeg" nedi a types.

Publ i shed specification:

The SO IEC MPEG 1 [3] and MPEG 2 [4] audi o specifications,

RFC 5219.

Applications that use this nedia type:
Audi o streaming tools (transmitting and receiving)

Addi ti onal information: none

Person & email address to contact for further information:
Ross Fi nl ayson
finlayson@ive555. com

I nt ended usage: COVMON

Aut hor/ Change control |l er

Aut hor: Ross Fi nl ayson
Change controller: |ETF AVT Wrking G oup
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10.

11.

SDP Usage

VWhen conveying information by SDP [ 7], the encodi ng name SHALL be
"npa-robust” (the same as the nedia subtype). An exanple of the
medi a representation in SDP is:

mraudi o 49000 RTP/ AVP 121
a=rtpmap: 121 npa-r obust/ 90000

Note that the RTP tinestanp frequency MJST be 90000.
Security Considerations

If a session using this payload format is being encrypted, and
interleaving is being used, then the sender SHOULD ensure that any
change of encryption key coincides with a start of a new interl eave
cycle. Apart fromthis, the security considerations for this payl oad
format are identical to those noted for RFC 2250 [1].

Acknowl edgenent s
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of the MPEG 'syncword’ -- which would otherwi se be all-ones -- as an
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Appendi x A.  Transl ating between "MP3 Franes" and "ADU Franes"

The foll owi ng ' pseudo code’ describes how a sender using this payl oad
format can translate a sequence of regular "MP3 Franmes" to "ADU
Frames", and how a receiver can performthe reverse translation: from
"ADU Franmes" to "MP3 Franes".

We first define the follow ng abstract data structures:

Fi nl ayson

"Segnent": A record that represents either a "MP3 Frane" or an
"ADU Franme". It consists of the following fields:

"header": the 4-byte MPEG header

"header Si ze": a constant (== 4)

"sidelnfo": the "side info' structure, *including* the optiona
2-byte CRC field, if present

"sidelnfoSi ze": the size (in bytes) of the above structure
"franeData": the remaining data in this frane

"franmeDat aSi ze": the size (in bytes) of the above data
"backpointer": the value (expressed in bytes) of the
backpointer for this frame

"aduDat aSi ze": the size (in bytes) of the ADU associated with
this franme. (If the frane is already an "ADU Frane", then
adubDat aSi ze == franeDat aSi ze)

"nmp3FrameSi ze": the total size (in bytes) that this frame would
have if it were a regular "MP3 Frane". (If it is already a
"MP3 Frane", then np3FraneSi ze == header Si ze + sidel nfoSi ze +
franmeDat aSi ze) Note that this size can be derived conpletely
from "header".

"Segnent Queue": A FI FO queue of "Segnents", with operations

voi d enqueue( Segnent)

Segment dequeue()

Bool ean i sEmpty()

Segnent head()

Segnent tail ()

Segnment previous(Segnent): returns the segnent prior to a
gi ven one

Segnment next (Segment): returns the segnent after a given one
unsi gned total DataSi ze(): returns the sum of the
"franmeDat aSi ze" fields of each entry in the queue
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A. 1. Converting a Sequence of "MP3 Franmes" to a Sequence of
"ADU Fr anes"

Segnent Queue pendi ngMP3Frames; // initially enpty
while (1) {

Fi nl ayson

/'l Enqueue new MP3 Frames, until we have enough data to
/1 generate the ADU for a frane:
do {
i nt total Dat aSi zeBef ore
= pendi ngMP3Fr anes. t ot al Dat aSi ze() ;

Segnent newFranme = 'the next MP3 Frame’;
pendi ngMP3Fr ames. enqueue( hewFr ane) ;

int total DataSi zeAfter
= pendi ngMP3Fr anes. t ot al Dat aSi ze() ;
} while (total Dat aSi zeBef ore < newFr ane. backpoi nter ||
t ot al Dat aSi zeAfter < newFr ane. adubDat aSi ze) ;

/1 W now have enough data to generate the ADU for the nost
/1 recently enqueued frane (i.e., the tail of the queue).
[l (The earlier franes in the queue -- if any -- nust be
/1 discarded, as we don’'t have enough data to generate

/] their ADUs.)

Segnent tail Frane = pendi ngMP3Franes.tail ();

/1 Qutput the header and side info:
out put (t ai | Frane. header) ;
out put (tail Frane. si del nfo);

/1l Go back to the frane that contains the start of our
/1 ADU dat a:
int offset = 0;
Segnent curFranme = tail Franeg;
int prevBytes = tail Frane. backpointer;
while (prevBytes > 0) {
cur Franme = pendi ngMP3Fr anes. previ ous(cur Frane) ;
int dataHere = curFrane. f ranebDat aSi ze;
if (dataHere < prevBytes) {
prevBytes -= dat aHere;
} else {
of fset = dataHere - prevBytes;
br eak;

}

/1 Dequeue any franmes that we no | onger need:
whi | e (pendi ngMP3Franes. head() != curFrame) {
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pendi ngMP3Fr anmes. dequeue() ;
}

/1l Qutput, fromthe remaining franmes, the ADU data that
/1l we want:
int bytesToUse = tail Frame. aduDat aSi ze;
whil e (bytesToUse > 0) {
int dataHere = curFrane. franeDat aSi ze - of fset;
int bytesUsedHere
= dataHere < bytesToUse ? dataHere :
byt esToUse;

out put (" byt esUsedHere" bytes from
curFrane. franmeData, starting from"offset");

byt esToUse -= bytesUsedHere;
of fset = 0;
cur Franme = pendi ngMP3Fr anes. next (cur Frane) ;

A.2. Converting a Sequence of "ADU Franes" to a Sequence of
"MP3 Franes”

Segment Queue pendi ngADUFranes; // initially enpty
while (1) {

}

whil e (needToGet AnADU()) {
Segnent newADU = 't he next ADU Frane’;
pendi ngADUFr ames. enqueue( newADU) ;

i nsert DummyADUs| f Necessary();
}

gener at eFr anmeFr omHeadADU( ) ;

Bool ean needToGet AnADU() {

Fi nl ayson

/'l Checks whether we need to enqueue one or nore new ADUs
/'l before we have enough data to generate a frane for the
/'l head ADU.

Bool ean needToEnqueue = True;

i f (!pendi ngADUFranes. i senpty()) {
Segnment cur ADU = pendi ngADUFr anes. head() ;
i nt endO HeadFrame = cur ADU. np3Fr aneSi ze
- cur ADU. header Si ze - cur ADU. si del nf 0Si ze;
int franeOffset = 0;
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while (1) {

int endOData = frameOfset

- cur ADU. backpoi nter +
cur ADU. aduDat aSi ze;

if (endOrData >= endOf HeadFrame) {
/1 W& have enough data to generate a
[l frame.
needToEnqueue = Fal se;
br eak;

}

frameOf f set += cur ADU. np3Fr aneSi ze

- cur ADU. header Si ze

- cur ADU. si del nf 0Si ze;
if (cur ADU == pendi ngADUFranes.tail ()) break;
cur ADU = pendi ngADUFr anes. next (cur ADU) ;

}

return needToEnqueue;

}

voi d gener at eFr aneFr onHeadADU() {

Fi nl ayson

Segnment cur ADU = pendi ngADUFr anes. head() ;

/1 Qutput the header and side info:
out put (cur ADU. header) ;
out put (cur ADU. si del nf o) ;

/1 Begin by zeroing out the rest of the frame, in case the
/1 ADU data doesn’t fill it in conpletely:
i nt endOf HeadFrame = cur ADU. np3Fr aneSi ze
- cur ADU. header Si ze - cur ADU. si del nf 0Si ze;
out put (" endOf HeadFr ame" zero bytes);

/1 Fill in the frame with appropriate ADU data fromthis and
/1 subsequent ADUs:

int franmeOffset = 0;

int toOfset = 0;

while (toOfset < endOf HeadFranme) {
int startOfData = frameO fset - cur ADU. backpoi nter;
if (startOfData > endO HeadFrane) {
break; // no nore ADUs are needed

}
int endOData = startCOf Data + cur ADU. aduDat aSi ze;

if (endOrData > endOf HeadFrane) {
endOf Dat a = endOf HeadFr ane;
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}

int fronOfset;
if (startOfData <= toOfset) {
fronOfset = toOffset - startOf Dat a;
startO Data = toOf f set;
if (endOData < startOf Data) {
endOf Data = start O Dat a;

} else {
fronOrfset = 0O;

/1 | eave sone zero bytes beforehand:
toOfset = start O Dat a;

}

int bytesUsedHere = endOData - startOf Dat a;
output(starting at offset "toOffset", "bytesUsedHere"

bytes from " &cur ADU. franeDat a[fronOffset]");
toOf fset += byt esUsedHer e;

frameCOf f set += cur ADU. np3Fr aneSi ze
- cur ADU. header Si ze - cur ADU. si del nf 0Si ze;
cur ADU = pendi hgADUFr anes. next (cur ADU) ;
}

pendi ngADUFr ares. dequeue() ;
}

voi d i nsert DummyADUs| f Necessary() {
/1 The tail segrment (ADU) is assunmed to have been recently
/1 enqueued. If its backpointer would overlap the data
/1 of the previous ADU, then we need to insert one or nore
[l enpty, 'dumry’ ADUs ahead of it. (This situation
/1 should occur only if an internediate ADU was ni ssing
/[l -- e.g., due to packet |o0ss.)
while (1) {
Segnent tail ADU = pendi ngADUFranmes. tail ();
int prevADUend; // relative to the start
of the tail ADU

i f (pendi ngADUFr anmes. head() != tail ADU) {
[/l there is a previous ADU
Segnent prevADU
= pendi ngADUFr anes. previ ous(tail ADU);
pr evADUend
= prevADU. np3FraneSi ze +
pr evADU. backpoi nt er
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- prevADU. header Si ze
- prevADU. si del nf 0Si ze;
if (prevADU. aduDat aSi ze > prevADUend) {
/1 this shouldn’t happen if the
/1 previous ADU was wel | -forned
prevADUend = O;
} else {
prevADUend -= prevADU. aduDat aSi ze;

} else {
prevADUend = 0;
}

if (tail ADU. backpoi nter > prevADUend) {
[l Insert a dummy’ ADU in front of the tail.
/1 This ADU can have the sane "header" (and thus,
/1 "nmp3FranmeSi ze") as the tail ADU, but should
/1l have a "backpointer" of "prevADUend", and
/1 an "adubDat aSi ze" of zero. The sinplest
/] way to do this is to copy the "sidelnfo" from
/1 the tail ADU, replace the val ue of
/1 "main_data begin" with "prevADUend", and set
/1 all of the "part2 3 length" fields to zero.
} else {
break; // no nmore dumrmy ADUs need to be
[l inserted

}

Appendi x B. Interleaving and Deinterl eaving

The foll owi ng ' pseudo code’ describes how a sender can reorder a
sequence of "ADU Frames" according to an interleaving pattern

(step 2), and how a receiver can performthe reverse reordering (step
6) .

B.1. Interleaving a Sequence of "ADU Franes”
We first define the follow ng abstract data structures:

- "interleaveCycleSize": an integer in the range [1..256] --
"interl eaveCycle": an array, of size "interleaveCycleSize",
contai ni ng some pernutation of the integers fromthe set [0 .
interl eaveCycl eSi ze-1] e.g., if "interl eaveCycl eSi ze" == 8§,
"interl eaveCycle" mght contain: 1,3,5,7,0,2,4,6

- "inverselnterl eaveCycle": an array containing the inverse of the
perrmutation in "interl eaveCycle" -- i.e., such that
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i nterl eaveCycl e[i nversel nterl eaveCycle[i]] ==

- "ii": the current Interleave Index (initially 0)

- "icc": the current Interleave Cycle Count (initially 0)

- "aduFraneBuffer": an array, of size "interleaveCycleSize", of ADU
Frames that are awaiting packetization

while (1) {
i nt positionOf Next Frame = inverselnterl eaveCyclel[ii];
aduFr aneBuf f er [ posi ti onOf Next Frane] = the next ADU frame;
repl ace the high-order 11 bits of this frame’'s MPEG header

with (ii,icc);
/] Note: Be sure to |leave the remaining 21 bits
/] as is
if (++ii == interl eaveCycl eSize) {

/1 W’ve finished this cycle, so pass al
/1 pending frames to the packetizing step
for (int i =0; i < interleaveCycleSize; ++i) {
pass aduFraneBuffer[i] to the packetizing step;
}

ii = 0;
icc = (icc+l)9B;

B.2. Deinterleaving a Sequence of (Interleaved) "ADU Franes"
We first define the follow ng abstract data structures:

- "ii": the Interleave Index fromthe current inconing ADU frane

- "icc": the Interleave Cycle Count fromthe current incom ng ADU
franme

- "iiLastSeen": the nost recently seen Interleave Index (initially,
sonme integer *not* in the range [0..255])

- "iccLastSeen": the npbst recently seen Interleave Cycle Count
(initially, some integer *not* in the range [0..7])

- "aduFrameBuffer": an array, of size 256, of (pointers to) ADU
Frames that have just been depacketized (initially, all entries

are NULL)
while (1) {
aduFrane = the next ADU frane fromthe depacketizing step
(ii,icc) = "the high-order 11 bits of aduFrame’s MPEG

header"; "the high-order 11 bits of aduFrane’s MPEG
header"” = OxFFE
/1l Note: Be sure to |leave the remaining 21 hits
/] as is
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if (icc !'=icclLastSeen || ii == iilastSeen) {
/1 W’'ve started a new interleave cycle
/1 (or interleaving was not used). Release al
/1 pending ADU frames to the ADU->MP3 conversi on

/1 step:
for (int i =0; i < 256; ++i) {
if (aduFranmeBuffer[i] != NULL) {
rel ease aduFraneBuffer[i];
aduFraneBuffer[i] = NULL;
}
}
}
iilLastSeen = ii;
i ccLast Seen = icc;

aduFraneBuffer[ii] = aduFrane;

}
Appendi x C. Changes from RFC 3119

The primary change from RFC 3119 is to correct the encoding nanme in
the "SDP usage" section. The correct encoding nane is "npa-robust”.
Also, the term"nedia type" replaces "nminme type". Finally, sone

m nor bug fixes and clarifications were made to the (non-normative)
pseudo code in Appendi x A and Appendi x B
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