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Abstract

The transition froma pure | Pv4 network to a network where | Pv4 and

| Pv6 coexist brings a nunber of extra security considerations that
need to be taken into account when deploying | Pv6 and operating the
dual - protocol network and the associated transition nmechanisnms. This
docunent attenpts to give an overview of the various issues grouped
into three categories:

0 issues due to the IPv6 protocol itself,

0 issues due to transition mechanisns, and

0 issues due to | Pv6 depl oynent.

Davi es, et al. I nf or mati onal [ Page 1]



RFC 4942

I Pv6 Security Overview Sept enber 2007

Tabl e of Contents

1.
2.

2.

Noo

Davi es,

i et

el e

I ntroduction .
| ssues Due to IPv6 Prot ocoI

NN P
i o

N
=

N
=

N
B

e el

&

| Pv6 Protocol -Specific |ssues

1. Routing Headers and Hosts . . e
2. Routing Headers for Mbile IPv6 and Gher Pur poses .
3. Site-Scope Milticast Addresses . e e
4. 1Cwv6 and Multicast . . . e
5. Bogus Errored Packets in IClVPv6 Error Messages .
6. Anycast Traffic Identification and Security
7. Address Privacy Extensions Interact with DDoS
Def enses . .
Dynami ¢ DNS: Stat eI ess Addr ess Aut oconfl gur atl on,

Prrvacy Ext ensi ons, and SEND .

.9. Extension Headers .
.10. Fragnentati on: Reassenbly and Deep Packet

I nspection .

.11. Fragmentation Rel at ed DoS Attacks .
.12. Link-Local Addresses and Securing Nei ghbor

Di scovery

.13. Securing Rout er Advertr sements
.14. Host-to-Router Load Sharing
.15. Mbile | Pv6

| Pv4- Mapped | Pv6 Addresses
I ncreased End-to-End Transparency
1. 1Pv6 Networks w thout NATs .

. 2. Enterprrse Net wor k Security l\/t)del ferllbvé

IPv6 in | Pv6 Tunnels .

ssues Due to Transition Mechanr srrs

|
1
2
3
4.
5.
4
6
7
8
9.

2
2
2
2
3.
2. 3.
2
4.
|
1.
2.
3.

. 5.

I Pv6 Transition/Coexistence Mechani sm Specr f| C I ssues
Automati ¢ Tunneling and Relays . .

Tunneling |1 Pv6 through | Pv4 Networks May Break IPv4
Net wor k Security Assunptions . .

ssues Due to | Pv6 Depl oynent

Avoi ding the Trap of Insecure | Pv6 SerV| ce P| I ot| ng
DNS Server Probl ens . e
Addr essi ng Schemes and Securl ng Rout ers .
Consequences of Multiple Addresses in |IPv6 .

Depl oying | CVPVE . .

1. Problens Resulti ng from I CNPVG Tr ansparency

| Psec Transport Mode . e e
Reduced Functionality Devices . . .
Oper ational Factors when Enabling IPv6 in the Network
Security Issues Due to Nei ghbor Di scovery Proxies

Security Considerations
Acknowl edgenents .
Ref erences .

et

OCo~NNO OO~ D

10

10
11

14
15

16
17
18
18
19
20
20
21

23
23
23

24
26

28
28
28

30
30

31
32
32

33

al . I nf or mat i onal [ Page 2]



RFC 4942 I Pv6 Security Overview

7.1. Nornmtive References .
7.2. Informati ve References .

Appendi x A. | Pv6 Probi ng/ Mappi ng. Oon3| deratl ons

Appendi x B. | Pv6 Privacy Considerations .
B.1. Exposing MAC Addresses . .
B.2. Exposing Miultiple Devices . . .
B.3. Exposing the Site by a Stable Preflx.

Davi es, et al. I nf or mat i onal

Sept enber 2007

33
34
37
38
38
39
39

[ Page 3]



RFC 4942 I Pv6 Security Overview Sept enber 2007

1.

I nt roducti on

The transition froma pure | Pv4 network to a network where |1 Pv4 and
| Pv6 coexist brings a nunber of extra security considerations that
need to be taken into account when deploying | Pv6 and operating the
dual - protocol network with its associated transition nechanisns.
Thi s docunment attenpts to give an overview of the various issues
grouped into three categories:

0 issues due to the IPv6 protocol itself,

0 issues due to transition nmechanisns, and

0 issues due to | Pv6 depl oynent.

It is inportant to understand that deployments are unlikely to be
replacing I1Pv4 with IPv6 (in the short term, but rather will be
adding I1Pv6 to be operated in parallel with I Pv4d over a considerable
period, so that security issues with transition nmechanisns and dua
stack networks will be of ongoing concern. This extended transition
and coexi stence period stens primarily fromthe scale of the current
I Pv4 network. It is unreasonable to expect that the many nillions of
| Pv4 nodes will be converted overnight. It is nore likely that it
will take two or three capital equi prment replacenent cycles (between
nine and 15 years) for |IPv6 capabilities to spread through the
network, and many services will remain available over IPv4 only for a
significant period whilst others will be offered either just on | Pv6
or on both protocols. To maintain current |evels of service,
enterprises and service providers will need to support |Pv4 and | Pv6
in parallel for some tine.

Thi s docunent al so describes two matters that have been wongly
identified as potential security concerns for IPv6 in the past and
expl ains why they are unlikely to cause probl ens: considerations
about probi ng/ mappi ng | Pv6 addresses (Appendi x A) and consi derations
with respect to privacy in |IPv6 (Appendi x B).

| ssues Due to | Pv6 Protoco

Admi ni strators shoul d be aware that some of the rul es suggested in
this section could potentially lead to a snmall amount of legitinmate
traffic being dropped because the source has nade unusual and
arguabl y unreasonabl e choi ces when generating the packet. The |Pv6
speci fication [ RFC2460] contains a number of areas where choices are
avai |l abl e to packet originators that will result in packets that
conformto the specification but are unlikely to be the result of a
rational packet generation policy for legitimate traffic (e.qg.,
sendi ng a fragnented packet in a much | arger than necessary numnber of
smal | segnents). This docunent highlights choices that coul d be nmade
by malicious sources with the intention of damagi ng the target host
or network, and suggests rules that try to differentiate
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speci fication-conform ng packets that are legitimate traffic from
conform ng packets that may be trying to subvert the specification to
cause damage. The differentiation tries to offer a reasonable
conprom se between securing the network and passing every possible
conform ng packet. To avoid |loss of inportant traffic,

adm nistrators are advised to | og packets dropped according to these
rul es and exami ne these logs periodically to ensure that they are
havi ng the desired effect, and are not excluding traffic

i nappropriately.

The built-in flexibility of the IPv6 protocol may also lead to
changes in the boundaries between legitimate and nalicious traffic as
identified by these rules. New options may be introduced in the
future, and rules may need to be altered to all ow the new
capabilities to be (legitimately) exploited by applications. The
docunent therefore recommends that filtering needs to be configurable
to allow adnministrators the flexibility to update rul es as new pi eces
of 1 Pv6 specification are standardized.

2.1. 1Pv6 Protocol -Specific |Issues

There are significant differences between the features of IPv6 and

I Pv4: sone of these specification changes may result in potentia
security issues. Several of these issues have been discussed in
separate docunents but are sumarized here to avoid normative

ref erences that may not becone RFCs. The follow ng specification-
rel ated probl enms have been identified, but this is not necessarily a
conplete |ist.

2.1.1. Routing Headers and Hosts

Al'l 1 Pv6 nodes nmust be able to process routing headers [ RFC2460].
This RFC can be interpreted, although it is not explicitly stated, to
mean that all nodes (including hosts) nust have this processing

enabl ed. The "Requirenents for Internet Hosts" [RFCl122] pernmits

i mpl ementations to perform"local source routing", that is,
forwarding a packet with a routing header through the sanme interface
on which it was received: no restrictions are placed on this
operation even on hosts. |In conbination, these rules can result in
hosts forwarding received traffic to another node if there are
segnents left in the Routing Header when it arrives at the host.

A nunmber of potential security issues associated with this behavior
have been identified. Some of these issues have been resolved (a
separate routing header (Type 2) has been standardi zed for Mdbile

I Pv6 [ RFC3775], and | CMP Traceback has not been standardi zed), but
two issues remain:
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0 Both existing types of routing header can be used to evade access
control s based on destination addresses. This could be achieved
by sending a packet ostensibly to a publicly accessible host
address but with a routing header containing a 'forbidden’
address. |If the publicly accessible host is processing routing
headers, it will forward the packet to the destination address in
the routing header that would have been forbi dden by the packet
filters if the address had been in the destination field when the
packet was checked.

o |f the packet source address can be spoofed when using a Type O
routi ng header, the mechani smdescribed in the previous bull et
coul d be used with any host to mediate an anonymous refl ection
deni al - of -servi ce attack by having any publicly accessi bl e host
redirect the attack packets. (This attack cannot use Type 2
routi ng headers because the packet cannot be forwarded outside the
host that processes the routing header, i.e., the origina
destination of the packet.)

To counteract these threats, if a device is enforcing access controls
based on destination addresses, it needs to exam ne both the
destination address in the base | Pv6 header and any waypoi nt
destinations in a routing header that have not yet been reached by
the packet at the point where it is being checked.

Various forns of anplification attack on routers and firewalls using
the routing header could be envisaged. A sinple forminvolves
repeating the address of a waypoint several tinmes in the routing
header. More conplex fornms could involve alternating waypoi nt
addresses that would result in the packet re-transiting the router or
firewall. These attacks can be counteracted by ensuring that routing
headers do not contain the sane waypoi nt address nore than once, and
performng ingress/egress filtering to check that the source address
is appropriate to the destination: packets made to reverse their path
will fail this test.

2.1.2. Routing Headers for Mdbile IPv6 and O her Purposes

In addition to the basic Routing Header (Type 0), which is intended
to influence the trajectory of a packet through a network by

speci fying a sequence of router waypoints, Routing Header (Type 2)
has been defined as part of the Mbile IPv6 specifications in

[ RFC3775]. The Type 2 Routing Header is intended for use by hosts to
handl e *interface |ocal’ forwardi ng needed when packets are sent to
the care-of address of a mobile node that is away fromits hone

addr ess.
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It is inmportant that nodes treat the different types of routing
header appropriately. It should be possible to apply separate
filtering rules to the different types of Routing Header. By design,
hosts nmust process Type 2 Routing Headers to support Mobile | Pv6 but
routers should not: to avoid the issues in Section 2.1.1, it may be
desirable to forbid or lint the processing of Type 0 Routing Headers
in hosts and sone routers.

Routi ng Headers are an extrenely powerful and general capability.
Al ternative future uses of Routing Headers need to be carefully
assessed to ensure that they do not open new avenues of attack that
can be expl oited.

2.1.3. Site-Scope Milticast Addresses

| Pv6 supports nulticast addresses with site scope that can
potentially allow an attacker to identify certain inportant resources
on the site if msused.

Particul ar exanples are the "all routers’ (FF05::2) and 'all Dynamc
Host Configuration Protocol (DHCP) servers’ (FF05::1:3) addresses
defined in [RFC2375]. An attacker that is able to infiltrate a
message destined for these addresses on to the site will potentially
receive in return information identifying key resources on the site.
This information can then be the target of directed attacks ranging
fromsinple flooding to nore specific mechani snms designed to subvert
t he device

Sone of these addresses have current legitimte uses within a site.
The risk can be nininized by ensuring that all firewalls and site
boundary routers are configured to drop packets with site-scope
destination addresses. Al so, nodes should not join multicast groups
for which there is no legitimate use on the site, and site routers
shoul d be configured to drop packets directed to these unused

addr esses.

2.1.4. 1Cwv6 and Mil ticast

It is possible to | aunch a Deni al -of - Servi ce (DoS) attack using | Pv6
that could be anplified by the nulticast infrastructure.

Unlike ICWP for IPv4, |CVMPv6 [ RFC4443] allows error notification

responses to be sent when certain unprocessabl e packets are sent to
mul ti cast addresses.
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The cases in which responses are sent are:

0 The received packet is longer than the next |ink Maxi mum
Transm ssion Unit (MIU): 'Packet Too Big' responses are needed to
support Path MIU Di scovery for nulticast traffic.

0 The received packet contains an unrecogni zed option in a hop-by-
hop or destination options extension header with the first two
bits of the option type set to binary 10" : ’Paraneter Probl em
responses are intended to informthe source that sone or all of
the recipients cannot handl e the option in question

If an attacker can craft a suitable packet sent to a multicast
destination, it may be possible to elicit multiple responses directed
at the victim (the spoofed source of the nmulticast packet). On the
ot her hand, the use of 'reverse path forwarding’ checks (to elimnate
| oops in nmulticast forwarding) automatically limts the range of
addresses that can be spoof ed.

In practice, an attack using oversize packets is unlikely to cause
much anplification unless the attacker is able to carefully tune the
packet size to exploit a network with smaller MU in the edge than
the core. Simlarly, a packet with an unrecogni zed hop-by-hop option
woul d be dropped by the first router without resulting in nultiple
responses. However, a packet with an unrecogni zed destination option
coul d generate multiple responses.

In addition to anplification, this kind of attack would potentially
consune | arge ampunts of forwarding state resources in routers on
mul ti cast - enabl ed net wor ks.

2.1.5. Bogus Errored Packets in |ICvWPv6 Error Messages

Apart fromthe spurious |oad on the network, routers, and hosts,
bogus | CMPv6 error nessages (types 0 to 127) containing a spoofed
errored packet can inpact higher-layer protocols when the alleged
errored packet is referred to the higher |ayer at the destination of
the 1 COvWPv6 packet [RFC4443]. The potentially damagi ng effects on TCP
connections, and sone ways to nmitigate the threats, are docunented in
[ 1 CVP- ATT] .

Speci fic counterneasures for particular higher-layer protocols are
beyond the scope of this docunent, but firewalls may be able to help
counter the threat by inspecting the alleged errored packet enbedded
in the |CMPv6 error nessage. Measures to mitigate the threat

i ncl ude:
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2

1.

0 The receiving host should test that the enbedded packet is all or
part of a packet that was transnmitted by the host.

o The firewall may be able to test that the enbedded packet contains
addresses that woul d have been legitimate (i.e., would have passed
ingress/egress filtering) for a packet sent fromthe receiving
host, but the possibility of asynmmetric routing of the outgoing
and returni ng packets may prevent this sort of test dependi ng on
the topol ogy of the network, the location of the firewall, and
whet her state synchroni zation between firewalls is in use.

o If the firewall is stateful and the test is not prevented by
asymetric routing, the firewall may also be able to check that
the enbedded packet is all or part of a packet that recently
transited the firewall in the opposite direction

o Firewalls and destination hosts should be suspicious of |CWMPv6
error nessages with unnecessarily truncated errored packets (e.g.,
those that only carry the address fields of the |IPv6 base header).
The specification of 1CMPv6 requires that error nessages carry as
much of the errored packet as possible (unlike I1CVWP for |Pv4 which
requires only a mninumanount of the errored packet) and | Pv6
net wor ks nust have a guaranteed m ni rum MTU of 1280 octets.
Accordingly, the ICwWv6 nessage should nornmally carry all the
header fields of the errored packet, together with a significant
anount of the payload, in order to allow robust conparison agai nst
t he out goi ng packet .

6. Anycast Traffic Identification and Security

I Pv6 introduces the notion of anycast addresses and services.
Oiginally the I Pv6 standards disallowed using an anycast address as
the source address of a packet. Responses from an anycast server
woul d therefore supply a unicast address for the respondi ng server.
To avoi d exposi ng know edge about the internal structure of the
network, it is recommended that anycast servers now take advantage of
the ability to return responses with the anycast address as the
source address if possible.

If the server needs to use a unicast address for any reason, it may
be desirable to consider using specialized addresses for anycast
servers, which are not used for any other part of the network, to
restrict the informati on exposed. Alternatively, operators may w sh
to restrict the use of anycast services from outside the domain, thus
requiring firewalls to filter anycast requests. For this purpose,
firewalls need to know whi ch addresses are being used for anycast
services: these addresses are arbitrary and not distinguishable from
any other |Pv6 unicast address by structure or pattern.
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One particular class of anycast addresses that should be given
special attention is the set of Subnet-Router anycast addresses
defined in "I P Version 6 Addressing Architecture"” [RFC4291]. A
routers are required to support these addresses for all subnets for
whi ch they have interfaces. For nobst subnets using gl obal unicast
addresses, filtering anycast requests to these addresses can be
achi eved by dropping packets with the lower 64 bits (the Interface
Identifier) set to all zeros.

2.1.7. Address Privacy Extensions Interact with DDoS Def enses

The purpose of the privacy extensions for statel ess address

aut oconfiguration [RFC4941] is to change the interface identifier
(and hence the gl obal scope addresses generated fromit) fromtine to
time. By varying the addresses used, eavesdroppers and ot her
information collectors find it nore difficult to identify which
transactions actually relate to a specific node.

A security issue may result fromthis if the frequency of node
address change is sufficiently great to achieve the intended ai m of
the privacy extensions: with a relatively high rate of change, the
observed behavi or has sonme characteristics of a node or nodes
involved in a Distributed Denial -of-Service (DDoS) attack. It should
be noted, however, that addresses created in this way are

topol ogically correct and that the other characteristics of the
traffic may reveal that there is no malicious intent.

This issue can be addressed in nobst cases by tuning the rate of
change in an appropriate nanner.

Note that even if a node is well behaved, a change in the address
could nmake it harder for a security adnministrator to define an
addr ess-based policy rule (e.g., access control list). However,
nodes that enploy privacy addresses do not have to use themfor al
communi cati ons.

2.1.8. Dynami c DNS: Statel ess Address Autoconfiguration, Privacy
Ext ensi ons, and SEND

The introduction of Stateless Address Autoconfiguration (SLAAC

[ RFC2462] with I Pv6 provides an additional challenge to the security
of Dynam c Dormai n Name System (DDNS). Wth manual addressing or the
use of DHCP, the nunber of security associations that need to be

mai ntai ned to secure access to the Domain Nane Service (DNS) server
is limted, assum ng any necessary updates are carried out by the
DHCP server. This is true equally for 1Pv4 and | Pv6.
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Si nce SLAAC does not make use of a single and potentially trusted
DHCP server, but depends on the node obtaining the address, securing
the insertion of updates into DDNS may need a security association
bet ween each node and the DDNS server. This is discussed further in
[ RFC4472] .

Using the Privacy Extensions to SLAAC [ RFC4941] mmy significantly
increase the rate of updates of DDNS. Even if a node using the
Privacy Extensions does not publish its address for 'forward | ookup
(as that would effectively conprom se the privacy that it is
seeking), it may still need to update the reverse DNS records. |If
the reverse DNS records are not updated, servers that performreverse
DNS checks will not accept connections fromthe node and it will not
be possible to gain access to I P Security (IPsec) keying materia
stored in DNS [ RFC4025]. If the rate of change needed to achieve
real privacy has to be increased (see Section 2.1.7), the update rate
for DDNS may be excessi ve.

Simlarly, the cryptographically generated addresses used by SEND

[ RFC3971] are expected to be periodically regenerated in line with
recomrendations for maxi mumkey lifetines. This regeneration could
al so inpose a significant extra | oad on DDNS

2.1.9. Extension Headers

A number of security issues relating to |IPv6 Extension headers have
been identified. Several of these are a result of ambiguous or
i nconpl ete specification in the base | Pv6 specification [ RFC2460].

2.1.9.1. Processing Extension Headers in M ddl eboxes

In 1 Pv4, deep packet inspection techniques are used to inplenent
policing and filtering both as part of routers and in m ddl eboxes
such as firewalls. Fully extending these techniques to | Pv6 would
require inspection of all the extension headers in a packet. This is
essential to ensure that policy constraints on the use of certain
headers and options are enforced and to renove, at the earliest
opportunity, packets containing potentially damagi ng unknown opti ons.

Thi s requirement appears to conflict with Section 4 of the IPv6
specification in [ RFC2460] which requires that only hop-by-hop
options are processed at any node through whi ch the packet passes
until the packet reaches the appropriate destination (either the
final destination or a routing header waypoint).

Al so, [RFC2460] forbids processing the headers other than in the
order in which they appear in the packet.
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A further anbiguity relates to whether an internedi ate node shoul d

di scard a packet that contains a header or destination option which
it does not recognize. |If the rules above are followed slavishly, it
is not (or may not be) legitimate for the internedi ate node to

di scard the packet because it should not be processing those headers
or options.

Therefore, [RFC2460] does not appear to take account of the behavior
of m ddl eboxes and ot her non-final destinations that may be

i nspecting the packet, and thereby potentially limts the security
protection of these boxes. Firewall vendors and adm nistrators nmay
choose to ignore these rules in order to provide enhanced security as
this does not appear to have any serious consequences with the
currently defined set of extensions. However, administrators should
be aware that future extensions mght require different treatnent.

2.1.9.2. Processing Extension Header Chains

There is a further problemfor niddl eboxes that want to exani ne the
transport headers that are located at the end of the |Pv6 header
chain. In order to |locate the transport header or other protoco
data unit, the node has to parse the header chain.

The 1 Pv6 specification [ RFC2460] does not mandate the use of the
Type-Lengt h-Value (TLV) format with a fixed layout for the start of
each header although it is used for the majority of headers currently
defined. (Only the Type field is guaranteed in size and offset.)

Therefore, a m ddl ebox cannot guarantee to be able to process header
chains that may contain headers defined after the box was
manufactured. As discussed further in Section 2.1.9.3, niddl eboxes
ought not to have to know the detailed |ayout of all header types in
use but still need to be able to skip over such headers to find the
transport payload start. |If this is not possible, it either linmts
the security policy that can be applied in firewalls or makes it
difficult to depl oy new extension header types.

At the time of witing, only the Fragnent Header does not fully
conformto the TLV format used for other extension headers. In
practice, many firewalls reconstruct fragnented packets before
perform ng deep packet inspection, so this divergence is |less
problematic than it night have been, and is at |east partially
justified because the full header chain is not present in al
fragments.
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Hop- by- hop and destination options may al so contai n unknown opti ons.
However, the options are required to be encoded in TLV format so that
i nt ermedi at e nodes can skip over them during processing, unlike the
encl osi ng extensi on headers.

2.1.9.3. Unknown Headers/Destination Options and Security Policy

A strict security policy might dictate that packets containing either
unknown headers or destination options are discarded by firewalls or
other filters. This requires the firewall to process the whol e

ext ensi on header chain, which nay be currently in conflict with the

| Pv6 specification as discussed in Section 2.1.9.1

Even if the firewall does inspect the whol e header chain, it may not
be sensible to discard packets with itenms unrecogni zed by the
firewall: the internedi ate node has no know edge of which options and
headers are inplenented in the destination node and | Pv6 has been

del i berately designed to be extensible through addi ng new header
options. This poses a dilemma for firewall adninistrators. On the
one hand, adnmitting packets with 'unknown’ options is a security

ri sk, but dropping them may di sable a useful new extension. The best
conprom se appears to be to select firewalls that provide a
configurabl e discard policy based on the types of the extensions.
Then, if a new extension is standardi zed, admi nistrators can
reconfigure firewalls to pass packets with legitinate itens that they
woul d ot herwi se not recogni ze because their hardware or software is
not aware of a new definition. Provided that the new extensions
conformto the TLV | ayout followed by current extensions, the
firewall would not need detail ed know edge of the function or |ayout
of the extension header

2.1.9.4. Excessive Hop-by-Hop Options

| Pv6 does not limt the nunber of hop-by-hop options that can be
present in a hop-by-hop option header, and any option can appear
multiple tines. The lack of a linit and the provision of
extensibility bits that force nodes to ignore classes of options that
they do not understand can be used to mount denial -of -service attacks
affecting all nodes on a path. A packet with |arge numbers of
unknown hop-by-hop options will be processed at every node through
which it is forwarded, consum ng significant resources to determ ne
what action should be taken for each option. Current options with
the exception of Padl and PadN shoul d not appear nore than once so
that packets with inappropriately repeated opti ons can be dropped.
However, keeping track of which options have been seen adds
complexity to firewalls and may not apply to future extensions. See
Section 2.1.9.3 for a discussion of the advisability of dropping
packets with unknown options in firewalls.
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2.1.9.5. Msuse of Padl and PadN Opti ons

I Pv6 allows multiple padding options of arbitrary sizes to be placed
in both Hop-by-Hop and Destination option headers.

PadN options are required to contain zero octets as 'payload’; there

is, however, no incentive for receivers to check this. It may
therefore be possible to use the ’'payl oad’ of padding options as a
covert channel. Firewalls and receiving hosts should actively check

that PadN only has zero octets in its ’'payl oad

There is no legitinmate reason for paddi ng beyond the next eight octet
boundary since the whol e option header is aligned on an ei ght-octet
boundary but cannot be guaranteed to be on a 16 (or hi gher power of
two) -octet boundary. The IPv6 specification allows nultiple Padl and
PadN options to be conbined in any way that the source chooses to
make up the required padding. Reasonabl e design choi ces woul d appear
to be using however many Padl options (i.e., zero octets) are needed
or using a single PadN option of the required size (fromtwo up to
seven octets). Administrators should consider at |east |ogging
unusual padding patterns, and may consi der dropping packets that
contain unusual patterns if they are certain of expected source
behavi or.

2.1.9.6. Overuse of Router Alert Option

The 1 Pv6 router alert option specifies a hop-by-hop option that, if
present, signals the router to take a closer | ook at the packet.
This can be used for denial-of-service attacks. By sending a | arge
nunber of packets containing a router alert option, an attacker can
depl ete the processor cycles on the routers available to legitimte
traffic.

2.1.10. Fragnmentation: Reassenbly and Deep Packet Inspection

The current specifications of |IPv6 in [ RFC2460] do not mandate any
m ni mum packet size for the fragments of a packet before the | ast
one, except for the need to carry the unfragmentable part in all
fragments.

The unfragnmentabl e part does not include the transport port nunbers,
so it is possible that the first fragnent does not contain sufficient
information to carry out deep packet inspection involving the port
number s.
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Packets with overlapping fragnents are considered to be a mgjor
security risk, but the reassenbly rules for fragnented packets in

[ RFC2460] do not mandate behavior that would mnimze the effects of
overl appi ng fragnents.

In order to ensure that deep packet inspection can be carried out
correctly on fragnented packets, many firewalls and other nodes that
use deep packet inspection will collect the fragnents and reassenbl e
the packet before examining it. Depending on the inplenentation of
packet reassenbly and the treatnment of packet fragnents in these
nodes, the specification issues nentioned potentially |eave |Pv6 open
to the sort of attacks described in [ RFC1858] and [ RFC3128] for | Pv4.

The followi ng steps can be taken to mtigate these threats:

0 Although permtted in [ RFC2460], there is no reason for a source
to generate overl appi ng packet fragnents, and overlaps coul d be
prohibited in a future revision of the protocol specification
Firewal | s should drop all packets with overlapped fragnents:
certain inplenmentations both in firewalls and other nodes al ready
drop such packets.

0 Specifying a mninmmsize for packet fragnments does not help in
the sane way as it does for |Pv4 because | Pv6 extension headers
can be made to appear very long: an attacker could insert one or
mor e undefined destination options with long | engths and the
"ignore if unknown’ bit set. G ven the guaranteed m ni mrum MIU of
I Pv6, it seens reasonable that hosts should be able to ensure that
the transport port nunbers are in the first fragnent in al nost al
cases and that deep packet inspection should be very suspicious of
first fragments that do not contain them (see also the discussion
of fragment sizes in Section 2.1.11).

2.1.11. Fragnmentation Related DoS Attacks

Packet reassenmbly in I Pv6 hosts al so opens up the possibility of
various fragment-related security attacks. Some of these are

anal ogous to attacks identified for 1Pv4. O particular concern is a
DoS attack based on sending | arge nunbers of small fragnents w thout
a termnating |ast fragnent that would potentially overload the
reconstruction buffers and consune | arge anounts of CPU resources.

Mandati ng the size of packet fragments could reduce the inpact of
this kind of attack by limting the rate at which fragnments could
arrive and limting the nunber of fragnents that need to be
processed, but this is not currently specified by the | Pv6 standard.
In practice, reasonabl e design choices in protocol stacks are likely
to either maximze the size of all fragnments except the final one
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using the path MIU (nost |ikely choice), or distribute the data
evenly in the required m ni num nunber of fragments. |In either case,
the smal |l est non-final fragment would be at |east half the guaranteed
m ni mum MIU (640 octets) -- the worst case arises when a payload is
just too large for a single packet and is divided approxi mately
equal Iy between two packets. Adm nistrators shoul d consider
configuring firewalls and hosts to drop non-final fragnents snaller
than 640 octets.

2.1.12. Link-Local Addresses and Securing Nei ghbor D scovery

Al IPv6 nodes are required to configure a link-local address on each
interface. This address is used to comunicate with other nodes
directly connected to the link accessed via the interface, especially
during the nei ghbor discovery and autoconfiguration processes. Link-
| ocal addresses are fundanental to the operation of the Nei ghbor

Di scovery Protocol (NDP) [RFC2461] and Statel ess Address

Aut oconfiguration (SLAAC) [RFC2462]. NDP also provides the
functionality of associating link-layer and | P addresses provided by
the Address Resolution Protocol (ARP) in |Pv4 networks.

The standard version of NDP is subject to a nunber of security
threats related to ARP spoofing attacks on I Pv4. These threats are
docunented in [ RFC3756], and nmechanisns to conbat them are specified
in SEcure Nei ghbor Discovery (SEND) [ RFC3971]. SEND is an optiona
mechanismthat is particularly applicable to wireless and ot her
environments where it is difficult to physically secure the |ink

Because the link-1local address can, by default, be acquired wi thout
external intervention or control, it allows an attacker to commence
conmuni cation on the link w thout needing to acquire information
about the address prefixes in use or comunicate with any authorities
on the link. This feature gives a nalicious node the opportunity to
mount an attack on any other node that is attached to this link; this
vulnerability exists in addition to possible direct attacks on NDP

Li nk-1 ocal addresses nay also facilitate the unauthorized use of the
Iink bandwi dth (' bandwi dth theft’) to communi cate with anot her

unaut hori zed node on the same |ink

The vulnerabilities of I1Pv6 |ink-1ocal addresses in NDP can be
mtigated in several ways. A general solution will require

o authenticating the link-1ayer connectivity, for exanple, by using
| EEE 802. 1X functionality [|EEE. 802-1X] or physical security, and

0 using SEcure Nei ghbor Discovery (SEND) to create a

cryptographically generated |ink-1ocal address (as described in
[RFC3971]) that is tied to the authenticated |ink-1ayer address.
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This solution would be particularly appropriate in wireless LAN

depl oynents where it is difficult to physically secure the
infrastructure, but it may not be considered necessary in wred
environments where the physical infrastructure can be kept secure by
ot her neans.

Limting the potentiality for abuse of |ink-local addresses in
general packet exchanges is nore problematic because there may be

ci rcunst ances, such as isol ated networks, where usage is appropriate
and di scrimnation between use and abuse requires conplex filtering
rul es which have to be inplenented on hosts. The risk of msuse may
be deened too snall conpared with the effort needed to control it,
but special attention should be paid to tunnel end-points (see 2.4,
3.2, and 3.3).

Any filtering has to be provided by a host-based or bridging
firewall. 1In general, link-local addresses are expected to be used
by applications that are witten to deal with specific interfaces and
links. Typically these applications are used for control and
managenment. A node which is attached to nultiple links has to dea
with the potentially overlapping |link-1ocal address spaces associ ated
with these links. 1Pv6 provides for this through zone identifiers
that are used to discrimnate between the different address scopes

[ RFC4007] and the scope identifier that can be associated with a
socket address structure [RFC3493]. Mst users are unfanmiliar with
these issues and general purpose applications are not intended to
handl e this kind of discrimnation. |ink-local addresses are not
nornmal |y used with the Domain Nane System (DNS), and DNS cannot
supply zone identifiers. |If it is considered necessary to prevent
the use of |ink-local addresses by means other than control and
managemrment protocols, administrators may wish to consider limting
the protocols that can be used with link-1ocal addresses. At a

m ninmum | CMPv6 and any intra-domain routing protocol in use (such as
Qpen Shortest Path First (OSPF) or Routing Information Protoco

(RIP)) need to be allowed, but other protocols nmay al so be needed.
RIP illustrates the conplexity of the filtering problem its nessages
are encapsul ated as User Datagram Protocol (UDP) payl oads, and
filtering needs to distinguish RIP nessages addressed to UDP port 521
from ot her UDP nmessages.

2.1.13. Securing Router Advertisenents

As part of the Nei ghbor D scovery process, routers on a link
advertise their capabilities in Router Advertisenent nessages. The
versi on of NDP defined in [ RFC2461] does not protect the integrity of
these nessages or validate the assertions nmade in the nessages with
the result that any node that connects to the link can naliciously
claimto offer routing services that it will not fulfill, and
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advertise inappropriate prefixes and paraneters. These threats have
been docunented in [ RFC3756].

A malicious node may also be able to carry out a DoS attack by
deprecating an established valid prefix (by advertising it with a
zero lifetinme). Simlar DoS attacks are possible if the optiona
Rout er Sel ection mechanismis inplenmented as described in the
security considerations of [RFC4191].

SEND [ RFC3971] can be used to provide verification that routers are
aut horized to provide the services they advertise through a
certificate-based nechanism This capability of SEND is al so
particularly appropriate for wirel ess environments where clients are
reliant on the assertions of the routers rather than a physically
secured connecti on.

2.1.14. Host-to-Router Load Sharing

If a host deploys the optional host-to-router |oad-sharing mechani sm
[ RFC4311], a nmalicious application could carry out a DoS attack on
one or nmore of the |oad-sharing routers if the application is able to
use knowl edge of the | oad-sharing algorithmto synthesize traffic
that subverts the | oad-sharing algorithmand directs a | arge vol une
of bogus traffic towards a subset of the routers. The likelihood of
such an attack can be reduced if the inplenmentation uses a
sufficiently sophisticated | oad sharing al gorithmas described in the
security considerations of [RFC4311].

2.1.15. Mbile IPv6

Mobile I Pv6 offers significantly enhanced security conpared with
Mobil e | Pv4 especially when using optim zed routing and car e- of
addresses. Return routability checks are used to provide relatively
robust assurance that the different addresses that a nobile node uses
as it noves through the network do indeed all refer to the sane node.
The threats and solutions are described in [ RFC3775], and a nore

ext ensi ve di scussion of the security aspects of the design can be
found in [ RFC4225].

2.1.15.1. (bsolete Hone Address Option in Mbile | Pve

The Hone Address option specified in early versions of Mbile |IPv6
woul d have allowed a trivial source spoofing attack: hosts were
required to substitute the source address of inconm ng packets with
the address in the option, thereby potentially evadi ng checks on the
packet source address. The version of Mbile I Pv6 as standardized in
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[ RFC3775] has renoved this issue by ensuring that the Hone Address
destination option is only processed if there is a correspondi ng
bi ndi ng cache entry and securing Bi ndi ng Update nessages.

A nunber of pre-standard inplenmentations of Mbile |Pv6 were
avai |l abl e that inplenmented this obsolete and i nsecure option: care
shoul d be taken to avoid running such obsol ete systens.

2.2. | Pv4-Mapped | Pv6 Addresses

Over |l oaded functionality is always a doubl e-edged sword: it may yield
sonme depl oynent benefits, but often also incurs the price that cones
with ambiguity.

One exanpl e of such is |IPv4-mapped | Pv6 addresses (::ffff/96): a
representation of an | Pv4 address as an | Pv6 address inside an
operating systemas defined in [RFC3493]. Since the origina
specification, the use of |Pv4-mapped addresses has been extended to
a transition mechanism Stateless |IP/ICMP Translation algorithm
(SII'T) [RFC2765], where they are potentially used in the addresses of
packets on the wre.

Therefore, it becones difficult to unambi guously discern whether an

| Pv4 mapped address is really an | Pv4 address represented in the | Pv6
address format (basic APl behavior) *or* an | Pv6 address received
fromthe wire (which may be subject to address forgery, etc.). (SIIT
behavior). The security issues that arise fromthe anbi guous
behavi or when | Pv4- mapped addresses are used on the wire include:

o If an attacker transmits an | Pv6 packet with ::ffff:127.0.0.1 in
the 1 Pv6 source address field, he mght be able to bypass a node’s
access controls by deceiving applications into believing that the
packet is fromthe node itself (specifically, the |IPv4d | oopback
address, 127.0.0.1). The same attack nmight be perforned using the
node’'s |1 Pv4 interface address instead.

o |If an attacker transmits an | Pv6 packet with | Pv4-nmapped addresses
in the | Pv6 destination address field corresponding to | Pv4
addresses inside a site’'s security perimeter (e.g., ::ffff:
10.1.1.1), he might be able to bypass | Pv4 packet filtering rules
and traverse a site's firewall.

o |If an attacker transmits an | Pv6 packet with | Pv4-nmapped addresses
in the |Pv6 source and destination fields to a protocol that swaps
| Pv6 source and destination addresses, he might be able to use a
node as a proxy for certain types of attacks. For exanple, this
m ght be used to construct broadcast nultiplication and proxy TCP
port scan attacks.
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In addition, special cases |like these, while giving depl oynent
benefits in some areas, require a considerabl e anount of code
complexity (e.g., in the inplenentations of bind() systemcalls and
reverse DNS | ookups) that is probably undesirable but can be managed
in this case

In practice, although the packet translation nmechanisnms of SIIT are
specified for use in "Network Address Translator - Protoco

Transl ator (NAT-PT)" [RFC2766], NAT-PT uses a nechani smdifferent
from I Pv4-mapped | Pv6 addresses for conmunicating enbedded | Pv4d
addresses in | Pv6 addresses. Also, SIIT is not recormended for use
as a standal one transition mechanism Gven the issues that have
been identified, it seens appropriate that napped addresses shoul d
not be used on the wire. However, changing application behavi or by
deprecating the use of mapped addresses in the operating system
interface woul d have significant inpact on application porting

met hods as described in [RFC4038], and it is expected that |Pv4-
mapped | Pv6 addresses will continue to be used within the APl to aid
application portability.

Usi ng the basic APl behavior has some security inplications in that
it adds additional conplexity to address-based access controls. The
mai n i ssue that arises is that an | Pv6 (AF_INET6) socket will accept
| Pv4 packets even if the node has no | Pv4 (AF_INET) sockets open
This has to be taken into account by application devel opers and may
allow a malicious | Pv4d peer to access a service even if there are no
open | Pv4 sockets. This violates the security principle of "|east
surprise".

2.3. Increased End-to-End Transparency

One of the major design ainms of |Pv6 has been to maintain the
original IP architectural concept of end-to-end transparency.
Transparency can hel p foster technol ogical innovation in areas such
as peer-to-peer communication, but nmaintaining the security of the
network at the sane tine requires sone nodifications in the network
architecture. Utimtely, it is also likely to need changes in the
security nodel as compared with the nornms for |Pv4 networks

2.3.1. [1Pv6 Networks wi thout NATs

The necessity of introducing Network Address Translators (NATs) into
| Pv4 networks, resulting froma shortage of |Pv4 addresses, has
renoved the end-to-end transparency of mpbst |Pv4 connections: the use
of IPv6 would restore this transparency. However, the use of NATs,
and the associated private addressing schenes, has becone

i nappropriately linked to the provision of security in enterprise
networks. The restored end-to-end transparency of |Pv6 networks can
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therefore be seen as a threat by poorly inforned enterprise network
managers. Some seemto want to limt the end-to-end capabilities of
I Pv6, for exanple by deploying private, |ocal addressing and
translators, even when it is not necessary because of the abundance
of 1 Pv6 addresses.

Recommendati ons for designing an | Pv6 network to neet the perceived
security and connectivity requirenents inplicit in the current usage
of I Pv4 NATs whil st maintaining the advantages of |Pv6 end-to-end
transparency are described in "IP Version 6 Network Architecture
Protection" [ RFC4864].

2.3.2. Enterprise Network Security Mdel for |Pv6

The favored nodel for enterprise network security in |IPv4d stresses
the use of a security perineter policed by autononous firewalls and
incorporating the NATs. Both perineter firewalls and NATs introduce
asymetry and reduce the transparency of conmunications through these
perineters. The symetric bidirectionality and transparency that are
extolled as virtues of 1Pv6 may seemto be at odds with this nodel
Consequently, network managers may even see them as undesirable
attributes, in conflict with their need to control threats to and
attacks on the networks they adm nister.

It is worth noting that | Pv6 does not *require* end-to-end
connectivity. It merely provides end-to-end addressability; the
connectivity can still be controlled using firewalls (or other
mechani sns), and it is indeed wise to do so

A nunber of matters indicate that | Pv6 networks should migrate
towards an inproved security nodel, which will increase the overal
security of the network while at the same time facilitating end-to-
end conmuni cati on

0 |Increased usage of end-to-end security especially at the network
| ayer. |1Pv6 nmandates the provision of |Psec capability in all
nodes, and increasing usage of end-to-end security is a challenge
to current autonomous firewalls that are unable to perform deep
packet inspection on encrypted packets. It is also inconpatible
wi th NATs because they nodify the packets, even when packets are
only authenticated rather than encrypted.

0o Acknow edgenent that over-reliance on the perimeter nodel is
potentially dangerous. An attacker who can penetrate today’s
perineters will have free rein within the perineter, in nmany
cases. Also a successful attack will generally allow the attacker
to capture information or resources and nmake use of them
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0 Devel oprment of mechani sms such as ' Trusted Conputing [ TCGARCH]
that will increase the level of trust that network managers are
able to place on hosts.

0 Devel opnent of centralized security policy repositories and secure
di stribution nmechanisnms that, in conjunction with trusted hosts,
will allow network nmanagers to place nore reliance on security
mechani sms at the end-points. The mechanisnms are likely to
i ncl ude end-node firewal ling and intrusion detection systenms as
wel | as secure protocols that allow end-points to influence the
behavi or of perineter security devices.

0 Review of the role of perimeter devices with increased enphasis on
i ntrusion detection, and network resource protection and
coordi nation to thwart distributed denial-of-service attacks

Several of the technol ogies required to support an enhanced security

nmodel are still under devel opnent, including secure protocols to
all ow end-points to control firewalls: the conplete security nodel
utilizing these technol ogies is now emerging but still requires sone

devel opnent.

In the neantine, initial deploynents will need to nmake use of simlar
firewalling and intrusion detection techniques to IPv4 that may limt
end-to-end transparency tenporarily, but should be prepared to use
the new security nmodel as it devel ops and avoid the use of NATs by
the use of the architectural techniques described in [RFC4864]. In
particul ar, using NAT-PT [ RFC2766] as a general purpose transition
mechani sm shoul d be avoided as it is likely to lint the exploitation
of end-to-end security and other | Pv6 capabilities in the future as
expl ai ned in [ RFC4966] .

2. 4. |Pv6 in | Pv6 Tunnel s

IPv6 in IPv6 tunnels can be used to circumvent security checks, so it
is essential to filter packets both at tunnel ingress and egress

poi nts (the encapsul ator and decapsulator) to ensure that both the

i nner and outer addresses are acceptable, and the tunnel is not being
used to carry inappropriate traffic. [RFC3964], which is primarily
about the 6to4 transition tunneling nmechani sm (see Section 3.1),
contains useful discussions of possible attacks and ways to
counteract these threats.
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3.

3.

3.

1.

2

I ssues Due to Transition Mechani sns
I Pv6 Transition/Coexi stence Mechani sm Specific |ssues

The nore conplicated the I Pv6 transition/coexistence becones, the
greater the danger that security issues will be introduced either

o in the nechani sms thensel ves,
o in the interaction between nechani sns, or
0 by introducing unsecured paths through multiple nmechanisns.

These issues may or may not be readily apparent. Hence, it would be
desirable to keep the nechanisns sinple (as few in nunber as possible
and built frompieces as snall as possible) to sinplify analysis.

One case where such security issues have been analyzed in detail is
the 6to4 tunneling nmechani sm [ RFC3964] .

As tunneling has been proposed as a nodel for several nore cases than
are currently being used, its security properties should be anal yzed
in nore detail. There are sone generic dangers to tunneling:

o It may be easier to avoid ingress filtering checks.

o It is possible to attack the tunnel interface: several |Pv6
security nechani sns depend on checking that Hop Limt equals 255
on receipt and that |ink-local addresses are used. Sending such
packets to the tunnel interface is nuch easier than gaining access
to a physical segment and sending themthere.

0 Automatic tunneling mechanisnms are typically particularly
dangerous as there is no pre-configured association between end
points. Accordingly, at the receiving end of the tunnel, packets
have to be accepted and decapsul ated from any source.
Consequently, special care should be taken when specifying
automati c tunneling techniques.

Automati ¢ Tunneling and Rel ays

Two nechani snms have been specified that use automatic tunneling and
are intended for use outside a single domain. These nechanisns
encapsul ate the | Pv6 packet directly in an | Pv4 packet in the case of
6t 04 [ RFC3056] or in an | Pv4 UDP packet in the case of Teredo

[ RFC4380]. In each case, packets can be sent and received by any
simlarly equi pped nodes in the |Pv4d Internet.
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As nentioned in Section 3.1, a major vulnerability in such approaches
is that receiving nodes nust all ow decapsul ation of traffic sourced
fromanywhere in the Internet. This kind of decapsul ation function
must be extremely well secured because of the wi de range of potentia
sour ces.

An even nore difficult problemis how these nechanisns are able to
establish conmunication with native I Pv6 nodes or between the

aut omati c tunneling mechani sms: such connectivity requires the use of
sonme kind of "relay". These relays could be deployed in various

| ocations such as:

o all native |IPv6 nodes,

0 native IPv6 sites,

0 in |IPv6-enabled | SPs, or

0 just somewhere in the Internet.

Gven that a relay needs to trust all the sources (e.g., in the 6to4
case, all 6tod routers) that are sending it traffic, there are issues
in achieving this trust and at the sane tinme scaling the relay system
to avoi d overloading a small nunber of relays.

As authentication of such a relay service is very difficult to
achi eve, and particularly so in some of the possible depl oynent
nodel s, relays provide a potential vehicle for address spoofing,
(reflected) denial-of-service attacks, and other threats.

Threats related to 6to4 and neasures to conbat them are di scussed in
[ RFC3964]. [RFCA4380] incorporates extensive discussion of the
threats to Teredo and neasures to combat them

3.3. Tunneling IPv6 through | Pv4 Networks May Break | Pv4 Network
Security Assunptions

NATs and firewal I s have been depl oyed extensively in the |Pv4
Internet, as discussed in Section 2.3. Operators who deploy them
typically have some security/operational requirenents in mnd (e.g.
a desire to block inbound connection attenpts), which may or nay not
be mi sgui ded.

The addition of tunneling can change the security nodel that such
depl oynents are seeking to enforce. |Pv6-over-I1Pv4 tunneling using
protocol 41 is typically either explicitly allowed, or disallowed
implicitly. Tunneling IPv6 over |IPv4 encapsulated in UDP constitutes
a nore difficult problemas UDP nust usually be allowed to pass
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through NATs and firewalls. Consequently, using UDP inplies the
ability to punch holes in NATs and firewalls although, depending on
the inplementation, this ability may be Iimted or only achieved in a
stateful manner. |n practice, the nechani sns have been explicitly
designed to traverse both NATs and firewalls in a sinmilar fashion

One possible viewis that the use of tunneling is especially
questionable in home and SCHO (small office/ home office) environnents
where the level of expertise in network adm nistration is typically
not very high; in these environnents, the hosts may not be as tightly
managed as in others (e.g., network services mght be enabled
unnecessarily), leading to possible security break-ins or other

vul nerabilities.

Hol es al l owi ng tunneled traffic through NATs and firewalls can be
punched both intentionally and unintentionally. 1In cases where the
adm ni strator or user nakes an explicit decision to create the hole,
this is less of a problem although (for exanple) sonme enterprises
m ght want to block IPv6 tunneling explicitly if enpl oyees were able
to create such holes without reference to adm nistrators. On the
other hand, if a hole is punched transparently, it is likely that a
proportion of users will not understand the consequences: this wll
very probably result in a serious threat sooner or |ater.

When depl oyi ng tunneling solutions, especially tunneling solutions

that are automatic and/or can be enabled easily by users who do not
under st and t he consequences, care should be taken not to conprom se
the security assunptions held by the users.

For exanple, NAT traversal should not be perforned by default unless
there is a firewall producing a simlar by-default security policy to
that provided by I Pv4 NAT. [|Pv6-in-1Pv4 (protocol 41) tunneling is
less of a problem as it is easier to block if necessary; however, if
the host is protected in IPv4, the IPv6 side should be protected as
wel | .

As is shown in Appendix A it is relatively easy to determ ne the

| Pv6 address corresponding to an | Pv4 address in tunneling

depl oynents. It is therefore vital NOT to rely on "security by
obscurity", i.e., assum ng that nobody is able to guess or determ ne
the 1 Pv6 address of the host especially when using automatic
tunnel i ng transition nechanisns.

The network architecture nust provide separate | Pv4 and | Pv6
firewalls with tunneled IPv6 traffic arriving encapsulated in |Pv4
packets routed through the IPv4 firewall before being decapsul ated,
and then through the IPv6 firewall as shown in Figure 1.
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Fommmaa - + Fommmaa - + Fommmaa - +
Site | Native | I1Pv6 |v6 in v4] 1Pv4d | Native | Public
Network <--->| IPv6 |<---->| Tunnel |<---->| 1Pv4 |<---> Internet
| Firewal || | Endpoi nt | | Fi rewal |
S I + S I + S I +

Figure 1: Tunneled Traffic and Firewalls
4. 1ssues Due to | Pv6 Depl oynent
4.1. Avoiding the Trap of Insecure |Pv6 Service Piloting

Because I Pv6 is a new service for nmany networks, network nanagers
will often opt to make a pilot deploynent in a part of the network to
gai n experience and understand the problenms as well as the benefits
that may result froma full production quality |IPv6 service

Unl ess | Pv6 service piloting is done in a manner that is as secure as
possible, there is a risk that if security in the pilot does not
match up to what is achievable with current |1Pv4 production service,
the conparison can adversely inpact the overall assessnment of the

| Pv6 pilot deploynent. This may result in a decision to delay or
even avoid deploying an | Pv6 production service. For exanple, hosts
and routers night not be protected by IPv6 firewalls, even if the
corresponding | Pv4 service is fully protected by firewalls. The use
of tunneling transition mechanisns (see Section 3.3) and the
interaction with virtual private networks al so need careful attention
to ensure that site security is maintained. This is particularly
critical where I Pv6 capabilities are turned on by default in new

equi prent or new rel eases of operating systens: network nanagers may
not be fully aware of the security exposure that this creates.

In sone cases, a perceived |lack of availability of I1Pv6 firewalls and
other security capabilities, such as intrusion detection systens may
have | ed network managers to resist any kind of |Pv6 service

depl oynent. These problens may be partly due to the relatively slow
devel opnment and depl oynent of | Pv6-capabl e security equi prent, but
the maj or probl ens appear to have been a |l ack of information, and
more inportantly a | ack of documented operational experience on which
managers can draw. In actual fact, at the time of witing, there are
a significant nunber of alternative |Pv6 packet filters and firewalls
already in existence that could be used to provide sufficient access
controls.

However, there are a small nunber of areas where the avail abl e

equi pnent and capabilities may still be a barrier to secure
depl oynent as of the tinme of witing:
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0 ’'Personal firewalls’ with support for IPv6 and intended for use on
hosts are not yet w dely avail abl e.

0 Enterprise firewalls are at an early stage of devel opnent and may
not provide the full range of capabilities needed to inplenent the
necessary IPv6 filtering rules. Network nmanagers often expect the
same devices that support and are used for |Pv4 today to al so
becone | Pv6-capable -- even though this is not really required and
the equi prent may not have the requisite hardware capabilities to
support fast packet filtering for IPv6. Suggestions for the
appropri ate depl oynent of firewalls are given in Section 3.3 -- as
will be seen fromthis section, it is usually desirable that the
firewalls are in separate boxes, and there is no necessity for
themto be sane the nodel of equipnent.

0 A lesser factor may be that some design decisions in the | Pv6
protocol nmake it nore difficult for firewalls to be inpl enented
and work in all cases, and to be fully future-proof (e.g., when
new ext ensi on headers are used) as discussed in Section 2.1.9. It
is significantly nore difficult for internediate nodes to process
the 1 Pv6 header chains than | Pv4 packets.

0 Adequate Intrusion Detection Systenms (IDS) are nore difficult to
construct for IPv6. |IDSs are now begi nning to become avail abl e
but the pattern-based nechanisns used for | Pv4 may not be the npst
appropriate for |long-term devel opnent of these systens as end-to-
end encryption becones nore prevalent. Future systens may be nore
reliant on traffic flow pattern recognition

o Inplenmentations of high availability capabilities supporting |Pv6
are also in short supply. In particular, devel opment of the |Pv6
version of the Virtual Router Redundancy Protocol (VRRP) [VRRP]
has | agged the devel opnent of the main | Pv6 protocol although
alternatives may be avail able for some environnents.

In all these areas, devel opnents are ongoi ng and they shoul d not be
considered a long-termbar to the depl oynent of IPv6 either as a
pil ot or production service. The necessary tools are now avail abl e
to nmake a secure | Pv6 deploynent, and with careful selection of
conmponents and design of the network architecture, a successful pilot
or production |IPv6 service can be depl oyed. Recommendations for
secure depl oynent and appropriate nmanagenent of | Pv6 networks can be
found in the docunmentation archives of the European Union 6net
project [SIXNET] and in the Depl oyment Guide published by the | Pv6
Promoti on Council of Japan [Jpl Pv6DC].
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4.2. DNS Server Problens

Sone DNS server inplementations have flaws that severely affect DNS
queries for I Pv6 addresses as discussed in [ RFC4074]. These flaws
can be used for DoS attacks affecting both IPv4 and | Pv6 by inducing
caching DNS servers to believe that a domain is broken and causing
the server to block access to all requests for the domain for a
precautionary peri od.

4.3. Addressing Schenmes and Securing Routers

Whilst in general terns brute force scanning of |Pv6 subnets is
essentially inmpossible due to the enornously | arger address space of
IPv6 and the 64-bit interface identifiers (see Appendix A), this wll
be obviated if adm nistrators do not take advantage of the |arge
space to use unguessable interface identifiers.

Because of the unnmenorability of conplete |IPv6 addresses, there is a
tenptation for administrators to use snmall integers as interface
identifiers when manual ly configuring them as mght happen on point-
to-point |inks or when provisioning complete addresses from a DHCPv6
server. Such allocations make it easy for an attacker to find active
nodes that they can then port scan

To make use of the |arger address space properly, administrators
shoul d be very careful when entering |Pv6 addresses in their
configurations (e.g., access control lists), since nunerical |Pv6
addresses are nore prone to hunman error than IPv4 due to their length
and unnenorability.

It is also essential to ensure that the managenent interfaces of
routers are well secured (e.g., allow ng renote access using Secure
Shell (SSH) only and ensuring that |ocal craft interfaces have non-
default passwords) as the router will usually contain a significant
cache of nei ghbor addresses in its nei ghbor cache.

4.4. Consequences of Miultiple Addresses in | Pv6

One positive consequence of IPv6 is that nodes that do not require

gl obal access can communicate locally just by the use of a link-loca
address (if very local access is sufficient) or across the site by
usi ng a Unique Local Address (ULA). 1In either case it is easy to
ensure that access outside the assigned domain of activity can be
controlled by sinmple filters (which should be the default for Iink-

| ocal s). However, the security hazards of using |ink-local addresses
for general purposes, as docunented in Section 2.1.12, should be
borne in mnd.
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On the other hand, the possibility that a node or interface can have
mul tiple gl obal scope addresses makes access control filtering (both
on ingress and egress) nore conpl ex and requires hi gher maintenance
| evel s. Vendors and network adm nistrators need to be aware that

mul tiple addresses are the normrather than the exception in | Pv6:
when buil ding and selecting tools for security and managenent, a
highly desirable feature is the ability to be able to ’'tokenize
access control lists and configurations in general to cater for
mul ti pl e addresses and/ or address prefixes.

The addresses could be fromthe sanme network prefix (for exanple,
privacy mechani sms [ RFC4941] will periodically create new addresses
taken fromthe sane prefix, and two or nore of these may be active at
the sane tine), or fromdifferent prefixes (for example, when a
network is multihomed, when for managenent purposes a node bel ongs to
several subnets on the sane Iink or is inplenmenting anycast

services). 1In all these cases, it is possible that a single host
coul d be using several different addresses with different prefixes
and/or different interface identifiers. It is desirable that the

security adm nistrator be able to identify that the sanme host is
behind all these addresses.

Sone network administrators nay find the nutability of addresses when
privacy mechani sms are used in their network to be undesirable
because of the current difficulties in maintaining access contro
lists and knowing the origin of traffic. |In general, disabling the
use of privacy addresses is only possible if the full stateful DHCPv6
mechani sm [ RFC3315] is used to allocate | Pv6 addresses and DHCPv6
requests for privacy addresses are not honored.

4.5. Deploying | CvWPv6

In IPvd it is commonly accepted that sone filtering of | CMP packets
by firewalls is essential to maintain security. Because of the
extended use that is made of | CMPv6 [ RFC2461] with a nultitude of
functions, the sinple set of dropping rules that are usually applied
in IPv4d need to be significantly devel oped for |1 Pv6. The bl anket
dropping of all |ICMP messages that is used in sone very strict
environments is sinply not possible for |Pv6.

In an IPv6 firewall, policy needs to allow sonme nessages through the
firewall but also has to permit certain nmessages to and fromthe
firewall, especially those with link-local sources on links to which
the firewall is attached. These messages nust be pernitted to ensure
that Nei ghbor Discovery [ RFC2462], Multicast Listener Discovery

([ RFC2710], [RFC3810]), and Statel ess Address Configuration [ RFC4443]
wor k as expect ed.
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Reconmendations for filtering | OMPv6 messages can be found in
[ RFC4890] .

4.5.1. Problens Resulting fromI|CMPv6 Transparency

As described in Section 4.5, certain |CMPv6 error packets need to be
passed through a firewall in both directions. This nmeans that sone
| CMPv6 error packets can be exchanged between inside and outside

wi thout any filtering.

Using this feature, malicious users can conmuni cate between the
inside and outside of a firewall, thus bypassing the adm nistrator’s
i nspection (proxy, firewall, etc.). For exanple, it mght be
possible to carry out a covert conversation through the payl oad of

| CMPv6 error nessages or to tunnel inappropriate encapsulated IP
packets in | CMPv6 error nessages. This problemcan be alleviated by
filtering ICMPv6 errors using a stateful packet inspection nmechani sm
to ensure that the packet carried as a payload is associated with
legitimate traffic to or fromthe protected network.

4.6. |Psec Transport Mde

| Psec provides security to end-to-end communications at the network
| ayer (layer 3). The security features avail able include access
control, connectionless integrity, data origin authentication,
protection against replay attacks, confidentiality, and limted
traffic flow confidentiality (see [ RFC4301] Section 2.1). 1Pv6
mandat es the inplementation of IPsec in all conform ng nodes, naking
the usage of | Psec to secure end-to-end conmunication possible in a
way that is generally not available to | Pv4.

To secure | Pv6 end-to-end communications, |Psec transport node woul d
generally be the solution of choice. However, use of these |IPsec
security features can result in novel problens for network

adm nistrators and decrease the effectiveness of perineter firewalls
because of the increased preval ence of encrypted packets on which the
firewal | s cannot perform deep packet inspection and filtering.

One exanpl e of such problems is the lack of security solutions in the
m ddl ebox, including effective content-filtering, ability to provide
DoS prevention based on the expected TCP protocol behavior, and
intrusion detection. Future solutions to this problem are discussed
in Section 2.3.2. Another exanple is an | Psec-based DoS (e.qg.,
sendi ng mal f ormed ESP/ AH packets) that can be especially detrinmenta
to software-based | Psec inpl enentations.
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4.7. Reduced Functionality Devices

Wth the depl oynent of IPv6 we can expect the attachnment of a very
| arge nunber of new | Pv6-enabl ed devices with scarce resources and
| ow conmputing capacity. The resource limtations are generally
because of a market requirenent for cost reduction. Although the

[ RFC4294] specifies some mandatory security capabilities for every
conformant node, these do not include functions required for a node
to be able to protect itself. Accordingly, some such devices may not
be able even to performthe m nimum set of functions required to
protect thenselves (e.g., 'personal’ firewall, automatic firmare
updat e, enough CPU power to endure DoS attacks). This nmeans a
different security scheme nmay be necessary for such reduced
functionality devices.

4.8. (Operational Factors when Enabling IPv6 in the Network

There are a nunber of reasons that nake it essential to take
particul ar care when enabling IPv6 in the network equipnent:

Initially, 1Pv6-enabled router software may be | ess mature than
current IPvd-only inplenentations, and there is | ess experience with
configuring IPv6 routing, which can result in disruptions to the |Pv6
routing environnent and (I Pv6) network outages.

| Pv6 processing may not happen at (near) line speed (or at a

compar abl e performance level to IPv4 in the same equipment). A high
|l evel of IPv6 traffic (even legitimate, e.g., Network News Transport
Protocol, NNTP) could easily overload | Pv6 processing especially when
it is software-based w thout the hardware support typical in high-end
routers. This may potentially have del eterious knock-on effects on

| Pv4 processing, affecting availability of both services.

Accordingly, if people don’t feel confident enough in the |IPv6
capabilities of their equipnent, they will be reluctant to enable it
in their "production" networks.

Sonetinmes essential features may be nissing fromearly rel eases of
vendors’ software; an exanple is provision of software enabling |IPv6
tel net/ SSH access (e.g., to the configuration application of a
router), but without the ability to turn it off or limt access to
it!

Sonetimes the default |Pv6 configuration is insecure. For exanple,

in one vendor’s inplementation, if you have restricted IPv4d telnet to
only a few hosts in the configuration, you need to be aware that |Pv6
telnet will be automatically enabled, that the configurati on conmands
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9

used previously do not block IPv6 telnet, that I1Pv6 telnet is open to
the world by default, and that you have to use a separate command to
al so | ock down the I Pv6 tel net access.

Many operator networks have to run interior routing protocols for
both IPv4 and IPv6. It is possible to run themboth in one routing
protocol, or have two separate routing protocols; either approach has
its tradeoffs [RFC4029]. If multiple routing protocols are used, one
shoul d note that this causes double the amount of processing when
links flap or recalculation is otherwi se needed -- which mght nore
easily overload the router’s CPU, causing slightly slower convergence
tinme.

Security |Issues Due to Nei ghbor Di scovery Proxies

In order to span a single subnet over multiple physical links, a new
experinental capability is being trialed in IPv6 to proxy Nei ghbor

Di scovery nessages. A node with this capability will be called an
NDProxy (see [RFC4389]). NDProxies are susceptible to the same
security issues as those faced by hosts using unsecured Nei ghbor

Di scovery or ARP. These proxies may process unsecured nessages, and
updat e the nei ghbor cache as a result of such processing, thus
allowing a malicious node to divert or hijack traffic. This may
under ni ne the advantages of using SEND [ RFC3971].

If a formof NDProxy is standardi zed, SEND will need to be extended
to support this capability.

Security Considerations

This meno attenpts to give an overview of security considerations of
the different aspects of |IPv6, particularly as they relate to the
transition to a network in which | Pv4- and | Pv6-based communi cati ons
need to coexist.
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Appendi x A. | Pv6 Probi ng/ Mappi ng Consi derati ons

One school of thought wanted the | Pv6 nunmbering topol ogy (either at
network or node level) to match | Pv4 as exactly as possible, whereas
others see IPv6 as giving nore flexibility to the address plans, not
wanting to constrain the design of IPv6 addressing. Mrroring the
address plans is now generally seen as a security threat because an
| Pv6 depl oyment may have different security properties fromlPv4

Gven the relatively imature state of I Pv6 network security, if an
attacker knows the |Pv4 address of the node and believes it to be
dual -stacked with I Pv4 and | Pv6, he might want to try to probe the
correspondi ng | Pv6 address, based on the assunption that the security
defenses might be lower. This might be the case particularly for
nodes whi ch are behind a NAT in | Pv4, but globally addressable in
IPv6. Naturally, this is not a concern if simlar and adequate
security policies are in place.

On the other hand, brute-force scanning or probing of addresses is
computationally infeasible due to the | arge search space of interface
identifiers on nost |Pv6 subnets (sonewhat |ess than 64 bits w de,
dependi ng on how identifiers are chosen), always provided that
identifiers are chosen at random out of the avail abl e space, as

di scussed in [ SCAN-1 MP].

For exanple, automatic tunneling mechani sms typically use
determnistic nethods for generating | Pv6 addresses, so probing/
port-scanning an IPv6 node is sinplified. The IPv4 address is
enbedded at |east in 6to4, Teredo, and | SATAP addresses.

Additionally, it is possible (in the case of 6to4 in particular) to

| earn the address behind the prefix; for exanple, Mcrosoft 6to4

i mpl ement ati on uses the address 2002: VAADDR: : VAADDR whi | e ol der Li nux
and FreeBSD i npl enentati ons default to 2002: VAADDR :1. This could

al so be used as one way to identify an inplenentation and hence
target any specific weaknesses.

One proposal has been to random ze the addresses or subnet identifier
in the address of the 6to4 router. This does not really help, as the
6t 04 router (whether a host or a router) will return an | CMPv6 Hop
Limt Exceeded nessage, revealing the |IP address. Hosts behind the
6t 04 router can use nethods such as privacy addresses [ RFC4941] to
conceal thenselves, provided that they are not neant to be reachable
by sessions started from el sewhere; they would still require a
globally accessible static address if they wish to receive

communi cations initiated el sewhere.
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To conclude, it seenms that when an automatic tunneling mechanismis
bei ng used, given an | Pv4 address, the corresponding | Pv6 address
coul d possibly be guessed with relative ease. This has significant
inplications if the IPv6 security policy is | ess adequate than that
for |Pv4.

Appendi x B. | Pv6e Privacy Considerations

The generation of |Pv6 addresses from MAC addresses potentially

all ows the behavior of users to be tracked in a way whi ch may
infringe their privacy. [RFC4941] specifies mechani sms which can be
used to reduce the risk of infringenent. |t has also been clained
that | Pv6 harns the privacy of the user, either by exposing the MAC
address, or by exposing the nunber of nodes connected to a site.

Addi tional discussion of privacy issues can be found in [ RFC4864].
B.1. Exposing MAC Addresses

Usi ng statel ess address autoconfiguration results in the MAC address
being incorporated in an EU 64 that exposes the nodel of network
card. The concern has been that a user mght not want to expose the
details of the systemto outsiders, e.g., fearing a resulting
burglary if a thief identifies expensive equipnent fromthe vendor

i dentifier enbedded in MAC addresses, or allow ng the type of

equi pent in use to be identified, thus facilitating an attack on
specific security weaknesses.

In nost cases, this seens conpletely unfounded. First, such an
address nust be | earned sonehow -- this is a non-trivial process; the
addresses are visible, e.g., in Wb site access |ogs, but the chances
that a random Wb site owner is collecting this kind of information
(or whether it would be of any use) are quite slim Being able to
eavesdrop the traffic to | earn such addresses (e.g., by the
conprom se of DSL (Digital Subscriber Line) or Cable nbdem physica
medi a) seens also quite far-fetched. Further, using statically
configured interface identifiers or privacy addresses [ RFC4941] for
such purposes is straightforward if worried about the risk. Second,
the burglar would have to be able to map the I P address to the
physical location; typically this would only be possible with
informati on fromthe private custonmer database of the Internet
Service Provider (1SP) and, for large sites, the adm nistrative
records of the site, although sonme physical address information may
be available fromthe WHO S dat abase of Internet registries
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B.2. Exposing Miltiple Devices

Anot her concern that has been aired involves the user wanting to
conceal the presence of a |arge nunber of conputers or other devices
connected to a network; NAT can "hide" all this equipnent behind a
singl e address, but it is not perfect either [FNAT].

One practical reason why some administrators may find this desirable
is being able to thwart certain |ISPs’ business nodels. These nodels
require paynent based on the nunber of connected conputers, rather
than the connectivity as a whol e.

Sinmlar feasibility issues as described above apply. To a degree,
the nunber of machi nes present could be obscured by the sufficiently
frequent reuse of privacy addresses [RFC4941] -- that is, if during a
short period, dozens of generated addresses seemto be in use, it’'s
difficult to estinate whether they are generated by just one host or
mul ti ple hosts.

B.3. Exposing the Site by a Stable Prefix

When an | SP provides | Pv6 connectivity to its custoners, including
hone or consuner users, it delegates a fixed global routing prefix
(usually a /48) to them This is in contrast to the typical |Pv4
situation where honme users typically receive a dynanmically allocated
address that may be stable only for a period of hours.

Due to this fixed allocation, it is easier to correlate the gl oba
routing prefix to a network site. Wth consuner users, this
correlation leads to a privacy issue, since a site is often

equi valent to an individual or a family in such a case. Consequently
some users m ght be concerned about being able to be tracked based on
their /48 allocation if it is static [ RFC4941]. On the other hand,
many users may find having a static allocation desirable as it allows
themto offer services hosted in their network nore easily.

This situation is not affected even if a user changes his/her
interface I D or subnet |ID, because malicious users can still discover
this binding. On larger sites, the situation can be nitigated by
usi ng "untraceabl e" | Pv6 addresses as described in [ RFC4864], and it
is possible that in the future |1SPs nmight be prepared to offer

unt raceabl e addresses to their consuner custoners to mninize the
privacy i ssues.

This privacy issue is comon to both IPv4 and I Pv6 and is inherent in

the use of | P addresses as both identifiers for node interfaces and
| ocators for the nodes.
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Intellectual Property
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this docunment or the extent to which any |license under such rights

m ght or might not be avail able; nor does it represent that it has
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Copi es of I PR disclosures nmade to the | ETF Secretariat and any
assurances of licenses to be nade available, or the result of an
attenpt made to obtain a general |icense or permssion for the use of
such proprietary rights by inplenenters or users of this
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copyrights, patents or patent applications, or other proprietary
rights that nmay cover technology that nay be required to inpl enent
this standard. Please address the information to the |ETF at
ietf-ipr@etf.org.
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