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1. Introduction

Thi s docunent provides an informational guide for users of the

Si gConp protocol, RFC 3320 [2]. The idea behind SigConp is to
standardi ze a Uni versal Deconpressor Virtual Machine (UDVM that can
be programed to understand the output of many well-known conpressors
i ncl udi ng DEFLATE [8] and LZW[7]. The bytecode for the chosen
compression algorithmis uploaded to the UDVM as part of the
conpressed dat a.

The basic Si gConp RFC describes the actions that an endpoi nt nust
take upon receiving a SigConp nmessage. However, the entity
responsi bl e for generating new Si gConp nessages (the SigConp
conmpressor) is left as an inplenmentation decision; any conpressor can
be used provided that it generates SigConp nessages that can be
successful ly deconpressed by the receiving endpoint.

Thi s docunent gives exanples of a nunmber of different conpressors
that can be used by the SigConp protocol. It also gives exanpl es of
how to use sone of the nechanisns (such as acknow edgenents)
described in RFC 3321 [3].

2. Overview of the User QGuide

When i npl emrenting a SigConp conpressor, the first step is to choose a
conmpression algorithmthat can encode the application nmessages into a
(hopefully) smaller form Since SigConp can upl oad bytecode for new

algorithms to the receiving endpoint, arbitrary conpression

al gorithms can be supported provided that suitable bytecode has been

witten for the correspondi ng deconpressor

Thi s docunent provi des exanpl e bytecode for the follow ng al gorithns:

LZ77
LZSS
LZW
DEFLATE
LZIH

OhwNPE

Any of the above algorithns may be useful depending on the desired
conpression rati o, processing and nenory requirenents, code size,

i npl ementation conplexity, and Intellectual Property (IPR)

consi derati ons.

As well as encoding the application nmessages using the chosen
algorithm the SigConp conpressor is responsible for ensuring that
nmessages can be correctly deconpressed even if packets are |ost or
m sordered during transnission. The SigConp feedback nechani sm can
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be used to acknow edge successful deconpression at the renpote
endpoi nt ..

The foll owi ng robustness techni ques and ot her nechani sns specific to
the Si gConp environnent are covered in this docunent:

Acknowl edgenents using the SigConp feedback mechani sm
Static dictionary

Cyclic redundancy code (CRC) checksum

Announci ng addi tional resources

Shar ed conpressi on

ghrwNE

Any or all of the above nechani sns can be inplenmented in conjunction
with the chosen conpression algorithm An exanple subroutine of UDVM
byt ecode is provided for each of the mechani sns; these subroutines
can be added to the bytecode for one of the basic conpression
algorithms. (Note: The subroutine or the basic algorithmnmay require
m nor nodification to ensure they work together correctly.)

3. UDVM Assenbly Language

Witing UDVM prograns directly in bytecode woul d be a daunting task,
so a sinple assenbly language is provided to facilitate the creation
of new deconpression algorithms. The assenbly |anguage incl udes
menoni ¢ codes for each of the UDVMinstructions, as well as sinple
directives for evaluating integer expressions, padding the bytecode,
and so forth.

The syntax of the UDVM assenbly | anguage uses the customary two-|eve
description technique, partitioning the granmar into a lexical and a
syntactic |evel

3.1. Lexical Level
On a lexical level, a string of assenbly consists of zero or nore
tokens optionally separated by whitespace. Each token can be a text

nane, an instruction opcode, a delimter, or an integer (specified as
deci mal , binary, or hex).
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The foll owi ng ABNF description, RFC 4234 [1], specifies the syntax of

a token:
t oken = (nanme / opcode / delimter / dec / bin / hex)
nane = (lowercase / " ") O*(lowercase / digit / "_")
opcode = uppercase *(uppercase / digit / "-")
delimter = T A - N G
oper at or
dec = 1*(digit)
bi n = "0Ob" 1*("O0" [/ "1")
hex = "0Ox" 1*(hex-digit)
hex-di gi t = digit / %41-46 /| %61-66
digit = % 30- 39
upper case = %%x41- 5a
| ower case = 9 61- 7a
oper at or = B S B e A R 7 I A B B
R e A S B
When parsing for tokens, the |longest match is applied, i.e., a token

is the longest string that matches the <token> rule specified above.

The syntax of whitespace and comments is specified by the follow ng
ABNF:

WS
comment

*(9x09 / %&0a / 9%&0d / %20 / conment)
""" *(9%00-09 / %O0b-0c / %O0e-ff)
(%0a / %x0d)

Whi t espace that nmatches <ws> is skipped between tokens, but serves to
term nate the | ongest match for a token

Conments are specified by the synbol ";" and are terninated by the
end of the line, for exanple:

LOAD (tenp, 1) ; This is a conment.
Any other input is a syntax error
When parsing on the lexical level, the string of assenbly should be
divided up into a list of successive tokens. The whitespace and
comments should also be deleted. The assenbly should then be parsed
on the syntactic level as explained in Section 3.2.

3.2. Syntactic Leve
Once the string of assenbly has been divided into tokens as per

Section 3.1, the next step is to convert the assenbly into a string
of UDVM byt ecode.
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On a syntactic level, a string of assenbly consists of zero or nore
instructions, directives, or |labels, each of which is itself built up
fromone or nore | exical tokens.

The foll owi ng ABNF description specifies the syntax of the assenbly

| anguage. Note that the |exical parsing step is assunmed to have been
carried out; so in particular, the boundaries between tokens are

al ready known, and the conmments and whitespace have been del eted:

assenbl y
i nstruction
oper and

*(instruction / directive / |abel)
opcode ["(" operand *("," operand) ")"]
[["$"] expression]
; Operands can be left blank if they can
; be automatically inferred by the
; conpiler, e.g., aliteral operand
; that specifies the total nunber of
; operands for the instruction.
; When "$" is prepended to an operand,

the corresponding integer is an
address rather than the actual operand
; value. This synbol is mandatory for
; reference operands, optional for
; multitypes and addresses, and
; disallowed for literals.

| abel
directive

;" name
padding / data / set / readonly /
unknown-directive

nane ["(" expression *("," expression) ")"]
; The parser can ignore unknown

; directives. The resulting bytecode

; may or may not generate the expected
; results.

unknown-directive

paddi ng = ("pad* / "align" /[ "at") "(" expression ")"

dat a = ("byte" / "word") "(" expression *(","
expression) ")"

readonl y = "readonly" "(" "O0" / "1 ")"

set = "set" "(" name "," expression ")"

expressi on = value / "(" expression operator expression ")"

val ue = dec / bin/ hex / name / "." [ "IV

; is the location of this

; instruction/directive, whereas "!" is
; the location of the closest

;. DECOMPRESSI ON- FAI LURE

The foll owi ng sections define how to convert the instructions, |abels
and directives into UDVM byt ecode:
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3.2.1. Expressions

The operand val ues needed by particular instructions or directives
can be given in the formof expressions. An expression can include
one or nore values specified as decinmal, binary, or hex (binary

val ues are preceded by "0b" and hex val ues are preceded by "0x").
The expression may al so include one or nore of the follow ng

oper at ors:
"t Addi tion
- Subtraction
o Mul tiplication
A I nt eger division
"8 Modul o arithmetic (a% := a nodul o b)
" &' Bi nary AND
" Bi nary OR
At Bi nary XOR
"t Bi nary XNOR

"< Bi nary LSH FT
"> Bi nary RSHI FT

The operands for each operator nust always be surrounded by
parent heses so that the order in which the operators should be
evaluated is clear. For exanple:

((1 + (2 * 3)) & (Oxabcd - 0b00101010)) gives the result 3.
Expressions can al so include the special values "." and "!". \Wen
the synbol "." is encountered, it is replaced by the location in the
byt ecode of the current instruction/directive. Wen the synbol "!"
is encountered it is replaced by the location in the bytecode of the
cl osest DECOVPRESSI ON- FAI LURE instruction (i.e., the closest zero
byte). This can be useful when witing UDVW instructions that call a
deconpression failure, for exanple:

| NPUT- BYTES (1, tenp, !)

The above instruction causes a deconpression failure to occur if it
tries to input data from beyond the end of the conpressed nessage.

Note: When using "!" in the assenbly | anguage to generate bytecode,
care nmust be taken to ensure that the address of the zero used at
byt ecode generation time will still contain zero when the bytecode is

run. The readonly directive (see Section 3.2.3) can be used to do
t his.
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It is also possible to assign integer values to text nanes: when a
text name is encountered in an expression, it is replaced by the

i nteger value assigned to it. Section 3.2.3 explains howto assign
i nteger values to text nanes.

3.2.2. Instructions

A UDVWM instruction is specified by the instruction opcode foll owed by
zero or nore operands. The instruction operands are enclosed in
par ent heses and separated by commas, for exanpl e:

ADD ($3, 4)

When generating the bytecode, the parser should replace the
instruction opcode with the corresponding 1-byte value as per Figure
11 of SigConmp [2].

Each operand consists of an expression that evaluates to an integer,
optionally preceded by the symbol "$". This synbol indicates that
the supplied integer value nmust be interpreted as the nmenory address
at which the operand value can be found, rather than the actua
operand val ue itself.

When converting each instruction operand to bytecode, the parser
first deternmi nes whether the instruction expects the operand to be a
literal, a reference, a multitype, or an address. |If the operand is
aliteral, then, as per Figure 8 of SigConp, the parser inserts

byt ecode (usually the shortest) capable of encoding the supplied
oper and val ue.

Since literal operands are used to indicate the total nunber of
operands for an instruction, it is possible to leave a litera

operand blank and allowits value to be inferred automatically by the
assenbl er. For exanple:

MULTI LOAD (64, , 1, 2, 3, 4)

The nissing operand should be given the value 4 because it is
followed by a total of 4 operands.

If the operand is a reference, then, as per Figure 9 of SigConp, the
parser inserts bytecode (usually the shortest) capabl e of encoding
the supplied nenory address. Note that reference operands wll

al ways be preceded by the synmbol "$" in assenbly because they al ways
encode menory addresses rather than actual operand val ues.
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If the operand is a multitype, then the parser first checks whether
the synmbol "$" is present. |f so, then, as per Figure 10 of Si gConp,
it inserts bytecode (usually the shortest) capable of encoding the
supplied integer as a nenory address. |f not, then, as per Figure 10
of SigConmp, it inserts bytecode (usually the shortest) that encodes
the supplied integer as an operand val ue.

If the operand is an address, then the parser checks whether the
symbol "$" is present. |If so, then the supplied integer is encoded
as a nenory address, just as for the nultitype instruction above. |If
not, then the byte position of the opcode is subtracted fromthe
supplied integer nodulo 16, and the result is encoded as an operand
val ue as per Figure 10 of SigConp.

The I ength of the resulting bytecode is dependent on the parser in
use. There can be several correct and usable representations of the
sane instruction.

3.2.3. Directives

The assenbly | anguage provi des a nunber of directives for evaluating
expressions, noving instructions to a particular nenory address, etc.

The directives "pad", "align", and "at" can be used to add padding to
t he byt ecode.

The directive "pad (n)" appends n consecutive padding bytes to the
byt ecode. The actual value of the padding bytes is uninportant, so
when the bytecode is uploaded to the UDVM the paddi ng bytes can be
set to the initial values contained in the UDVM nenory (this helps to
reduce the size of a SigConp nmessage).

The directive "align (n)" appends the m ni mum nunber of paddi ng bytes
to the bytecode such that the total nunber of bytes of bytecode
generated so far is a nultiple of n bytes. |If the bytecode is
already aligned to a multiple of n bytes, then no padding bytes are
added.

The directive "at (n)" appends enough paddi ng bytes to the bytecode
such that the total nunber of bytes of bytecode generated so far is
exactly n bytes. |If nore than n bytes have al ready been generated
before the "at" directive is encountered then the assenbly code
contains an error.

The directives "byte" and "word" can be used to add specific data
strings to the bytecode.
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The directive "byte (n[0],..., n[k-1])" appends k consecutive bytes
to the bytecode. The byte string is supplied as expressions that
evaluate to give integers n[0],..., n[k-1] fromO to 255

The directive "word (n[0],..., n[k-1])" appends k consecutive 2-byte
words to the bytecode. The word string is supplied as expressions
that evaluate to give integers n[0],..., n[k-1] fromO to 65535

The directive "set (nane, n)" assigns an integer value n to a
specified text nane. The integer value can be supplied in the form
of an expression.

The directive "readonly (n)" where nis O or 1 can be used to
indicate that an area of nenory could be changed (0) or will not be
changed (1) during the execution of the UDVM This directive could
be used, for exanple, in conjunction with "I'" to ensure that the
address of the zero used will still contain zero when the bytecode is
executed. |If no readonly directive is used, then any address
containing zero can be used by "!'" (i.e., by default, there is
assuned to be a readonly (1) directive at Address 0) and it is up to
the aut hor of the assenbly code to ensure that the address in

question will still contain zero when the bytecode is executed. |If
the readonly directive is used, then bytes between a readonly (0) and
readonly (1) pair are NOT to be used by "!". \Wen a readonly

directive has been used, the bytes obey that directive fromthat
address to either another readonly directive or the end of UDVM
menory, whichever cones first.

3.2.4. Labels

A label is a special directive used to assign nenory addresses to
text nanes.

Label s are specified by a single colon followed by the text nane to
be defined. The (absolute) position of the byte i mediately
following the label is evaluated and assigned to the text name. For
exanpl e:

cstart

LOAD (tenp, 1)

Since the label "start" occurs at the beginning of the bytecode, it
is assigned the integer value O.

Note that witing the |Iabel ":name" has exactly the sanme behavior as
witing the directive "set (name, .)".
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3. 3.

Sur

Upl oadi ng the Bytecode to the UDVM

Once the parser has converted a string of assenbly into the
correspondi ng bytecode, it nust be copied to the UDVM nenory

begi nning at Address 0 and then executed, beginning fromthe first
UDVM instruction in the bytecode.

Si gConmp provides the foll owi ng message format for upl oadi ng byt ecode
to the UDVM

0 1 2 3 4 5 6 7
T T e
| 1 1 1 1 1] T 0 |
e T S S T
| |
: returned feedback item o if T=1
I I
T T e
| code_l en |
e T S S T
| code_l en | destination
T e R e
I I
: upl oaded UDVM byt ecode :
I I
e T S S T
| |
: remai ni ng Si gConp nessage
I I
T T e
The destination field should be set to the nenory address of the
first UDVMinstruction. Note that if this address cannot be
represented by the destination field, then the bytecode cannot be
upl oaded to the UDVM using the standard SigConp header. In
particular, the nmenory address of the first UDVMinstruction nust
al ways be a nmultiple of 64 bytes or the standard Si gConp header
cannot be used. O course, there may be other ways to upload the
byt ecode to the UDVM such as retrieving the bytecode directly via
t he | NPUT-BYTES i nstruction.

Additionally, all menory addresses between Address 0 and Address 31
inclusive are initialized to endpoint-specific values by the UDVM so
they must be specified as padding in the bytecode, or the standard

Si gConp header cannot be used. Menory addresses from Address 32 to
Address (destination - 1) inclusive are initialized to 0, so they
must be specified either as padding or as Os if the bytecode is to be
successful ly upl oaded using the standard Si gConp header
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The code_l en field should be set to the smallest value such that al
menory addresses begi nning at Address (destination + code_len) are
either as initialised by the UDVM (to 0) or as set by the bytecode at
runtime.

The "upl oaded UDVM byt ecode" shoul d be set to contain the segnent of
byt ecode that |ies between Address (destination) and Address
(destination + code_len - 1) inclusive.

4. Conpression Al gorithns

Thi s section describes a nunber of conpression algorithnms that can be
used by a SigConp conpressor. |In each case, the docunment provides
UDVM byt ecode for the correspondi ng deconpression al gorithm which
can be uploaded to the receiving endpoint as part of a SigConp
message. Each algorithm(as witten in this section) assumes that
there is a 16K deconpressi on nenory size, there are 16 cycles per

bit, and there is an 8K state nenmory size. Deconpression wll
succeed with a smaller value for state menory size; however, the ful
state will not be created.

Section 4.1.1 covers a sinple algorithmin sonme detail, including the
steps required to conpress and deconpress a SigConp nessage. The
remai ni ng sections cover well-known conpression algorithns that can
be adapted for use in SigConmp with mnimal nodification

4.1. Well-known Conpression Al gorithns
4.1.1. LZ77

Thi s section describes how to inplenent a very sinple conpression
al gorithm based on LZ77 [5].

A conpressed nessage generated by the sinplified LZ77 schene consists
of a sequence of 4-byte characters, where each character contains a
2-byte position value followed by a 2-byte length value. Each pair
of integers identifies a byte string in the UDVM nenory; when

concat enat ed, these byte strings formthe deconpressed nmessage.

When i npl ementing a bytecode deconpressor for the sinplified LZ77
schene, the UDVM nenory is partitioned into five distinct areas, as
shown bel ow

0 64 128 256 512
| scratch-pad | variables | bytecode | dictionary | circular buffer
S M N Fom e m oo - - R +
Cmmmmmmmaas R > Cemmmmnas p I p R >
64 bytes 64 bytes 128 bytes 256 bytes 512+ bytes
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The first 128 bytes are used to hold the 2-byte variabl es needed by
the LZ77 deconpressor. Wthin this menory, the first 64 bytes are
used as a scratch-pad, holding the 2-byte variables that can be

di scarded between SigConp nessages. In contrast, the next 64 bytes
(and in fact all of the UDVM nenory starting from Address 64) shoul d
be saved after deconpressing a SigConp nessage to inprove the
conpression rati o of subsequent nessages.

The bytecode for the LZ77 deconpressor is stored beginning at Address
128. A total of 128 bytes are reserved for the bytecode although the
LZ77 deconpressor requires less; this allow roomfor adding
additional features to the deconpressor at a |ater stage.

The next 256 bytes are initialized by the bytecode to contain the
integers 0 to 255 inclusive. The purpose of this nmenmory area is to
provide a dictionary of all possible unconpressed characters; this is
important to ensure that the conpressor can always generate a
sequence of position/length pairs that encode a given nmessage. For
exanple, a byte with value 0x41 (corresponding to the ASCI| character
"A") can be found at Address 0x0141 of the UDVM nenory, so the
conmpressed character 0x0141 0001 will deconpress to give this ASClI
character. Note that encoding each byte in the application nessage
as a separate 4-byte conpressed character is not recomended,

however, as the resulting "conpressed" nessage is four tines as |arge
as the original unconpressed nmessage.

The conpression ratio of LZ77 is inproved by the remaining UDVM
menory, which is used to store a history buffer containing the

previ ously deconpressed nessages. Conpressed characters can point to
strings that have previously been deconpressed and stored in the
buffer, so the overall conpression ratio of the LZ77 algorithm

i nproves as the deconpressor "learns" nore text strings and is able
to encode | onger strings using a single conpressed character. The
buffer is circular, so older nessages are overwitten by new data
when the buffer beconmes full.

The steps required to inplenent an LZ77 conpressor and deconpressor
are simlar, although conpression is nore processor-intensive as it
requires a searching operation to be performed. Assenbly for the
sinmplified LZ77 deconpressor is given bel ow

; Variables that do not need to be stored after deconpressing each
; SigConp nessage are stored here:

at (32)
:position_val ue pad (2)
;1 engt h_val ue pad (2)
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at (42)

set (requested_feedback | ocation, 0)

; The UDVM registers nust be stored beginning at Address 64:

at (64)

; Variables that should be stored after deconpressing a nessage are

; stored here. These variables will formpart of the SigConp state
; itemcreated by the bytecode:

:byte_copy_left pad (2)
:byte_copy_right pad (2)
: deconpr essed_poi nter pad (2)

set (returned_paraneters_|ocation, 0)
align (64)
sinitialize_menory

set (udvm nenory_size, 8192)
set (state_length, (udvm nenory size - 64))

; The UDVM registers byte copy_left and byte_copy_right are set to

; indicate the bounds of the circular buffer in the UDVM nenory. A

; variabl e deconpressed_pointer is also created and set pointing to

; the start of the circular buffer

MULTI LOAD (64, 3, circular_buffer, udvmmenory_size, circular_buffer)

; The "dictionary" area of the UDVM nenory is initialized to contain
; the values 0 to 255 inclusive:

MEMSET (static_dictionary, 256, 0, 1)

: deconpress_si gconp_nessage

:next _character

; The next character in the conpressed nessage is read by the UDVM
; and the position and length integers are stored in the variabl es
; position_value and | ength_val ue, respectively. |If no nore

; conpressed data is available, the deconpressor junps to the

; "end_of nessage" subroutine:

I NPUT- BYTES (4, position_value, end of nessage)
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; The position_value and length_value point to a byte string in the

; UDVM nmenory, which is copied into the circular buffer at the

; position specified by deconpressed_pointer. This allows the string
; to be referenced by later characters in the conpressed nessage:

COPY- LI TERAL ($position_value, $length_value, $deconpressed_pointer)

; The byte string is also outputted onto the end of the deconpressed
; nMessage

QUTPUT ($position_val ue, $l ength _val ue)

; The deconpressor junps back to consider the next character in the
; conpressed nessage

JUMP (next _character)
:end_of _nessage
; The deconpressor saves the UDVM nenory and halts:

END- MESSAGE (request ed feedback | ocati on,
returned _paraneters | ocation, state |ength, 64,
deconpress_si gconp_nessage, 6, 0)

at (256)

; Menory for the dictionary and the circular buffer are reserved by
; the follow ng statenents:

:static_dictionary pad (256)
:circul ar_buffer

The task of an LZ77 conpressor is sinply to discover a sequence of
4-byte conpressed characters that the above bytecode will deconpress
to give the desired application nessage. As an exanple, a nessage
conmpressed using the sinplified LZ77 algorithmis given bel ow

0x0154 0001 0168 0001 0165 0001 0120 0001 0152 0001 0165 0001 0173
0x0002 0161 0001 0175 0001 0172 0001 0161 0001 Ol6e 0001 0174 0001
0x0120 0001 0161 0001 020d 0002 0174 0001 0201 0003 0145 0001 Ol6e
0x0001 0164 0001 0120 0001 0O16f 0001 0166 0001 0211 0005 0155 0001
0x016e 0001 0169 0001 0176 0001 0165 0001 0172 0002 0165 0001 010a
0x0001

The unconpressed nessage is "The Restaurant at the End of the
Uni verse\ n".
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The bytecode for the LZ77 deconpressor can be upl oaded as part of the
compressed nessage, as specified in Section 3.3. However, in order
to inmprove the overall conpression ratio, it is inportant to avoid

upl oadi ng bytecode in every conpressed nessage. For this reason,
SigConp allows the UDVMto save an area of its nmenory as a state item
bet ween conpressed nessages. Once a state item has been created, it
can be retrieved by sending the corresponding state identifier using
the follow ng SigConp nmessage format:

0 1 2 3 4 5 6 7
T T Tl I
|1 1 1 1 1| T|] 1 |
T L I e
I I
: returned feedback item o if T=1
I I
T T Tl I
I I
: partial state identifier :
I I
T T Sep
I I
: remai ni ng Si gConp nessage
I I
T L I e
The partial _state_identifier field nust contain the first 6 bytes of
the state identifier for the state itemto be accessed (see [2] for
details of how state identifiers are derived).

Note that the partial _state_identifier field could be 9 or 12 bytes
and that in these cases, bits 6 and 7 of the first byte of the
message woul d be 10 or 11, respectively.

4.1.2. LZSS

Thi s section provides UDVM bytecode for the sinple but effective LZSS
conmpression algorithm]|[6].

The principal inprovenment offered by LZSS over LZ77 is that each
conpressed character begins with a 1-bit indicator flag to specify
whet her the character is a literal or an offset/length pair. A
literal value is sinply a single unconpressed byte that is appended
directly to the deconpressed nmessage.

An offset/length pair contains a 12-bit offset value from1l to 4096

inclusive, followed by a 4-bit Iength value from3 to 18 incl usive.
Taken together, these values specify one of the previously received
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text strings in the circular buffer, which is then appended to the
end of the deconpressed message.

Assenbly for an LZSS deconpressor is given bel ow

at (32)

readonly (0)

11 ndex pad (2)
;1 engt h_val ue pad (2)
:ol d_pointer pad (2)
at (42)

set (requested_feedback | ocation, 0)

at (64)

:byte_copy_left pad (2)
:byte_copy_right pad (2)
“input _bit_order pad (2)
: deconpressed_poi nter pad (2)

set (returned_paraneters | ocation, 0)

align (64)
readonly (1)

cinitialize_nmenory

set (udvm nenory_size, 8192)
set (state_length, (udvmnenory_size - 64))

MULTI LOAD (64, 4, circular_buffer, udvmnenory_size, O,
circular_buffer)

- deconpress_si gconp_nessage

:next_character

| NPUT- HUFFMAN (i ndex, end_of message, 2, 9, 0, 255, 16384, 4, 4096,
%%RéARE)($index, 8192, length, end_of nessage, literal)

literal

set (index_|sh, (index + 1))
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QUTPUT (i ndex_I| sb, 1)
COPY- LI TERAL (index_Isbh, 1, $deconpressed_pointer)
JUWP (next_character)

:length

INPUT-BITS (4, length_value, !)

ADD (%l ength_val ue, 3)

LOAD (ol d_poi nter, $deconpressed_pointer)

COPY- OFFSET ( $i ndex, $l ength_val ue, $deconpressed_pointer)
QUTPUT ($ol d_pointer, $length_val ue)

JUWP (next _character)

:end_of _nessage

END- MESSAGE (requested feedback | ocati on,
returned _paraneters | ocation, state |ength, 64,
deconpress_si gconp_nessage, 6, 0)

readonly (0)
:circul ar_buffer

An exanpl e of a nessage conpressed using the LZSS algorithmis given
bel ow.

0x279a 0406 e378 b200 6074 1018 4ce6 1349 b842
The unconpressed nessage is "Ch no, not again!".
4.1. 3. LZW

Thi s section provides UDVM byt ecode for the well-known LZW
conmpression algorithmLzZW([7]. This algorithmis used in a numnber of
standards including the A F image fornmat.

LZW conpression operates in a simlar manner to LZ77 in that it
mai ntains a circular buffer of previously received deconpressed data,
and each conpressed character references exactly one byte string from
the circular buffer. However, LZWal so maintains a "codebook"
containing 1024 position/length pairs that point to byte strings that
LZW bel i eves are nost likely to occur in the unconpressed data.

The byte strings stored in the LZW codebook can be referenced by
sending a single 10-bit value fromO to 1023 inclusive. The UDVM
extracts the corresponding text string fromthe codebook and appends
it to the end of the deconpressed nessage. It then creates a new
codebook entry containing the current text string and the next
character to occur in the deconpressed nessage
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Assenbly for an LZW deconpressor is given bel ow

at (32)
;1 engt h_val ue pad (2)
:position_val ue pad (2)
1 ndex pad (2)
at (42)

set (requested_feedback | ocation, 0)

at (64)

:byte_copy_left pad (2)
:byte _copy_right pad (2)
;i nput_bit_order pad (2)
: codebook_next pad (2)
scurrent _length pad (2)
: deconpr essed_poi nter pad (2)

set (returned_paraneters_|ocation, 0)
align (64)
sinitialize_menory

set (udvm nenory_size, 8192)
set (state_length, (udvm nenory size - 64))

MULTI LOAD (64, 6, circular_buffer, udvmmenory_size, 0, codebook, 1,
static_dictionary)

;initialize_codebook

; The following instructions are used to initialize the first 256
; entries in the LZW codebook with single ASCI | characters:

set (index_|Ish, (index + 1))
set (current_length Isb, (current_length + 1))

COPY- LI TERAL (current_length_Isb, 3, $codebook next)
COPY- LI TERAL (i ndex_lsb, 1, $deconpressed_pointer)

ADD ($i ndex, 1)

COVPARE ($i ndex, 256, initialize_codebook, next_character, 0)

. deconpress_si gconp_nessage
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:next _character

; The following INPUT-BITS instruction extracts 10 bits fromthe
; conpressed nessage

I NPUT-BI TS (10, index, end_of nessage)

; The following instructions interpret the received bits as an index
; into the LZW codebook and extract the corresponding
; position/length pair:

set (length_value_|sbh, (length_value + 1))
MJLTI PLY ($i ndex, 3)

ADD ( $i ndex, codebook)

COPY ($index, 3, length_value_lsbh)

; The follow ng instructions append the selected text string to the
; circular buffer and create a new codebook entry pointing to this
; text string:

LOAD (current _length, 1)

ADD ($current | ength, $length _val ue)

COPY-LI TERAL (current _length |Isb, 3, $codebook next)

COPY- LI TERAL ($position_value, $length_value, $deconpressed_pointer)

; The following instruction outputs the text string specified by the
; position/length pair:

QUTPUT ($position_val ue, $l ength_val ue)
JUWP (next_character)

:end_of _nessage

END- MESSACGE (request ed feedback | ocati on,
returned_paraneters | ocation, state |ength, 64,
deconpress_si gconp_nessage, 6, 0)

:static_dictionary pad (256)
:circular_buffer

at (4492)

: codebook
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An exanpl e of a nessage conpressed using the LZWalgorithmis given
bel ow.

0x14c6 f080 6¢clb c6el 9c20 1846 e190 201d 0684 206b 1cc2 0198 6f1lc
0x9071 b06¢c 42c6 8195 1l1la 4731 a021 02bf fO

The unconpressed nessage is "So long and thanks for all the fish!\n"
4.1.4. DEFLATE

Thi s section provides UDVM byt ecode for the DEFLATE conpression
algorithm DEFLATE is the algorithmused in the well-known "gzip"
file format.

The foll owi ng bytecode will deconpress the DEFLATE conpressed data
format [8] with the follow ng nodifications

1. The DEFLATE conpressed data format separates bl ocks of conpressed
data by transmitting 7 consecutive zero bits. Each SigConp
message is assuned to contain a separate block of compressed
data, so the end-of-block bits are inmplicit and do not need to be
transmtted at the end of a SigConp nessage.

2. This bytecode supports only DEFLATE bl ock type 01 (data
conpressed with fixed Huf f man codes).

Assenbly for the DEFLATE deconpressor is given bel ow

at (32)

readonly (0)

1 i ndex pad (2)
textra_length_bits pad (2)
;1 engt h_val ue pad (2)
.extra_distance bits pad (2)
:di stance_val ue pad (2)
at (42)

set (requested_feedback | ocation, 0)

at (64)

:byte_copy_left pad (2)
:byte_copy_right pad (2)
;i nput_bit_order pad (2)
: deconpressed_poi nter pad (2)
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:length_table pad (116)
:di stance_tabl e pad (120)
set (returned_paraneters_location, 0)
align (64)
readonly (1)
sinitialize_nmenory
set (udvm nenory_size, 8192)
set (state_length, (udvm nenory size - 64))
set (length_table start, (((length_table - 4) + 65536) / 4))
set (length_table _md, (length_table start + 24))
set (distance_table_start, (distance_table / 4))

udvm nmenory_si ze, 5,

o, 3, o, 4, o, 5,

0, 6, 0, 7, 0, 8,

0, 9, 0, 10, 1, 11

1, 13, 1, 15, 1, 17,
2, 19, 2, 23, 2, 27,
2, 31, 3, 35, 3, 43,
3, 51, 3, 59, 4, 67

4, 83, 4, 99, 4, 115,
5, 131, 5, 163, 5, 195
5, 227, 0, 258,

0, 1, 0, 2, 0, 3,

o, 4, 1, 5, 1, 7

2, 9, 2, 13, 3, 17

3, 25, 4, 33, 4, 49,
5, 65, 5, 97, 6, 129
6, 193, 7, 257, 7, 385,
8, 513, 8, 769, 9, 1025,
9, 1537, 10, 2049, 10, 3073,
11, 4097, 11, 6145, 12, 8193,
12, 12289, 13, 16385, 13, 24577)

. deconpress_si gconp_nessage

Surtees & West

INPUT-BITS (3, extra_length bits, )

:next _character
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I NPUT- HUFFMAN (i ndex, end_of _nessage, 4,

7, 0, 23, length_table start,

1, 48, 191, O,

0, 192, 199, length table md,

1, 400, 511, 144)
COVPARE ($index, length table start, literal, end_of nessage,
| engt h_di st ance)

cliteral
set (index_|shbh, (index + 1))

QUTPUT (i ndex_I| sb, 1)
COPY- LI TERAL (index_Isb, 1, $deconpressed_pointer)
JUWP (next_character)

;1 ength_di stance
; this is the length part

MULTIPLY ($index, 4)

COPY ($index, 4, extra_length_hits)

INPUT-BI TS ($extra_length_bits, extra_length_bits, !)
ADD ($l ength_val ue, $extra_length_bits)

; this is the distance part

I NPUT- HUFFMAN (index, !, 1, 5, 0, 31, distance table_start)
MULTI PLY ($i ndex, 4)
COPY ($index, 4, extra_distance_bits)

I NPUT-BI TS ($extra_distance_bits, extra_distance_bits, !)

ADD ($di stance_val ue, $extra_di stance_bits)

LOAD (i ndex, $deconpressed_pointer)

COPY- OFFSET ($di st ance_val ue, $l ength_val ue, $deconpressed_pointer)
QUTPUT ($i ndex, $l ength_val ue)

JUWP (next_character)

:end_of _nessage

END- MESSACGE (request ed feedback | ocati on,
returned_paraneters | ocation, state |ength, 64,
deconpress_si gconp_nessage, 6, 0)

readonly (0)
:circular_buffer
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An exanpl e of a nessage conpressed using the DEFLATE algorithmis
gi ven bel ow

0xf3c9 4c4b d551 28c9 4855 08cd ch2c 4b2d 2ad4e 5548 cc4b 5170 0532
0x2b4b 3232 f3d2 b900

The unconpressed nessage is "Life, the Universe and Everything\n"
4.1.5. LZJIH

Thi s section provides UDVM bytecode for the LZJH conpression
algorithm LZJH is the algorithm adopted by the Internationa
Tel econmuni cation Union (I TU-T) Recomnmendation V.44 [9].

Assenmbly for the LZJH deconpressor is given bel ow

at (32)
readonly (0)

; The followi ng 2-byte variables are stored in the scratch-pad nenory
; area because they do not need to be saved after deconpressing a
; Si gConp nessage

;1 engt h_val ue pad (2)
s position_val ue pad (2)
1 i ndex pad (2)
rextra_extension_bits pad (2)
: codebook_ol d pad (2)
at (42)

set (requested_feedback | ocation, 0)
at (64)

; UDVM registers

:byte_copy_left pad (2)
:byte_copy_right pad (2)
;i nput_bit_order pad (2)
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; The following 2-byte variables are saved as state after
; deconpressing a SigConp nessage

:current _length pad (2)
: deconpressed_poi nter pad (2)
cordinal _I ength pad (2)
:codeword_| ength pad (2)
: codebook_next pad (2)

set (returned_paraneters_ |l ocation, 0)

align (64)
readonly (1)

sinitialize_nmenory
; The follow ng constants can be adjusted to configure the LZJH

; deconpressor. The current settings are as recomended in the V.44
specification (given that a total of 8K UDVM nenory is avail abl e):

set (udvm nmenory_size, 8192) ; sets the total nmenmory for LZJH
set (max_extension_length, 8) ; sets the maxi num string extension
set (mn_ordinal _length, 7) ; sets the mninumordinal |ength

set (mn_codeword | ength, 6) sets the m ni mum codeword | ength

set (codebook_start, 4492)

set (first_codeword, (codebook_start - 12))

set (state_length, (udvm nenory size - 64))

MULTI LOAD (64, 8, circular_buffer, udvmnmenory size, 7, O,
circular_buffer, mn_ordinal _|I ength, mn_codeword_| ength,
codebook_start)

. deconpress_si gconp_nessage

:standard_prefix

; The follow ng code deconpresses the standard 1-bit LZJH prefix
; that specifies whether the next character is an ordinal or a
; codeword/control val ue:

I NPUT-BI TS (1, index, end_of mnessage)
COVPARE ($i ndex, 1, ordinal, codeword control, codeword_control)

:prefix_after_codeword
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; The follow ng code deconpresses the special LZJH prefix that only
; occurs after a codeword. It specifies whether the next character
; is an ordinal, a codeword/control value, or a string extension

| NPUT- HUFFMAN (i ndex, end_of message, 2, 1, 1, 1, 2, 1, 0, 1, 0Q)
COVPARE ($i ndex, 1, ordinal, string_extension, codeword _control)

:ordi nal

; The follow ng code deconpresses an ordi nal character and creates
; a new codebook entry consisting of the ordinal character and the
; hext character to be deconpressed:

set (index_|sb, (index + 1))
set (current_length_Isb, (current_length + 1))

I NPUT-BI TS ($ordinal _|I ength, index, !)

OUTPUT (i ndex_I sb, 1)

LOAD (current _length, 2)

COPY- LI TERAL (current_length_Isb, 3, $codebook_ next)
COPY- LI TERAL (i ndex_lsb, 1, $deconpressed_pointer)
JUWP (standard_prefix)

:codeword _contro
; The follow ng code deconpresses a codeword/control val ue:

I NPUT-BI TS ($codeword_l ength, index, !)
COVPARE ($i ndex, 3, control _code, initialize_nmenory, codeword)

: codewor d

; The followi ng code interprets a codeword as an index into the LZJH
; codebook. It extracts the position/length pair fromthe specified
; codebook entry; the position/length pair points to a byte string

; in the circular buffer, which is then copied to the end of the

; deconpressed nessage. The code also creates a new codebook entry

; consisting of the byte string plus the next character to be
; deconpressed

set (length_value_ Isb, (length value + 1))

MULTI PLY ($i ndex, 3)

ADD ($i ndex, first_codeword)

COPY ($index, 3, length_value_Ilsb)
LOAD (current _length, 1)

ADD ($current | ength, $length _val ue)
LOAD (codebook ol d, $codebook next)
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COPY- LI TERAL (current_length_Isb, 3, $codebook next)

COPY- LI TERAL ($position_value, $length_value, $deconpressed_poi nter)
OUTPUT ($position_value, $length_val ue)

JUWP (prefix_after_codeword)

:string_extension

; The follow ng code deconpresses a Huf f man-encoded string extension
| NPUT- HUFFMAN (i ndex, !, 4, 1, 1, 1, 1, 2, 1, 3, 2, 1, 1, 1, 13, 3,
gtN;ARE)($index, 13, continue, extra bits, extra_bits)

cextra_bits

I NPUT-BI TS (max_extension_| ength, extra_extension_bits, !)
ADD ($i ndex, $extra_extension_bits)

:conti nue

; The follow ng code extends the nost recently created codebook entry
; by the nunber of bits specified in the string extension

COPY- LI TERAL ($position_value, $length_value, $position_val ue)
COPY- LI TERAL ($position_val ue, $index, $deconpressed_pointer)
OUTPUT ($position_val ue, $index)

ADD ($i ndex, $l ength_val ue)

COPY (i ndex_l sh, 1, $codebook_ol d)

JUMP (standard_prefix)

:control _code

; The code can handle all of the control characters in V.44 except
; for ETM (Enter Transparent Modde), which is not required for

; nmessage- based protocols such as Si gConp.

COWPARE ($index, 1, !, flush, stepup)

:flush

; The FLUSH control character junps to the begi nning of the next
; conplete byte in the conpressed nessage

| NPUT- BYTES (0, O, 0)
JUWP (standard_prefix)

:stepup
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;. The STEPUP control character increases the nunmber of bits used to
;. encode an ordinal value or a codeword

INPUT-BI TS (1, index, !)
COWPARE ($i ndex, 1, stepup_ordinal, stepup_codeword, 0)

:stepup_ordi na

ADD ($ordinal _|I ength, 1)
JUWP (ordinal)

. st epup_codewor d

ADD ($codeword_l ength, 1)
JUWP (codeword_control)

:end_of _nessage

END- MESSAGE (request ed_feedback_| ocati on,
returned_parameters_| ocation, state_|length, 64,
deconpr ess_si gconp_nessage, 6, 0)

readonly (0)
:circular_buffer

An exanpl e of a nessage conpressed using the LZJH algorithmis given
bel ow

0x5c09 e6e0 cadc c8d2 dcce 40c2 40f2 cac2 e440 c825 c840 ccde 29e8
0xc2f0 40e0 eaed4 eOde e6ca eb5c 1403

The unconpressed nessage is "
pur poses.\n".

...spending a year dead for tax

4.2. Adapted Al gorithns
4.2.1. Modified DEFLATE

Al ternative algorithnms can also be used with SigConp. This section
shows a nodified version of the DEFLATE [8] algorithm The two-stage
encodi ng of DEFLATE is replaced by a single step with a discrete
Huf f man code for each synmbol. The literal/length synbol
probabilities are dependent upon whether the previous synbol was a
literal or a match. Bit handling is also sinpler, in that all bits
are input using the I NPUT- HUFFMAN i nstruction and the value of the H
bit does not change so all bits are input, read, and interpreted in

t he same order.
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Assenmbly for the algorithmis given below String matching rules are
the sane as for the other LZ-based algorithms, with the alternative
encoding of the literals and | ength/distance pairs.

at (32)

readonly (0)

1 i ndex pad (2)
:di stance_val ue pad (2)
:ol d_pointer pad (2)
at (42)

set (requested_feedback | ocation, 0)

at (64)

:byte _copy_ left pad (2)
:byte_copy_right pad (2)
“input _bit_order pad (2)
: deconpr essed_poi nter pad (2)

set (returned_paraneters_|ocation, 0)

at (128)
readonly (1)

cinitialize_nmenory

set (udvm nenory_size, 8192)
set (state_length, (udvmnmenory_size - 64))

MULTI LOAD (64, 4, circular_buffer, udvmmenory_size, O,
circular_buffer)

. deconpress_si gconp_nessage
:character_after litera

I NPUT- HUFFMAN (i ndex, end_of message, 16,

5, 0, 11, 46,

0, 12, 12, 256,
1, 26, 32, 257,
1, 66, 68, 32,

0, 69, 94, 97,

0, 95, 102, 264,
0, 103, 103, 511,
2, 416, 426, 35,
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427, 465, 58,

466, 481, 272,
964, 995, 288,
7968, 7988, 123,
7989, 8115, 384,
16232, 16263, O,
16264, 16327, 320,
32656, 32767, 144)

FPOROWROO

COVPARE ($i ndex, 256, literal, distance, distance)
:character_after_match

I NPUT- HUFFMAN (i ndex, end_of _nessage, 16,

, 0, 0, 511,

, 2, 9, 256,

, 20, 22, 32,

, 23, 30, 264,

, 62, 73, 46,

, 74, 89, 272,

, 360, 385, 97,
386, 417, 288,
836, 874, 58,

875, 938, 320,
1878, 1888, 35,
1889, 2015, 384,
4032, 4052, 123,
8106, 8137, O,
16276, 16379, 144,
32760, 32767, 248)

PRPPPRPORPORONORORED

COWPARE ($i ndex, 256, literal, distance, distance)
cliteral
set (index_|sb, (index + 1))
QUTPUT (i ndex_Ish, 1)
COPY- LI TERAL (index_Isb, 1, $deconpressed_pointer)
JUWP (character _after literal)
:di stance
SUBTRACT ( $i ndex, 253)
I NPUT- HUFFMAN (di st ance_val ue, !, 9,
9, 0, 7, 9,

0, 8, 63, 129,
1, 128, 135, 1,
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, 136, 247, 17,

248, 319, 185,

640, 1407, 257,
5632, 6655, 1025,

, 13312, 15359, 2049,
, 61440, 65535, 4097)

NRPNR OO

LOAD (ol d_poi nter, $deconpressed_pointer)

COPY- OFFSET ( $di st ance_val ue, $i ndex, $deconpressed_pointer)
OUTPUT ($ol d_poi nter, $index)

JUMP (character_after_natch)

:end_of _nessage

END- MESSACGE (request ed_feedback_| ocati on,
returned _paraneters | ocation, state |ength, 64,
deconpress_si gconp_nessage, 6, 0)

readonly (0)
:circul ar_buffer

An exanpl e of a nessage conpressed using the nodified DEFLATE
algorithmis given bel ow

0xd956 b132 cd68 5424 c5a9 6215 8a70 a64d afO0a 5499 3621 509b 3e4dc
0x28b4 al45 b362 653a dOa6 498b 5a6d 2970 ac4c 930a adca 74a4 c268
0x0c

The unconpressed nessage is "Arthur leapt to his feet |ike an author
hearing the phone ring"

5. Additional SigConp Mechani sns

This section covers the additional nechanisns that can be enpl oyed by
SigConp to inprove the overall conpression ratio, including the use
of acknow edgenents, dictionaries, and sharing state between two
directions of a conpressed nessage fl ow.

An exanpl e of assenbly code is provided for these nechanisns.
Dependi ng on the nmechani sm and basic algorithmin use, the assenbly
code for either the mechani smor the basic algorithmnmay require

nmodi fication (e.g., if the algorithmuses '"no nore input’ to junp to
end_of _nmessage, follow ng end_of _nessage with an input instruction
for CRCwill not work). 1In any case, these are exanples and there

may be alternative ways to make use of the nechanisns.
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When each of the conpression algorithns described in Section 4 has
successful ly deconpressed the current SigConp nmessage, the contents
of the UDVM nenory are saved as a SigConp state item  Subsequent
nmessages can access this state item by uploading the correct state
identifier to the receiving endpoint, which avoids the need to upl oad
the bytecode for the conpression algorithmon a per-nessage basis.
However, before a state item can be accessed, the conpressor nust
first ensure that it is available at the receiving endpoint.

For each SigConp conpartment, the receiving endpoint maintains a |ist
of currently available states (where the total anpbunt of state saved
does not exceed the state nenory_size for the conpartnent). The

Si gConp conpressor should maintain a simlar list containing the
states that it has instructed the receiving endpoint to save.

As well as tracking the list of state itens that it has saved at the
renote endpoint, the conpressor also nmaintains a flag for each state
itemindicating whether or not the state can safely be accessed.
State itenms should not be accessed until they have been acknow edged
(e.g., by using the SigConp feedback mechani sm as per Section 5.1).

State itens are deleted fromthe |ist when adding a new pi ece of
state when the total state nenory size for the conpartnent is full.
The state to be deleted is determ ned according to age and retention
priority as discussed in SigConp [2]. The SigConp conpressor should
not attenpt to access any state items that have been deleted in this
manner, as they may no | onger be available at the receiving endpoint.

5.1. Acknow edging a State Item

Si gConp [2] defines a feedback nechanismto allow the compressor to
request feedback fromthe deconpressor, to give the conpressor

i ndication that a message has been received and correctly
deconpressed and that state storage has been attenpted. (Note: This
mechani sm cannot convey the success or failure of individual state
creation requests.) |In order to invoke the feedback nechanism the
followi ng fields nust be reserved in the UDVM nenory:

0 1 2 3 4 5 6 7
i i S

| reserved | Q| S| I | requested feedback |ocation
T T e
| 1| requested_feedback length | if Q=1

e T S S T
| |
: request ed_feedback field o if Q=1
I I

S R S S
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These fields can be reserved in any of the algorithns of Section 4 by
replacing the line "set (requested_feedback |ocation, 0)" with the
foll owi ng assenbl y:

:request ed_feedback | ocation pad (1)
:request ed_f eedback | ength pad (1)
:request ed_f eedback field pad (12)
:hash_start pad (8)

When a SigConp nessage is successfully deconpressed and saved as
state, the follow ng bytecode instructs the receiving endpoint to
return the first 6 bytes of the corresponding state identifier. The
byt ecode can be added to any of the conpression algorithnms of Section
4 imediately followi ng the ":end_of message" | abel

:end_of _nessage
set (hash_length, (state length + 8))

LOAD (requested_feedback_| ocation, 1158)

MULTI LOAD (hash_start, 4, state_|length, 64,

deconpress_si gconp_nessage, 6)

SHA-1 (hash_start, hash_length, requested feedback field)

The receiving endpoint then returns the state identifier in the
"returned feedback field" of the next SigConp nessage to be
transmitted in the reverse direction

When the state identifier is returned, the conpressor can set the
availability flag for the corresponding state to 1.

5.2. Static Dictionary

Certain protocols that can be conpressed using SigConp offer a fixed,
mandatory state itemknown as a static dictionary. This dictionary
contains a nunber of text strings that commonly occur in nmessages
generated by the protocol in question. The overall conpression ratio
can often be inproved by accessing the text phrases fromthis static
dictionary rather than by upl oading themas part of the conpressed
message.

As an exanmple, a static dictionary is provided for the protocols SIP

and SDP, RFC 3485 [4]. This dictionary is designed for use by a w de
range of conpression algorithms including all of the ones covered in

Section 4.
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In any of the conpression algorithnms of Section 4, the static
di ctionary can be accessed by inserting the follow ng instruction
imediately after the ":initialize_menory" | abel

STATE- ACCESS (dictionary_id, 6, 0, 0, 1024, 0)

The paraneters of STATE-ACCESS instruction will depend on the
compression algorithmin use

The followi ng lines should al so be inserted i mediately after the
END- MESSAGE i nstructi on:

cdictionary_id
byte (O0xfb, Oxe5, 0x07, 0Oxdf, Oxeb5, 0xe6)

The text strings contained in the static dictionary can then be
accessed in exactly the sane manner as the text strings from
previ ously deconpressed nmessages (see Section 5.1 for further
details).

Note that in sone cases it is sufficient to load only part of the
static dictionary into the UDVM nenory. Further information on the
contents of the SIP and SDP static dictionary can be found in the
rel evant document, RFC 3485 [4].

5.3. CRC Checksum

The acknow edgenent schene of Section 5.1 is designed to indicate the
successful deconpression of a nessage. However, it does not
guarantee that the deconpressed nessage is identical to the origina
message, since deconpression of a corrupted nessage coul d succeed but
with some characters being incorrect. This could |lead to an

i ncorrect nessage being passed to the application or unexpected
contents of state to be stored. 1In order to prevent this happening,
a CRC check coul d be used.

If an additional CRC check is required, then the follow ng bytecode
can be inserted after the ":end_of _nessage" | abel

| NPUT- BYTES (2, index, !)
CRC (%index, 64, state length, !)

The bytecode extracts a 2-byte CRC fromthe end of the SigConp

message and conpares it with a CRC cal cul ated over the UDVM nmenory.
Deconpression failure occurs if the two CRC val ues do not nmtch.
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A definition of the CRC pol ynom al used by the CRC instruction can be
found in SigConp [2].

5.4. Announci ng Additional Resources

If a particular endpoint is able to offer nore processing or nmenory
resources than the nandatory mnini num the SigConp feedback nechani sm
can be used to announce that these resources are available to the
renote endpoint. This may help to inprove the overall conpression
rati o between the two endpoints.

Additionally, if an endpoint has any pieces of state that may be
useful for the renote endpoint to reference, it can advertise the
identifiers for the states. The renpte endpoint can then make use of
any that it also knows about (i.e., knows the contents of), for
exanple, a dictionary or shared node state (see Section 5.5).

The val ues of the follow ng Si gConp paraneters can be announced using
the SigConp advertisenent mechani sm

cycl es_per_bit

deconpressi on_nenory_si ze
state_nenory_size

Si gConp_ver si on

state identifiers
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As expl ained in SigConp, in order to announce the val ues of these
paraneters, the following fields nust be reserved in the UDVM nenory:

0 1 2 3 4 5 6 7
T T S
| cpb | dns | sns
T S LT e
| Si gConp_ver si on |
T T Sep
| length_of _partial _state_ ID 1 |
e
I I
: partial _state_ identifier_1
I I

S S

returned_parameters_| ocation

+---+---I---+---+---+---I---+---+

| length of partial _state IDn |

T L I e

I I

: partial _state_identifier_n

I I

T T Tl I

These fields can be reserved in any of the algorithns of Section 4 by

replacing the line "set (returned_paraneters_location, 0)" with the
foll owi ng piece of assenbly:

cadverts_len pad (1)
;adverts _len_|sb pad (1)
:returned_paraneters_| ocation pad (1)
:returned_si gconp_version pad (1)
:state_ids pad (x)

where x is enough space for the nunber state identifiers that the
endpoi nt wi shes to adverti se.

When a Si gConmp nmessage is successfully deconmpressed and saved as
state, the follow ng bytecode announces to the receiving endpoint
that additional resources and pieces of state are available at the
sendi ng endpoi nt:

:end_of _nessage
LOAD (returned_parameters_| ocation, N)

I NPUT- BYTES (1, adverts_|en_|sh, done)
| NPUT- BYTES ($adverts_len, state_ids, done)
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:done

Note that the integer value "N' should be set equal to the anount of
resources avail able at the sending endpoint. N should be expressed
as a 2-byte integer with the nost significant bits corresponding to
the cycles_per_bit paraneter and the least significant bits
corresponding to the SigConp_version paraneter.

The length of the state identifiers followed by the state identifiers
in the format shown are appended to the end of the conpressed
message

5.5. Shared Conpression

Thi s section provides bytecode for inplenenting the SigConmp shared
conpressi on nechanism RFC 3321 [3]. If two endpoints A and B are
conmuni cating via SigConp, shared conpression allows the nessages
sent from Endpoint A to Endpoint B to be conpressed relative to the
messages sent from Endpoint B to Endpoint A (and vice versa). This
may i nprove the overall conpression ratio by reducing the need to
transmt the sanme information in both directions.

As described in RFC 3321 [3], two steps nust be taken to inplenent
shared conpression at an endpoint.

First, it is necessary to announce to the renote endpoint that shared
conmpression is available. This is done by announcing the state
identifier as an avail able piece of state. This can be done using
the returned paraneters | ocati on announcenent as in Section 5.4.

Second, assum ng that such an announcenent is received fromthe
renote endpoint, then the state created by shared conpressi on needs
to be accessed by the message sent in the opposite direction. This
can be done in a simlar way to accessing the static dictionary (see
Section 5.2), but using the appropriate state identifier, for
exanpl e, by using the I NPUT-BYTES instruction as bel ow

:shared_state_id pad (6)
:access_shared _state

| NPUT- BYTES (6, shared state id, !)
STATE- ACCESS (shared_state_id, 6, 0, 0, $deconpressed_start, 0)
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6.

Security Considerations

Thi s docunent describes inplenentation options for the SigConp
protocol [2]. Consequently, the security considerations for this
docunent match those of SigConp.
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UDVM Byt ecode for the Conpression Algorithns
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The followi ng sections list the UDVM byt ecode generated for each
conpression al gorithm of Section 4.

Note that the different assenblers can output different bytecode for

the sane piece of assenbly code,

results different fromthose presented bel ow
byt ecode shoul d al ways generate the sane deconpressed nessages on any

UDVM
A 1.

Al.1. LZ77
0x0f 86 0389
0x00bf c086

A l.2. LZSS
0x0f 86 04a0
0x0f 23 0622
0x2252 5116

A 1.3. LZW

0x0f 86 06al

0x88f 4 079f
0x5013 a049

A 1. 4.

0x0f 86
0x0b01
0x04a0
0x0002
Oxa061
0x0aa8
0x6001
Oxalc7
0x0123
0x001f
0x5216

7Taa2
0do1
5304
0003
06a0
010a
1d03
8040
169f
2f 08
9f 9e

Surtees & West

8d89
a08b

c48d
2101
o9f d2

ce8d
681d
0323

DEFLATE

528d
0f 01
a063
0004
8106
ac01
229f
2901
d108
1004
2300

1588
06

00a0
1321
2300

00b1
0a24
1351

05a2
1102
04a0
0105
alcl
ObbO
b4le
al9o
1004
1250
00bf

Vel | - known Al gorithmns

8800 011lc 0420

c4le
0123
00bf

2031
16e5
c086

0209
1d0o4
a089

8f 01
2508
5025

13a0
0612
5016

alce
1203
2251

5200
1302
7305
0107
07al
010b
20a0
alff

1250
0426
c086

0300
1702
a083
0209
0107
b801
6504
a090
0422
1d53
alde

0400
1b02
05a0
020d
al8l
0c80
0700
1750
1d51
26f 6
06

0d13

00a0
22e8
06

4903
b18f
9f de

0500
1f 03
a305
0311
08a2
2001
1780
8040
229f
0614

nf or mat i onal

5051

ff 8e
0611

2313
1252
2300

0600
2303
alc3
0319
0108
0c80
4011
1109
d706
530e

However ,

2222

048c
030e

2501
0321
00bf

0700
2b03
05a0
0421
a301
3001
0130
a046
1251
2063

5051

bf f f
2463

2506
Oeal
c086

0800
3303
e300
0431
09a4
0d80
a0bf

1322
1e20
1454

so a valid assenbl er can produce
the follow ng

16f5 2300

0117
1450

508d
5123

1201
4801
a0of

1752
0624
06

0900
3b04
al02
05a0
0109
4001
0000
2101
of cf
5223

0a01
a043
0001
4105
a601
0d80
alcO
1321
0105
2250

[ Page 40]



RFC 4464

A 1.5, LZJH

0x0f 86 08al
0x24a0 b802
0x0eal 4602
0xb808 0812
0x0327 1351
0x0101 0d03
0x5224 2251
Oxcel6 9f 57
0x7623 0000

5b8d
0101
13a0
0306
5024
0007
5206
1do1
bf cO

0700
0102
4703
12b1l
2251
0517
1250
24f a
86a0

A. 2. Adapted Al gorithmns

A 2.1. Modified DEFLATE

0x0f 86 04al
0x0101 a042
Oxalff 02al
0xal20 03bf
0x3f 88 803f
0x20a0 c810
0x2e00 alO4a
Ox6a3a 00a3
Oxd4a0 7b01
Oxf 817 5088
0x0900 0709
0xb901 a280
0x00ff bOO1

Surtees & West

d38d
a044
alal
20bf
c7al
0400
a059
6ba3
bf aa
0610
0008
as7f
0e24

00al
2000
aa23
34a0
4001
00al
allo
aaal
bf c9
1022
3f a0
alol
6314

Si gConp Users

al5b
0100
2713
8312
5016
520d
1225
1752
8e06

d3le
a045
00al
7b00
807f
ffo1l
02al
4001
0001
2101
8101
02b6
5150

0706 b18f
0100 1752
2501 2416
5203 210e
9f a8 le24
0d06 061d
0154 169f
0107 0d9e

20al 4010
a05e a061
abal di3a
bf 35 bf b3
9080 7fff
0209 8801
68al 81a0
a756 a760
803f 9480
1321 0123
87a0 8701
00b9 ffa4
2322 5250

Gui de

1do1
0107
9f cd
a046
9f b1l
0826
6617
c206

0500
00a0
00al
also
a090
1416
6100
2300
3ffb
169f
00a0
0101
169f

I nf or mat i onal

24a0
al4e
1d66
0106
0401
f 706
5201
2501

Ob2e
5f a0
d2al
0180
1750
2000
al82
a761
a090
1107
88a0
8034
3b23

c317
leld
24el
2350
0101
1253
9f db
169f

000c
66al
elal
3f 68
88a0
171e
alal
a7df
0180
10a0
f711
0080
0000

5201
6524
1752
0e28
0102
1351
07of

6506

0c88
0800
1001
803f
79a0
al0s8
al20
al80
7ff 8
fdle
00a0
3bf f
bf cO

la3l
f 822
03a0
6713
0103
5011
1c00
2601

O1lla
a067
a3c4
8700
83a0
013e
01a3
Olaf
807f
229f
f 8al
a801
86a0

[
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311le
2501
639f
a047
0201
1351
009e
169f

20al
a067
a3e3
0080
831e
a049
44a3
cOaf
ffao
do09
3f a0
0290
8906
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