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Abst r act

Thi s docunent presents a set of requirenents for the establishnent
and nmai ntenance of Point-to-Miltipoint (P2MP) Traffic-Engi neered (TE)
Mul tiprotocol Label Switching (MPLS) Label Switched Paths (LSPs).

There is no intent to specify solution-specific details or
application-specific requirements in this docunent.

The requirenents presented in this docunent not only apply to
packet - swi t ched networks under the control of MPLS protocols, but

al so enconpass the requirenents of Layer Two Switching (L2SC), Tinme
Division Miultiplexing (TDM, |anbda, and port sw tching networks
managed by Generalized MPLS (GWLS) protocols. Protocol solutions
devel oped to neet the requirenments set out in this docunent nust
attenpt to be equally applicable to MPLS and GWLS
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1.

I nt roducti on

Exi sting MPLS traffic engineering (MPLS-TE) allows for strict QoS
guar ant ees, resource optim zation, and fast failure recovery, but it
is limted to point-to-point (P2P) LSPs. There is a desire to
support point-to-nultipoint (P2MP) services using traffic-engineered
LSPs, and this clearly notivates enhancements of the base MPLS-TE
tool box in order to support P2MP MPLS-TE LSPs.

A P2MP TE LSP is a TE LSP (per [RFC2702] and [ RFC3031]) that has a
single ingress LSR and one or nore egress LSRs, and is
unidirectional. P2M services (that deliver data froma single
source to one or nore receivers) may be supported by any comnbination
of P2P and P2MP LSPs dependi ng on the degree of optim zation required
within the network, and such LSPs may be traffic-engi neered again
dependi ng on the requirenents of the network. Further, nmultipoint-
to-multipoint (MP2MP) services (which deliver data fromnore than one
source to one or nore receivers) may be supported by a conbi nation of
P2P and P2MP LSPs.

[ RFC2702] specifies requirements for traffic engi neering over MPLS
In Section 2, it describes traffic engineering in sone detail, and
those definitions are equally applicable to traffic engineering in a
poi nt-to-nultipoint service environnent. They are not repeated here,
but it is assumed that the reader is fully famliar with them

Section 3.0 of [RFC2702] al so explains how MPLS is particularly
suited to traffic engineering; it presents the follow ng eight
reasons.

1. Explicit label switched paths that are not constrained by the

destination-based forwardi ng paradi gm can be easily created

t hrough manual administrative action or through automated

action by the underlying protocols.

LSPs can potentially be maintained efficiently.

Traffic trunks can be instantiated and nmapped onto LSPs.

A set of attributes can be associated with traffic trunks that

modul ate their behavioral characteristics.

5. A set of attributes can be associated with resources that
constrain the placenent of LSPs and traffic trunks across them

6. MPLS allows for both traffic aggregation and di saggregati on,
whereas cl assical destination-only-based |P forwarding pernits
only aggregation

7. It is relatively easy to integrate a "constraint-based routing"
framework with MPLS.

8. A good inplenmentation of MPLS can offer significantly | ower
over head than conpeting alternatives for traffic engineering.

Pwn
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These points are equally applicable to point-to-nultipoint traffic
engineering. Points 1 and 7 are particularly inmportant. Note that
point 3 inplies that the concept of a point-to-multipoint traffic
trunk is defined and is supported by (or mapped onto) P2MP LSPs.

That is, the traffic flowfor a point-to-multipoint LSP is not
constrained to the path or paths that it would follow during

mul ticast routing or shortest path destination-based routing, but it
can be explicitly controlled through manual or automated action

Further, the explicit paths that are used nay be conputed using

al gorithms based on a variety of constraints to produce all manner of
tree shapes. For exanple, an explicit path may be cost-based

[ STEI NER], shortest path, or QoS-based, or it may use some fair-cost
QS al gorithm

[ RFC2702] al so describes the functional capabilities required to
fully support traffic engineering over MPLS in | arge networks.

Thi s docunent presents a set of requirenments for Point-to-Miltipoint
(P2MP) traffic engineering (TE) extensions to Miltiprotocol Labe
Switching (MPLS). It specifies functional requirenents for solutions
to deliver P2MP TE LSPs.

Sol utions that specify procedures for P2MP TE LSP setup MUST sati sfy
these requirenents. There is no intent to specify solution-specific
details or application-specific requirenents in this docunent.

The requirenents presented in this docunent apply equally to packet-
swi tched networks under the control of MPLS protocols and to packet-
swi tched, TDM | anbda, and port-sw tching networks managed by
Generalized MPLS (GWLS) protocols. Protocol solutions devel oped to
meet the requirements set out in this document MJST attenpt to be
equal ly applicable to MPLS and GWPLS

Exi sting MPLS TE nechani sms such as [ RFC3209] do not support P2MP TE
LSPs, so new nechani sns need to be devel oped. This SHOULD be
achi eved wi th nmaxi mumre-use of existing MPLS protocol s.

Note that there is a separation between routing and signaling in MPLS
TE. In particular, the path of the MPLS TE LSP is determ ned by
performng a constraint-based conputation (such as CSPF) on a traffic
engi neering database (TED). The contents of the TED may be coll ected
through a variety of nechanisns.
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Thi s docunent focuses on requirenents for establishing and

mai nt ai ni ng P2MP MPLS TE LSPs through signaling protocols; routing
protocol s are out of scope. No assunptions are nmade about how the
TED used as the basis for path conputations for P2MP LSPs is forned.

Thi s requirements docunent assunmes the follow ng conditions for P2MP
MPLS TE LSP establ i shment and mnai nt enance:

o0 A P2MP TE LSP will be set up with TE constraints and will allow
efficient packet or data replication at various branching points in
the network. Although replication is a data plane issue, it is the
responsibility of the control plane (acting in conjunction with the
pat h conputati on conmponent) to install LSPs in the network such
that replication can be performed efficiently. Note that the
notion of "efficient” replication is relative and may have
di fferent neani ngs dependi ng on the objectives (see Section 4.2).

0 P2MP TE LSP setup nechani snms nmust include the ability to add/renove
receivers to/fromthe P2MP service supported by an existing P2MP TE
LSP.

0 Tunnel endpoints of P2MP TE LSP will be nodified by addi ng/renoving
egress LSRs to/froman existing P2MP TE LSP. It is assuned that
the rate of change of |eaves of a P2MP LSP (that is, the rate at
whi ch new egress LSRs join, or old egress LSRs are pruned) is "not
so high" because P2MP TE LSPs are assunmed to be utilized for TE
applications. This issue is discussed at greater length in Section
4.18.1.

0 A P2MP TE LSP may be protected by fast error recovery nechanisns to
m nim ze di sconnection of a P2MP servi ce.

0 A set of attributes of the P2MP TE LSP (e.g., bandw dth, etc.) nmay
be nodified by sone nechanism (e.g., nmake-before-break, etc.) to
acconmodat e attri bute changes to the P2MP service without inpacting
data traffic. These issues are discussed in Sections 4.6 and 4. 10.

It is not a requirement that the ingress LSR must control the
addition or renoval of |eaves fromthe P2MP tree

It is this docunent’s objective that a solution conpliant to the

requirenents set out in this docunent MUST operate these P2MP TE
capabilities in a scal able fashion
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1.1. Non-Objectives

For clarity, this section lists sone itenms that are out of scope of
t hi s docunent.

It is assunmed that some information el enents describing the P2MP TE
LSP are known to the ingress LSR prior to LSP establishnent. For
exanple, the ingress LSRs know the | P addresses that identify the
egress LSRs of the P2MP TE LSP. The nechani sns by which the ingress
LSR obtains this information is outside the scope of P2MP TE
signaling and so is not included in this docunent. Oher docunents
may conpl ete the description of this function by providi ng autonated,
prot ocol - based ways of passing this infornmation to the ingress LSR

Thi s docunent does not specify any requirenments for the follow ng
functi ons.

- Non-TE LSPs (such as per-hop, routing-based LSPs).

- Discovery of egress |eaves for a P2MP LSP

- Hierarchical P2MP LSPs.

- OAM for P2MP LSPs.

- Inter-area and inter-AS P2MP TE LSPs.

- Applicability of P2MP MPLS TE LSPs to service scenari o0s.

- Specific application or application requirenents.

- Algorithns for computing P2MP distribution trees.

- Multipoint-to-point LSPs.

- Multipoint-to-multipoint LSPs.

- Routing protocols.

- Construction of the traffic engineering database.

- Distribution of the information used to construct the traffic
engi neeri ng dat abase.

2. Definitions
2.1. Acronyns
P2P:  Poi nt -t o- poi nt
P2MP:  Poi nt-to-nul tipoint
2.2. Term nol ogy

The reader is assuned to be familiar with the ternminology in
[ RFC3031] and [ RFC3209] .

The following terns are defined for use in the context of P2MP TE
LSPs only.
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P2MP tree

The ordered set of LSRs and TE links that comprise the path of a
P2MP TE LSP fromits ingress LSRto all of its egress LSRs.

i ngress LSR

The LSR that is responsible for initiating the signaling nmessages
that set up the P2MP TE LSP

egress LSR

One of potentially many destinations of the P2MP TE LSP. Egress
LSRs may al so be referred to as | eaf nodes or |eaves.

bud LSR:

An LSR that is an egress LSR but also has one or nore directly
connect ed downstream LSRs.

branch LSR:
An LSR that has nore than one directly connected downstream LSR
P2MP-1D (P2ID):

A unique identifier of a P2MP TE LSP, which is constant for the
whol e LSP regardl ess of the nunber of branches and/or | eaves.

sour ce:
The sender of traffic that is carried on a P2MP servi ce supported
by a P2MP LSP. The sender is not necessarily the ingress LSR of
the P2MP LSP.

receiver:
A recipient of traffic carried on a P2MP service supported by a
P2MP LSP. A receiver is not necessarily an egress LSR of the P2MP

LSP. Zero, one, or nore receivers nmay receive data through a
gi ven egress LSR
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2.2.1. Termnology for Partial LSPs

It is convenient to sub-divide P2MP trees for functional and
representational reasons. A tree nmay be divided in two dinensions:

- Adivision may be nmade along the length of the tree. For exanple,
the tree may be split into two conmponents each running fromthe
ingress LSRto a discrete set of egress LSRs. Upstream LSRs (for
exanple, the ingress LSR) may be menbers of both conponents.

- Atree nay be divided at a branch LSR (or any transit LSR) to
produce a conponent of the tree that runs fromthe branch (or
transit) LSR to all egress LSRs downstream of this point.

These two met hods of splitting the P2MP tree can be comnbined, so it
is useful to introduce sone ternmnology to allow the partitioned
trees to be clearly described.

Use the follow ng designations:

Source (ingress) LSR - S

Leaf (egress) LSR - L

Branch LSR - B

Transit LSR - X (any single, arbitrary LSR that is not a source,
| eaf or branch)

Al - A

Partial (i.e., not all) - P

Define a new term

Sub- LSP:
A segnment of a P2MP TE LSP that runs fromone of the LSP's LSRs
to one or nore of its other LSRs.

Usi ng these new concepts, we can define any conbination or split of
the P2MP tree. For exanpl e:

S2L sub-LSP
The path fromthe source to one specific |eaf.

S2PL sub-LSP
The path fromthe source to a set of |eaves.

B2AL sub-LSP
The path froma branch LSR to all downstream | eaves

Yasukawa I nf or mat i onal [ Page 8]



RFC 4461 Si gnal i ng Requirenents for P2MP TE MPLS LSPs April 2006

X2X sub- LSP
A component of the P2MP LSP that is a sinple path that does not
branch.

Note that the S2AL sub-LSP is equivalent to the P2MP LSP
2.3. Conventions

The key words "MJST", "MJST NOT*, "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "MAY", and "OPTIONAL" in this
docunent are to be interpreted as described in [ RFC2119].

3. Probl em St at enment
3. 1. Mot i vati on

As described in Section 1, traffic engineering and constraint-based
routing (including Call Adm ssion Control (CAC), explicit source
routing, and bandwi dth reservation) are required to enable efficient
resource usage and strict QS guarantees. Such nechani sns al so nake
it possible to provide services across a congested network where
conventional "shortest path first" forwardi ng paradigns would fail.

Exi sting MPLS TE nechani snms [ RFC3209] and GWLS TE nechani sns

[ RFC3473] only provide support for P2P TE LSPs. While it is possible
to provide P2MP TE services using P2P TE LSPs, any such approach is
potentially suboptimal since it may result in data replication at the
ingress LSR, or in duplicate data traffic within the network

Hence, to provide P2MP MPLS TE services in a fully efficient manner,
it is necessary to specify specific requirenments. These requirenents
can then be used when defining mechani snms for the use of existing
protocol s and/or extensions to existing protocols and/or new

pr ot ocol s.

3.2. Requirenments Overview

Thi s docunent states basic requirements for the setup of P2MP TE
LSPs. The requirenents apply to the signaling techniques only, and
no assunptions are made about which routing protocols are run within
the network, or about how the information that is used to construct
the Traffic Engineering Database (TED) is distributed. These factors
are out of the scope of this docunent.

A P2MP TE LSP path conputation will take into account various
constraints such as bandwidth, affinities, required | evel of
protection and so on. The solution MJST allow for the conputation of
P2MP TE LSP paths that satisfy constraints, with the objective of
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supporting various optimzation criteria such as del ays, bandwi dth
consunption in the network, or any other conbinations. This is
likely to require the presence of a TED, as well as the ability to
signal the explicit path of an LSP

A desired requirenent is also to naxim ze the re-use of existing MPLS
TE techni ques and protocol s where doi ng so does not adversely inpact
the function, sinplicity, or scalability of the solution

Thi s docunent does not restrict the choice of signaling protocol used
to set up a P2MP TE LSP, but note that [ RFC3468] states

...the consensus reached by the Miltiprotoco

Label Switching (MPLS) Working Group within the IETF to focus its
efforts on "Resource Reservation Protocol (RSVP)-TE: Extensions to
RSVP for Label -Swi tched Pat hs (LSP) Tunnel s" (RFC 3209) as the MPLS
signalling protocol for traffic engineering applications..

The P2MP TE LSP setup nechani sm MJST include the ability to

add/ renove egress LSRs to/from an existing P2MP TE LSP and MJST al | ow
for the support of all the TE LSP nmanagenent procedures already
defined for P2P TE LSP. Further, when new TE LSP procedures are

devel oped for P2P TE LSPs, equival ent or identical procedures SHOULD
be devel oped for P2MP TE LSPs.

The conputation of P2MP trees is inplenentation dependent and is
beyond the scope of the solutions that are built with this docunent
as a guideline.

Consi der the followi ng figure.

Source 1 (S1)

|
| - LSR1

|
R2----E-LSR3--LSR1 LSR2- - - E- LSR2- - Recei ver 1 (R1)

|
R3----E-LSR4 E-LSR5
| .
I

R4 h5
Figure 1
Figure 1 shows a single ingress LSR (1-LSR1), and four egress LSRs

(E-LSR2, E-LSR3, E-LSR4, and E-LSR5). 1-LSRl is attached to a
traffic source that is generating traffic for a P2MP application
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4.

4.

Receivers Rl, R2, R3, and R4 are attached to E-LSR2, E-LSR3, and
E- LSR4.

The following are the objectives of P2MP LSP establishnment and use.

a) A P2MP tree that satisfies various constraints is pre-
determined, and details are supplied to |-LSR1.

Note that no assunption is made about whether the tree is
provided to I-LSR1L or conputed by I-LSRL. The solution SHOULD
al so allow for the support of a partial path by neans of |oose
routing.

Typi cal constraints are bandwi dth requirements, resource class
affinities, fast rerouting, and preenption. There should not
be any restriction on the possibility of supporting the set of
constraints already defined for point-to-point TE LSPs. A new
constraint may specify which LSRs shoul d be used as branch LSRs
for the P2MP LSR in order to take into account LSR capabilities
or network constraints.

b) A P2MP TE LSP is set up fromI-LSRl to E-LSR2, E-LSR3, and
E-LSR4 using the tree information.

c) In this case, the branch LSR1 should replicate incom ng packets
or data and send themto E-LSR3 and E- LSR4.

d) If a newreceiver (R5) expresses an interest in receiving
traffic, a newtree is determned, and a B2L sub-LSP from LSR2
to E-LSR5 is grafted onto the P2MP TE LSP. LSR2 becones a
branch LSR.

Det ai | ed Requirements for P2MP TE Extensions
1. P2MP LSP

The P2MP TE extensions MJST be applicable to the signaling of LSPs
for different switching types. For exanple, it MJST be possible to
signal a P2MP TE LSP in any switching nedium whether it is packet or
non- packet based (including frame, cell, TDM | anbda, etc.).

As with P2P MPLS technol ogy [ RFC3031], traffic is classified with a
FEC in this extension. Al packets that belong to a particular FEC
and that travel froma particular node MIST foll ow t he same P2MP
tree.
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In order to scale to a | arge nunber of branches, P2MP TE LSPs SHOULD
be identified by a unique identifier (the P2MP ID or P2ID) that is
constant for the whole LSP regardl ess of the nunber of branches

and/ or | eaves.

4.2. P2MP Explicit Routing

Various optimzations in P2MP tree formation need to be applied to
meet various QoS requirements and operational constraints.

Sone P2MP applications may request a bandw dt h-guaranteed P2MP tree
that satisfies end-to-end delay requirenents. And sonme operators may
want to set up a cost-mninimum P2MP tree by specifying branch LSRs
explicitly.

The P2MP TE sol ution therefore MJUST provide a nmeans of establishing
arbitrary P2MP trees under the control of an external tree
conmput ati on process, path configuration process, or dynanic tree
comput ation process located on the ingress LSR  Figure 2 shows two
typi cal exanpl es.

A A

| / \

B B C

| [\ [\

C D E F G

| A U A O A N A

D-Ef-F*-G-H-*-J*-K"--L H I JKLMN O

St ei ner P2MVP tree SPF P2MP tree

Figure 2: Exanpl es of P2MP TE LSP topol ogy

One exanple is the Steiner P2MP tree (cost-m ni mum P2MP tree)
[STEINER]. This P2MP tree is suitable for constructing a cost-

m ni mum P2MP tree so as to minimze the bandwi dth consunption in the
core. To realize this P2MP tree, several intermediate LSRs nust be
both MPLS data term nating LSRs and transit LSRs (LSRs E, F, G H, 1|,
J, and Kin Figure 2). Therefore, the P2MP TE sol uti on MJST support
a nmechanismthat can set up this kind of bud LSR between an ingress
LSR and egress LSRs. Note that this includes constrained Steiner
trees that allow for the conputation of a mninmal cost trees with
some other constraints such as a bounded del ay between the source and
every receiver.
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Anot her exanple is a CSPF (Constraint Shortest Path First) P2MP tree.
By sone netric (which can be set upon any specific criteria like the
del ay, bandwi dth, or a conbination of those), one can calculate a
shortest-path P2MP tree. This P2MP tree is suitable for carrying
real-tine traffic.

The solution MJUST all ow the operator to nake use of any tree

comput ation technique. In the former case, an efficient/optimal tree
is defined as a mininmal cost tree (Steiner tree), whereas in the
|ater case, it is defined as the tree that provides shortest path

bet ween the source and any receiver

To support explicit setup of any reasonable P2MP tree shape, a P2MP
TE sol ution MJST support sone form of explicit source-based contro
of the P2MP tree that can explicitly include particular LSRs as
branch LSRs. This can be used by the ingress LSR to set up the P2MP
TE LSP. For instance, a P2MP TE LSP can be represented sinply as a
whol e tree or by its individual branches.

4.3. Explicit Path Loose Hops and Wdely Scoped Abstract Nodes

A P2MP tree is conpletely specified if all the required branches and
hops between a sender and | eaf LSR are indicated.

A P2MP tree is partially specified if only a subset of internediate
branches and hops is indicated. This may be achi eved using | oose
hops in the explicit path, or using w dely scoped abstract nodes
(that is, abstract nodes that are not sinple [RFC3209]) such as |Pv4
prefixes shorter than 32 bits, or AS nunbers. A partially specified
P2MP tree nmight be particularly useful in inter-area and inter-AS
situations, although P2MP requirenments for inter-area and inter-AS
are beyond the scope of this docunent.

Prot ocol solutions SHOULD include a way to specify | oose hops and

wi dely scoped abstract nodes in the explicit source-based control of
the P2MP tree as defined in the previous section. Were this support
i s provided, protocol solutions MJST al |l ow downstream LSRs to apply
further explicit control to the P2MP tree to resolve a partially
specified tree into a (nore) conpletely specified tree.

Prot ocol solutions MJST allow the P2MP tree to be conpletely
specified at the ingress LSR where sufficient infornmation exists to
allow the full tree to be conmputed and where policies along the path
(such as at domai n boundaries) support full specification
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In all cases, the egress LSRs of the P2MP TE LSP nust be fully
specified either individually or through sone collective identifier.
Wthout this information, it is inmpossible to know where the TE LSP
shoul d be routed to.

In case of a tree being conputed by some downstream LSRs (e.g., the
case of hops specified as | oose hops), the solution MJST provide

prot ocol nmechanisns for the ingress LSR of the P2MP TE LSP to |l earn
the full P2MP tree. Note that this information may not al ways be
obtai nable owing to policy considerations, but where part of the path
remai ns confidential, it MJUST be reported through aggregation (for
exanpl e, using an AS nunber).

4.4, P2\MP TE LSP Est abli shment, Teardown, and ©Mbdificati on Mechani sns

The P2MP TE sol uti on MJUST support establishnent, maintenance, and
teardown of P2MP TE LSPs in a manner that is at |east scalable in a
linear way. This MJST include both the existence of very many LSPs
at once, and the existence of very nany destinations for a single
P2MP LSP.

In addition to P2MP TE LSP establi shnent and teardown nechani sns, the
sol ution SHOULD support a partial P2MP tree nodification nmechani sm

For the purpose of adding sub-P2MP TE LSPs to an existing P2MP TE
LSP, the extensions SHOULD support a grafting mechanism For the
pur pose of deleting a sub-P2MP TE LSPs from an exi sting P2MP TE LSP
t he extensions SHOULD support a pruni ng nechani sm

It is RECOVWENDED that these grafting and pruning operations cause no
addi tional processing in nodes that are not along the path to the
grafting or pruning node, or that are downstream of the grafting or
pruni ng node toward the grafted or pruned | eaves. Mbreover, both
grafting and pruning operations MJST NOT disrupt traffic currently
forwarded al ong the P2MP tree.

There is no assunption that the explicitly routed P2MP LSP renai ns on
an optimal path after several grafts and prunes have occurred. In
this context, scalable refers to the signaling process for the P2M
TE LSP. The TE nature of the LSP allows that re-optimzation may
take place fromtine to tine to restore the optimality of the LSP

4.5. Fragmentation
The P2MP TE sol ution MJUST handl e the situation where a single
protocol nessage cannot contain all the information necessary to

signal the establishment of the P2MP LSP. It MJST be possible to
establish the LSP in these circunstances.
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This situation may arise in either of the follow ng circunstances.

a. The ingress LSR cannot signal the whole tree in a single
nessage.

b. The information in a nessage expands to be too large (or is
di scovered to be too large) at sone transit node. This nmay
occur because of sonme increase in the information that needs to
be signal ed or because of a reduction in the size of signaling
message that is supported.

The solution to these problenms SHOULD NOT rely on IP fragnmentation of
protocol nessages, and it is RECOWENDED to rely on sone protoco
procedures specific to the signaling solution

In the event that fragnented | P packets containing protocol nessages
are received, it is NOT RECOMVENDED that they are reassenbled at the
recei ving LSR

4.6. Failure Reporting and Error Recovery

Failure events may cause egress LSRs or sub-P2MP LSPs to becone
detached fromthe P2MP TE LSP. These events MJST be reported
upstream as for a P2P LSP

The sol ution SHOULD provi de recovery techni ques, such as protection
and restoration, allow ng recovery of any inpacted sub-P2MP TE LSPs.
In particular, a solution MJUST provide fast protection nechani sns
applicable to P2MP TE LSP simlar to the solutions specified in

[ RFC4090] for P2P TE LSPs. Note also that no assunption is nade
about whet her backup paths for P2MP TE LSPs shoul d or should not be
shared with P2P TE LSPs backup pat hs.

Note that the functions specified in [ RFC4090] are currently specific
to packet environments and do not apply to non-packet environnents.
Thus, while solutions MJST provide fast protection nechanisns simlar
to those specified in [RFC4090], this requirenent is limted to the
subset of the solution space that applies to packet-sw tched networks
only.

Note that the requirenents expressed in this docunent are general to
all MPLS TE P2MP signaling, and any solution that neets themwill
therefore be general. Specific applications nmay have additiona
requirenents or may want to relax sone requirenents stated in this
docunent. This may lead to variations in the solution
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The sol ution SHOULD al so support the ability to neet other network
recovery requirements such as bandw dth protecti on and bounded
propagati on del ay increase along the backup path during failure.

A P2MP TE sol ution MJST support the P2MP fast protection nmechanismto
handl e P2MP applications sensitive to traffic disruption

If the ingress LSRis informed of the failure of delivery to fewer
than all the egress LSRs, this SHOULD NOT cause automatic teardown of
the P2WMP TE LSP. That is, while some egress LSRs remain connected to
the P2MP tree, it SHOULD be a matter of local policy at the ingress
LSR whet her the P2MP LSP i s retained.

VWhen all egress LSRs downstream of a branch LSR have becone

di sconnected fromthe P2MP tree, and sonme branch LSR is unable to
restore connectivity to any of them by nmeans of sone recovery or
protection nmechani snms, the branch LSR MAY renove itself fromthe P2MP
tree provided that it is not also an egress LSR (that is, a bud).
Since the faults that severed the various downstream egress LSRs from
the P2MP tree may be disparate, the branch LSR MJST report all such
errors to its upstream nei ghbor. An upstream LSR or the ingress LSR
can then decide to re-conpute the path to those particul ar egress
LSRs around the failure point.

Sol utions MAY include the facility for transit LSRs and particularly
branch LSRs to reconpute sub-P2MP trees to restore them after
failures. In the event of successful repair, error notifications
SHOULD NOT be reported to upstream nodes, but the new paths are
reported if route recording is in use. Crankback requirenents are
di scussed in Section 4.21

4. 7. Record Route of P2MP TE LSP

Being able to identify the established topology of P2MP TE LSP is
very inportant for various purposes such as managenent and operation
of some |ocal recovery mechanisms |ike Fast Reroute [ RFC4090]. A
network operator uses this information to nanage P2MP TE LSPs.

Therefore, the P2MP TE sol uti on MJST support a mechani smthat can
coll ect and update P2MP tree topology information after the P2MP LSP
establi shnent and nodification process.

It is RECOWENDED that the information is collected in a data format
that allows easy recognition of the P2MP tree topol ogy.

The sol uti on MJUST support nechani snms for the recording of both
outgoi ng interfaces and node-i ds.
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The solution MJUST gracefully handl e scaling issues concerned with the
collection of P2MP tree information, including the case where the
collected information is too large to be carried in a single protoco
nessage.

4.8. Call Adm ssion Control (CAC) and QS Control Mechani sm of
P2MP TE LSPs

P2MP TE LSPs may share network resource with P2P TE LSPs. Therefore,
it is inportant to use CAC and QoS in the same way as P2P TE LSPs for
easy and scal abl e operation

P2MP TE sol uti ons MJST support both resource sharing and excl usive
resource utilization to facilitate coexistence with other LSPs to the
same destination(s).

P2MP TE sol uti ons MUST be applicable to D ffServ-enabl ed networks
that can provide consistent QS control in P2MP LSP traffic.

Any sol ution SHOULD al so satisfy the DS-TE requirenents [ RFC3564] and
interoperate smoothly with current P2P DS-TE protocol specifications.

Note that this requirenent docunent does not mamke any assunption on
the type of bandwi dth pool used for P2MP TE LSPs, which can either be
shared with P2P TE LSP or be dedicated for P2MP use

4.9. Variation of LSP Paraneters

Certain paraneters (such as priority and bandw dth) are associ ated
with an LSP. The paranmeters are installed by the signaling exchanges
associ ated with establishing and maintaining the LSP

Any solution MJUST NOT allow for variance of these paraneters within a
single P2MP LSP. That is:

- No attributes set and signaled by the ingress LSR of a P2MP LSP nay
be varied by downstream LSRs.

- There MJST be honpogeneous QS fromthe root to all |eaves of a
single P2MP LSP

Changi ng the paraneters for the whole tree MAY be supported, but the

change MUST apply to the whole tree fromingress LSRto all egress
LSRs.
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4.

4.

10. Re-Optim zation of P2MP TE LSPs

The detection of a nore optimal path (for exanple, one with a | ower
overall cost) is an exanple of a situation where P2MP TE LSP re-
routing may be required. Wile re-routing is in progress, an
important requirenent is to avoi d doubl e bandwi dth reservation (over
the conmon parts between the old and new LSP) thorough the use of
resource sharing

Make- bef or e- break MUST be supported for a P2MP TE LSP to ensure that
there is mnimal traffic disruption when the P2MP TE LSP is re-
r out ed.

Make- bef ore-break that only applies to a sub-P2MP tree w thout
impacting the data on all the other parts of the P2MP tree MJIST be
support ed.

The solution SHOULD al | ow for nake-before-break re-optinization of
any subdivision of the P2MP LSP (S2PL sub-LSP, S2X sub-LSP, S2L sub-
LSP, X2AL sub-LSP, B2PL sub-LSP, X2AL sub-LSP, or B2AL tree).
Further, it SHOULD do so by mnimzing the signaling inpact on the
rest of the P2MP LSP, and without affecting the ability of the
managenent plane to nanage the LSP

The sol ution SHOULD al so provide the ability for the ingress LSR to
have strict control over the re-optimzation process. The ingress
LSR SHOULD be able to limt all re-optimzation to be source-
initiated.

Where sub-LSP re-optim zation is allowed by the ingress LSR, such
re-optimzation MAY be initiated by a downstream LSR that is the root
of the sub-LSP that is to be re-optimzed. Sub-LSP re-optimzation
initiated by a downstream LSR MJST be carried out with the sane
regard to mnimzing the inpact on active traffic as was descri bed
above for other re-optimzation.

11. Merging of Tree Branches

It is possible for a single transit LSR to receive multiple signaling
messages for the same P2MP LSP but for different sets of

destinations. These nessages nay be received fromthe same or

di fferent upstream nodes and may need to be passed on to the sane or
di fferent downstream nodes

This situation may arise as the result of the signaling solution
definition or inplenentation options within the signaling solution
Further, it may happen during neke-before-break re-optimnm zation
(Section 4.10).
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It is even possible that it is necessary to construct distinct
upstream branches in order to achieve the correct |abel choices in
certain sw tching technol ogi es managed by GVWPLS (for exanpl e,
photoni ¢ cross-connects where the selection of a particular |anbda
for the downstream branches is only available on different upstream
swi t ches).

The sol ution MJUST support the case where multiple signaling nmessages
for the same P2MP LSP are received at a single transit LSR and refer

to the same upstreaminterface. |In this case, the result of the
protocol procedures SHOULD be a single data flow on the upstream
i nterface.

The sol ution SHOULD support the case where nultiple signaling
messages for the same P2MP LSP are received at a single transit LSR
and refer to different upstreaminterfaces, and where each signaling
nmessage results in the use of different dowmnstreaminterfaces. This
case represents data flows that cross at the LSR but that do not

ner ge.

The sol ution MAY support the case where nultiple signaling nmessages
for the same P2MP LSP are received at a single transit LSR and refer
to different upstreaminterfaces, and where the downstreaminterfaces
are shared across the received signaling nessages. This case
represents the nerging of data flows. A solution that supports this
case MJST ensure that data is not replicated on the downstream

i nterfaces.

An alternative to supporting this last case is for the signaling
protocol to indicate an error such that the nmerge nmay be resol ved by
the upstream LSRs.

4.12. Data Duplication

Data duplication refers to the receipt by any recipient of duplicate
instances of the data. |n a packet environnent, this neans the
recei pt of duplicate packets. Although snall-scal e packet
duplication (that is, a few packets over a relatively short period of
time) should be a harmless (if inefficient) situation, certain

exi sting and depl oyed applications will not tol erate packet
duplication. Sustained packet duplication is, at best, a waste of
networ k and processing resources and, at worst, may cause congestion
and the inability to process the data correctly.

In a non-packet environnent, data duplication nmeans the duplication

of sone part of the signal that may lead to the replication of data
or to the scranbling of data.

Yasukawa I nf or mat i onal [ Page 19]



RFC 4461 Si gnal i ng Requirenents for P2MP TE MPLS LSPs April 2006

Data duplication may legitimately arise in various scenarios
including re-optimzation of active LSPs as described in the previous
section, and protection of LSPs. Thus, it is inpractical to regulate
agai nst data duplication in this docunent.

I nstead, the solution

- SHOULD Iimt to bounded transitory conditions the cases where
networ k bandwi dth is wasted by the existence of duplicate delivery
pat hs.

- MUST Iinmt the cases where duplicate data is delivered to an
application to bounded transitory conditions.

4.13. 1Pv4/1Pv6 Support
Any P2MP TE sol uti on MUST support |Pv4 and | Pv6 addressing.
4.14. P2MP MPLS Labe

A P2MP TE solution MJST allow the continued use of existing

techni ques to establish P2P LSPs (TE and otherw se) within the sane
network, and MJST all ow the coexistence of P2P LSPs within the sane
network as P2MP TE LSPs.

A P2MP TE sol ution MJST be specified in such a way that it allows
P2MP and P2P TE LSPs to be signaled on the same interface.

4.15. Advertisenment of P2MP Capability

Several high-1level requirements have been identified to determi ne the
capabilities of LSRs within a P2MP network. The aim of such
information is to facilitate the conmputation of P2MP trees using TE
constraints within a network that contains LSRs that do not all have
the sane capability levels with respect to P2MP signaling and data

f orwar di ng.

These capabilities include, but are not limted to:
- The ability of an LSR to support branching.
- The ability of an LSR to act as an egress LSR and a branch LSR for

the same LSP.
- The ability of an LSR to support P2MP MPLS-TE signali ng.
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4.16. Mul ti - Access LANs

P2MP MPLS TE may be used to traverse network segments that are
provided by nmulti-access nedia such as Ethernet. |In these cases, it
is also possible that the entry point to the network segnent is a
branch LSR of the P2MP LSP

Two options clearly exist:

- the branch LSR replicates the data and transmts nultiple copies
onto the segnent.

- the branch LSR sends a single copy of the data to the segnment and
relies on the exit points to deternine whether to receive and
forward the data.

The first option has a significant data plane scaling issue since all
replicated data nust be sent through the sane port and carried on the
same segnment. Thus, a solution SHOULD provide a nmechanismfor a
branch LSR to send a single copy of the data onto a nmulti-access
network to reach nultiple (adjacent) downstream nodes. The second
option may have control plane scaling issues.

4.17. P2MP MPLS OAM

The MPLS and GWPLS M B nodul es MUST be enhanced to provide P2MP TE
LSP managenent in line with whatever signaling solutions are
devel oped.

In order to facilitate correct nanagenent, P2MP TE LSPs MJST have
unique identifiers, since otherwise it is inpossible to determ ne
whi ch LSP i s bei ng nanaged.

Furt her discussions of OAM are out of scope for this docunent. See
[ P2MP-OAM for nore details

4.18. Scalability

Scalability is a key requirenent in P2MP MPLS systens. Sol utions
MJST be designed to scale well with an increase in the nunber of any
of the foll ow ng:

- the nunber of recipients
- the nunmber of egress LSRs
- the nunber of branch LSRs
- the nunber of branches

Both scalability of control plane operation (setup, naintenance,
nmodi fi cation, and teardown) MJST be consi dered.
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Key consi derations MJST incl ude:

It

the ampbunt of refresh processing associated with maintaining a P2MP
TE LSP.

the anmobunt of protocol state that nust be naintained by ingress and
transit LSRs along a P2MP tree.

the nunber of protocol nmessages required to set up or tear down a
P2MP LSP as a function of the number of egress LSRs.

the nunber of protocol nmessages required to repair a P2MP LSP after
failure or to perform nmake- before-break

the anmobunt of protocol information transmtted to nanage a P2MP TE
LSP (i.e., the nessage size).

the anount of additional data distributed in potential routing

ext ensi ons.

the ampbunt of additional control plane processing required in the
network to detect whether an add/delete of a new branch is
required, and in particular, the amount of processing in steady
state when no add/delete is requested

the amount of control plane processing required by the ingress,
transit, and egress LSRs to add/delete a branch LSP to/from an

exi sting P2MP LSP

is expected that the applicability of each solution will be

evaluated with regards to the aforenentioned scalability criteria.

4.18.1. Absolute Limts

In order to achieve the best solution for the problemspace, it is
hel pful to clarify the boundaries for P2MP TE LSPs.

Nunber of egress LSRs.

A scaling bound is placed on the solution nechani smsuch that a
P2MP TE LSP MUST reduce to simlar scaling properties as a P2P LSP
when the nunber of egress LSRs reduces to one. That is,
establishing a P2MP TE LSP to a single egress LSR shoul d cost
approxi mately as nuch as establishing a P2P LSP

It is inportant to classify the issues of scaling within the
context of traffic engineering. It is anticipated that the initial
depl oynents of P2MP TE LSPs will be linmted to a nmaxi num of around
a hundred egress LSRs, but that within five years depl oynents may
increase this to several hundred, and that future depl oynments nay
require significantly |arger nunbers

An accept abl e upper bound for a solution, therefore, is one that
scales linearly with the nunber of egress LSRs. It is expected
that solutions will scale better than linearly.
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Solutions that scale worse than linearly (that is, exponentially or
pol ynom al ly) are not acceptabl e what ever the number of egress LSRs
they coul d support.

- Nunber of branch LSRs.

Sol utions MJUST support all possibilities fromone extrene of a
single branch LSR that forks to all |eaves on a separate branch, to
the greatest nunmber of branch LSRs which is (n-1) for n egress
LSRs. Assunptions MJST NOT be nmade in the solution regardi ng which
topol ogy is nore conmon, and the solution MIST be designed to
ensure scalability in all topol ogies.

- Dynam cs of P2MP tree.

Recal | that the mechanisns for determ ning which egress LSRs shoul d
be added to an LSP and for adding and renoving egress LSRs from
that group are out of the scope of this docunent. Nevertheless, it
is useful to understand the expected rates of arrival and departure
of egress LSRs, since this can inpact the selection of solution

t echni ques.

Again, this docunent is limted to traffic engineering, and in this
nmodel the rate of change of LSP egress LSRs nay be expected to be
| ower than the rate of change of recipients in an I P multicast

gr oup.

Al t hough the absol ute nunber of egress LSRs conming and going is the
important element for determining the scalability of a solution,
note that a percentage nay be a nore conprehensi bl e neasure, but
that this is not as significant for LSPs with a small nunber of
recipients.

A working figure for an established P2MP TE LSP is | ess than 10%
churn per day; that is, arelatively slowrate of churn

We could say that a P2MP LSP woul d be shared by nultiple multicast
groups, so the dynam cs of the P2MP LSP woul d be relatively small

Sol uti ons MUST optim ze for such relatively | ow rates of change and
are not required to optimze for significantly higher rates of
change.

- Rate of change within the network.
It is also inmportant to understand the scaling with regard to

changes within the network. That is, one of the features of a P2MP
TE LSP is that it can be robust or protected agai nst network
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failures, and it can be re-optinized to take advantage of newy
avai | abl e network resources.

It is nore inportant that a solution be optim zed for scaling with
respect to recovery and re-optinization of the LSP than for change
in the egress LSRs, because P2MP is used as a TE tool

The solution MJUST follow this distinction and optim ze accordingly.
4.19. Backwards Conpatibility

It SHOULD be an aim of any P2MP solution to offer as nmuch backward

conmpatibility as possible. An ideal that is probably inpossible to
achi eve would be to of fer P2MP services across | egacy MPLS networ ks
wi t hout any change to any LSR in the network.

If this ideal cannot be achieved, the aim SHOULD be to use | egacy
nodes as both transit non-branch LSRs and egress LSRs.

It is a further requirenent for the solution that any LSR that

i mpl ements the solution SHALL NOT be prohibited by that act from
supporting P2P TE LSPs using existing signaling nechanisns. That is,
unl ess doing so is adnministratively prohibited, P2P TE LSPs MJST be
supported through a P2MP net wor k.

Also, it is a requirenent that P2MP TE LSPs MJST be able to coexi st
with I P unicast and IP nulticast networks.

4.20. QGWLS

The requirement for P2MP services for non-packet switch interfaces is
simlar to that for Packet-Sw tch Capable (PSC) interfaces.

Therefore, it is a requirenent that reasonabl e attenpts nust be nade
to make all the features/nechani sns (and protocol extensions) that
will be defined to provide MPLS P2MP TE LSPs equal |y applicable to
P2MP PSC and non-PSC TE-LSPs. |If the requirenments of non-PSC

net wor ks over-conplicate the PSC sol ution a decision my be taken to
separate the solutions.

Sol utions for MPLS P2MP TE-LSPs, when applied to GWLS P2MP PSC or
non- PSC TE-LSPs, MJUST be conpatible with the other features of GWLS
i ncl udi ng:

- control and data pl ane separati on;

- full support of nunbered and unnunbered TE |i nks;

- use of the arbitrary | abels and | abels for specific technol ogies,
as well as negotiation of |abels, where necessary, to support
limted | abel processing and swappi ng capabilities;
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the ability to apply external control to the | abels selected on

each hop of the LSP, and to control the next hop

| abel /port/interface for data after it reaches the egress LSR

- support for graceful and alarmfree enabl enent and term nation of
LSPs;

- full support for protection including link-level protection,
end-to-end protection, and segnent protection;

- the ability to teardown an LSP from a downstream LSR, in
particular, fromthe egress LSR

- handling of Graceful Deletion procedures; and

- support for failure and restart or reconnection of the contro

pl ane wi thout any disruption of the data plane.

In addition, since non-PSC TE-LSPs may have to be processed in

envi ronments where the "P2MP capability” could be limted, specific
constraints may al so apply during the P2MP TE Pat h conput ati on

Bei ng technol ogy specific, these constraints are outside the scope of
thi s docunent. However, technol ogy-independent constraints (i.e.,
constraints that are applicable independently of the LSP cl ass)
SHOULD be al |l owed during P2MP TE LSP nmessage processing. It has to
be enphasi zed that path computation and managenent techni ques shal

be as close as possible to those being used for PSC P2P TE LSPs and
P2MP TE LSPs.

4.21. P2MP Crankback Routing

P2MP sol uti ons SHOULD support crankback requirenents as defined in

[ CRANKBACK]. I n particular, they SHOULD provide sufficient
information to a branch LSR from downstream LSRs to allow the branch
LSRto re-route a sub-LSP around any failures or problens in the

net wor k.

5. Security Considerations

Thi s requirenments docunent does not define any protocol extensions
and does not, therefore, nake any changes to any security nodels.

It is a requirenent that any P2MP sol ution devel oped to neet some or
all of the requirenments expressed in this document MJST i ncl ude
mechani sns to enabl e the secure establishnent and managenent of P2MP
MPLS-TE LSPs. This includes, but is not limted to:

- mechanisms to ensure that the ingress LSR of a P2MP LSP i s
identified;

- mechani sms to ensure that conmunicating signaling entities can
verify each other’s identities;

- mechani sns to ensure that control plane nessages are protected
agai nst spoofing and tanpering;
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7.

7.

7.

- nmechanisns to ensure that unauthorized | eaves or branches are not
added to the P2MP LSP; and
- mechani sms to protect signaling nmessages from snooping.

Not e that P2MP signaling mechanisnms built on P2P RSVP-TE signaling
are likely to inherit all the security techni ques and probl ens
associ ated with RSVP-TE. These probl ens nay be exacerbated in P2MP
situations where security rel ationshi ps nmay need to maintai ned
between an ingress LSR and nmultiple egress LSRs. Such issues are
simlar to security issues for IP multicast.

It is a requirenment that documents offering solutions for P2MP LSPs
MUST have detail ed security sections.
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