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Abst ract
This meno specifies an RTP payl oad format for encapsul ating Video
Codec 1 (VC-1) conpressed bit streanms, as defined by the Society of
Motion Picture and Tel evi sion Engi neers (SMPTE) standard, SMPTE 421M
SMPTE is the main standardi zing body in the notion imaging industry,

and the SMPTE 421M st andard defines a conpressed video bit stream
format and decodi ng process for television.
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1. Introduction

This meno specifies an RTP payload format for the video coding
standard Vi deo Codec 1, also known as VC-1. The specification for
the VC-1 bit streamformat and decodi ng process is published by the
Society of Mdtion Picture and Tel evi si on Engi neers (SMPTE) as SMPTE
421M [ 1].

VC-1 has a broad applicability, as it is suitable for low bit rate
Internet streaming applications to High Definition Tel evision (HDTV)
broadcast and Digital Ci nema applications with nearly | ossless
coding. The overall performance of VC-1 is such that bit rate
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savings of nore than 50% are reported [9] when conpared w th MPEG 2.
See [9] for further details about how VC-1 conpares wth other
codecs, such as MPEG 4 and H. 264/ AVC. (In [9], VC1 is referred to
by its earlier nane, VC9.)

VC-1 is widely used for downl oadi ng and stream ng novies on the
Internet, in the formof Wndows Media Video 9 (WW-9) [9], because
the WW-9 codec is conpliant with the VG- 1 standard. VGC-1 has al so
recently been adopted as a mandatory conpression format for the

hi gh-definition DVD formats HD DVD and Bl u-ray.

SMPTE 421M defines the VCG-1 bit stream syntax and specifies
constraints that nust be net by VC-1 confornmant bit streams. SMPTE
421M al so specifies the conplete process required to decode the bit
stream However, it does not specify the VC-1 conpression algorithm
thus allowing for different ways of inplenenting a VC1 encoder

The VC-1 bit stream syntax has three profiles. Each profile has
specific bit stream syntax el enents and al gorithns associated with
it. Depending on the application in which VC1 is used, sone
profiles may be nore suitable than others. For exanple, Sinple
profile is designed for low bit rate Internet stream ng and for

pl ayback on devices that can only handl e | ow conpl exity decodi ng.
Advanced profile is designed for broadcast applications, such as
digital TV, HD DVD, or HDTV. Advanced profile is the only VC1
profile that supports interlaced video frames and non-square pixels.

Section 2 defines the abbreviations used in this document. Section 3
provides a nore detail ed overview of VC-1. Sections 4 and 5 define
the RTP payload format for VC-1, and section 6 defines the nedia type
and SDP paraneters for VG- 1. See section 7 for security

consi derations, and section 8 for congestion control requirements.

1.1. Conventions Used in This Documnent
The key words "MJST", "MJST NOT", "REQUI RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMVENDED', "MAY", and "OPTIONAL" in this
docunent are to be interpreted as described in BCP 14, RFC 2119 [2].

2. Definitions and Abbrevi ations

Thi s document uses the definitions in SMPTE 421M[1]. For
conveni ence, the following terns from SMPTE 421M are restated here:

B- pi ct ure:
A picture that is coded using notion conpensated prediction
frompast and/or future reference fields or franes. A
B- pi cture cannot be used for predicting any other picture.
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Bl - pi cture:
A B-picture that is coded using information only fromitself.
A Bl -picture cannot be used for predicting any other picture.

Bit-streamdata unit (BDU):
A unit of the conpressed data which may be parsed (i.e., syntax
decoded) independently of other information at the sane
hi erarchical level. A BDU can be, for exanple, a sequence
| ayer header, an entry-point header, a frame, or a slice.

Encapsul at ed BDU ( EBDU) :
A BDU t hat has been encapsul ated using the encapsul ati on
mechani sm descri bed in Annex E of SMPTE 421M [1], to prevent
enmul ation of the start code prefix in the bit stream

Entry-point:
A point in the bit streamthat offers random access

frame:
A frame contains lines of spatial information of a video
signal. For progressive video, these lines contain sanples

starting fromone tinme instant and conti nui ng through
successive lines to the bottomof the frane. For interlaced
video, a frame consists of two fields, a top field and a bottom
field. One of these fields will comrence one field period

| ater than the other.

i nterl ace:
The property of franes where alternating |ines of the frame
represent different instances in tinme. |In an interlaced franeg,

one of the fields is neant to be displayed first.

| -picture
A picture coded using information only fromitself.

| evel
A defined set of constraints on the values that may be taken by
the paraneters (such as bit rate and buffer size) within a
particular profile. A profile may contain one or nore |evels.
P- pi ct ure:

A picture that is coded using notion conpensated prediction
from past reference fields or franes.
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pi cture:
For progressive video, a picture is identical to a frame, while
for interlaced video, a picture my refer to a frane, or the
top field or the bottomfield of the frame depending on the
cont ext .

profile:
A defined subset of the syntax of VC-1 with a specific set of
coding tools, algorithns, and syntax associated with it. There
are three VC-1 profiles: Sinple, Min, and Advanced.

progressi ve:
The property of frames where all the samples of the frame
represent the same instance in tine.

random access:
A random access point in the bit streamis defined by the
foll owi ng guarantee: |If decoding begins at this point, al
franmes needed for display after this point will have no
decodi ng dependency on any data preceding this point, and they
are also present in the decodi ng sequence after this point. A
random access point is also called an entry-point.

sequence:
A coded representation of a series of one or nore pictures. In
VC-1 Advanced profile, a sequence consists of a series of one
or nore entry-point segments, where each entry-point segnent
consists of a series of one or nore pictures, and where the
first picture in each entry-point segnent provides random
access. In VCG1 Sinple and Main profiles, the first picture in
each sequence is an |-picture.

slice:
A consecutive series of nmacroblock rows in a picture, which are
encoded as a single unit.

start codes (SO):
Uni que 32-bit codes that are enbedded in the coded bit stream
and identify the beginning of a BDU. Start codes consist of a
uni que three-byte Start Code Prefix (SCP), and a one-byte Start
Code Suffix (SCS)

3. Overview of VC1
The VC-1 bit stream syntax consists of three profiles: Sinple, Min,
and Advanced. Sinple profile is designed for low bit rates and for

| ow conpl exity applications, such as playback of nedia on persona
digital assistants. The maximumbit rate supported by Sinple profile
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is 384 kbps. Min profile targets high bit rate applications, such
as streaming and TV over IP. Miin profile supports B-pictures, which
provi de i nproved conpression efficiency at the cost of higher

conmpl exity.

Certain features that can be used to achi eve high conpression

ef ficiency, such as non-square pixels and support for interlaced
pictures, are only included in Advanced profile. The maxi mum bit
rate supported by the Advanced profile is 135 Mps, making it
suitable for nearly | ossless encoding of HDTV signals.

Only Advanced profile supports carrying user-data (neta-data) in-band
with the conpressed bit stream The user-data can be used for closed
captioni ng support, for exanple.

O the three profiles, only Advanced profile all ows codec
configuration paraneters, such as the picture aspect ratio, to be
changed through in-band signaling in the conpressed bit stream

For each of the profiles, a certain number of "levels" have been
defined. Unlike a "profile”, which inplies a certain set of features
or syntax elenents, a "level"” is a set of constraints on the val ues
of parameters in a profile, such as the bit rate or buffer size

VC-1 Sinple profile has two | evels, Miin profile has three, and
Advanced profile has five. See Annex D of SMPTE 421M[1] for a
detailed list of the profiles and |evels.

3.1. VC 1 Bit Stream Layering Model

The VC-1 bit streamis defined as a hierarchy of layers. This is
conceptually simlar to the notion of a protocol stack of networking
protocols. The outermpst layer is called the sequence |ayer. The
other |ayers are entry-point, picture, slice, macroblock, and bl ock

In Sinple and Main profiles, a sequence in the sequence |ayer
consists of a series of one or nore coded pictures. In Advanced
profile, a sequence consists of one or nore entry-point segnents,
where each entry-point segnent consists of a series of one or nore

pi ctures, and where the first picture in each entry-point segnent
provi des random access. A picture is deconposed into macrobl ocks. A
slice conprises one or nore contiguous rows of nacrobl ocks.

The entry-point and slice layers are only present in Advanced
profile. 1n Advanced profile, the start of each entry-point |ayer
segnment indicates a random access point. In Sinple and Main
profiles, each I-picture is a random access point.
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Each picture can be coded as an |-picture, P-picture, skipped
picture, Bl-picture, or as a B-picture. These terns are defined in
section 2 of this docunent and in section 4.12 of SWMPTE 421M[1].

3.2. Bit-streamData Units in Advanced Profile

In Advanced profile, each picture and slice is considered a Bit-
stream Data Unit (BDU). A BDU is always byte-aligned and is defined
as a unit that can be parsed (i.e., syntax decoded) independently of
other information in the sane | ayer

The begi nning of a BDU is signaled by an identifier called Start Code
(SC). Sequence |layer headers and entry-point headers are al so BDUs
and thus can be easily identified by their Start Codes. See Annex E
of SMPTE 421M[1] for a conplete list of Start Codes. Bl ocks and
macr obl ocks are not BDUs and thus do not have a Start Code and are
not necessarily byte-aligned.

The Start Code consists of four bytes. The first three bytes are
0x00, Ox00 and 0x01. The fourth byte is called the Start Code Suffix
(SCS) and it is used to indicate the type of BDU that follows the
Start Code. For exanple, the SCS of a sequence |ayer header (0xOF)
is different fromthe SCS of an entry-point header (OxOE). The Start
Code is always byte-aligned and is transmitted in network byte order

To prevent accidental emulation of the Start Code in the coded bit
stream SMPTE 421M defines an encapsul ati on mechani smthat uses byte
stuffing. A BDU that has been encapsul ated by this nechanismis
referred to as an Encapsul ated BDU, or EBDU

3.3. Decoder Initialization Paraneters

In VCG-1 Advanced profile, the sequence | ayer header contains
paraneters that are necessary to initialize the VC- 1 decoder

The paraneters apply to all entry-point segnents until the next
occurrence of a sequence | ayer header in the coded bit stream

The paraneters in the sequence |ayer header include the Advanced
profile level, the maxi num di nensi ons of the coded franes, the aspect
ratio, interlace information, the frane rate and up to 31 |eaky
bucket paraneter sets for the Hypothetical Reference Decoder (HRD).

Section 6.1 of SMPTE 421M [1] provides the fornmal specification of
the sequence | ayer header
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A sequence | ayer header is not defined for VC-1 Sinple and Main
profiles. For these profiles, decoder initialization paranmeters MJST
be conveyed out-of-band. The decoder initialization paraneters for
Sinple and Main profiles include the nmaxi num di nensi ons of the coded
franes and a | eaky bucket paraneter set for the HRD. Section 4.7
specifies how the paraneters are conveyed by this RTP payl oad fornat.

Each | eaky bucket paraneter set for the HRD specifies a peak

transm ssion bit rate and a decoder buffer capacity. The coded bit
streamis restricted by these paraneters. The HRD nbdel does not
mandat e buffering by the decoder. |Its purpose is to linit the
encoder’s bit rate fluctuations according to a basic buffering nodel
so that the resources necessary to decode the bit streamare

predi ctable. The HRD has a constant-del ay node and a vari abl e-del ay
mode. The constant-del ay node is appropriate for broadcast and
stream ng applications, while the variabl e-del ay node is designed for
vi deo- conf erenci ng applicati ons.

Annex C of SMPTE 421M [1] specifies the usage of the hypothetica
ref erence decoder for VC-1 bit streans. A general description of the
theory of the HRD can be found in [10].

For Sinple and Main profiles, the current buffer fullness value for
the HRD | eaky bucket is signaled using the BF syntax elenment in the
pi cture header of |-pictures and Bl -pictures.

For Advanced profile, the entry-point header specifies current buffer
full ness values for the | eaky buckets in the HRD. The entry-point
header al so specifies coding control paraneters that are in effect
until the occurrence of the next entry-point header in the bit
stream The concept of an entry-point layer applies only to VC1
Advanced profile. See Section 6.2 of SMPTE 421M[1] for the forma
specification of the entry-point header

3.4. Odering of Franes

Frames are transnitted in the same order in which they are captured,
except if B-pictures or Bl-pictures are present in the coded bit
stream A Bl-picture is a special kind of B-picture, and in the
remai nder of this section the terns B-picture and B-frane al so apply
to Bl-pictures and Bl -franes, respectively.

When B-pictures are present in the coded bit stream the frames are
transmtted such that the franes that the B-pictures depend on are
transmtted first. This is referred to as the coded order of the
franes.
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4.

4.

The rules for how a decoder converts frames fromthe coded order to
the display order are stated in section 5.4 of SMPTE 421M[1]. In
short, if B-pictures may be present in the coded bit stream a

hypot heti cal decoder inplenentati on needs to buffer one additiona
decoded frame. Wen an |-frane or a P-frane is received, the frane
can be decoded imedi ately but it is not displayed until the next |-
or P-frame is received. However, B-frames are displayed i nmediately.

Figure 1 illustrates the timng relationship between the capture of
franes, their coded order, and the display order of the decoded
franes, when B-pictures are present in the coded bit stream The
figure shows that the display of frame P4 is delayed until franme P7
is received, while franes B2 and B3 are di spl ayed i nmedi ately.

Capt ure: 10 P1L B2 B3 P4 B5 B6 P7 B8 B9

Coded order: 10 P1 P4 B2 B3 P7 B5 B6

I
I
|
Di spl ay order: | 10 P1L B2 B3 P4 B5 B6
I
R e e e I e e e e R A ¢ -
0 1 2 3 4 5 6 7 8 9

Figure 1. Frame reordering when B-pictures are present

If B-pictures are not present, the coded order and the display order
are identical, and franes can then be di splayed wi thout the
addi tional delay shown in Figure 1.

Encapsul ation of VC-1 Format Bit Streams in RTP
1. Access Units

Each RTP packet contains an integral nunber of application data units
(ADUs). For VC-1 format bit streams, an ADU is equivalent to one
Access Unit (AU). An Access Unit is defined as the AU header
(defined in section 5.2) followed by a variable |l ength payload, with
the rules and constraints described in sections 4.1 and 4.2. Figure
2 shows the | ayout of an RTP packet with nultiple AUs.

T S R i
| RTP | AU(1) | AU(2) | | AU(n) |
| Header | I I I I
T e e e e+

Figure 2. RTP packet structure
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Each Access Unit MJUST start with the AU header defined in section
5.2. The AU payl oad MJST contain data belonging to exactly one VC1
frane. This neans that data fromdifferent VC-1 franes will always
be in different AUs. However, it possible for a single VCG-1 frane to
be fragnented across nultiple AUs (see section 4.2).

In the case of interlaced video, a VC-1 frame consists of two fields
that may be coded as separate pictures. The two pictures stil
bel ong to the same VC-1 frane.

The following rules apply to the contents of each AU payl oad when
VC-1 Advanced profile is used:

- The AU payl oad MJST contain VC-1 bit streamdata in EBDU for mat
(i.e., the bit stream nust use the byte-stuffing encapsul ati on
node defined in Annex E of SMPTE 421M[1].)

- The AU payl oad MAY contain nultiple EBDUs, e.g., a sequence |ayer
header, an entry-point header, a frane (picture) header, a field
header, and multiple slices and the associ ated user-dat a.
However, all slices and their correspondi ng macrobl ocks MJST
bel ong to the sane video frane.

- The AU payl oad MJUST start at an EBDU boundary, except when the AU
payl oad contains a fragnented frane, in which case the rules in
section 4.2 apply.

When VC-1 Sinple or Main profiles are used, the AU payl oad MJST start
at the beginning of a frame, except when the AU payl oad contains a
fragmented frame. Section 4.2 describes how to handl e fragnmented
franes.

Access Units MUST be byte-aligned. |If the data in an AU (EBDUs in
the case of Advanced profile and frame in the case of Sinple and
Mai n) does not end at an octet boundary, up to 7 zero-val ued paddi ng
bits MJUST be added to achi eve octet-alignment.

4.2. Fragmentation of VG- 1 franes

Each AU payl oad SHOULD contain a conplete VC-1 frame. However, if
this would cause the RTP packet to exceed the MIU size, the frane
SHOULD be fragmented into multiple AUs to avoid | P-|eve
fragmentation. When an AU contains a fragnmented frame, this MJST be
i ndi cated by setting the FRAG field in the AU header as defined in
section 5. 3.
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AU payl oads that do not contain a fragmented frame or that contain
the first fragment of a frame MJST start at an EBDU boundary if
Advanced profile is used. 1In this case, for Sinple and Miin
profiles, the AU payl oad MJST start at the beginning of a frane.

I f Advanced profile is used, AU payloads that contain a fragnent of a
frame other than the first fragnment SHOULD start at an EBDU boundary,
such as at the start of a slice.

However, slices are only defined for Advanced profile, and are not

al ways used. Bl ocks and nacrobl ocks are not BDUs (have no Start
Code) and are not byte-aligned. Therefore, it may not always be
possible to continue a fragmented frame at an EBDU boundary. One can
determine if an AU payload starts at an EBDU boundary by inspecting
the first three bytes of the AU payl oad. The AU payload starts at an
EBDU boundary if the first three bytes are identical to the Start
Code Prefix (i.e., 0x00, 0x00, 0x01).

In the case of Sinmple and Main profiles, since the blocks and
macr obl ocks are not byte-aligned, the fragnmentati on boundary may be
chosen arbitrarily.

If an RTP packet contains an AU with the |ast fragment of a franeg,
addi tional AUs SHOULD NOT be included in the RTP packet.

If the PTS Delta field in the AU header is present, each fragment of
a frame MJUST have the sane presentation tinme. |If the DIS Delta field
in the AU header is present, each fragnent of a franme MJST have the
same decode tine.

4.3. Time Stanp Considerations

VC-1 video frames MJIST be transmitted in the coded order. A coded
order inplies that no frames are dependent on subsequent frames, as
di scussed in section 3.4. Wen a video frane consists of a single
picture, the presentation time of the frame is identical to the
presentation tine of the picture. Wen the VG 1 interlace coding
mode i s used, franes may contain two pictures, one for each field.
In that case, the presentation time of a frane is the presentation
time of the field that is displayed first.

The RTP tinmestanmp field MJUST be set to the presentation tinme of the
video frame contained in the first AU in the RTP packet. The
presentation tine can be used as the timestanp field in the RTP
header because it differs fromthe sanpling instant of the frame only
by an arbitrary constant offset.
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If the video frame in an AU has a presentation tine that differs from
the RTP timestanp field, then the presentation time MJIST be specified
using the PTS Delta field in the AU header. Since the RTP tinestanp
field nust be identical to the presentation tinme of the first video
franme, this can only happen if an RTP packet contains nultiple AUs.
The syntax of the PTS Delta field is defined in section 5. 2.

The decode tinme of a VC-1 frame is always nonotonically increasing
when the video frames are transmitted in the coded order. |If neither
B- nor Bl-pictures are present in the coded bit stream then the
decode tine of a frame SHALL be equal to the presentation tinme of the
frame. A Bl-picture is a special kind of B-picture, and in the

remai nder of this section the terns B-picture and B-frane al so apply
to Bl-pictures and Bl -frames, respectively.

If B-pictures may be present in the coded bit stream then the decode
times of franmes are deternined as foll ows:

-  B-franes:
The decode time SHALL be equal to the presentation tine of the
B-frane.

- First non-B frane in the coded order
The decode tinme SHALL be at | east one frame period | ess than the
decode tine of the next frane in the coded order. A frane period
is defined as the inverse of the frane rate used in the coded bit
stream (e.g., 100 mlliseconds if the frame rate is 10 franes per
seconds.) For bit streans with a variable franme rate, the naxi mum
franme rate SHALL determ ne the frane period. |f the nmaxi mum frane
is not specified, the maximumfranme rate allowed by the profile
and | evel SHALL be used.

- Non-B frames (other than the first frame in the coded order):
The decode tinme SHALL be equal to the presentation tine of the
previous non-B frame in the coded order

As an exanple, consider Figure 1 in section 3.4. To deternine the
decode tinme of the first frame, 10, one nust first deternine the
decode tine of the next frane, Pl. Because Pl is a non-B frane, its
decode tine is equal to the presentation tine of 10, which is 3 tine
units. Thus, the decode tinme of 10 nust be at | east one frame period
less than 3. In this exanple, the frane period is 1, because one
frame is displayed every time unit. Consequently, the decode tinme of
10 is chosen as 2 time units. The decode tine of the third frane in
the coded order, P4, is 4, because it nmust be equal to the
presentation tine of the previous non-B frane in the coded order, Pl.
On the other hand, the decode time of B-frane B2 is 5 time units,
which is identical to its presentation tine.
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If the decode time of a video franme differs fromits presentation
time, then the decode tine MJIST be specified using the DTS Delta
field in the AU header. The syntax of the DTS Delta field is defined
in section 5. 2.

Receivers are not required to use the DTS Delta field. However,
possi bl e uses include buffer managenent and pacing of frames prior to
decoding. |If RTP packets are lost, it is possible to use the DTS
Delta field to determine if the sequence of |ost RTP packets

contai ned reference franmes or only B-franes. This can be done by
conparing the decode and presentation tines of the first frane
received after the | ost sequence agai nst the presentation tinme of the
| ast reference frame received prior to the | ost sequence.

Knowing if the streamw ||l contain B-pictures may help the receiver
al l ocate resources nore efficiently and can reduce del ay, as an
absence of B-pictures in the streaminplies that no reordering of
franes will be needed between the decodi ng process and the display of
the decoded franmes. This may be inportant for interactive
appl i cations.

The receiver SHALL assune that the coded bit stream nmay contain
B-pictures in the followi ng cases

- Advanced profile:
If the value of the "bpic" media type paraneter defined in section
6.1is 1, or if the "bpic" parameter is not specified.

- Min profile:
If the MAXBFRAMES field in STRUCT _C decoder initialization
paraneter has a non-zero value. STRUCT_C is conveyed in the
"config" nedia type paraneter, which is defined in section 6.1

Sinple profile does not use B-pictures.
4.4. Random Access Points

The entry-point header contains information that is needed by the
decoder to decode the franmes in that entry-point segnent. This neans
that in the event of |ost RTP packets, the decoder may be unable to
decode franmes until the next entry-point header is received.

The first frame after an entry-point header is a random access point
into the coded bit stream Sinple and Main profiles do not have
entry-poi nt headers, so for those profiles, each |I-picture is a
random access point.
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To allow the RTP receiver to detect that an RTP packet that was | ost
contai ned a random access point, this RTP payl oad format defines a
field called "RA Count™. This field is present in every AU, and its
value is incremented (nodul o 256) for every random access point. For
additional details, see the definition of "RA Count" in section 5.2.

To make it easy to deternmine if an AU contains a random access point,
this RTP payl oad format al so defines a bit called the "RA" flag in
the AU Control field. This bit is set to 1 only on those AU s that
contain a random access point. The RA bit is defined in section 5. 3.

4.5. Renoval of HRD Paraneters

The sequence | ayer header of Advanced profile may include up to 31
| eaky bucket paraneter sets for the Hypothetical Reference Decoder
(HRD). Each | eaky bucket paraneter set specifies a possible peak
transm ssion bit rate (HRD RATE) and a decoder buffer capacity
(HRD_BUFFER). See section 3.3 for additional discussion about the
HRD.

If the actual peak transmi ssion rate is known by the RTP sender, the
RTP sender MAY renove all | eaky bucket paraneter sets except for the
one corresponding to the actual peak transm ssion rate.

For each | eaky bucket paraneter set in the sequence |ayer header,
there is also a paraneter in the entry-point header that specifies
the initial fullness (HRD FULL) of the |eaky bucket.

If the RTP sender has renpved any | eaky bucket paraneter sets from
t he sequence | ayer header, then for any renoved | eaky bucket
parameter set, it MJST al so renove the correspondi ng HRD FULL
paraneter in the entry-point header.

Renovi ng | eaky bucket paraneter sets, as described above, may
significantly reduce the size of the sequence |ayer headers and the
entry-poi nt headers.

4.6. Repeating the Sequence Layer Header

To i nprove robustness agai nst | oss of RTP packets, it is RECOVMENDED
that if the sequence | ayer header changes, it should be repeated
frequently in the bit stream |In this case, it is RECOWENDED t hat
the nunber of |eaky bucket paranmeters in the sequence |ayer header
and the entry-point headers be reduced to one, as described in
section 4.5. This will help reduce the overhead caused by repeating
the sequence | ayer header
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Any data in the VC-1 bit stream including repeated copies of the
sequence header itself, nust be accounted for when conputing the

| eaky bucket paraneter for the HRD. See section 3.3 for a discussion
about the HRD.

If the value of TFCNTRFLAG in the sequence |ayer header is 1, each

pi cture header contains a frame counter field (TFCNTR). Each tine
the sequence | ayer header is inserted in the bit stream the value of
this counter MJIST be reset.

To allow the RTP receiver to detect that an RTP packet that was | ost
contai ned a new sequence | ayer header, the AU Control field defines a
bit called the "SL" flag. This bit is toggled when a sequence | ayer
header is transmtted, but only if that header is different fromthe
nmost recently transmitted sequence | ayer header. The SL bit is
defined in section 5.3.

4.7. Signaling of Media Type Paraneters

VWhen this RTP payl oad format is used with SDP, the decoder
initialization paraneters described in section 3.3 MJST be signal ed
in SDP using the nedia type paraneters specified in section 6.1
Section 6.2 specifies howto map the nedia type paraneters to SDP
[5], section 6.3 defines rules specific to the SDP O f er/ Answer
nmodel , and section 6.4 defines rules for when SDP is used in a

decl arative style.

When Sinple or Main profiles are used, it is not possible to change
the decoder initialization paraneters through the coded bit stream
Any changes to the decoder initialization parameters would have to be
done through out-of-band neans, e.g., by a SIP [14] re-invite or
simlar means that convey an updated session description.

When Advanced profile is used, the decoder initialization paraneters
MAY be changed by inserting a new sequence |ayer header or an entry-
poi nt header in the coded bit stream

The sequence | ayer header specifies the VC-1 |level, the nmaxi mum size
of the coded frames and optionally also the maxi numfranme rate. The
medi a type paraneters "level", "width", "height", and "franerate"
specify upper limts for these paraneters. Thus, the sequence |ayer
header MAY specify values that are |l ower than the values of the nedia
type paranmeters "level", "width", "height", or "framerate", but the
sequence | ayer header MJUST NOT exceed the values of any of these
medi a type paraneters
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4.8. The "node=1" Media Type Paraneter

In certain applications using Advanced profile, the sequence |ayer
header never changes. This MAY be signaled with the nmedia type
paraneter "node=1". (The "node" paraneter is defined in section
6.1.) The "nopde=1" paraneter serves as a "hint" to the RTP receiver
that all sequence | ayer headers in the bit streamw || be identical

If "nmode=1" is signaled and a sequence | ayer header is present in the
coded bit stream then it MJST be identical to the sequence |ayer
header specified by the "config" nmedia type paraneter.

Si nce the sequence | ayer header never changes in "node=1", the RTP
sender MAY renove it fromthe bit stream Note, however, that if the
val ue of TFCNTRFLAG in the sequence | ayer header is 1, each picture
header contains a franme counter field (TFCNTR). This field is reset
each time the sequence | ayer header occurs in the bit stream |[If the
RTP sender chooses to renpbve the sequence | ayer header, then it MJST
ensure that the resulting bit streamis still conpliant with the VG 1
specification (e.g., by adjusting the TFCNTR field, if necessary.)

4.9. The "node=3" Media Type Paraneter

In certain applications using Advanced profile, both the sequence
| ayer header and the entry-point header never change. This MAY be
signaled with the nmedia type paraneter "node=3". The sane rules
apply to "node=3" as for "node=1", described in section 4.8.
Additionally, if "nmpbde=3" is signaled, then the RTP sender MAY
"conpress" the coded bit stream by not including sequence | ayer
headers and entry-poi nt headers in the RTP packets.

The RTP receiver MJST "deconpress" the coded bit stream by
re-inserting the entry-point headers prior to delivering the coded
bit streamto the VG 1 decoder. The sequence | ayer header does not
need to be deconpressed by the receiver, as it never changes.

If "npde=3" is signaled and the RTP receiver receives a conplete AU
or the first fragnent of an AU, and the RA bit is set to 1 but the AU
does not begin with an entry-point header, then this indicates that
the entry-poi nt header has been "conmpressed”. |In that case, the RTP
receiver MJST insert an entry-point header at the beginning of the
AU. When inserting the entry-point header, the RTP receiver MJST use
the one that was specified by the "config" media type paraneter.
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5. RTP Payl oad Format Syntax
5.1. RTP Header Usage

The format of the RTP header is specified in RFC 3550 [3] and is
reprinted in Figure 3 for conveni ence.

0 1 2 3

01234567890123456789012345678901
B T S i T s i i e e SEI S
|V=2|P|X] CC |M PT | sequence numnber |
I S i o T s S S S e s s T
| ti mest anmp |
B i aT T e e o S o S S S I T et sl o ST S S S S S S
| synchroni zati on source (SSRC) identifier |
e e = el e e e e e e e R o e e s s e e T
| contributing source (CSRC) identifiers |
I e I

R o ol I I R S e S +.- +.- B i I T e T S i sl sTE T S T
Figure 3. RTP header according to RFC 3550

The fields of the fixed RTP header have their usual neaning, which is
defined in RFC 3550 and by the RTP profile in use, with the follow ng
addi ti onal notes:

Marker bit (M: 1 bit
This bit is set to 1 if the RTP packet contains an Access Unit
containing a conplete VC-1 frane or the |ast fragnent of a VG 1
frane.

Payl oad type (PT): 7 bits
Thi s docunent does not assign an RTP payload type for this RTP
payl oad format. The assignment of a payl oad type has to be
performed either through the RTP profile used or in a dynanic
way.

Sequence Nunber: 16 bits
The RTP receiver can use the sequence nunber field to recover
the coded order of the VC-1 franmes. A typical VC 1 decoder
will require the VC-1 franes to be delivered in coded order
When VC-1 franes have been fragmented across RTP packets, the
RTP receiver can use the sequence nunber field to ensure that
no fragnent is m ssing.
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Ti mestanp: 32 bits
The RTP timestanmp is set to the presentation tinme of the VG 1
franme in the first Access Unit. A clock rate of 90 kHz MJST be
used.

5.2. AU Header Syntax

The Access Unit header consists of a one-byte AU Control field, the
RA Count field, and 3 optional fields. Al fields MIJST be witten in

network byte order. The structure of the AU header is illustrated in
Fi gure 4.

R S o o T R R e R i o NI

| AU | RA | AUP | PTS | DTS |

| Control| Count | Len | Delta | Delta

R ol o o S o e R  ale ol R e S

Figure 4. Structure of AU header

AU Control: 8 bits
The usage of the AU Control field is defined in section 5.3.

RA Count: 8 bits
Random Access Point Counter. This field is a binary nodul o 256
counter. The value of this field MJIST be incremented by 1 each
time an AU is transmtted where the RA bit in the AU Control
field is set to 1. The initial value of this field is
undefi ned and MAY be chosen randomy.

AUP Len: 16 bits
Access Unit Payl oad Length. Specifies the size, in bytes, of
the payl oad of the Access Unit. The field does not include the
size of the AU header itself. The field MJIST be included in
each AU header in an RTP packet, except for the |ast AU header

in the packet. |If this field is not included, the payl oad of
the Access Unit SHALL be assuned to extend to the end of the
RTP payl oad.

PTS Delta: 32 bits
Presentation tine delta. Specifies the presentation tine of
the frane as a 2's conplenent offset (delta) fromthe tinestanp
field in the RTP header of this RTP packet. The PTS Delta
field MUST use the sane clock rate as the tinmestanp field in
the RTP header.

This field SHOULD NOT be included in the first AU header in the

RTP packet, because the RTP tinestanp field specifies the
presentation tine of the frane in the first AU If this field
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5

3.

is not included, the presentation tine of the frane SHALL be
assuned to be specified by the timestanp field in the RTP
header .

DTS Delta: 32 bits
Decode tinme delta. Specifies the decode tinme of the frame as a
2’s conpl enent offset (delta) between the presentation tine and
the decode tine. Note that if the presentation tine is |arger
than the decode tinme, this results in a value for the DTS Delta
field that is greater than zero. The DTS Delta field MJST use
the sane clock rate as the tinestanp field in the RTP header
If this field is not included, the decode tine of the frane
SHALL be assumed to be identical to the presentation time of
the frane.

AU Control Field Syntax
The structure of the 8-bit AU Control field is shown in Figure 5.

0 1 2 3 4 5 6 7

S S
| FRAG | RA| SL| LP| PT| DT | R |
S

Figure 5. Syntax of AU Control field.

FRAG 2 bits
Fragnmentation Information. This field indicates if the AU
payl oad contains a conplete franme or a fragnent of a frame. It
MJUST be set as foll ows:

0: The AU payl oad contains a fragment of a frame other than the
first or last fragnent.

1: The AU payload contains the first fragnent of a frane.

2: The AU payl oad contains the last fragnment of a frane.

3: The AU payl oad contains a conplete frame (not fragnented.)

RA: 1 bit
Random Access Point indicator. This bit MJST be set to 1 if
the AU contains a frane that is a random access point. 1In the

case of Sinple and Main profiles, any I-picture is a random
access point.

In the case of Advanced profile, the first frame after an
entry-poi nt header is a random access point.

Kl enets St andards Track [ Page 19]



RFC 4425

6
6

Kl enet s

RTP Payl oad Format for VC 1 February 2006

If entry-point headers are not transnmitted at every random
access point, this MJST be indicated using the nmedia type
par anet er "node=3".

SL: bi t
Sequence Layer Counter. This bit MJST be toggled, i.e.,
changed fromO to 1 or from1 to O, if the AU contains a
sequence | ayer header and if it is different fromthe nost
recently transmtted sequence | ayer header. Oherw se, the
value of this bit must be identical to the value of the SL bit
in the previous AU
The initial value of this bit is undefined and MAY be chosen
randon y.
The bit MJUST be 0 for Sinple and Main profile bit streanms or if
the sequence | ayer header never changes.

LP: bi t
Length Present. This bit MJST be set to 1 if the AU header
i ncludes the AUP Len field.

PT: bi t
PTS Delta Present. This bit MJUST be set to 1 if the AU header
i ncludes the PTS Delta field.

DT: bi t
DTS Delta Present. This bit MJUST be set to 1 if the AU header
i ncludes the DTS Delta field.

R 1 bit

Reserved. This bit MJIST be set to 0 and MJST be ignored by
receivers

RTP Payl oad Fornmat Paraneters

1.

Medi a type Registration

This registration uses the tenplate defined in RFC 4288 [7] and
follows RFC 3555 [8].

Type name: video

Subt ype nane: vcl
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Requi red paraneters:

profile:
The value is an integer identifying the VC-1 profile. The
fol |l owi ng val ues are defi ned:

0: Sinple profile
1: Main profile
3: Advanced profile

If the profile parameter is used to indicate properties of a
coded bit stream it indicates the VC-1 profile that a
decoder has to support when it decodes the bit stream

If the profile parameter is used for capability exchange or
in a session setup procedure, it indicates the VG 1 profile
that the codec supports.

| evel :
The value is an integer that specifies the |evel of the VC1
profile.

For Advanced profile, valid values are 0 through 4, which
correspond to |l evels LO through L4, respectively. For
Sinple and Main profiles, the followi ng val ues are defi ned:

1: Low Level
2: Medi um Level
3: High Level (only valid for Main profile)

If the level paranmeter is used to indicate properties of a
coded bit stream it indicates the highest |evel of the VC1
profile that a decoder has to support when it decodes the
bit stream Note that support for a level inplies support
for all nunerically |Iower levels of the given profile.

If the level parameter is used for capability exchange or in
a session setup procedure, it indicates the highest |evel of
the VG-1 profile that the codec supports. See section 6.3
of RFC 4425 for specific rules for how this paraneter is
used with the SDP O f er/ Answer nodel .
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par anet er s:

config:

The value is a basel6 [6] (hexadecimal) representation of an
octet string that expresses the decoder initialization
paraneters. Decoder initialization paraneters are mapped
onto the basel6 octet string in an MSB-first basis. The
first bit of the decoder initialization paranmeters MJST be

| ocated at the MSB of the first octet. |If the decoder
initialization paraneters are not nmultiples of 8 bits, up to
7 zero-val ued padding bits MJST be added in the |ast octet
to achi eve octet alignment.

For Simple and Main profiles, the decoder initialization
paraneters are STRUCT_C, as defined in Annex J of SMPTE 421M

[1].

For Advanced profile, the decoder initialization paraneters
are a sequence | ayer header directly followed by an entry-
poi nt header. The two headers MJST be in EBDU format,
meani ng that they nust include their Start Codes and nust
use the encapsul ati on nethod defined in Annex E of SMPTE
421M [ 1].

wi dt h:

hei

The value is an integer greater than zero, specifying the
maxi mum hori zontal size of the coded franmes, in |luma sanpl es
(pixels in the lum picture).

For Sinple and Main profiles, the value SHALL be identica
to the actual horizontal size of the coded franes.

For Advanced profile, the value SHALL be greater than, or
equal to, the largest horizontal size of the coded franes.

If this paraneter is not specified, it defaults to the
maxi mum horizontal size allowed by the specified profile and
| evel

ght :

The value is an integer greater than zero, specifying the
maxi mum vertical size of the coded franes, in |um sanples
(pixels in a progressively coded | uma picture).

For Simple and Main profiles, the value SHALL be identica
to the actual vertical size of the coded franes.
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For Advanced profile, the value SHALL be greater than, or
equal to, the largest vertical size of the coded franes.

If this paraneter is not specified, it defaults to the
maxi mum vertical size allowed by the specified profile and
| evel

bitrate:

The value is an integer greater than zero, specifying the
peak transmi ssion rate of the coded bit streamin bits per
second. The nunber does not include the overhead caused by
RTP encapsul ation, i.e., it does not include the AU headers,
or any of the RTP, UDP, or |P headers.

If this parameter is not specified, it defaults to the
maxi mum bit rate allowed by the specified profile and | evel
See the values for "RMax" in Annex D of SMPTE 421M[1].

buf f er:

The value is an integer specifying the | eaky bucket size, B
in mlliseconds, required to contain a streamtransmtted at
the transm ssion rate specified by the bitrate paraneter.
This paraneter is defined in the hypothetical reference
decoder nodel for VC-1, in Annex C of SMPTE 421M [1].

Note that this parameter relates to the codec bit stream
only, and does not account for any buffering time that may
be required to conpensate for jitter in the network

If this paraneter is not specified, it defaults to the
maxi mum buffer size allowed by the specified profile and
|l evel. See the values for "BMax" and "Rvax" in Annex D of
SMPTE 421M [ 1].

franerate:

The value is an integer greater than zero, specifying the
maxi mum nunber of frames per second in the coded bit stream
mul tiplied by 1000 and rounded to the nearest integer val ue.
For exanpl e, 30000/ 1001 (approximately 29.97) franes per
second is represented as 29970.

Thi s paraneter can be used to control resource allocation at
the receiver. For exanple, a receiver may choose to perform
addi ti onal post-processing on decoded frames only if the
frane rate is expected to be |low. The parameter MJST NOT be
used for pacing of the rendering process, since the actua
frane rate nay differ fromthe specified val ue.
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If the paraneter is not specified, it defaults to the
maxi mum frame rate all owed by the specified profile and
| evel

c:
This paranmeter signals that B- and Bl-pictures may be
present when Advanced profile is used. |If this parameter is
present, and B- or Bl-pictures may be present in the coded
bit stream this parameter MJST be equal to 1.

A value of 0 indicates that B- and Bl -pictures SHALL NOT be

present in the coded bit stream even if the sequence | ayer

header changes. Inclusion of this paraneter with a val ue of
0 is RECOWENDED, if neither B- nor Bl-pictures are included
in the coded bit stream

Thi s paraneter MJST NOT be used with Sinple and Main
profiles. For Main profile, the presence of B- and

Bl -pictures is indicated by the MAXBFRAMES field in STRUCT_C
decoder initialization paraneter.

For Advanced profile, if this paraneter is not specified, a
val ue of 1 SHALL be assuned.

node:

The value is an integer specifying the use of the sequence

| ayer header and the entry-point header. This paraneter is
only defined for Advanced profile. The follow ng values are
defi ned:

0: Both the sequence |ayer header and the entry-point header
may change, and changed headers will be included in the
RTP packets.

1: The sequence | ayer header specified in the config
par anet er never changes. The rules in section 4.8 of RFC
4425 MJST be fol | owed.

3: The sequence | ayer header and the entry-poi nt header
specified in the config parameter never change. The
rules in section 4.9 of RFC 4425 MUST be fol |l owed.

If the node paraneter is not specified, a value of 0 SHALL
be assuned. The node parameter SHOULD be specified if nodes
1 or 3 apply to the VC-1 bit stream

max-wi dt h, max-hei ght, max-bitrate, max-buffer, max-framerate:

These paraneters are defined for use in a capability
exchange procedure. The paraneters do not signal properties
of the coded bit stream but rather upper linmits or
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preferred values for the "width", "height", "bitrate",
"buffer", and "framerate" paraneters. Section 6.3 of RFC
4425 provides specific rules for how these paraneters are
used with the SDP O f er/ Answer nodel

Recei vers that signal support for a given profile and |eve
MUST support the maxi num val ues for these paranmeters for
that profile and |l evel. For exanple, a receiver that

i ndi cates support for Main profile, Low |level, must support
a width of 352 |uma sanples and a height of 288 |uma
sanples, even if this requires scaling the inage to fit the
resolution of a smaller display device.

A receiver MAY use any of the max-w dth, max-height, max-
bitrate, max-buffer, and max-franmerate paraneters to
indicate preferred capabilities. For exanple, a receiver
may choose to specify values for nmax-w dth and max- hei ght
that match the resolution of its display device, since a bit
stream encoded usi ng those paranmeters woul d not need to be
rescal ed.

If any of the max-w dth, max-height, max-bitrate, nmax-
buffer, and nmax-franerate paraneters signal a capability
that is less than the required capabilities of the signaled
profile and |l evel, then the paranmeter SHALL be interpreted
as a preferred value for that capability.

Any of the paraneters MAY al so be used to signa
capabilities that exceed the required capabilities of the
signaled profile and level. |In that case, the paraneter
SHALL be interpreted as the maxi mum val ue that can be
supported for that capability.

When nore than one paraneter fromthe set (max-w dth
max- hei ght, max-bitrate, nmax-buffer, and nax-franerate) is
present, all signaled capabilities MJIST be supported

si nul t aneousl y.

A sender or receiver MIST NOT use these paraneters to signa
capabilities that neet the requirenents of a higher |evel of
the VC-1 profile than that specified in the "l evel"
parameter, even if the sender or receiver can support all
the properties of the higher level, except if specifying a
hi gher level is not allowed due to other restrictions. As
an exanple of such a restriction, in the SDP O f er/ Answer
nodel , the value of the |level paraneter that can be used in
an Answer is limted by what was specified in the Ofer
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max-w dt h:
The value is an integer greater than zero, specifying a
hori zontal size for the coded franmes, in |uma sanples
(pixels in the luma picture). |If the value is less than the
maxi mum horizontal size allowed by the profile and |evel,
then the val ue specifies the preferred horizontal size.
O herwi se, it specifies the maxi mum horizontal size that is
support ed.

If this paraneter is not specified, it defaults to the
maxi mum hori zontal size allowed by the specified profile and
| evel

max- hei ght :
The value is an integer greater than zero, specifying a
vertical size for the coded franmes, in |luma sanples (pixels
in a progressively coded |luma picture). |If the value is
| ess than the maxi mumvertical size allowed by the profile
and level, then the value specifies the preferred vertica
size. Oherwise, it specifies the maxi mumvertical size
that is supported.

If this paraneter is not specified, it defaults to the
maxi mum vertical size allowed by the specified profile and
| evel

max- bi trat e:
The value is an integer greater than zero, specifying a peak
transmi ssion rate for the coded bit streamin bits per
second. The nunber does not include the overhead caused by
RTP encapsul ation, i.e., it does not include the AU headers,
or any of the RTP, UDP, or |P headers.

If the value is less than the maximnumbit rate all owed by
the profile and | evel, then the value specifies the
preferred bit rate. Qherwise, it specifies the nmaxi mum bit
rate that is supported.

If this parameter is not specified, it defaults to the
maxi mum bit rate allowed by the specified profile and | evel
See the values for "RMax" in Annex D of SMPTE 421M[1].

max- buf f er:
The value is an integer specifying a | eaky bucket size, B
in mlliseconds, required to contain a streamtransmtted at
the transm ssion rate specified by the max-bitrate
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parameter. This paraneter is defined in the hypothetica
ref erence decoder nodel for VC-1, in Annex C of SMPTE 421M

[1].

Note that this parameter relates to the codec bit stream
only and does not account for any buffering tine that nmay be
required to conpensate for jitter in the network.

If the value is I ess than the maxi num | eaky bucket size

all oned by the max-bitrate paraneter and the profile and

| evel, then the value specifies the preferred | eaky bucket
size. Oherwise, it specifies the maxi num | eaky bucket size
that is supported for the bit rate specified by the nmax-
bitrate paraneter.

If this paraneter is not specified, it defaults to the
maxi mum buffer size allowed by the specified profile and
|l evel. See the values for "BMax" and "Rwvax" in Annex D of
SMPTE 421M [ 1].

max-f raner at e:

Encodi ng

Security

I nt er ope

The value is an integer greater than zero, specifying a
nunber of frames per second for the coded bit stream The
value is the frane rate nultiplied by 1000 and rounded to
the nearest integer value. For exanple, 30000/1001
(approxi mately 29.97) franes per second is represented as
29970.

If the value is less than the maxi numfrane rate all owed by
the profile and level, then the val ue specifies the
preferred frame rate. QOherwise, it specifies the maxi mum
frane rate that is supported.

If the parameter is not specified, it defaults to the
maxi mum franme rate all owed by the specified profile and
| evel

consi derati ons:
This nmedia type is franed and contains binary data.

consi der ati ons:
See Section 7 of RFC 4425.

rability considerations:
None.

Publ i shed specification:
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Applications that use this nedia type:
Mul ti nmedia stream ng and conferencing tools.

Addi ti onal | nformation:
None.

Person & email address to contact for further information:
Anders Kl enets <ander skl @n crosoft. conp
| ETF AVT wor ki ng group

I nt ended Usage:
COMVON

Restrictions on usage:
This nedi a type depends on RTP fram ng; therefore, it is
only defined for transfer via RTP [3].

Aut hor s:
Anders Kl enets

Change controller
| ETF Audi o/ Vi deo Transport Working Goup del egated fromthe
| ESG.
6.2. Mapping of nedia type paraneters to SDP
The information carried in the nedia type specification has a
specific nmapping to fields in the Session Description Protocol (SDP)
[4]. If SDP is used to specify sessions using this payload format,
the mapping is done as foll ows:

o The media name in the "nm=" |ine of SDP MJST be video (the type
nane) .

0 The encoding nanme in the "a=rtprmap" line of SDP MJUST be vcl (the
subt ype nane).

o The clock rate in the "a=rtpmap" |ine MJST be 90000.

0 The REQUI RED paraneters "profile" and "level" MJST be included in
the "a=fmp" line of SDP

These parameters are expressed in the formof a sem col on
separated |ist of paraneter=val ue pairs.
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6. 3.

The OPTI ONAL paraneters "config", "width", "height", "bitrate",
"buffer", "franerate", "bpic", "node", "max-w dth", "max-height",
"max-bitrate", "max-buffer”, and "max-framerate", when present,
MUST be included in the "a=fmp" |line of SDP

These paraneters are expressed in the formof a sem col on
separated list of paraneter=value pairs:

a=fm p: <dynani ¢ payl oad type> <par aneter
nane>=<val ue>[, <val ue>][; <paraneter name>=<val ue>]

Any unknown paraneters to the device that uses the SDP MJUST be

i gnored. For exanple, paraneters defined in |ater specifications
MAY be copied into the SDP and MJUST be ignored by receivers that
do not understand them

Usage with the SDP O fer/ Answer Model

When VC-1 is offered over RTP using SDP in an O fer/Answer nodel [5]
for negotiation for unicast usage, the follow ng rules and
limtations apply:

(o]

The "profile" paraneter MJST be used symmetrically, i.e., the
answerer MJST either maintain the paraneter or renpve the nedia
format (payl oad type) conpletely if the offered VG-1 profile is
not support ed.

The "level " paraneter specifies the highest |evel of the VG 1
profil e supported by the codec.

The answerer MJST NOT specify a nunerically higher level in the
answer than that specified in the offer. The answerer MAY specify
a level that is lower than that specified in the offer, i.e., the
| evel parameter can be "downgraded"

If the offer specifies the sendrecv or sendonly direction
attribute and the answer downgrades the |evel paranmeter, this may
require a new offer to specify an updated "config" paranmeter. |If
the "config" parameter cannot be used with the |level specified in
the answer, then the offerer MUST initiate another O fer/Answer
round or not use nedia format (payl oad type).

The paraneters "config", "bpic", "width", "height", "franerate",
"bitrate", "buffer", and "node", describe the properties of the
VC-1 bit streamthat the offerer or answerer is sending for this
medi a format configuration.
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In the case of unicast usage and when the direction attribute in
the offer or answer is recvonly, the interpretation of these
paraneters is undefined and they MJUST NOT be used.

0 The paraneters "config", "width", "height", "bitrate", and
"buffer" MJST be specified when the direction attribute is
sendrecv or sendonly.

0 The paraneters "max-w dth", "max-height", "max-franerate", "max-

bitrate", and "nmax-buffer" MAY be specified in an offer or an

answer, and their interpretation is as follows:

When the direction attribute is sendonly, the paraneters describe
the limts of the VC-1 bit streamthat the sender is capabl e of
producing for the given profile and level, and for any | ower |evel
of the sane profile.

When the direction attribute is recvonly or sendrecv, the
paraneters describe properties of the receiver inplementation. |If
the value of a property is less than that allowed by the |evel of
the VCG-1 profile, then it SHALL be interpreted as a preferred

val ue and the sender’s VC-1 bit stream SHOULD NOT exceed it. |If
the value of a property is greater than what is allowed by the

| evel of the VCG-1 profile, then it SHALL be interpreted as the
upper limt of the value that the receiver accepts for the given
profile and level, and for any lower |evel of the same profile.

For exanple, if a recvonly or sendrecv offer specifies
"profile=0;Ilevel =1; max-bi trat e=48000", then 48 kbps is nerely a
suggested bit rate, because all receiver inplenentations of Sinple
profile, Low level, are required to support bit rates of up to 96
kbps. Assuming that the offer is accepted, the answerer should
specify "bitrate=48000" in the answer, but any value up to 96000
is allowed. But if the offer specifies "nax-bitrate=200000", this
means that the receiver inplenentation supports a nmaxi num of 200
kbps for the given profile and level (or lower level). In this
case, the answerer is allowed to answer with a bitrate paraneter
of up to 200000.

o If an offerer wi shes to have non-symretrical capabilities between
sendi ng and receiving, e.g., use different levels in each
direction, then the offerer has to offer different RTP sessions.
This can be done by specifying different nedia |ines declared as
"recvonly" and "sendonly", respectively.

Kl enets St andards Track [ Page 30]



RFC 4425 RTP Payl oad Format for VC 1 February 2006

6. 4.

Kl e

For streams being delivered over multicast, the follow ng rules apply
in addition:

o The "level" paraneter specifies the highest level of the VCG1
profile used by the participants in the nmulticast session. The
val ue of this parameter MJUST NOT be changed by the answerer.
Thus, a payload type can be either accepted unaltered or renoved.

o The paraneters "config", "bpic", "width", "height", "franerate",
"bitrate", "buffer", and "node", specify properties of the VC1
bit streamthat will be sent and/or received on the multicast
session. The paraneters MAY be specified, even if the direction
attribute is recvonly.

The val ues of these paraneters MJST NOT be changed by the
answerer. Thus, a payload type can be either accepted unaltered
or renoved.

0 The values of the paraneters "max-w dth", "max-height", "max-
franerate”, "max-bitrate", and "max-buffer"” MJST be supported by
the answerer for all streans declared as sendrecv or recvonly.

O herwi se, one of the follow ng actions MJST be perforned: the
media format is renoved or the session is rejected.

Usage in Declarative Session Descriptions

VWen VC-1 is offered over RTP using SDP in a declarative style, as in
RTSP [12] or SAP [13], the following rules and Iimtations apply:

0 The parameters "profile" and "level" indicate only the properties
of the coded bit stream They do not inmply a linit on
capabilities supported by the sender.

0 The paraneters "config", "width", "height", "bitrate", and
"buffer" MJST be specified.

0 The paraneters "max-w dth", "max-height", "max-franerate", "

bitrate", and "max-buffer” MJST NOT be used.

max-

An exanpl e of nedia representation in SDP is as follows (Sinple
profile, Mediumlevel):

mevi deo 49170 RTP/ AVP 98

a=rtpmap: 98 vcl/ 90000

a=fm p: 98 profil e=0; | evel =2; wi dt h=352; hei ght =288; f r amer at e=15000;
bi t r at e=384000; buf f er =2000; conf i g=4e€291800
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7

Security Considerations

RTP packets using the payload format defined in this specification
are subject to the security considerations discussed in the RTP
specification [4], and in any appropriate RTP profile. This inplies
that confidentiality of the media streans is achi eved by encryption;
for exanple, through the application of SRTP [11].

A potential denial-of-service threat exists for data encodi ngs using
conpressi on techni ques that have non-uni formreceiver-end
conputational |oad. The attacker can inject pathol ogical RTP packets
into the streamthat are conplex to decode and that cause the
receiver to be overloaded. VC1 is particularly vulnerable to such
attacks, because it is possible for an attacker to generate RTP
packets containing frames that affect the decodi ng process of many
future frames. Therefore, the usage of data origin authentication
and data integrity protection of at |east the RTP packet is
RECOMVENDED; for exanple, with SRTP [11].

Note that the appropriate nechanismto ensure confidentiality and
integrity of RTP packets and their payl oads is dependent on the
application and on the transport and signaling protocols enployed.
Thus, although SRTP is given as an exanpl e above, other possible
choi ces exi st.

VC-1 bit streanms can carry user-data, such as closed captioning
informati on and content neta-data. The VC-1 specification does not
define howto interpret user-data. ldentifiers for user-data are
required to be registered with SMPTE. It is conceivable for types of
user-data to be defined to include progranmatic content, such as
scripts or commands that woul d be executed by the receiver

Dependi ng on the type of user-data, it mght be possible for a sender
to generate user-data in a non-conpliant manner to crash the receiver
or make it tenporarily unavailable. Senders that transport VC-1 bit
streans SHOULD ensure that the user-data is conpliant with the
specification registered with SMPTE (see Annex F of [1].) Receivers
SHOULD prevent nal function in case of non-conpliant user-data.

It is inportant to note that VG- 1 streans can have very high

bandwi dth requirenents (up to 135 Mips for high-definition video).
This causes a potential for denial-of-service if transmtted onto
many | nternet paths. Therefore, users of this payload format MJST
comply with the congestion control requirenments described in section
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8.

Congesti on Control

Congestion control for RTP SHALL be used in accordance with RFC 3550
[3], and with any applicable RTP profile; e.g., RFC 3551 [15].

If best-effort service is being used, users of this payload fornmat
MUST nonitor packet loss to ensure that the packet loss rate is

wi thin acceptable parameters. Packet 1o0ss is considered acceptable
if a TCP flow across the same network path and experiencing the sane
network conditions would achi eve an average throughput, neasured on a
reasonabl e tinmescale, that is not less than the RTP flow is
achieving. This condition can be satisfied by inplenmenting
congestion control nechanisns to adapt the transm ssion rate or by
arranging for a receiver to |l eave the session if the loss rate is
unaccept abl y hi gh.

The bit rate adaptati on necessary for obeying the congestion contro
principle is easily achievabl e when real-tine encoding is used. Wen
pre-encoded content is being transmtted, bandw dth adaptation
requires one or nmore of the foll ow ng:

- The availability of nore than one coded representati on of the sane
content at different bit rates. The switching between the
different representations can normally be perforned in the sane
RTP session by switching streans at random access point
boundari es.

- The existence of non-reference franes (e.g., B-franes) in the bit
stream Non-reference franmes can be discarded by the transmtter
prior to encapsulation in RTP.

Only when non-downgradabl e paraneters (such as the VC-1 "profile”
paraneter) are required to be changed does it become necessary to
termnate and re-start the nmedia stream This may be acconplished by
using a different RTP payl oad type.

Regardl ess of the nethod used for bandw dth adaptation, the resulting
bit stream MUST be compliant with the VC-1 specification [1]. For
exanple, if non-reference frames are discarded, then the FRVCNT
syntax elenent (Sinple and Main profile franes only) and the optiona
TFCNTR syntax el enent (Advanced profile franmes only) nust increnent
as if no frames had been di scarded. Because the TFCNTR synt ax

el ement counts the franes in the display order, which is different
fromthe order in which they are transmtted (the coded order), it
will require the transmtter to "l ook ahead" or buffer some nunmber of
frames.
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As anot her exanpl e, when switching between different representations
of the sane content, it may be necessary to signal a discontinuity by
modi fying the FRMCNT field, or if Advanced profile is used, by
setting the BROKEN LINK flag in the entry-point header to 1.

This payload format may al so be used in networks that provide

qual ity-of -service guarantees. |f enhanced service is being used,
recei vers SHOULD nonitor packet loss to ensure that the service that
was requested is actually being delivered. |If it is not, then they

SHOULD assune that they are receiving best-effort service and behave
accordingly.

9. | ANA Consi derations
| ANA has registered the nmedia type "video/vcl® and the associ ated RTP
payl oad format in the Media Types registry and in the RTP Payl oad
Format M ME types registry, as specified in section 6.1
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