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Abst ract

The Sel ectively Reliable Miulticast Protocol (SRWP) is a transport
protocol, intended to deliver a mx of reliable and best-effort
messages in an any-to-any nulticast environnment, where the best-
effort traffic occurs in significantly greater volume than the
reliable traffic and therefore can carry sequence nunbers of reliable
messages for | oss detection. SRW is intended for use in a
distributed sinulation application environment, where only the | atest
val ue of reliable transm ssion for any particular data identifier
requires delivery. SRWMP has two sublayers: a bundling sublayer
handl i ng nmessage aggregation and congestion control, and a

Sel ectively Reliable Transport (SRT) sublayer. Selection between
reliable and best-effort nessages is perforned by the application.
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1. Introduction

There is no viable generic approach to achieving reliable transport
over multicast networks. Existing successful approaches require that
the transport protocol take advantage of special properties of the
traffic in a way originally proposed by Cohen [10]. The protoco
described here is applicable to real-tinme traffic containing a m x of
two categories of messages: a small fraction requiring reliable
delivery, mxed with a predom nating flow of best-effort messages.
This sort of traffic is associated with distributed virtua
simulation (RFC 2502 [4]) and also with sonme forns of distributed

mul ti medi a conferencing. These applications typically have sone data
that changes rarely, or not at all, so the best efficiency will be
achieved by transnmitting that data reliably (the external appearance
of a simulated vehicle is an excellent exanple). They also require
real -tine transm ssion of a best-effort stream (for exanple, the
position and orientation of the vehicle). There is no value to
reliable transm ssion of this stream because typically new updates
arrive faster than loss identification and retransm ssion could take
pl ace. By piggy-backing the sequence nunmber (SN) of the | atest
reliable transm ssion on each bundle of traffic, the reliable and
best-effort traffic can co-exist synergistically. This approach is
inplemented in the Selectively Reliable Milticast Protocol (SRW).

The | ETF has conducted a successful working group on Reliable

Mul ticast Transport (RMI) that has produced RFCs 2357 [6], 2887 [11],
and 3450 through 3453 [12 - 15], which define building bl ock
protocols for reliable nulticast. Selectively reliable nmulticast is
simlar in spirit to these protocols and in fact uses one of them
TCP-Friendly Miulticast Congestion Control (TFMCC). This docunent
provi des the basis for specifying SRV with TFMCC for use on an
experinental basis. Key requirenents of the RMI process that is
carried forward here are specified in RFC 2357 [6]. These generally
relate to scalability and congestion control, and are addressed in
section 6 of this docunent.

1.1. Termi nol ogy
In this docunment, the key words "MJST", "MJST NOT", "REQUI RED',
"SHALL", "SHALL NOr", "SHOULD', "SHOULD NOT", "RECOWMENDED', " MAY",

and "OPTIONAL" are to be interpreted as described in RFC 2119 [1] and
i ndi cate requirenment | evels for conpliant inplenentations.
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2. Protocol Description

The Sel ectively Reliable Multicast Protocol (SRW) has two mgjor
conponents: Selectively Reliable Transport (SRT) and a "bundling
subl ayer" that inplements TCP-Friendly Milticast Congestion Contro
(TFMCC), as proposed by Wdnmer and Handley [2], in order to neet the
requirenents of RFC 2357 [6] for congestion avoi dance.

SRWP i s capabl e of reliable nessage delivery over multicast networks,
when the nmessages to be delivered reliably represent a fraction of a
| arger, associated best-effort flow and only the latest reliable
message nust be delivered. The basic strategy for SRVWP is to trade
as little network capacity as possible for reliability by buffering
the nmost recently sent reliable nessage at each sender and piggy-
backing its sequence nunber on associated best-effort nessages. For
this purpose, three nodes of sending are defined:

o0 Mde 0 nessages. These will be delivered best-effort; if lost, no
retransm ssion will be done.

o Mde 1 nmessages. Wien a Mdde 1 nessage loss is detected, the
receiver will send back a NACK to the sender, where SRVP wi ||
retransnmit the latest reliable nmessage fromthat sender. Senders
define data identifiers (datalDs), allowing multiple reliable
message streams to be supported. Mdde 1 nessages may be up to
131,071 bytes long; SRWP provides for segnentation and reassenbly,
but only for the | atest Mbde 1 message for any given
<sour ceAddress, multicast Address, datal D>.

o Mde 2 nessages. Through Mdde 2 nessages, SRWVP provides for a
i ghtwei ght, reliable, connectionless peer-to-peer unicast
transacti on exchange between any two nenbers of the multicast
group. This is a unicast nmessage requiring positive
acknow edgenent (ACK).

| Application |

_________________ -> SRVP

The bundling sublayer is transparent to the Selectively Reliable
Transport (SRT) sublayer. It inplenents congestion control both by
droppi ng Mbde O nessages at the source when needed and by bundling
mul tiple short nessages that are presented by applications within a
short time window. |t also perforns NACK suppression.
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A bundling sublayer data unit is called a bundle. A bundle is nmade
up of a bundl e header and one or nore Mbde O and Mode 1 SRWP
messages. Retransm ssion of Mbde 1 nmessages does not inply
retransm ssion of the original bundle; the retransnitted nessage
becones part of a new bundl e.

The TFEMCC | ayer’ s behavior follows the mechani sm descri bed by W dmer
and Handley. This is an equation-based nulticast congestion contro
mechanism in a multicast group, each receiver determnes its |oss
rate with regard to the sender, and cal cul ates a desired source
sendi ng rate based on an equation that nodels the steady-state
sending rate of TCP. A distributed feedback suppressi on nmechani sm
restricts feedback to those receivers likely to report the | owest
desired rates. Congestion control is achieved by dropping best-
effort (Mbde 0) nmessages at random For exanple, in distributed
simul ati on, Mode O nessages are part of a streamof state updates for
dynani ¢ data such as geographic |ocation; therefore, the application
can continue to function (with lower fidelity) when they are dropped.

As described by its authors, TFMCC s congestion control mechani sm
wor ks as foll ows:

0 Each receiver neasures the loss event rate and its Round-Trip Tine
(RTT) to the sender.

0 Each receiver then uses this information, together with an
equation for TCP throughput, to derive a TCP-friendly sending
rate.

o0 Through a distributed feedback suppression nechanism only a
subset of the receivers is allowed to give feedback to prevent a
f eedback inpl osion at the sender. The feedback nmechani sm ensures
that receivers reporting a | ow desired transm ssion rate have a
hi gh probability of sending feedback

0 Receivers whose feedback is not suppressed report the cal cul ated
transm ssion rate back to the sender in so-called receiver
reports. The receiver reports serve two purposes: they informthe
sender about the appropriate transmt rate, and they allow the
receivers to nmeasure their RITT.

0 The sender selects the receiver that reports the |owest rate as
the current limting receiver (CLR). Wenever feedback with an
even |l ower rate reaches the sender, the correspondi ng receiver
becones the CLR and the sending rate is reduced to match that
receiver's calculated rate. The sending rate increases when the
CLR reports a calculated rate higher than the current sending
rate.
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TFMCC was i ntended for fixed-size packets with variable rate. SRW
applies it to variable-size SRWP nessages that are nostly the sane

si ze because the best-effort updates typically all represent the same
sort of sinmulation information and are grouped into bundl es of size
just under one MIU during periods of heavy network activity. Future
devel opnments in TFMCC for variabl e-si ze nmessages will be of high
value for inclusion in SRMW if, as expected, they prove to be
appropriate for the types of traffic SRMP is intended to support.

SRWP is intended for general use under applications that need its
services and nmay exist in parallel instances on the sanme host. The
UDP port is therefore established ad hoc from avail abl e application
ports; accordingly, it would not be appropriate to have a well-known
port for SRWP.

3. Message Formats

3.1. Bundle Message Fornat:

A bundl e is an aggregation of multiple SRVP nessages destined for the
sane multicast address. A bundle can contain only Mbde 0 and Mde 1
messages; Mdde 2 nessages are exchanged using uni cast addresses.

SRVP identifies the sender and receiver using their 32-bit Sender |D
whi ch may be an | Pv4 address. For use with IPv6, a user group wll
need to establish a unique identifier per host. There is no

requi renent for this identifier to be unique in the Internet; it only
needs to be unique in the conmunicating group
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3.2. Bundl e Header For mat

0 8 16 24 32
R R R R +
| Version| Type |[fb_nr | flag | bundl e_SN |
oo s oo s oo s oo s +
| Sender _I D |
S S S S +
| Recei ver _ID |
R R R R +
| Sender _Ti nest anp | Recei ver _Ti mest anp |
oo s oo s oo s oo s +
| X_supp | R_max |
S S S S +
| DSN_count | paddi ng | Length |
R R R R +
| 0 to 255 DSN:. <datal D, SN, NoSegs> of this sender |
o +
Ver si on:

4 bits currently 0010

Type:
4 bits 0000 - indicates bundle

fb_nr:
4 bits f eedback round, range 0-15

flag:
4 bits 0001 Is_CLR
other bits reserved

bundl e_SN:
16 bits range 0-65535

Sender _Ti mest anp:
16 bits Representing the time that the bundle was sent out (in
m | 1iseconds) based on the sender’s local clock

Recei ver _Ti mest anp:

16 bits Echo of the Receiver _Tine _Stanp field (in nmilliseconds)
of the receiver feedback nmessage. |If the sender has
time delay between receiving the feedback and echoi ng
the tinmestanp, it MJST adjust the Receiver_Ti nestanp
val ue to conpensate.
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Recei ver_ID
32 bhits

Sender _| D
32 bhits

X_supp:
16 bits

R_max:
16 bits

DSN_count :
8 bits

Lengt h:
16 bits

DSN:
32 bits

dat al D
16 bits

SN:
9 bits

NoSegs:
7 bits

Pull en, et al.
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Uni que identifier for the receiver within the multicast
group. |Pv4 addresses may be used.

Uni que identifier for the sender within the nulticast
group. |Pv4 addresses may be used.

The suppression rate corresponding to the sender, in
bits/s. Only those receivers whose desired rate is |ess
than the suppression rate, or whose RTT is larger than

R max, may send feedback information to the sender. The
suppression rate is represented as a 16-bit floating
point value with 8 bits for the unsigned exponent and 8
bits for the unsigned manti ssa.

The maxi mum of the RTTs of all receivers, in
ml1liseconds. The Maxi num RTT shoul d be represented as
a 16-bit floating point value with 8 bits for the

unsi gned exponent and 8 bits for the unsigned nmantissa.

The count of DSN bl ocks follow ng the header

Range from 0~65535. The total |ength of the bundle
in octets (including the header).

There can be up to 256 of these in a header. An SRW
i mpl ement ati on MJUST support a mnimum of 1. Each DSN
consists of three fields:

A uni que nunber associated with a particul ar data
el ement on the sending host, used to identify a
Mbde 1 nessage.

Sequence nunber associated with a particular Mde 1
transm ssion of a particul ar datal D

Nunber of segnents, if the datal D was | ong enough
to require segnmentation; otherw se 0x0

Experi ment al [ Page 8]
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3. 3.

Pul

Note that the nunber of DSNs reflects the nunber of different Mde 1
Dat al Ds bei ng supported at this tinme by this instance of SRMP, and is
not the count of SRWP nessages bundled in this transm ssion

Note al so that 16-bit timestanps will wap around in 65536

m | liseconds. This should not be a problemunless an RTT is greater
than 65 seconds. If a tinestanp is less than its predecessor
(treating the 16 bits as an unsigned integer), its value nust be

i ncreased by 65536 for conparisons agai nst the predecessor

Feedback Message For nat

0 8 16 24 32

S S S S +

| Version| Type | fb_nr| flag | X r |

R R R R +

| Sender _Ti nest anp | Recei ver _Ti mest anp |

oo s oo s oo s oo s +

| Sender _I D |

S S S S +

| Recei ver _ID |

R R R R +

Ver si on:
4 bits currently 0010
Type:

4 bits val ue 0001

fb_nr:

4 bits current feedback round of the sender

flag:

4 bits

0001 - have RTT

0010 - have |l oss

0100 - receiver_|eave

ot her val ues reserved
X r:

16 bits desired sending rate X r in bits/s, calculated by the
receiver to be TCP-friendly, 16 bit floating point
value with 8 bits for the unsigned exponent and 8 bits
for the unsigned manti ssa.

len, et al. Experi ment al [ Page 9]



RFC 4410

Sel ectively Reliable Milticast Protocol February 2006

Sender _Ti mest anp:

16 bits

Echo of the Sender_Tinestanp in bundl e header. |f the
recei ver has tine delay between receiving the bundl e and
echoing the tinestanp, it MJST adjust the
Sender _Ti nestanp val ue correspondent|y.

Recei ver _Ti nest anp:

16 bits

Recei ver _|I D
32 bhits

Sender _| D
32 bits

The tinme when the feedback nessage was sent out fromthe
receiver.

Uni que identifier for the receiver within the multicast
group. |Pv4 addresses may be used. (ldentifies the
recei ver that sends the feedback nessage).

Unique identifier for the sender within the nulticast
group. |Pv4 addresses may be used. (ldentifies the
sender that is the destination of the current feedback
message. )

3.4. SRT Mode 0 Header For mat

| Ver si on|

Ver si on:
4 bits

Type:
4 bits

Mode:
3 bits

Paddi ng:
8 bits

Lengt h:
11 bits

Pull en, et al.

8 16 24 32
------ e T .
Type | 000 | 00000000 | Lengt h |
------ T

currently 0010
0000

000

00000000

Length of the payload data in octets (does not include
t he header).

Experi ment al [ Page 10]
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3.5. SRT Mdde 1 Header For mat

0 8 16 24 32

R R R R +

| Version| Type | 001 | SegNo | Length |

oo s oo s oo s oo s +

I DSN I

S S S S +
Ver si on:

4 bits currently 0010

Type:

4 bits 0000
Mode:

3 bits 001
SegNo:

7 bits The i ndex nunber of this segnent.

Lengt h:
14 bits Length of the payload data in octets (does not include

t he header).
DSN:
32 bits Same as in the bundl e header. Note that this contains
NoSegs, whereas SegNo is a separate el enent.

3.6. SRT Mde 2 Header For mat

0 8 16 24 32

o e e - o e e - o e e - o e e - +

| Versi on| Type |010 | 00000 | Lengt h |

oo s oo s oo s oo s +

I SN I

o e e o - o e e o - o e e o - o e e o - +
Ver si on:

4 bits currently 0010

Type:

4 bits 0010
Mode:

3 bits 010

Pul l en, et al. Experi ment al [ Page 11]
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Paddi ng:
5 bits
Lengt h:
16 bits
SN:
32 bhits

3.7. SRT NACK

Ver si on:
4 bits

Type:
4 bits

Mode:
3 bits

Paddi ng:
5 bits

Reser ved
16 bits

DSN:
32 bits

Sel ectively Reliable Milticast Protocol February 2006

00000

Length of the payload data in octets (does not the

i ncl ude header)

Sanme as in bundl e header.

For mat
8 16 24 32
------ T T T T iy
Type | 111 | 00000 | reserved |
------ T e
DSN |
------ T e
Sender Address |
------ T T T T iy

currently 0010

0010

111

00000

sequence nurber

Sender Address:
The | P address of the sender of the nmessage bei ng NACKed.

Pull en, et al.
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3.8. User-Configurable Parameters

4.

4.

4.

Name M ni mum Val ue Recomended Val ue Units
DSN_Max 1 32 nmessages
dat al D_Ti neout none none s
Segrent _Ti neout 50 250 s
Bundl e_Ti neout 1 10 s
Heart beat | nterval 1 none S
Mode2 Max 1 none nmessages
ACK Threshol d none worst RTT in group ns

TFMCC Oper ati on
1. TCP Rate Prediction Equation for TFMCC

The RECOMMENDED t hr oughput equation for SRW is a slightly sinplified
versi on of the throughput equation for Reno TCP from|[5]:

R* (sqrt(2*p/3) + (3*sqrt(6*p) * p * (1+32*p"2)))
(the formula may be sinplified for inplenentation), where
Xis the transmt rate in bits/second.
s is the nessage size in bytes.
Ris the round-trip time in seconds.

p is the loss event rate, between 0.0 and 1.0, of the nunber of
| oss events as a fraction of the nunmber of nmessages transnitted.

In the future, different TCP formulas may be substituted for this
equation. The requirenent is that the throughput equation be a
reasonabl e approxi mati on of the sending rate of TCP for confornmant
TCP congestion control .

2. Bundling

Mul tiple SRV nessages will be encapsulated into a bundle. Wen a
new SRVWP nessage (Mode O or Mobde 1) arrives, the SRVP daenon will try
to add the new nmessage into the current bundle.

The SRMP daenobn MUST keep a tiner, which will be reset when the first
SRVP nmessage is added into the bundle. After Bundl e Ti meout, the
timer will tinme out, and the current bundl e should be transnitted

Pul l en, et al. Experi ment al [ Page 13]
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i medi ately. A new bundle will then be initialized to hold new SRW
messages. Bundl e_Tineout SHALL NOT be less than 1 nms. The
recommended value is 10 ns.

Al so, the bundle | ength MUST NOT exceed LENGTH MAX. If adding a new
SRVP nmessage will produce a greater |ength, the SRMP daenmon MJST
initialize a new bundle for the new SRVWP nessages, and the current
bundl e should be transmtted i medi ately. The reconmended val ue for
LENGTH MAX is 1454 bytes (Ethernet MIU minus | P and UDP header

| engt hs) .

In a bundle, there may exist nultiple SRV nessages with the sane
datalD. In this case, only the latest version of that datalDis
useful. SRWP may check for duplicate datalDs in the same bundl e and
delete all but the latest one. |If a Mbde 1 message appears in the

out goi ng bundl e, then the correspondi ng DSN shoul d not appear in the
bundl e header.

The bundl e header contai ns the DSN <dat al D, SN, NoSegs> for Mde 1
messages fromthis sender. The absol ute maxi mum nunber of DSN is
255; however, an inplenentation may apply a user-specified DSN_Max,
no smaller than 1. An inplenentati on may support a user-defined
datal D _Tineout, after which a given datalD will not be announced in
the bundl e header unless a new Mbde 1 nessage has been sent. |f the
sender has nore datal Ds sent (and not tinmed out) than will fit in the
bundl e header, the DSNs MJST be announced on a round-robin basis,
with the exception that no bundl e header will announce a DSN for a
Mode 1 nessage contained within that bundle. |If a duplicate DSNis
received, it may be silently discarded.

4.3. Congestion Contro
The congestion control mechani smoperates as described in [7].

4.4. Any-Source Ml ticast
SRVP uses the Any-Source Milticast Mbde. Each sender will determ ne
its maxi mum RTT, suppression data rate, and sending rate with respect
to each sender. Each receiver will nmeasure its RIT and desired rate
to each sender in the group, and send feedback to every sender by
sending to the nmulticast group

4.5. Miltiple Sources
Under SRMP, each group nenber in a nmulticast group is a sender as

wel|l as a receiver. Each receiver may need to participate in TFMCC
i nformati on exchange with all senders. Thus, when a receiver sends a
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4.

4.

f eedback message, it nust identify to which source the nessage shoul d
be sent using the "Sender 1D field in the header.

The feedback is multicast to the group. Depending on the network
situation, senders may select different receivers to provide

f eedback. Feedback nessages fromreceivers that are not anong those
sel ected by the local TFMCC to provi de feedback should be silently
di scar ded

6. Bundle Size

TFMCC is designed for traffic with a fixed message size. The nmaxi num
bundl e size (including header) for SRMW is set to a configurable

maxi mum typically 1454 bytes (Ethernet MIU minus | P and UDP header

Il engths). The bundle size will be used in a TCP t hroughput equati on,
to get a desired source rate. However, in SRVP, the nmessage size is

vari abl e because:

1. After bundle tinme out, the current bundle will not wait for new
SRVP nmessages. This happens with sources sending at a slow rate.

2. In long nessages, there is no further space in the current bundle
for new SRW nessages. This will happen with sources sending at a
hi gh rate or sending messages with a |l ength over half of the
bundl e payl oad si ze.

The case 1 bundle size is likely to be nmuch smaller than that of case
2

Therefore, in SRW, the nean val ue of the 10 npbst recent bundl es
sizes will be used as the bundle size in the TCP throughput equation
This mean value is independent fromthe network condition and
reflects current activity of the source.

7. Data Rate Contro

Each host will have a single instance of SRMP supporting all of its
applications. Thus, the sender’s source rate is the sumof the rates
of all the clients of the same multicast group

If the source rate is larger than the sender’s desired transni ssion
rate, it is the sender’s responsibility to do traffic shaping. Any
met hod that conforns to the target sending rate may be used. The
RECOMVENDED et hod is to randomy di scard enough Mbde O nmessages to
meet the target rate.
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4.8. Mdde 1 Loss Detection

Bundl e header processing includes checking each DSN in the bundle
header and scheduling a NACK for each DSN bearing a datal D for which
sonme application has indicated interest, if the SN SegNo in that DSN
indicates that a NACK is needed. NACKs are sent in bundles and nay
be bundled with data nmessages. A NACK is required if:

o the SNis one or nore greater (nmod 512) than the | atest received
Mode 1 nessage for that datal D, or

o the SegNo has not been received, sone segnent of the <datal D, SN>
has been received, and a user-defined Segnent Ti meout, which SHALL
NOT be |l ess than 50 ms, has expired since receipt of the first
SegNo for the <datal D, SN>.

The bundling sublayer will pass the DSN list in any received bundl e
header to the SRT sublayer. It also will suppress NACKs in outgoing
bundl es, as described in the next section

4.8.1. Sending a Negative Acknow edgenent

Negati ve acknow edgenents are used by SRMP for nulticast nessages in
order to avoid the congestion of an "ACK i npl osion" at the origina
sender that would likely occur if positive acknow edgenments were used
instead. However, with a large multicast group spread out over a
congested wi de-area network, there is the potential for enough
menbers of the nulticast group to fail to receive the nessage and
generate NACKs to cause consi derabl e congestion at the origina
sender despite the use of negative acknow edgenents instead of
positive acknow edgenents. For this reason, SRWMP uses a NACK
suppressi on nechanismto reduce the nunber of NACKs generated in
response to any single | ost nessage.

The NACK suppressi on nmechani smuses the Bundl e _Tinmeout to distribute
NACKs over an appropriate time window This assunmes that the user
has sel ected a bundl e timeout appropriate for the needs of the
application for real-time responsiveness.

When the bundling sublayer is ready to send a bundle, it renpves from
the bundl e any NACKs for which a response has been sent by anot her
menber of the multicast group within the NACK Repeat Ti meout wi ndow.
If the original Bundle_Timeout has not expired, transmnission of the
bundl e may then be del ayed until the original Bundle_Ti meout expires
or the bundle is full, whichever happens first.
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4.9. Unbundling

After a receiver conpletes congestion control processing on a bundle,
it parses the bundle into SRT nessages and sends these to the SRT
subl ayer.

4.10. Heartbeat Bundl e

SRVP i npl enent ati ons may support a user-defined Heartbeat Interval,
whi ch SHALL NOT be | ess than one second. At the end of each
heartbeat interval, if the sender has not sent any bundle, an enpty
bundle will be sent in order to trigger Mdde 1 | oss detection

5. SRT Qperation

SRVP operates in three distinct transm ssion nodes in order to
deliver varying levels of reliability: Modde O for nulticast data that
does not require reliable transmi ssion, Mdde 1 for data that nust be
received reliably by all nenbers of a nulticast group, and Mbde 2 for
data that must be received reliably by a single dynamically

determ ned nenber of a multicast group

Mode O operates as a pure best-effort service. Mdde 1 operates with
negati ve acknow edgenents only, triggered by bundle arrivals that
indicate |l oss of a Mode 1 nessage. Mdde 2 uses a positive

acknow edgenent for each nessage to provide reliability and | ow

| atency. Mdde 2 is used where a transaction between two nenbers of a
mul ticast group is needed. Because there can be nany nenbers in such
a group, use of a transaction protocol, with reliability achi eved by
SRMWP retransni ssion, avoids the potentially |arge anount of
connection setup and associated state that would be required if each
pair of hosts in the group established a separate TCP connection

Use of SRWP anticipates that only a small fraction of nmessages will
require reliable nmulticast, and a conparably snall fraction wll
require reliable unicast. This is due to a property of distributed
virtual simulation: the preponderance of nessages consist of state
update streans for object attributes such as position and
orientation. SRWP is unlikely to provide effective reliable
multicast if the traffic does not have this property.

In SRMP, "datal D' is used to associate related nessages with each
other. Typically, all messages with the same datal D are associ at ed
with the sane application entity. Al the messages with the sane
datal D must be transmitted in the same node. Anong all the nmessages
with the sane datalD, the |atest version wll obsolete all ol der
nessages.
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5.

5.

5.

5.

1. Mode 0 Operation

Mbde O is for nmulticast messages that do not require reliable

transm ssi on because they are part of a real-tine stream of data that
is periodically updated with high frequency. Any such nessage is
very likely to have been superceded by a nore recent update before
retransm ssion could be conpl et ed.

1.1. Sending Mdde 0 Messages

When an application requests transm ssion of Mbde O data, a
destination nulticast group must be provided to SRW along with the
data to be sent. After verifying the data | ength and mnulticast
group, the follow ng steps MIST be performed by the SRT subl ayer:

1. An SRT nessage MUST be generated with the follow ng
characteristics:

the version is set to the current version, the nessage type is set
to 0x0, the node is set to Ox0. User data is included after the
message header. [If the nmessage cannot be generated as descri bed
above, the user data is discarded and the error MJUST be reported
to the application.

2. If step 1 was conpleted without error, the newy generated nessage
MJUST be sent to the bundling sublayer. The inplenmentation MJST
report to the application whether the nessage was ultimtely
accepted by UDP.

1.2. Receiving Mdde 0 Messages

When a Mbde O nessage is received by SRW, it MJST be processed as
follows: after verifying the version, message type, and destination
mul ti cast address fields, the user data MJUST be delivered to all
applications that are associated with the nmulticast group in the
message. |If the SRVWP receiver has never received any Mbde 1 nessages
before the Mbde 0 nmessage is received, the Mbde O nessage shoul d be
silently discarded.

It is RECOVWENDED that the follow ng informati on be provided to the
recei ving applications: nessage body, nulticast address.

2. Mde 1 Qperation

Mbde 1 is for multicast data that requires reliable transm ssion. A
Mode 1 nessage can be either a data nessage or a NACK. Mode 1 data

nmessages are expected to be part of a data stream This data stream
is likely to contain Mode 0 nessages as well (see section 5.1.1), but
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5.

5.

it
nmessages.

2.

1.

is possible for a data streamto be conprised solely of Mde 1

Sendi ng Mode 1 Data Messages

After the data length, datalD, and destination nulticast group are
verified, SRT MJST take the follow ng steps:

1.

2.

2.

If the message will not fit in an enpty bundle with DSN_Max DSN in
the header, the nessage MUST be segnmented. The renaining steps
pertain to each segnment of the message. Each segnent receives a
uni que SegNo, starting with 0 and ending with (NoSegs-1).

An SRT nmessage is generated with the follow ng characteristics:
the version is set to 0x02, the nessage type is set to 0x0, the
transm ssion node is set to 0x01, the SNis set equal to the SN of
the nost recently sent Mode 1 conpl ete nessage of the same datal D,
incremented by 1 nodulo 512. If no such Mdde 1 message exists,
the SN is set to 0xO.

The newl y generated nmessage (all segments) nust then be buffered,
replacing any fornerly buffered Mode 1 nessage of the sanme datal D,
destination nulticast address. |f the nessage cannot be buffered,
the user data is discarded and the error is reported to the

appl i cation.

If step 2 was conpleted without error, the newy generated nessage
is sent to the TFMCC subl ayer.

Recei ving Mbde 1 Data Messages

When a Mbde 1 data nessage is received by SRT, it will be processed
as follows (assuming that the version field has already been verified
to be 0x02):

1. The destination address MJST be verified to be a valid IP

mul ti cast address on which this instance of SRMWP is a nenber. |If
this is not the case, the nessage should be silently discarded.

The destination address MJST be verified to be one for which sonme
application has indicated interest. herw se, the nessage should
be silently discarded.

The SN, SegNo, source_ip_address, and the body of the received
message MJST be buffered, and the user data MJST then be delivered
to all applications that have indicated interest in the nmulticast
group of the received nessage.
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4. \When a new DSN value is received with NoSegs greater than zero, a
timer should be set for Segnent_ Tineout, after which a NACK shoul d
be sent to the bundling sublayer and the tiner should be restarted
for Segnent Ti neout.

5. If NoSegs in the received nessage is not 0, a reassenbly process
MUST be started. Each segnent MJST be buffered. [If receipt of
the current message conpl etes the segnent, the reassenbl ed nmessage
MJST be rel eased to the application and the Segnent _Ti meout timer
cancel | ed.

6. If a new DSN i s received before all segments of the previous DSN
are received, the segnments that have been received should be
dropped silently.

7. It is RECOMVENDED that the followi ng infornmati on be provided to
the receiving applications: nessage body, datal D
source_i p_address, nulticast_group address.

8. When a client signs on to a new nulticast group, all locally
buffered Mbde 1 nmessages related to that nulticast group should be
delivered to the client inmedi ately.

5.2.3. Sending a Negative Acknow edgenent
Whenever a bundle is received, the bundling sublayer will forward the

DSN list fromthe bundl e header to the SRT sublayer. The SRT
subl ayer will exam ne buffered val ues of <Senderl D, dat al D, SN, SegNo>

to determ ne whether a NACK is required. If so, it will generate a
NACK nessage and send it to the bundling sublayer. The NACK nessage
wi Il have version set to 0x2, message type set to 0x2, and

transm ssion node set to Ox7. datalD, SN, and destination address
are set to that of the Mbde 1 nessage for which the NACK i s being
sent. |If a NACK has been received fromany nenber of the destination
mul ticast group for the Mode 1 nessage in question within the NACK
threshol d, no NACK is generat ed.

For segnmented messages, there are two possible types of NACKs:

0 Based on the DSN list in the bundl e header, the SRT inplenentation
may determine that an entire segnented Mode 1 nessage was | ost.
In this case, the NACK MUST carry SegNo=0x7F (all in one field).

0 Based on the Segnent Timeout, the SRT inplenmentati on may determ ne

that one or nore segnents of a nessage have not been delivered
In this case, a NACK will be sent for each m ssing segnent.
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5. 2.

5. 3.

5.3.

Pul

4. Receiving a Negative Acknow edgenent

VWhen a NACK is received by SRT, it MJST be processed as foll ows,
after verifying the nmulticast address, datalD, source |P address, and
transm ssi on node:

1. If this instance of SRT's nbst recent Mbde 1 nmessage of the datalD
indicated in the NACK has an SN newer than the SN in the NACK,
that nmessage (which is buffered) should be i mediately
retransmtted to the nulticast address indicated in the received
NACK. |f the npost recent Mbde 1 nessage has an SN equal to the SN
indicated in the NACK, and if the SegNo field in the NACK contains
Ox7F, all segments of the buffered Mbde 1 nessage MUST be
retransmtted; if the SegNo has some other value, only the
i ndi cated segment should be retransmtted.

2. Whether or not step 1 results in the retransm ssion of a nessage,
the event of receiving the NACK and the (local nachine) tine at
whi ch the NACK was received should be buffered. Each instance of
SRT MUST buffer the nunber of NACKs that have been received for
each datal D-nul ti cast address pair, since the nost recent Mde 1
message of the sane pair was received and the tinme at which the
nmost recent of these NACKs was received.

Mode 2 Operation

Mbode 2 is for infrequent reliable transaction-oriented conmmruni cation
bet ween two dynamically determ ned nenbers of a nulticast group. TCP
could be used for such communi cation, but there would be unnecessary
overhead and delay in establishing a streamoriented connection for a
singl e exchange of data, whereas there is already an ongoi ng stream
of best-effort data between the hosts that require Mde 2

transm ssion. An exanple is a Distributed Interactive Simulation
(DI'S) collision PDU.

1. Sending Mdde 2 Data Messages

When an application requests transm ssion of Mbde 2 data, a datalD
and a destination unicast |IP address MJST be provided to SRT al ong
with the data to be sent. After verifying the data |l ength, datalD,
and destination address, SRT MJST performthe foll owi ng steps:

1. An SRT nessage is generated with the follow ng characteristics:
the version is set to 0x02, the nessage type is set to 0x02, the
transm ssion node is set to Ox2, the datalDis set to the
appl i cation-provided value, and the destination address is set to
the application-provided | P address. The SN is set equal to the
SN of the nobst recently sent Mdde 2 nessage of the sanme datal D
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5

3.

2

incremented by 1 nodul o 65536. |f no such Mbde 1 nessage exists,
it is set to OxO.

The newl y generated nmessage is buffered. This new nessage does
not replace any fornerly buffered Mode 2 nessages. An

i mpl ementati on MUST provide a Mbde 2 nessage buffer that can hold
one or nmore Mode 2 nessages. Mdde 2 nmessages are expected to be
infrequent (less than 1 percent of total traffic), but it is stil
strongly RECOMVENDED t hat an inpl enmentati on provide a buffer of
user-configurable size Mbde2 Max that can hold nore than a single
Mode 2 nessage. |f the message cannot be buffered, the user data
is discarded and the error MJST be reported to the application

If the message can be buffered, it should be sent to UDP

i medi ately after being buffered.

If step 2 was conpleted without error, the newy generated nessage
MUST be sent to the I P address contained in its destination
address field, encapsulated within a UDP datagram |f the UDP
interface on the sending systemreports an error to SRT when the
attenpt to send the SRT nessage is nade, an inplenmentation may
attenpt to resend the nessage any finite nunber of tines.

However, every inplenentation MJST provide a node in which no
retries are attenpted. |Inplenentations should default to this
|atter node of operation. The inplenentation MIST report to the
appl i cation whether the nessage was ultinately accepted by UDP

If sone user-configurable "ACK Threshol d* (which should be greater
than the worst-case round-trip tinme for the multicast group)

el apses without receipt of an ACK for the Mbde 2 nessage, it is
retransmtted. An inplenentation may define a nmaxi mum nunber of
retransm ssions to be attenpted before the Mbde 2 nessage is
renoved fromthe buffer.

Recei ving Mbde 2 Data Messages

When a Mode 2 data nessage is received by SRT, it should be processed
as follows after verifying version, datal D, sender address, and SN

1.

For Mbde 2 messages, the sequence nunber field is used to

associ ate the required positive acknow edgenent with a specific
Mode 2 nessage. |f the message passes verification, the

encapsul ated user data is delivered to all applications that have
indicated interest in the datalD and nulticast address of the
recei ved nmessage, regardless of the value of the SN field.

Additionally, an ACK MUST be sent to the host from which the Mde
2 data nessage originated. See section 5.3.3. below for details.
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5.3.3. Sending a Positive Acknow edgenent

A positive acknow edgenment (ACK) is triggered by the receipt of a
Mbode 2 data nmessage. To send an ACK, a new SRT nessage i s generated
with version set to 0x02, nessage type set to 0x2, and transm ssion
node set to Ox2. The datalD and SN are those of the Mdde 2 data
message bei ng acknow edged. The destination address field is set to
the source | P address from which the data nessage was received.

Since Mbde 2 data nmessages are unicast, there is little concern about
an ACK i npl osi on causi ng excessive congestion at the original sender,
SO no suppression nmechanismis necessary.

5.3.4. Receiving a Positive Acknow edgenent

VWhen an ACK is received by SRT, after verifying the transm ssion
node, datal D, and source | P address agai nst outstandi ng Mbde 2
transm ssi on, SRT MJUST renove the pending transm ssion fromits
buf fer.

6. RFC 2357 Analysis

This section provides answers to the questions posed by RFC 2357 for
reliable nmulticast protocols, which are quoted.

6.1. Scalability

"How scal able is the protocol to the nunber of senders or receivers
in a group, the nunber of groups, and wi de dispersion of group
member s?"

SRWP is intended to scale at |east to hundreds of group nenmbers. It
has been designed not to inpose linitations on the scalability of the
underlying multicast network. No problens have been identified in
its nmechanisns that would preclude this on uncongested networKks.

"Identify the nechanisns which linmt scalability and estinmate those
limts."

There is a practical concern with use of TFMCC, in that the receiver
with the nobst congested path constrains delivery to the entire group.
Distributed virtual sinulation requires data delivery at rates

percei ved as continuous by humans. Therefore, it nmay prove necessary
to assign such receivers to different, lower-fidelity groups as a
practical nmeans of sustaining performance to the majority of
participating hosts. SRWP does not have a nechanismto support such
pruning at this tine.
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6.2. Congestion

"How does the protocol protect the Internet from congestion? How
wel |l does it perforn? When does it fail? Under what circunstances
will the protocol fail to performthe functions needed by the
applications it serves? 1s there a congestion control mechanisn?
How wel | does it perforn? Wen does it fail ?"

Both sinmulations and tests indicate that SRMW with TFMCC di spl ays
backoff conparable to that of TCP under conditions of significant
packet |oss. The mechanismfails in a network-friendly way, in that
under severe congestion, it reduces sending of the best-effort
traffic to a very small rate that typically is unsatisfactory to
support a virtual simulation. This is possible because the reliable
traffic typically is a small percentage of the overall traffic and
SRVP is NACK oriented, with NACK suppression, so that reliable
traffic loss adds little traffic to the total. |If the traffic mix
assunption is not net, the reliable traffic (which does not back off
under increased RTT) could produce a higher level of traffic than a
compar abl e TCP connection. However, levels of reliable traffic this
|large are not in the intended application domain of SRWP

"I'nclude a description of trials and/or sinulations which support the
devel opment of the protocol and the answers to the above questions."

SRVWP has been sinmul ated using a discrete event sinulator devel oped
for academ c use [8]. The design assunptions were validated by the
results. It also has been emulated in a LAN based cluster and
application-tested in a wide-area testbed under its intended traffic
m x (distributed virtual simulation) and using a traffic generator
with | osses enul ated by random droppi ng of packets [9].

"Include an anal ysis of whether the protocol has congestion avoi dance
mechani sns strong enough to cope with deploynent in the d oba
Internet, and if not, clearly docunent the circunstances in which
congestion harmcan occur. How are these circunstances to be

prevent ed?"

Because it provides sendi ng backoff conparable to TCP, SRWP is able
to function as well as TCP for congestion avoi dance, even in the

G obal Internet. The only way an SRVP sender can generate congestion
is to use the protocol for unintended purposes, for exanple, reliable
transm ssion of a large fraction of the traffic. Doing this would
produce unsatisfactory results for the application, as SRW' s
mechani sm for providing reliability will not function well if the
best-effort traffic does not constitute the majority of the tota
traffic.
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"I'nclude a description of any nechani sns which contain the traffic
within limted network environnments."

SRVMP has no such nechanisns, as it is intended for use over the open
I nternet.

"Reliable multicast protocols nust include an analysis of how they
address a nunber of security and privacy concerns.”

See section 7 bel ow
7. Security Considerations

As a transport protocol, SRWMP is subject to denial of service by
hostile third parties sending conflicting values of its paraneters on
the nulticast address. SRMP could attenpt to protect itself from
this sort of behavior. However, it can be shielded fromsuch attacks
by traffic authentication at the network | ayer, as described bel ow

A conparabl e | evel of authentication also could be obtained by a
message using MD5, or a simlar nmessage hash in each bundle, and
usi ng the SRVP bundl e header to detect duplicate transm ssions froma
gi ven host. However, this would duplicate the function of existing
network | ayer authentication protocols.

Specific threats that can be elininated by packet-I|eve
aut hentication are as foll ows:

a. Anplification attack: SRWVP receivers could be manipulated into
sendi ng | arge amobunts of NACK traffic, which could cause network
congestion or overwhel mthe processing capabilities of a sender
This could be done by sending them faked traffic indicating that a
reliable transm ssion has been lost. SRW s NACK suppression
limts the effect of such manipul ation. However, true protection
requires authentication of each bundl e.

b. Denial -of-service attack: If an SRVMP sender accepts a | arge numnber
of forged NACKs, it will flood the multicast group with repair
messages. This attack also is stopped by per-bundle
aut henti cati on.

c. Replay attack: The attacker could copy a valid, authenticated
bundl e contai ning a NACK and send it repeatedly to the origina
sender of the NACKed data. Protection against this attack
requires a sequence number per transnission per source host. The
SRVWP bundl e header sequence nunber woul d satisfy this need.
However, the SN al so can be applied at a | ower | ayer
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d. Reverse path forwardi ng attack (spoofing): If checks are not
enabled in all network routers and switches along the path from
each sender to all receivers, forged packets can be injected into
the nmulticast tree data path to nani pulate the protocol into
sending a large volume of repairs. Packet-level authentication
can elimnate this possibility.

e. Inadvertent errors: A receiver with an incorrect or corrupted
i mpl ement ati on of TFMCC coul d respond with values of RTT that
m ght stinulate a TFMCC sender to create or increase congestion in
the path to that sender. It is therefore RECOMVENDED t hat
receivers be required to identify thenselves as legitinmate before
they receive the Session Description needed to join the session
How receivers identify thenselves as legitimate is outside the
scope of this docunent.

The required authentication could becone part of SRWP or could be
acconpl i shed by a | ower |layer protocol. 1In any case, it needs to be
(1) scalable and (2) not very conputationally demanding so it can be
performed with minimal delay on a real-tine virtual sinulation
stream Public-key encryption nmeets the first requirenment but not
the second. Using the |Psec Authentication Header (AH) (RFC 4302
[3]) neets the second requirenent using synmetric-key cryptography.
See RFC 4302 [3] for guidance on nulticast per-packet authentication
In practice, users of distributed sinulation are likely to work over
a (possibly virtual) private network and thus will not need speci al
aut henti cation for SRW

8. List of Acronyns Used

ACK - positive acknow edgenent

AH - Aut hentication Header

CLR - current limting receiver

| PSEC - Internet Protocol Security

MIU - maxi mum transm ssion unit

NACK - negative acknow edgenent

RTT - round-trip tine

SA - security association

SRVMP - Selectively Reliable Milticast Protocol
SRT - Selectively Reliable Transport

TFMCC - TCP-Friendly Milticast Congestion Contro
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