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1. Introduction
Thi s docunent di scusses the history of funding for Internet research,
expresses concern about the current state of such funding, and
outlines several specific areas that the | AB believes nerit
additional research. Current funding levels for Internet research
are not generally adequate, and several inportant research areas are
significantly underfunded. This situation needs to be rectified for
the Internet to continue its evolution and devel opment.
1.1. Docunent Organization

The first part of the docunent i
hi story of funding for Internet
context to this docunent.

hal f of the 1990s of commercia
governnents. However,

The early funding of
largely fromthe U S. governnent,

t he conmerci al

s a high-level discussion of the
research to provide sone historica
Internet research was
followed by a period in the second
fundi ng and of funding from severa
funding for Internet research

has been reduced due to the recent econom ¢ downturn
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The second part of the docunent provides an inconplete set of open
Internet research topics. These are only exanples, intended to
illustrate the breadth of open research topics. This second section
supports the general thesis that ongoing research is needed to
further the evolution of the Internet infrastructure. This includes
research on the mediumtinme-scal e evolution of the Internet
infrastructure as well as research on |onger-time-scale grand
chal l enges. This also includes many research i ssues that are already
being actively investigated in the Internet research community.

Areas that are discussed in this section include the foll ow ng:

nam ng, routing, security, network managenent, and transport. |ssues
that require nore research also include nore general architectura
i ssues such as layering and conmmuni cati on between layers. In

addition, general topics discussed in this section include nodeling,
measur enent, sinulation, test-beds, etc. W are focusing on topics
that are related to the I ETF and | RTF (Internet Research Task Force)
agendas. (For exanple, Gid issues are not discussed in this
docunent because they are addressed through the A obal Gid Forum and
other Gid-specific organizations, not in the | ETF.)

Wher e possible, the exanples in this docunent point to separate
docunents on these issues, and only give a high-level summary of the
i ssues raised in those docunents.

1. 2. | AB Concerns

In the aftermath of Septenber 11 2001, there seens to be a renewed

i nterest by governnments in funding research for Internet-rel ated
security issues. From[Jackson02]: "It is generally agreed that the
security and reliability of the basic protocols underlying the

I nternet have not received enough attenti on because no one has a
proprietary interest in theni.

That quote brings out a key issue in funding for Internet research,
which is that because no single organization (e.g., no single

gover nnent, software company, equi pnent vendor, or network operator)
has a sense of ownership of the global Internet infrastructure,
research on the general issues of the Internet infrastructure are
often not adequately funded. In our current chall engi ng econonic
climte, it is not surprising that comercial funding sources are
more likely to fund that research that leads to a direct conpetitive
advant age.

The principal thesis of this document is that if comrercial funding
is the main source of funding for future Internet research, the
future of the Internet infrastructure could be in trouble. In
addition to issues about which projects are funded, the funding
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source can also affect the content of the research, for exanple,
towards or agai nst the devel opment of open standards, or taking
varyi ng degrees of care about the effect of the devel oped protocols
on the other traffic on the Internet.

At the same tinme, many significant research contributions in
net wor ki ng have come from commercial funding. However, for nost of
the topics in this docunment, relying solely on comercially-funded
research would not be adequate. Mich of today’s conmmercial funding
is focused on technology transition, taking results from non-
commercial research and putting theminto shipping comrercial
products. W have not tried to delve into each of the research

i ssues below to discuss, for each issue, what are the potentials and
limtations of comrercial funding for research in that area

On a nore practical note, if there was no comrercial funding for
Internet research, then few research projects would be taken to
conpletion with inplenmentations, deployment, and foll ow up

eval uati on.

VWhile it is theoretically possible for there to be too nuch funding
for Internet research, that is far fromthe current problem There
is also nmuch that could be done within the network research conmunity
to nake Internet research nore focused and productive, but that would
bel ong in a separate docunent.

1.3. Contributions to this Document

A nunber of people have directly contributed text for this docunent,
even though, follow ng current conventions, the official RFC author
list includes only the key editors of the docunent. The

Acknow edgenents section at the end of the document thanks ot her
peopl e who contributed to this docunment in some form

2. History of Internet Research and Research Fundi ng
2.1. Prior to 1980

Most of the early research into packet-sw tched networks was
sponsored by the U.S. Defense Advanced Research Projects Agency
(DARPA) [CSTB99]. This includes the initial design, inplenentation,
and depl oynent of the ARPAnet connecting several universities and

ot her DARPA contractors. The ARPAnet originally came online in the
late 1960s. It grew in size during the 1970s, still chiefly with
DARPA fundi ng, and denonstrated the utility of packet-sw tched

net wor ki ng.
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DARPA funding for Internet design started in 1973, just four years
after the initial ARPAnet deploynent. The support for Internet
design was one result of prior DARPA funding for packet radio and
packet satellite research. The existence of nmultiple networks
(ARPAnet, packet radio, and packet satellite) drove the need for

i nternetworking research. The Internet arose in |large neasure as a
consequence of DARPA research funding for these three networks -- and
arise only incidentally fromthe comrercial |l y-funded work at Xerox
PARC on Et hernet.

2.2. 1980s and early 1990s

The ARPAnet converted to the Internet Protocol (IP) on January 1,
1983, approximately 20 years before this docunment was witten.

Thr oughout the 1980s, the U. S. Governnent continued strong research
and devel opnent funding for Internet technol ogy. DARPA continued to
be the key funding source, but was suppl enented by other DoD (U.S.
Department of Defense) funding (e.g., via the Defense Data Network
(DDN) program of the Defense Conmuni cati on Agency (DCA)) and ot her

U S. Government funding (e.g., U S. Departnent of Energy (DoE)
funding for research networks at DoE national |aboratories, (U.S.)
Nat i onal Science Foundation (NSF) funding for acadenmic institutions).
Thi s funding included basic research, applied research (including
freely distributable prototypes), the purchase of |P-capable
products, and operating support for the |P-based government networks
such as ARPAnet, ESnet, M Lnet, the NASA Science Internet, and
NSFnet .

During the 1980s, the U.S. DoD desired to | eave the business of
provi di ng operational network services to acadenic institutions, so
funding for nost academic activities noved over to the NSF during the
decade. NSF' s initial work included sponsorship of CSnet in 1981

By 1986, NSF was al so sponsoring various research projects into
networking (e.g., MIIs’ work on Fuzzballs). 1In the |late 1980s, NSF
created the NSFnet backbone and sponsored the creation of several NSF
regi onal networks (e.g., SURAnet) and interconnections with severa

i nternational research networks. NSF al so funded gi gabit networking
research, through the Corporation for National Research Initiatives
(CNRI'), starting in the late 1980s. It is inportant to note that the
NSF sponsorship was focused on achieving core NSF goals, such as
connecting scientists at |eading universities to NSF superconputing
centers. The needs of high-performance renote access to
superconputers drove the overall NSFnet performance. As a side
effect, this meant that students and faculty at those universities
enjoyed a relatively high-performance Internet environment. As those
students graduated, they drove both conmmercial use of the Internet
and the nascent residential market. It is no accident that this was
the environnent fromwhich the world wi de web energed.
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Most research funding outside the U S. during the 1980s and early
1990s was focused on the | SO OSI networking project or on then-new
forns of network media (e.g., wireless, broadband access). The

Eur opean Union was a significant source of research funding for the
net wor ki ng community in Europe during this period. Sone of the best
early work in gigabit networking was undertaken in the UK and Sweden.

2.3. Md-1990s to 2003

Starting in the mddle 1990s, U S. Governnent funding for I|nternet
research and devel opnent was significantly reduced. The prenise for
this was that the growing Internet industry would pay for whatever
research and devel opment that was needed. Sone funding for Internet
research and devel opnent has continued in this period from European
and Asi an organi zations (e.g., the WDE Project in Japan [WDE]).
Reseaux | P Europeens [RIPE] is an exanpl e of market-funded networking
research in Europe during this period.

Experience during this period has been that comercial firnms have
often focused on donating equi pment to academic institutions and
pronoti ng sonewhat vocational ly-focused educational projects. Mny
of the commercially-funded research and devel opnent projects appear
to have been sel ected because they appeared likely to give the
fundi ng source a specific short-term econom ¢ advantage over its
conmpetitors. Higher risk, nore innovative research proposals
general ly have not been funded by industry. A comon view in Silicon
Val | ey has been that established commercial firnms are not very good
at transitioning cutting edge research into products, but were

i nstead good at buying snmall startup firnms who had successfully
transitioned such cutting edge research into products.
Unfortunately, small startup conpanies are generally unable
financially to fund any research thensel ves.

2. 4. Current Status

The result of reduced U S. Governnent funding and profit-focused,

|l owrisk, short-termindustry funding has been a decline in higher-

ri sk but nore innovative research activities. Industry has al so been
less interested in research to evolve the overall Internet
architecture, because such work does not translate into a conpetitive
advantage for the firm funding such work

The 1 AB believes that it would be hel pful for governments and ot her
non- comerci al sponsors to increase their funding of both basic
research and applied research relating to the Internet, and to
sustain these funding | evels going forward.
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3. Open Internet Research Topics

This section primarily di scusses sone specific topics that the | AB
believes nmerit additional research. Research, of course, includes
not just devising a theory, algorithm or nechanismto acconplish a
goal, but also evaluating the general efficacy of the approach and
then the benefits vs. the costs of deploying that algorithm or
mechani sm I nportant cautionary notes about this discussion are
given in the next sub-section. This particular set of topics is not
i ntended to be conprehensive, but instead is intended to denbnstrate
the breadth of open Internet research questions.

O her discussions of problems of the Internet that nerit further
research include the foll ow ng:
[ G PB02, d af f y03a, Fl oyd, NSFO3a, NSFO3b] .

3.1. Scope and Limtations

Thi s docunent is NOT intended as a guide for public funding agencies
as to exactly which projects or proposals should or should not be
funded.

In particular, this docunment is NOT intended to be a conprehensive
list of *all* of the research questions that are inportant to further
the evolution of the Internet; that would be a daunting task, and
woul d presuppose a wider and nore intensive effort than we have
undertaken in this docunent.

Simlarly, this docunent is not intended to |ist the research
questions that are judged to be only of peripheral inportance, or to
survey the current (global; governmental, commercial, and academ c)
avenues for funding for Internet research, or to make specific
recomendat i ons about which areas need additional funding. The

pur pose of the docunment is to persuade the reader that ongoing
research is needed towards the continued evol ution of the Internet
infrastructure; the purpose is not to nake bindi ng pronouncenents
about which specific areas are and are not worthy of future funding.

For some research clearly relevant to the future evolution of the
Internet, there are grand controversi es between conpeting proposals
or conpeting schools of thought; it is not the purpose of this
docunent to take positions in these controversies, or to take
positions on the nature of the solutions for areas needing further
resear ch.
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That all carefully noted, the remainder of this section discusses a
broad set of research areas, noting a subset of particular topics of
interest in each of those research areas. Again, this list is NOT

conprehensive, but rather is intended to suggest that a broad range
of ongoi ng research is needed, and to propose sone candi date topics.

3.1.1. Termi nol ogy

Several places in this docunment refer to 'network operators’. By
that term we intend to include anyone or any organi zation that
operates an | P-based network; we are not using that termin the
narrow neani ng of commercial network service providers.

3.2. Namng

The Internet currently has several different namespaces, including IP
addresses, sockets (specified by the | P address, upper-|ayer

protocol, and upper-|ayer port nunber), Autononous System (AS)

nunber, and the Fully-Qualified Domain Nane (FQDN). Many of the
Internet’s nanespaces are supported by the w dely depl oyed Domai n
Nane System [ RFC-3467] or by various Internet applications [RFC 2407,
Section 4.6.2.1]

3.2.1. Domain Nane System (DNS)

The DNS system while it works well given its current constraints,
has several stress points.

The current DNS systemrelies on UDP for transport, rather than SCTP
or TCP. Gven the very large nunber of clients using a typical DNS
server, it is desirable to mninize the state on the DNS server side
of the connection. UDP does this well, so it is a reasonabl e choice,
though this has other inplications, for exanmple a reliance on UDP
fragnmentation. Wth IPv6, internediate fragnentation is not allowed
and Path MIU Di scovery is mandated. However, the anount of state
required to deploy Path MIU Di scovery for I Pv6 on a DNS server might
be a significant practical problem

One inplication of this is that research into alternative transport
protocols, designed nore for DNS-1ike applications where there are
very many clients using each server, mght be useful. O particular
interest would be transport protocols with little burden for the DNS
server, even if that increased the burden somewhat for the DNS
client.

Addi tional study of DNS caching, both currently avail abl e caching

techni ques and al so of potential new caching techniques, mght be
hel pful in finding ways to reduce the offered | oad for a typical DNS
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server. |In particular, examnation of DNS caching through typica
comrercial firewalls mght be interesting if it lead to alternative
firewall inplementations that were | ess of an obstacle to DNS

cachi ng.

The community | acks a wi del y-agreed-upon set of netrics for nmeasuring

DNS server performance. It would be helpful if people would
seriously consider what characteristics of the DNS system shoul d be
measur ed.

Sone in the comunity woul d advocate replacing the current DNS system
with sonmething better. Past attenpts to devise a better approach
have not vyielded results that persuaded the comunity to change
Proposed work in this area could be very useful, but might require
careful scrutiny to avoid falling into historic design pitfalls.

Wth regards to DNS security, mmjor technical concerns include
finding practical nethods for signing very |large DNS zones (e.g., and
tools to make it easier to manage secure DNS infrastructure

Most users are unable to distinguish a DNS-related failure froma
nmore general network failure. Hence, maintaining the integrity and
availability of the Donmain Nanme Systemis very inportant for the
future health of the Internet.

3.2.2. New Nanespaces

Additionally, the Nanespace Research Group (NSRG of the Internet
Research Task Force (I RTF) studied adding one or nore additiona
namespaces to the Internet Architecture [LD2002]. Many menbers of
the | RTF NSRG bel i eve that there would be significant architectura
benefit to adding one or nore additional nanespaces to the Internet
Architecture. Because snpoth consensus on that question or on the
properties of a new nanespace was not obtained, the I RTF NSRG di d not
make a formal recomrendation to the | ETF community regarding
namespaces. The | AB believes that this is an open research question
worth exam ning further.

Finally, we believe that future research into the evol ution of

I nternet-based distributed conputing mght well benefit from studying
addi ng addi ti onal namespaces as part of a new approach to distributed
conputi ng.

3.3. Routing
The currently depl oyed uni cast routing system works reasonably wel

for nobst users. However, the current unicast routing architecture is
suboptimal in several areas, including the follow ng: end-to-end
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convergence tines in global-scale catenets (a system of networks

i nterconnected via gateways); the ability of the existing inter-
domai n path-vector algorithmto scale well beyond 200K prefixes; the
ability of both intra-domain and inter-domain routing to use nultiple
metrics and nmultiple kinds of netrics concurrently; and the ability
of IPv4 and I Pv6 to support wi despread site multi-homning wthout
undue adverse inpact on the inter-domain routing system Integrating
policy into routing is also a general concern, both for intra-domain
and inter-domain routing. In many cases, routing policy is directly
tied to econom c issues for the network operators, so applied
research into routing ideally would consider econonic considerations
as well as technical considerations.

This is an issue for which the comrercial interest is clear, but that
seenms unlikely to be solved through conmercial funding for research,
in the absence of a consortiumof sone type

3.3.1. Inter-domain Routing

The current operational inter-domain routing system has between

150, 000 and 200, 000 routing prefixes in the default-free zone (DFZ)
[ RFC-3221]. ASIC technol ogy obvi ates concerns about the ability to
forward packets at very high speeds. ASIC technol ogy al so obvi ates
concerns about the tine required to perform]longest-prefix-match
conputations. However, sone senior nenbers of the Internet routing
community have concerns that the end-to-end convergence properties of
the global Internet mght hit fundanmental algorithmc limtations
(i.e., not hardware limtations) when the DFZ is sonewhere between
200, 000 and 300, 000 prefixes. Research into whether this concern is
wel | -founded in scientific terms seens very timely.

Separately fromthe above concern, recent work has shown that there
can be significant BGP convergence issues today. At present, it
appears that the currently observed convergence issues relate to how
BGP has been configured by network operators, rather than being any
sort of fundamental algorithmic limtation [MGVKO2]. This
convergence tine issue makes the duration of the apparent network
out age much longer than it should be. Additional applied research
into which aspects of a BGP configuration have the strongest inpact
on convergence tines would help mtigate the currently observed
operational issues.

Al so, inter-domain routing currently requires significant human
engi neering of specific inter-AS paths to ensure that reasonably
optimal paths are used by actual traffic. Ideally, the inter-domain
routing systemwoul d automatically cause reasonably optimal paths to
be chosen. Recent work indicates that inproved BGP policy nechanisns
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m ght hel p ensure that reasonably optinal paths are normally used for
inter-domain IP traffic. [SMAO3] Continued applied research in this
area mght lead to substantially better technical approaches.

The current approach to site multi-hom ng has the highly undesirable
side-effect of significantly increasing the growh rate of prefix
entries in the DFZ (by inpairing the depl oynent of prefix
aggregation). Research is needed into new routing architectures that
can support large-scale site multi-hom ng without the undesirable

i mpacts on inter-domain routing of the current nulti-hom ng

t echni que.

The original application for BGP was in inter-domain routing,
primarily within service provider networks but also with sone use by
mul ti-homed sites. However, some are now trying to use BGP in other
contexts, for exanple highly nobile environnents, where it is |ess
obviously well suited. Research into inter-domain routing and/or
intra-domain policy routing night |ead to other approaches for any
energi ng environments where the current BGP approach is not the

opti mal one.

3.3.2. Routing Integrity

Recently there has been increased awareness of the |ongstanding issue
of depl oying strong authentication into the Internet inter-donmain
routing system Currently depl oyed nechanisns (e.g., BG TCP M5

[ RFC-2385], OSPF MD5, RIP MD5 [RFC-2082]) provide cryptographic

aut hentication of routing protocol nessages, but no authentication of
the actual routing data. Recent proposals (e.g., S-BGP [KLMS2000])
for inproving this in inter-domain routing appear difficult to depl oy
across the Internet, in part because of their reliance on a single
trust hierarchy (e.g., a single PKI). Simlar proposals (e.g., OSPF
with Digital Signatures, [RFC 2154]) for intra-domain routing are
argued to be conputationally infeasible to deploy in a | arge network.

A recurring challenge with any formof inter-domain routing
authentication is that there is no single conpletely accurate source
of truth about which organizations have the authority to advertise
whi ch address bl ocks. Alternative approaches to authentication of
data in the routing systemneed to be developed. |In particular, the
ability to performpartial authentication of routing data would
facilitate increnental deploynent of routing authentication

mechani sms. Al so, the ability to use non-hierarchical trust nodels
(e.g., the web of trust used in the PGP application) mght facilitate
i ncrement al depl oynent and m ght resol ve existing concerns about
centralized adm nistration of the routing system hence it nerits
addi tional study and consi deration.
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3.3.3. Routing Algorithns

The current Internet routing systemrelies primarily on two
algorithms. Link-state routing uses the Dijkstra algorithm
[Dijkstrab9]. Distance-Vector routing (e.g., R P) and Pat h-Vector
routing (e.g., BGP) use the Bell man-Ford al gorithm|[Bel | man1957,
FF1962]. Additional ongoing basic research into graph theory as
applied to routing is worthwhile and mght yield algorithms that
woul d enable a new routing architecture or otherw se provide

i nprovenents to the routing system

Currently depl oyed multicast routing relies on the Deering RPF

al gorithm [ Deeringl988]. Ongoing research into alternative multicast
routing algorithnms and protocols m ght help alleviate current
concerns with the scalability of multicast routing.

The depl oyed Internet routing system assunes that the shortest path
is always the best path. This is provably false, however it is a
reasonabl e conprom se given the routing protocols currently

avail able. The Internet |acks depl oyabl e approaches for policy-based
routing or routing with alternative netrics (i.e., some netric other
than the nunber of hops to the destination). Exanples of alternative
policies include: the path with | owest nonetary cost; the path with
the | owest probability of packet |loss; the path with mnimzed
jitter; and the path with nmininmized atency. Policy nmetrics also
need to take business relationships into account. Historic work on
Q0S- based routing has tended to be unsuccessful in part because it
did not adequately consider econom ¢ and conmerci al considerations of
the routing systemand in part because of inadequate consideration of
security inplications.

Transitioning fromthe current inter-domain routing systemto any new
inter-domain routing systemis unlikely to be a trivial exercise. So
any proposal for a new routing systemneeds to carefully consider and
docunent depl oynent strategies, transition nechani sns, and ot her
operational considerations. Because of the cross-donain
interoperability aspect of inter-domain routing, snmooth transitions
fromone inter-domain routing systemare likely to be difficult to
acconplish. Separately, the inter-domain routing systemlacks strong
mar ket forces that woul d encourage migration to better technica
approaches. Hence, it appears unlikely that the conmercial sector
will be the source of a significantly inproved inter-domain routing
system
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3.3.4. Mobile and Ad-Hoc Routing

VWil e sone of the earliest DARPA-sponsored networking research

i nvol ved packet radi o networks, nobile routing [IM993] and nobile
ad-hoc routing [RFC-2501] are relatively recent arrivals in the
Internet, and are not yet wi dely deployed. The current approaches
are not the last word in either of those arenas. W believe that
additional research into routing support for nobile hosts and nobile
networks is needed. Additional research for ad-hoc nobile hosts and
mobil e networks is also worthwhile. ldeally, nobile routing and
mobi | e ad-hoc routing capabilities should be native inherent
capabilities of the Internet routing architecture. This probably
will require a significant evolution fromthe existing Internet
routing architecture. (NB: The term"nobility" as used here is not
limted to nobile tel ephones, but instead is very broadly defined,
including | aptops that people carry, cars/trains/aircraft, and so
forth.)

Included in this topic are a wide variety of issues. The nore

di stributed and dynam c nature of partially or conmpletely self-
organi zi ng routing systens (including the associ ated end nodes)
creates unique security challenges (especially relating to

Aut hori zation, Authentication, and Accounting, and relating to key
managenment). Scalability of wireless networks can be difficult to
measure or to achieve. Enforced hierarchy is one approach, but can
be very limting. Alternative, |ess constraining approaches to
wirel ess scalability are desired. Because wreless |ink-Iayer
protocol s usually have sone know edge of current |ink characteristics
such as link quality, sublayer congestion conditions, or transient
channel behavior, it is desirable to find ways to |let network-I|ayer
routing use such data. This raises architectural questions of what
the proper |ayering should be, which functions should be in which

| ayer, and al so practical considerations of how and when such

i nformati on sharing should occur in real inplenentations.

3.4. Security

The Internet has a reputation for not having sufficient security. In
fact, the Internet has a nunber of security mechani sms standardi zed,
some of which are w dely depl oyed. However, there are a nunber of
open research questions relating to Internet security. In
particul ar, security mechanisns need to be incrementally depl oyabl e
and easy to use. "[Security] technol ogy nmust be easy to use, or it
will not be configured correctly. |If mis-configured, security wll
be lost, but things will ‘work’™ [Schiller03].
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3.4.1. Formal Methods

There is an ongoi ng need for funding of basic research relating to
Internet security, including funding of fornmal nethods research that
relates to security algorithns, protocols, and systens.

For exanple, it would be beneficial to have nore formal study of

non- hi erarchical trust nodels (e.g., PGP s Wb-of-Trust nodel). Use
of a hierarchical trust nodel can create significant limtations in
how one nmi ght approach securing conponents of the Internet, for
exanpl e the inter-domain routing system So research to devel op new
trust nmodels suited for the Internet or on the applicability of

exi sting non-hierarchical trust nodels to existing Internet problens
woul d be worthwhil e.

Wil e there has been some work on the application of fornmal nethods
to cryptographic algorithnms and cryptographi c protocols, existing
techni ques for formal evaluation of algorithms and protocols |ack
sufficient automation. This lack of automati on neans that many
protocols aren’t formally evaluated in a tinely manner. This is
probl ematic for the Internet because formal eval uation has often
uncovered serious anonmalies in cryptographic protocols. The creation
of automated tools for applying fornmal nethods to cryptographic

al gorithnms and/or protocols would be very hel pful

3.4.2. Key Mnagenent

A recurring challenge to the Internet community is how to design,

i npl ement, and depl oy key managenent appropriate to the nyriad of
security contexts existing in the global Internet. Mst current work
i n uni cast key nmanagenent has focused on hierarchical trust nodels,
because much of the existing work has been driven by corporate or
mlitary "top-down" operating nodels.

The paucity of key nmanagenent nethods applicable to non-hierarchica
trust nodels (see above) is a significant constraint on the
approaches that m ght be taken to secure conponents of the Internet.

Research focused on renovi ng those constraints by devel opi ng
practical key managenent nethods applicable to non-hierarchical trust
nodel s woul d be very hel pful

Topi cs worthy of additional research include key managenent

techni ques, such as non-hi erarchical key managenent architectures
(e.g., to support non-hierarchical trust nodels; see above), that are
useful by ad-hoc groups in nobile networks and/or distributed
conputi ng.
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Al t hough sone progress has been nade in recent years, scal able
mul ti cast key managenent is far from being a solved problem

Exi sting approaches to scal able multicast key managenent add
significant constraints on the problemscope in order to come up with
a depl oyabl e technical solution. Having a nore general approach to
scal abl e nulticast key managenent (i.e., one having broader
applicability and fewer constraints) would enhance the Internet’s
capabilities.

In many cases, attribute negotiation is an inportant capability of a
key managenent protocol. Experience with the Internet Key Exchange
(IKE) to date has been that it is unduly conplex. Mich of IKE s
complexity derives fromits very general attribute negotiation
capabilities. A new key management approach that supported
significant attribute negotiation wi thout creating challenging |levels
of depl oynent and operations conplexity would be hel pful

3.4.3. Cryptography

There is an ongoing need to continue the open-world research funding
into both cryptography and cryptanal ysis. Mst governnents focus
their cryptographic research in the mlitary-sector. Wile this is
under st andabl e, those efforts often have |limted (or no) publications
in the open literature. Since the Internet engineering comunity
must work fromthe open literature, it is inportant that open-world
research continues in the future.

3.4.4. Security for Distributed Conputing

M T s Project Athena was an inportant and broadly successful research
project into distributed conmputing. Project Athena devel oped the

Ker beros [RFC-1510] security system which has significant depl oynent
today in canpus environments. However, inter-real mKerberos is
neither as wi dely depl oyed nor perceived as w dely successful as
singl e-real m Kerberos. The need for scal abl e inter-donmain user

aut hentication is increasingly acute as ad-hoc conputing and nobile
computi ng becone nore widely deployed. Thus, work on scal able
mechani sms for nobile, ad-hoc, and non-hierarchical inter-domain

aut henti cati on woul d be very hel pful

3.4.5. Deploynent Considerations in Security

Lots of work has been done on theoretically perfect security that is
i mpossible to deploy. Unfortunately, the S-BGP proposal is an
exanpl e of a good research product that has significant unresol ved
depl oynent challenges. It is far from obvi ous how one could wi dely
depl oy S-BGP without previously deploying a |arge-scale inter-domain
public-key infrastructure and also centralizing route adverti senent
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policy enforcenment in the Routing Information Registries or sone
simlar body. Hi storically, public-key infrastructures have been
either very difficult or inpossible to deploy at |arge scale.
Security nmechanisns that need additional infrastructure have not been
depl oyed well. W desperately need security that is general, easy to
install, and easy to nmanage.

3.4.6. Deni al of Service Protection

Hi storically, the Internet community has nostly ignored pure Denial

of Service (DoS) attacks. This was appropriate at one tine since
such attacks were rare and are hard to defend agai nst. However, one
of the recent trends in adversarial software (e.g., viruses, worns)
has been the incorporation of features that turn the infected host
into a "zonbie". Such zonbies can be renotely controlled to nount a
di stributed denial of service attack on sone victimnmachine. |n many
cases, the authorized operators of systens are not aware that sone or
all of their systens have becone zonbies. It appears that the
presence of non-trivial nunbers of zonbies in the global Internet is
now endem ¢, which makes distributed denial of service attacks a nuch
| arger concern. So Internet threat nodels need to assune the
presence of such zonbies in significant nunbers. This nakes the
design of protocols resilient in the presence of distributed deni al

of service attacks very inportant to the health of the Internet.

Sone work has been done on this front [ Savage00], [MBFIPS01], but
nmore i s needed.

3.5. Network Managenent

The Internet had early success in network device nonitoring with the
Si npl e Networ k Managenent Protocol (SNMP) and its associated
Management | nformati on Base (M B). There has been conparatively |ess
success in managi ng networks, in contrast to the nmonitoring of

i ndi vi dual devices. Furthernore, there are a nunber of operator
requirenents not well supported by the current |nternet nanagenent
framework. It is desirable to enhance the current |nternet network
managenment architecture to nore fully support operational needs.

Unfortunately, network managenent research has historically been very
underfunded. Operators have conpl ai ned that existing solutions are
i nadequate. Research is needed to find better solutions.

3.5.1. Managi ng Networks, Not Devices
At present there are few or no good tools for managi ng a whol e
network i nstead of isolated devices. For exanple, the |ack of

appropri ate network managenent tools has been cited as one of the
maj or barriers to the wi despread depl oynment of |IP multicast [DiotO0O,
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SMD3]. Current network managenent protocols, such as the Sinple

Net wor k Management Protocol (SNWMP), are fine for reading status of
wel | -defined objects fromindividual boxes. Managi ng networks
instead of isolated devices requires the ability to view the network
as a large distributed system Research is needed on scal able

di stributed data aggregati on nechani sns, scal able distributed event
correl ation nechani sns, and di stributed and dependabl e contro
mechani sns.

Applied research into nmethods of managi ng sets of networked devices
seens worthwhile. Ideally, such a nanagenment approach woul d support
di stributed nmanagenent, rather than being strictly centralized.

3.5.2. Enhanced Mnitoring Capabilities

SNVP does not always scale well to nonitoring | arge nunbers of
objects in many devices in different parts of the network. An

al ternative approach worth exploring is how to provide scal abl e and
di stributed nonitoring, not on individual devices, but instead on
groups of devices and the network-as-a-whole. This requires scal able
techni ques for data aggregation and event correl ation of network
status data originating fromnunerous |ocations in the network

3.5.3. Custoner Network Managenent

An open issue related to network managenent is hel pi ng users and
others to identify and resolve problens in the network. |If a user
can’t access a web page, it would be useful if the user could find
out, easily, without having to run ping and traceroute, whether the
probl em was that the web server was down, that the network was
partitioned due to a link failure, that there was heavy congestion
al ong the path, that the DNS nanme coul dn’t be resolved, that the
firewal | prohibited the access, or that sone other specific event
occurred.

3.5.4. Autononous Network Managenent

More research is needed to i nprove the degree of automation achi eved
by network managenent systens and to | ocalize nmanagenent. Autononous
net wor kK managenent mght involve the application of control theory,
artificial intelligence or expert systemtechnol ogies to network
managemnent probl ens.

3.6. Quality of Service
There has been an intensive body of research and devel opnent work on

adding QS to the Internet architecture for nore than ten years now
[ RFC- 1633, RFC- 2474, RFC- 3260, RFC-2205, RFC-2210], yet we stil
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don't have end-to-end QoS in the Internet [ RFC-2990, RFC-3387]. The
| ETF i s good at defining individual QoS mechani sms, but poor at work
on depl oyabl e QoS architectures. Thus, while Differentiated Services
(Di ffServ) nmechani sns have been standardi zed as per-hop behaviors,
there is still much to be | earned about the depl oynent of that or

ot her QoS nechanisns for end-to-end QS. |In addition to work on
purely technical issues, this includes close attention to the
econom ¢ nodel s and depl oynent strategies that woul d enabl e an

i ncreased depl oyment of QoS in the network.

In many cases, deploynent of QoS nmechani sms would significantly

i ncrease operational security risks [RFC-2990], so any new research
on QoS nechani snms or architectures ought to specifically discuss the
potential security issues associated with the new proposal (s) and how
to mtigate those security issues

In sone cases, the denmand for QS nechani sns has been di m ni shed by
the devel opnent of nore resilient voice/video coding techniques that
are better suited for the best-effort Internet than the ol der coding
techni ques that were originally designed for circuit-swtched

net wor ks.

One of the factors that has blunted the demand for QoS has been the
transition of the Internet infrastructure from heavy congestion in
the early 1990s, to overprovisioning in backbones and in nany
international |links now Thus, research in QS nmechani snms al so has
to include sone careful attention to the relative costs and benefits
of QS in different places in the network. Applied research into QS
shoul d i nclude explicit consideration of econom c issues of deploying
and operating a QoS-enabled I P network [ ark02].

3.6.1. Inter-Donmain QS Architecture

Typically, a router in the deployed inter-donmain Internet provides
best-effort forwarding of | P packets, without regard for whether the
source or destination of the packet is a direct custoner of the
operator of the router. This property is a significant contributor
to the current scalability of the global Internet and contributes to
the difficulty of deploying inter-domain Quality of Service (QoS)
mechani sns.

Depl oyi ng exi sting Quality-of-Service (QS) nechanisns, for exanple
Differentiated Services or Integrated Services, across an inter-
domai n boundary creates a significant and easily exploited denial -of -
service vulnerability for any network that provides inter-domain QS
support. This has caused network operators to refrain from
supporting inter-domain QS. The Internet would benefit from
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additional research into alternative approaches to QS, particularly
i nto approaches that do not create such vulnerabilities and can be
depl oyed end-to-end [ RFC-2990].

Al so, current business nodels are not consistent with inter-domain
QS, in large part because it is inpractical or inpossible to
authenticate the identity of the sender of would-be preferred traffic
while still forwarding traffic at line-rate. Absent such an ability,
it is unclear how a network operator could bill or otherw se recover
costs associated with providing that preferred service. So any new
work on inter-domain QoS nechanisns and architectures needs to
carefully consider the econom c and security inplications of such
proposal s.

3.6.2. New Queuing Disciplines

The overall Quality-of-Service for traffic is in part determ ned by
the scheduling and queue nmanagenent nechani snms at the routers. Wile
there are a number of existing nmechanisnms (e.g., RED) that work well,
it is possible that inmproved active queuing strategies mght be

devi sed. Mechanisns that |owered the inplenentation cost in IP
routers mght help increase deploynent of active queue managenent,
for exanpl e.

3.7. Congestion Control

TCP' s congestion avoi dance and control mechani sns, from 1988

[ Jacobson88], have been a key factor in maintaining the stability of
the Internet, and are used by the bulk of the Internet’s traffic.
However, the congestion control nechanisns of the Internet need to be
expanded and nodified to neet a wi de range of new requirenments, from
new applications such as stream ng media and nulticast to new
environments such as wreless networks or very high bandw dth paths,
and new requirenments for nminimzing queueing delay. While there are
significant bodies of work in several of these issues, considerably
nmore needs to be done.

We woul d note that research on TCP congestion control is also not yet
"done", with rmuch still to be acconplished in high-speed TCP, or in
addi ng robust performance over paths with significant reordering,
intermttent connectivity, non-congestive packet |oss, and the like.

Several of these issues bring up difficult fundanental questions
about the potential costs and benefits of increased communi cation
between layers. Wuld it help transport to receive hints or other
information fromrouting, fromlink layers, or fromother transport-

| evel connections? |If so, what would be the cost to robust operation
across diverse environnents?
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For congestion control mechanisms in routers, active queue managenent
and Explicit Congestion Notification are generally not yet depl oyed,
and there are a range of proposals, in various states of maturity, in
this area. At the sane tine, there is a great deal that we still do
not understand about the interactions of queue managenent nechani sns
with other factors in the network. Router-based congestion control
mechani sms are al so needed for detecting and respondi ng to aggregate
congestion such as in Distributed Denial of Service attacks and flash
crowds.

As nore applications have the need to transfer very large files over
hi gh del ay- bandwi dt h- product paths, the stresses on current
congestion control mechani sms raise the question of whether we need
more fine-grained feedback fromrouters. This includes the chall enge
of allow ng connections to avoid the delays of slowstart, and to
rapi dly make use of new y-avail abl e bandwidth. On a npre genera

| evel, we don't understand the potential and limtations for best-
effort traffic over high del ay-bandwi dt h-product paths, given the
current feedback fromrouters, or the range of possibilities for nore
explicit feedback fromrouters

There is also a need for long-termresearch in congestion contro

that is separate fromspecific functional requirenments |ike the ones
|isted above. W know very little about congestion control dynam cs
or traffic dynam cs of a large, conplex network |ike the gl oba
Internet, with its heterogeneous and changing traffic m xes, |ink-

| evel technol ogies, network protocols and router nechanisns, patterns
of congestion, pricing nodels, and the |like. Expanding our know edge
inthis area seens likely to require a rich mx of neasurenent,

anal ysi s, sinulations, and experinmentation.

3.8. Studying the Evolution of the Internet Infrastructure

The evolution of the Internet infrastructure has been frustratingly
slow and difficult, with long stories about the difficulties in
addi ng 1 Pv6, S, multicast, and other functionality to the Internet.
We need a nore scientific understanding of the evol utionary
potentials and evolutionary difficulties of the Internet
infrastructure

Thi s evol utionary potential is affected not only by the technica

i ssues of the layered IP architecture, but by other factors as well.
These factors include the changes in the environment over tinme (e.g.,
the recent overprovisioning of backbones, the depl oyment of
firewalls), and the role of the standardization process. Economc
and public policy factors are also critical, including the centra
fact of the Internet as a decentralized system wth key players
bei ng not only individuals, but also | SPs, conpanies, and entire
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i ndustries. Deploynment issues are also key factors in the evolution
of the Internet, including the continual chicken-and-egg probl em of
havi ng enough customers to merit rolling out a service whose utility
depends on the size of the custoner base in the first place.

Overlay networks might serve as a transition technology for some new
functionality, with an initial deploynent in overlay networks, and
with the new functionality noving later into the core if it seens
war r ant ed.

There are al so increased obstacles to the evolution of the Internet
in the formof increased conplexity [WD02], unanticipated feature
interactions [Kruse00], interactions between |ayers [ CWAS92],

i nterventions by m ddl eboxes [ RFC-3424], and the |like. Because

i ncreasing complexity appears inevitable, research is needed to
under stand architectural mechanisns that can acconmodate increased
conpl exity without decreasing robustness of performance in unknown
environments, and w thout closing off future possibilities for

evol ution. Mre concretely, research is needed on how to evol ve the
Internet will still maintaining its core strengths, such as the
current degree of global addressability of hosts, end-to-end
transparency of packet forwardi ng, and good perfornance for best-
effort traffic.

3.9. M ddl eboxes

Research is needed to address the chall enges posed by the w de range
of m ddl eboxes [ RFC-3234]. This includes issues of security,
control, data integrity, and on the general inpact of m ddl eboxes on
the architecture

In many ways m ddl eboxes are a direct outgrowth of commrercia
interests, but there is a need to | ook beyond the near-term needs for
the technol ogy, to research its broader inplications and to explore
ways to inprove how m ddl eboxes are integrated into the architecture.

3.10. I nt ernet Measur ement

A recurring challenge is nmeasuring the Internet; there have been nmany
di scussi ons about the need for neasurenent studies as an integra

part of Internet research [Caffy03]. 1In this discussion, we define
measurenent quite broadly. For exanple, there are numerous
chal I enges in neasuring perfornmance al ong any substantial |nternet
pat h, particularly when the path crosses adm nistrative domain
boundaries. There are also challenges in measuring
protocol / application usage on any hi gh-speed Internet |ink. Many of
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the probl ems di scussed above woul d benefit fromincreased frequency
of measurement as well as inproved quality of measurenent on the
depl oyed Internet.

A key issue in network nmeasurenment is that nost commrercial |nternet
Servi ce Providers consider the particular characteristics of their
production | P network(s) to be trade secrets. Ways need to be found
for cooperative neasurenment studies, e.g., to allow legitinmate non-
comerci al researchers to be able to neasure rel evant network
paraneters while also protecting the privacy rights of the neasured
| SPs.

Absent neasured data, there is possibly an over-reliance on network
simulations in sone parts of the Internet research community and
probably insufficient validation that existing network sinulation
nodel s are reasonably good representati ons of the depl oyed Internet
(or of sone plausible future Internet) [FKO02].

W thout solid nmeasurenent of the current Internet behavior, it is
very difficult to know what otherw se unknown operational problens
exist that require attention, and it is equally difficult to fully
understand the inpact of changes (past or future) upon the Internet’s
actual behavioral characteristics.

3.11. Applications

Research is needed on a wide range of issues related to Internet
appl i cations.

Taki ng email as one exanple application, research is needed on
under st andi ng the spam problem and on investigating tools and
techniques to mtigate the effects of spam including tools and
techni ques that aid the inplenentation of |egal and other non-
technical anti-spam neasures [ASRG. "Spani is a generic termfor a
range of significantly different types of unwanted bulk email, with
many types of senders, content and traffic-generating techniques. As
one part of controlling spam we need to devel op a nuch better
understanding of its many, different characteristics and their
interactions with each other

3.12. Meeting the Needs of the Future

As network size, link bandw dth, CPU capacity, and the nunber of
users all increase, research will be needed to ensure that the
Internet of the future scales to neet these increasing denmands. W
have di scussed sonme of these scaling issues in specific sections
above.
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However, for all of the research questions discussed in this
docunent, the goal of the research nust be not only to nmeet the
chal | enges al ready experienced today, but also to neet the chall enges
that can be expected to energe in the future.

3.13. Freely Distributable Prototypes

U S.’s DARPA has historically funded devel opnent of freely

di stributable inmplenentations of various Internet technologies (e.qg.,
TCP/ 1 Pv4, RSVP, |Pv6, and I P security) in a variety of operating
systens (e.g., 4.2 BSD, 4.3 BSD, 4.4 BSD, Tenex). Experience has
shown that a good way to speed depl oynment of a new technology is to
provi de an unencunbered, freely-distributable prototype that can be

i ncorporated into comrercial products as well as non-comrercia
prototypes. Japan’s WDE Project has al so funded sone such work,
primarily focused on IPv6 inplenentation for 4.4 BSD and Li nux.
[WDE] W believe that applied research projects in networking wll
have an increased probability of success if the research project
teans nake their resulting software inplenmentations freely avail abl e
for both conmercial and non-commercial uses. Exanples of successes
here include the DARPA funding of TCP/IPv4 integration into the 4.x
BSD operating system [ MBKQR6], DARPA/ USN fundi ng of ESP/ AH desi gn and
integration into 4.4 BSD [ Atk96], as well as separate DARPA/ USN and
W DE funding of freely distributable |Pv6 prototypes [Atk96, W DE].

4. Concl usi ons

Thi s docunent has summarized the history of research funding for the
I nternet and highlighted exanpl es of open research questions. The

| AB believes that nore research is required to further the evol ution
of the Internet infrastructure, and that consistent, sufficient non-
comrercial funding is needed to enabl e such research.

In case there is any confusion, in this docunent we are not
suggesting any direct or indirect role for the IAB, the | ETF, or the
I RTF in handling any funding for Internet research
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