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Abst r act

Thi s docunent describes generic requirenents for Provider Provisioned
Virtual Private Networks (PPVPN). The requirenments are categorized
into service requirenents, provider requirenments and engi neering
requirenents. These requirenents are not specific to any particul ar
type of PPVPN technol ogy, but rather apply to all PPVPN technol ogi es.
Al'l PPVPN technol ogi es are expected to neet the unbrella set of

requi renents described in this docunent.
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1. Introduction

Thi s docunent is an output of the design teamformed to devel op
requirenents for PPVPNs in the Provider Provisioned Virtual Private
Net wor ks (PPVPN) wor ki ng group and provi des requirenents that are
generic to both Layer 2 Virtual Private Networks (L2VPN) and Layer 3
Virtual Private Networks (L3VPN). This docunent discusses generic
PPVPN requi renents categorized as service, provider and engi neering
requirenents. These are independent of any particular type of PPVPN
technology. In other words, all PPVPN technol ogi es are expected to
meet the unbrella set of requirenents described in this docunent.
PPVPNs may be constructed across single or multiple provider networks
and/ or Aut ononmous Systems (ASes). In npbst cases the generic

requi renents described in this docunent are independent of the

depl oynent scenario. However, specific requirenments that differ
based on whether the PPVPN is depl oyed across single or multiple
provi ders (and/or ASes) will be pointed out in the docunent.

Specific requirenments related to Layer 3 PPVPNs are described in
[L3REQTS]. Sinilarly, requirenents that are specific to | ayer 2
PPVPNs are described in [L2REQTS]

The key words "MJST", "MJST NOT", "REQUI RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "MAY", and "OPTIONAL" in this
docunent are to be interpreted as described in [ RFC2119].

1.1. Pr obl em St at enment

Cor porati ons and ot her organi zati ons have becone increasingly
dependent on their networks for telecomruni cati ons and data

communi cation. The data communi cati on networks were originally built
as Local Area Networks (LAN). Over tine the possibility to

i nterconnect the networks on different sites has become nore and nore
important. The connectivity for corporate networks has been supplied
by service providers, mainly as Frane Relay (FR) or Asynchronous
Transfer Mbdde (ATM connections, and nore recently as Ethernet and

| P-based tunnels. This type of network, interconnecting a nunber of
sites over a shared network infrastructure is called Virtual Private
Network (VPN). If the sites belong to the same organi zation, the VPN
is called an Intranet. |If the sites belong to different

organi zations that share a comopn interest, the VPN is called an
Extranet .

Custoners are | ooking for service providers to deliver data and

tel ecom connectivity over one or nore shared networks, with service
| evel assurances in the formof security, QS and other paramneters.
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In order to provide isolation between the traffic belonging to

di fferent customers, mechani sms such as Layer 2 connections or Layer
2/ 3 tunnel s are necessary. Wen the shared infrastructure is an IP
network, the tunneling technologies that are typically used are

| Psec, MPLS, L2TP, CGRE, IP-in-1P etc.

Traditional Internet VPNs have been based on |Psec to provide
security over the Internet. Service providers are now beginning to
depl oy enhanced VPN services that provide features such as service
differentiation, traffic managenent, Layer 2 and Layer 3
connectivity, etc. in addition to security. Newer tunneling
mechani snms have certain features that allow the service providers to
provi de these enhanced VPN servi ces.

The VPN solutions we define now MIUST be able to accommvpdate t he
traditional types of VPNs as well as the enhanced services now being
depl oyed. They need to be able to run in a single service provider’s
network, as well as between a set of service providers and across the
Internet. In doing so the VPNs SHOULD NOT be allowed to violate
basic Internet design principles or overload the Internet core
routers or accelerate the growmhs of the Internet routing tables.
Specifically, Internet core routers SHALL NOT be required to maintain
VPN-rel ated i nformati on, regardl ess of whether the Internet routing
protocols are used to distribute this information or not. In order
to achieve this, the nechani sns used to devel op vari ous PPVPN
solutions SHALL be as common as possible with generic Internet

i nfrastructure nechani sns |ike discovery, signaling, routing and
managenent. At the sane tinme, existing Internet infrastructure
mechani sms SHALL NOT be overl oaded.

Anot her generic requirenment froma standardi zati on perspective is to
limt the nunber of different solution approaches. For exanple, for
service providers that need to support multiple types of VPN
services, it may be undesirable to require a conpletely different

sol ution approach for each type of VPN service

1.2. Depl oynent Scenari os

There are three different depl oynent scenarios that need to be
consi dered for PPVPN services:

1. Single-provider, single-AS: This is the |east conplex scenario,
where the PPVPN service is offered across a single service
provi der network spanning a single Autononous System

2. Single-provider, multi-AS: In this scenario, a single provider my

have nmultipl e Aut ononmous Systens (for e.g., a global Tier-1 ISP
with different ASes depending on the global |ocation, or an ISP
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that has been created by nmergers and acquisitions of nultiple
networks). This scenario involves the constrained distribution of
routing information across multiple Autonomous Systens.

3. Miulti-provider: This scenario is the npst conplex, wherein trust
negoti ati ons need to be nmade across nultiple service provider
backbones in order to neet the security and service | eve
agreenments for the PPVPN custoner. This scenario can be
generalized to cover the Internet, which conprises of multiple
service provider networks. It should be noted that custonmers can
construct their own VPNs across nultiple providers. However such
VPNs are not considered here as they would not be "Provider-
provi si oned".

A fourth scenario, "Carrier’s carrier” VPN may al so be consi dered

In this scenario, a service provider (for exanple, a Tier 1 service
provi der) provides VPN service to another service provider (for
exanple, a Tier 2 service provider), which in turn provides VPN
service on its VPN to its customers. In the exanple given above, the
Tier 2 provider’'s customers are contained within the Tier 2
provider’s network, and the Tier 2 provider itself is a custonmer of
the Tier 1 provider’'s network. Thus, this scenario is not treated
separately in the docunent, because all of the single provider
requirenents would apply equally to this case

It is expected that many of the generic requirenents described in
this document are independent of the three depl oynent scenari os
|isted above. However, specific requirenents that are indeed
dependent on the depl oynment scenario will be pointed out in this
docunent .

1.3. Qutline of this document

Thi s docunent describes generic requirenents for Provider Provisioned
Virtual Private Networks (PPVPN). The docunment contains severa
sections, with each set representing a significant aspect of PPVPN
requirenents.

Section 2 lists authors who contributed to this document. Section 3
defines term nol ogy and presents a taxonony of PPVPN technol ogi es.
The taxonony contains two broad cl asses, representing Layer 2 and
Layer 3 VPNs. Each top level VPN class contains subordinate classes.
For exanple, the Layer 3 VPN class contains a subordinate class of
PE- based Layer 3 VPNs.

Sections 4, 5, 6 describe generic PPVPN requirenents.
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The requirenents are broadly classified under the foll ow ng
cat egori es:

1) Service requirenents - Service attributes that the custoner can
observe or neasure. For exanple, does the service forward franes
or route datagranms? What security guarantees does the service
provide? Availability and stability are key requirements in this
cat egory.

2) Provider requirenments - Characteristics that Service Providers use
to determ ne the cost-effectiveness of a PPVPN service. Scaling
and nanagenent are exanpl es of Provider requirenents.

3) Engineering requirenents - |nplenentation characteristics that
make service and provider requirenents achi evable. These can be
further classified as:

3a) Forwardi ng plane requirements - e.g., requirenments related to
router forwardi ng behavior

3b) Control plane requirements - e.g., requirements related to
reachability and distribution of reachability information

3c) Requirenents related to the comonality of PPVPN nechani sns
with each other and with generic |Internet nechanisns.

2. Contributing Authors

Thi s docunment was the conbined effort of several individuals that
were part of the Service Provider focus group whose intentions were
to present Service Provider view on the general requirenments for
PPVPN. A significant set of requirenents were directly taken from
previ ous work by the PPVPN WG to devel op requirenents for Layer 3
PPVPN [ L3REQTS]. The existing work in the L2 requirenments area has
al so influenced the contents of this docunment [L2REQTS].

Besides the editor, the following are the authors that contributed to
this docunent:

Loa Andersson (| oa@i . se)

Ron Boni ca (ronal d. p. boni ca@rci . con

Dave McDysan (dave. ncdysan@rci.com

Juni chi Suminoto (j.sum noto@tt.com

Muneyoshi Suzuki (suzuki.muneyoshi @ab. ntt. co.jp)
Davi d Meyer (dmm@l-4-5. net)

Marco Carugi (marco. carugi @ortel networks. con
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3.

4.

Yeti k Serbest (yetik_serbest @abs. sbc. con
Luyuan Fang (Il uyuanfang@tt.com
Javier Achirica (achirica@el ef oni ca. net)

Definitions and Taxonony

The terminol ogy used in this docurment is defined in [ TERM NOLOGY] .
In addition the following term nology is used:

Site: a geographical location with one or nore users or one or nore
servers or a conbination of servers and users

User: the end user equi pment (hosts), e.g., a workstation.

PPVPN
I

I I
Layer 2 (L2) Layer 3 (L3)
I I

I I I I
PE- based CE- based PE- based CE- based

The figure above presents a taxonony of PPVPN technol ogi es. PE-based
and CE-based Layer 2 VPNs may al so be further classified as point-to-
point (P2P) or point-to-multipoint (P2MP). It is also the intention
of the working group to have a limted nunber of solutions, and this
goal rmust be kept in mnd when proposing solutions that neet the
requirenents specified in this docunent. Definitions for CE-based
and PE-based PPVPNs can be obtained from[L3FRAVMEWORK]. Layer 2
specific definitions can be obtained from[L2FRAVEWORK] .

Service requirenents

These are the requirenments that a customer can observe or neasure, in
order to verify if the PPVPN service that the Service Provider (SP)
provides is satisfactory. As nentioned before, each of these
requirenents apply equally across each of the three depl oynent
scenari os unl ess stated ot herw se.

1. Availability
VPN servi ces MJST have high availability. VPNs that are distributed

over several sites require connectivity to be naintained even in the
event of network failures or degraded service.
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4.

4.

2

3.

Thi s can be achi eved via various redundancy techni ques such as:
1. Physical Diversity

A single site connected to nultiple CEs (for CE-based PPVPNs) or
PEs (for PE-based PPVPNs), or different POPs, or even different
service providers.

2. Tunnel redundancy

Redundant tunnels nmay be set up between the PEs (in a PE-based
PPVPN) or the CEs (in a CE-based PPVPN) so that if one tunne
fails, VPN traffic can continue to flow across the other tunnel
that has al ready been set-up in advance.

Tunnel redundancy nmay be provided over and above physica
diversity. For exanple, a single site may be connected to two CEs
(for CE-based PPVPNs) or two PEs (for PE-based PPVPNs). Tunnels
may be set up between each of the CEs (or PEs as the case may be)
across different sites.

O course, redundancy neans additional resources being used, and
consequent |y, nmanagenent of additional resources, which would
i npact the overall scaling of the service

It should be noted that it is difficult to guarantee high
availability when the VPN service is across multiple providers,
unl ess there is a negotiation between the different service
providers to maintain the service | evel agreenent for the VPN
cust oner.

Stability

In addition to availability, VPN services MJST al so be stable.
Stability is a function of several conponents such as VPN routing,
signaling and di scovery nmechanisns, in addition to tunnel stability.
For exanple, in the case of routing, route flapping or routing |oops
MJST be avoided in order to ensure stability. Stability of the VPN
service is directly related to the stability of the mechani snms and
protocols used to establish the service. |t SHOULD al so be possible
to all ow network upgrades and mai ntenance procedures w thout

i npacting the VPN service.

Traffic types
VPN services MJST support unicast (or point to point) traffic and

SHOULD support any-to-any or point-to-nmultipoint traffic including
mul ti cast and broadcast traffic. |In the broadcast nodel, the network
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delivers a streamto all menmbers of a subnetwork, regardless of their
interest in that stream |In the nulticast nodel, the network
delivers a streamto a set of destinations that have registered
interest in the stream Al destinations need not belong to the sane
subnetwork. Milticast is nore applicable to L3 VPNs while broadcast
is nore applicable to L2VPNs. It is desirable to support multicast
limted in scope to an intranet or extranet. The solution SHOULD be
abl e to support a large nunber of such intranet or extranet specific
mul ticast groups in a scal abl e manner

Al'l PPVPN approaches SHALL support both IPv4 and IPv6 traffic.
Specific L2 traffic types (e.g., ATM Frane Relay and Ethernet) SHALL
be supported via encapsulation in IP or MPLS tunnels in the case of
L2VPNs.

4.4. Data isolation

The PPVPN MJST support forwarding plane isolation. The network MJST
never deliver user data across VPN boundaries unless the two VPNs
participate in an intranet or extranet.

Furthernore, if the provider network receives signaling or routing
information fromone VPN, it MJST NOT reveal that information to

anot her VPN unl ess the two VPNs participate in an intranet or
extranet. It should be noted that the disclosure of any
signaling/routing informati on across an extranet MJST be filtered per
the extranet agreenment between the organizations participating in the
extranet.

4.5. Security

A range of security features SHOULD be supported by the suite of
PPVPN sol utions in the form of securing customer flows, providing
aut hentication services for tenporary, renote or nobile users, and
the need to protect service provider resources involved in supporting
a PPVPN. These security features SHOULD be inpl enmented based on the
framework outlined in [VPN-SEC]. Each PPVPN sol ution SHOULD state
whi ch security features it supports and how such features can be
configured on a per custoner basis. Protection against Denial of
Service (DoS) attacks is a key conponent of security nechani sns.
Exanpl es of DoS attacks include attacks to the PE or CE CPUs, access
connection congestion, TCP SYN attacks and ping attacks.

Sone security mechani sms (such as use of |Psec on a CE-to-CE basis)
may be equally useful regardless of the scope of the VPN. O her
mechani sns may be nore applicable in some scopes than in others. For
exanpl e, in sone cases of single-provider single-AS VPNs, the VPN
service may be isolated fromsome forns of attack by isolating the
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infrastructure used for supporting VPNs fromthe infrastructure used
for other services. However, the requirements for security are
common regardl ess of the scope of the VPN service.

4.5.1. User data security

PPVPN sol uti ons that support user data security SHOULD use standard
met hods (e.g., IPsec) to achieve confidentiality, integrity,

aut hentication and replay attack prevention. Such security methods
MUST be configurabl e between different end points, such as CE-CE
PE-PE, and CE-PE. It is also desirable to configure security on a
per-route or per-VPN basis. User data security using encryption is
especially desirable in the multi-provider scenario.

4.5.2. Access contro

A PPVPN sol ution may al so have the ability to activate the
appropriate filtering capabilities upon request of a custoner. A
filter provides a mechani smso that access control can be invoked at
the point(s) of comruni cation between different organizations
involved in an extranet. Access control can be inplenmented by a
firewall, access control lists on routers, cryptographi c nechanisns
or simlar nechanisns to apply policy-based access control. Access
control MJST al so be applicable between CE-CE, PE-PE and CE-PE. Such
access control mechanisnms are desirable in the multi-provider
scenari o.

4.5.3. Site authentication and authorization

A PPVPN sol ution requires authentication and authorization of the
fol | owi ng:

- tenporary and permanent access for users connecting to sites
(aut hentication and authorization BY the site)

- the site itself (authentication and authorization FOR the site)
4.5.4. Inter domain security

The VPN sol ution MJUST have appropriate security nechanisns to prevent
the different kinds of Distributed Denial of Service (DDoS) attacks
mentioned earlier, msconfiguration or unauthorized accesses in inter
domai n PPVPN connections. This is particularly inportant for nulti-
service provider deployment scenarios. However, this will also be

i mportant in single-provider multi-AS scenari os.
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4.6. Topol ogy

A VPN SHOULD support arbitrary, custoner-defined inter-site
connectivity, ranging, for exanple, from hub-and-spoke, partial nmesh
to full nesh topol ogy. These can actually be different fromthe
topol ogy used by the service provider. To the extent possible, a
PPVPN servi ce SHOULD be i ndependent of the geographic extent of the
depl oynent .

Mul tiple VPNs per custoner site SHOULD be supported wi thout requiring
addi tional hardware resources per VPN. This SHOULD al so include a
free mx of L2 and L3 VPNs.

To the extent possible, the PPVPN services SHOULD be independent of
access network technol ogy.

4.7. Addressing

Each custoner resource MUST be identified by an address that is
unique within its VPN. It need not be identified by a globally
uni que addr ess.

Support for private addresses as described in [ RFC1918], as well as
overl appi ng custoner addresses SHALL be supported. One or nore VPNs
for each customer can be built over the same infrastructure without
requiring any of themto renunber. The solution MJST NOT use NAT on

the customer traffic to achieve that goal. Interconnection of two
networks with overlapping I P addresses is outside the scope of this
docunent .

A VPN service SHALL be capabl e of supporting non-1P customner
addresses via encapsul ation techniques, if it is a Layer 2 VPN (e.qg.
Frame Relay, ATM Ethernet). Support for non-1P Layer 3 addresses
may be desirable in sone cases, but is beyond the scope of VPN

sol utions developed in the | ETF, and therefore, this docunent.

4.8. Quality of Service

A techni cal approach for supporting VPNs SHALL be able to support QS
via | ETF standardi zed mechani sns such as Diffserv. Support for
best-effort traffic SHALL be nmandatory for all PPVPN types. The
extent to which any specific VPN service will support QS is up to
the service provider. |In many cases single-provider single-AS VPNs
will offer QoS guarantees. Support of QoS guarantees in the nulti-
service-provider case will require cooperation between the various
service providers involved in offering the service
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It should be noted that QoS nechanisns in the multi-provider scenario
REQUI RES each of the participating providers to support the
mechani sms bei ng used, and as such, this is difficult to achieve.

Note that all cases involving QS nmay require that the CE and/or PE
per f orm shapi ng and/ or poli ci ng.

The need to provide QS will occur primarily in the access network,
since that will often be the bottleneck. This is likely to occur
since the backbone effectively statistically nmultiplexes many users,
and is traffic engineered or includes capacity for restoration and
grow h. Hence in nost cases PE-PE Q@S is not a najor issue. As far
as access Q@S is concerned, there are two directions of QS
managenent that may be considered in any PPVPN service regardi ng QS:

- Fromthe CE across the access network to the PE
- Fromthe PE across the access network to CE

PPVPN CE and PE devi ces SHOULD be capabl e of supporting QS across at
|l east the foll owing subset of access networks, as applicable to the
specific type of PPVPN (L2 or L3). However, to the extent possible,
the QoS capability of a PPVPN SHOULD be independent of the access

net wor k t echnol ogy:

- ATM Virtual Connections (VCs)

- Frane Relay Data Link Connection ldentifiers (DLClS)
- 802.1d Prioritized Ethernet

- MPLS-based access

- Miltilink Milticlass PPP

- QS-enabled wireless (e.g., LMDS, MVDS)

- Cabl e npdem

- QoS-enabled Digital Subscriber Line (DSL)

Different service nodels for QoS may be supported. Exanples of PPVPN
QoS service nodel s are:

- Managed access service: Provides QS on the access connection
between CE and the custoner facing ports of the PEE No QoS
support is required in the provider core network in this case.

- Edge-to-edge QS: Provides QS across the provider core, either
between CE pairs or PE pairs, depending on the tunnel demrarcation
points. This scenario requires QS support in the provider core
network. As nentioned above, this is difficult to achieve in a
mul ti-provider VPN of fering.
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4.9. Service Level Agreenent and Service Level Specification Mnitoring
and Reporting

A Service Level Specification (SLS) may be defined per access network
connection, per VPN, per VPN site, and/or per VPN route. The service
provi der may define objectives and the nmeasurenent interval for at

| east the SLS using the follow ng Service Level Objective (SLO

par amet er s

- QS and traffic paraneters for the Intserv flow or Diffserv class
[ Y. 1541]

- Availability for the site, VPN, or access connection

- Duration of outage intervals per site, route or VPN

- Service activation interval (e.g., tine to turn up a new site)
- Trouble report response tine interva

- Time to repair interva

- Total traffic offered to the site, route or VPN

- Measure of non-conformng traffic for the site, route or VPN
- Delay and delay variation (jitter) bounds

- Packet ordering, at |east when transporting L2 services sensitive
to reordering (e.g., ATM.

The above list contains itens from[Y.1241], as well as other itens
typically part of SLAs for currently depl oyed VPN services [FRF. 13].
See [ RFC3198] for generic definitions of SLS, SLA and SLO

The provider network managenent system SHALL neasure, and report as
necessary, whether mneasured performance neets or fails to neet the
above SLS objectives.

In many cases the guaranteed | evels for Service Level bjective (SLO
paraneters nmay depend upon the scope of the VPN. For exanple, one

| evel of guarantee m ght be provided for service within a single AS.
A different (generally less stringent) guarantee might be provided
within multiple ASs within a single service provider. At the current
time, in nost cases specific guarantees are not offered for nmulti-
provider VPNs, and if guarantees were offered they m ght be expected
to be less stringent still.
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The service provider and the customer nay negotiate a contractua
arrangement that includes a Service Level Agreement (SLA) regarding
compensation if the provider does not neet an SLS perfornance

obj ective. Details of such conpensation are outside the scope of
thi s docunent.

4.10. Network Resource Partitioning and Sharing between VPNs

Net wor k resources such as nenory space, FIB table, bandw dth and CPU
processi ng SHALL be shared between VPNs and, where applicable, with
non-VPN Internet traffic. Mechanisnms SHOULD be provided to prevent
any specific VPN fromtaking up avail abl e network resources and
causing others to fail. SLAs to this effect SHOULD be provided to
the custoner.

Simlarly, resources used for control plane mechanisns are al so
shared. Wen the service provider’'s control plane is used to
distribute VPN specific information and provi de other contro
mechani sms for VPNs, there SHALL be mechani sms to ensure that contro
pl ane performance is not degraded bel ow acceptable limts when
scaling the VPN service, or during network events such as failure,
routing instabilities etc. Since a service provider’s network woul d
al so be used to provide Internet service, in addition to VPNs,
mechani sms to ensure the stable operation of Internet services and
other VPNs SHALL be nmade in order to avoid adverse effects of
resource hoggi ng by | arge VPN custoners.

5. Provider requirenents

Thi s section describes operational requirenents for a cost-effective,
profitable VPN service offering

5.1. Scalability

The scalability for VPN solutions has nmany aspects. The list bel ow
is intended to conprise of the aspects that PPVPN sol uti ons SHOULD
address. Cearly these aspects in absolute figures are very
different for different types of VPNs - i.e., a point to point
service has only two sites, while a VPLS or L3VPN may have a | arger
nunber of sites. It is also inportant to verify that PPVPN sol utions
not only scales on the high end, but also on the lowend - i.e., a
VPN with three sites and three users should be as viable as a VPN

wi th hundreds of sites and thousands of users.
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5.1.1. Service Provider Capacity Sizing Projections

A PPVPN sol uti on SHOULD be scal able to support a very |arge nunber of
VPNs per Service Provider network. The estimate is that a large
service provider will require support for Q(1074) VPNs within four
years.

A PPVPN sol uti on SHOULD be scal able to support a w de range of nunber
of site interfaces per VPN, depending on the size and/or structure of
the customer organi zation. The nunber of site interfaces SHOULD
range froma few site interfaces to over 50,000 site interfaces per
VPN.

A PPVPN sol uti on SHOULD be scal able to support of a wi de range of
nunber of routes per VPN. The nunber of routes per VPN may range
fromjust a fewto the nunber of routes exchanged between | SPs
(Q(1075)), with typical values being in the O10*3) range. The high
end nunber is especially true considering the fact that nany | arge

| SPs may provide VPN services to snaller ISPs or |arge corporations.
Typically, the nunber of routes per VPN is at |east twi ce the nunber
of site interfaces.

A PPVPN sol uti on SHOULD support high values of the frequency of
configuration setup and change, e.g., for real-tinme provisioning of
an on-demand vi deoconferencing VPN or addition/deletion of sites.

Approaches SHOULD articul ate scaling and performance limts for nore
conpl ex depl oynent scenarios, such as single-provider nulti-AS VPNs,
mul ti-provider VPNs and carriers’ carrier. Approaches SHOULD al so
descri be other dinmensions of interest, such as capacity requirements
or limts, nunmber of interworking instances supported as well as any
scalability inplications on management systens.

A PPVPN sol ution SHOULD support a | arge nunber of custoner interfaces
on a single PE (for PE-based PPVPN) or CE (for CE-based PPVPN) with
current Internet protocols.

5.1.2. VPN Scal ability aspects

This section describes the netrics for scaling PPVPN sol utions,

poi nts out some of the scaling differences between L2 and L3 VPNs.

It should be noted that the scaling nunbers used in this docunent
must be treated as typical exanples as seen by the authors of this
docunent. These nunbers are only representative and different
service providers may have different requirenments for scaling.

Further discussion on service provider sizing projections is in
Section 5.1.1. Please note that the terns "user" and "site" are as
defined in Section 3. It should al so be noted that the nunbers given
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bel ow woul d be different dependi ng on whether the scope of the VPN is
si ngl e-provi der single-AS, single-provider nmulti-AS, or nulti-
provider. Cearly, the larger the scope, the |arger the nunbers that
may need to be supported. However, this also neans nore nmanagenent

i ssues. The nunbers below may be treated as representative of the

si ngl e-provi der case.

5.1.2.1. Nunber of users per site

The nunber of users per site follows the sane logic as for users per
VPN. Further, it nmust be possible to have single user sites
connected to the sane VPN as very large sites are connected to.

L3 VPNs SHOULD scale from 1 user per site to O(10"4) per site. L2
VPNs SHOULD scale from1 user to 10"3) per site for point-to-point
VPNs and to O(1074) for point-to-multipoint VPNs.

5.1.2.2. MNunber of sites per VPN

The nunber of sites per VPN clearly depends on the nunber of users
per site. VPNs SHOULD scale from2 to O10"3) sites per VPN. These
nunbers are usually limted by device nenory.

5.1.2.3. Nunber of PEs and CEs

The nunber of PEs that supports the same set of VPNs, i.e., the
nunber of PEs that needs to directly exchange information on VPN de-
multiplexing information is clearly a scaling factor in a PE-based
VPN. Simlarly, in a CE-based VPN, the nunber of CEs is a scaling
factor. This nunber is driven by the type of VPN service, and al so
by whether the service is within a single AS/domain or involves a
multi-SP or nulti-AS network. Typically, this nunber SHOULD be as

| ow as possible in order to nmake the VPN cost effective and
manageabl e.

5.1.2.4. Nunber of sites per PE

The nunber of sites per PE needs to be discussed based on severa
different scenarios. On the one hand there is alinmtation to the
nunber of custoner facing interfaces that the PE can support. On the
ot her hand the access network nmay aggregate several sites connected
on conparatively | ow bandwi dth on to one single high bandwi dth
interface on the PE. The scaling point here is that the PE SHOULD be
able to support a few or even a single site on the | ow end and
Q(10nM4) sites on the high end. This nunber is also limted by device
menory. | nplenmentations of PPVPN sol uti ons may be eval uat ed based on
this requirenent, because it directly inpacts cost and nmanageability
of a VPN
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5.1.2.5. Nunmber of VPNs in the network

The nunber of VPNs SHOULD scale linearly with the size of the access
network and with the nunber of PEs. As nentioned in Section 5.1.1,
the nunber of VPNs in the network SHOULD be Q(1074). This
requirenent also effectively places a requirenent on the nunber of
tunnel s that SHOULD be supported in the network. For a PE-based VPN,
the nunber of tunnels is of the same order as the nunber of VPNs.

For a CE-based VPN, the nunber of tunnels in the core network may be
fewer, because of the possibility of tunnel aggregation or

mul ti pl exi ng across the core.

5.1.2.6. Nunber of VPNs per customer

In sone cases a service provider may support multiple VPNs for the
same custoner of that service provider. For exanple, this nmay occur
due to differences in services offered per VPN (e.g., different QS,
security levels, or reachability) as well as due to the presence of
mul ti pl e workgroups per custoner. It is possible that one customer
will run up to Q(100) VPNs.

5.1.2.7. Nunber of addresses and address prefixes per VPN

Since any VPN solution SHALL support private custoner addresses, the
nunber of addresses and address prefixes are inportant in eval uating
the scaling requirenents. The nunber of address prefixes used in
routing protocols and in forwarding tables specific to the VPN needs
to scale fromvery few (for snaller custoners) to very |arge nunbers
seen in typical Service Provider backbones. The high end is
especially true considering that many Tier 1 SPs may provide VPN
services to Tier 2 SPs or to large corporations. For a L2 VPN this
nunber woul d be on the order of addresses supported in typical native
Layer 2 backbones.

5.1.3. Solution-Specific Metrics

Each PPVPN sol ution SHALL docunent its scalability characteristics in
quantitative terms. A VPN solution SHOULD quantify the amount of
state that a PE and P device has to support. This SHOULD be stated
in terms of the order of magnitude of the nunber of VPNs and site
interfaces supported by the service provider. ldeally, all VPN
specific state SHOULD be contained in the PE device for a PE-based
VPN. Similarly, all VPN-specific state SHOULD be contained in the CE
device for a CE-based VPN. 1In all cases, the backbone routers (P
devi ces) SHALL NOT maintain VPN-specific state as far as possible.
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Anot her netric is that of conplexity. In a PE-based solution the PE
is nore conplex in that it has to maintain tunnel-specific
information for each VPN, but the CE is sinpler since it does not
need to support tunnels. On the other hand, in a CE-based sol ution,
the CEis nore conmplex since it has to inplenent routing across a
number of tunnels to other CEs in the VPN, but the PE is sinpler
since it has only one routing and forwardi ng i nstance. Thus, the
complexity of the PE or CE SHOULD be noted in terms of their
processi ng and nanagement functi ons.

5.2. Managenent

A service provider MJST have a neans to view the topol ogy,
operational state, service order status, and other paraneters
associated with each custonmer’s VPN. Furthernore, the service

provi der MJST have a neans to view the underlying |ogical and

physi cal topol ogy, operational state, provisioning status, and other
paraneters associated with the equi pnent providing the VPN service(s)
to its custoners

In the multi-provider scenario, it is unlikely that participating
provi ders woul d provide each other a viewto the network topol ogy and
ot her paraneters nentioned above. However, each provider MJST ensure
vi a managenent of their own networks that the overall VPN service
offered to the customers are properly managed. |In general the
support of a single VPN spanning multiple service providers requires
cl ose cooperation between the service providers. One aspect of this
cooperation invol ves agreenent on what infornmation about the VPN wil|l
be visible across providers, and what network nanagenment protocols
wi Il be used between providers.

VPN devi ces SHOULD provi de standards-based managenent interfaces
wher ever feasible.

5.2.1. Custoner Managenent of a VPN

A custonmer SHOULD have a neans to view the topol ogy, operationa
state, service order status, and other paraneters associated with his
or her VPN

Al'l aspects of managenent information about CE devices and custoner

attributes of a PPVPN nanageabl e by an SP SHOULD be capabl e of being
configured and mai ntai ned by the customer after being authenticated

and aut hori zed.

A custoner SHOULD be able to nake dynamic requests for changes to

traffic paraneters. A custonmer SHOULD be able to receive real-tine
response fromthe SP network in response to these requests. One
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exanpl e of such as service is a "Dynam ¢ Bandw dt h nanagenent”
capability, that enables real-tinme response to customer requests for
changes of allocated bandwi dth allocated to their VPN(s). A possible
out cone of giving custonmers such capabilities is Denial of Service
attacks on other VPN custoners or Internet users. This possibility

i s docunented in the Security Considerations section

6. Engineering requirenents

These requirenents are driven by inplenmentation characteristics that
make service and provider requirenents achi evabl e.

6.1. Forwarding plane requirenents

VPN sol uti ons SHOULD NOT pre-suppose or preclude the use of IETF
devel oped tunneling techniques such as IP-in-1P, L2TP, GRE, MPLS or

| Psec. The separation of VPN solution and tunnels will facilitate
adaptability with extensions to current tunneling techni ques or

devel opment of new tunneling techniques. It should be noted that the
choi ce of the tunneling techniques nmay inpact the service and scaling
capabilities of the VPN sol ution.

It should al so be noted that specific tunneling techni ques may not be
f easi bl e dependi ng on the depl oynent scenario. |In particular, there
is currently very little use of MPLS in the inter-provider scenario.
Thus, native MPLS support may be needed between the service
providers, or it would be necessary to run MPLS over IP or GRE. It
shoul d be noted that if MPLS is run over IP or GRE, sone of the other
capabilities of MPLS, such as Traffic Engi neering, would be inpacted.
Al so note that a service provider MAY optionally choose to use a
different encapsulation for nulti-AS VPNs than is used for single AS
VPNs. Simlarly, a group of service providers may choose to use a

di fferent encapsulation for multi-service provider VPNs than for VPNs
within a single service provider

For Layer 2 VPNs, solutions SHOULD utilize the encapsul ation

techni ques defined by the Pseudo-Wre Enul ati on Edge-to- Edge (PWE3)
Wor ki ng Group, and SHOULD NOT i npose any new requirenents on these
t echni ques.

PPVPN sol uti ons MJUST NOT inpose any restrictions on the backbone
traffic engineering and nanagenent techniques. Conversely, backbone
engi neering and managenent techni ques MJUST NOT affect the basic
operation of a PPVPN, apart frominfluencing the SLA/SLS guar ant ees
associated with the service. The SP SHOULD, however, be REQU RED to
provi de per-VPN nmanagenent, tunnel maintenance and ot her maintenance
required in order to neet the SLA/ SLS
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By definition, VPN traffic SHOULD be segregated from each other, and

fromnon-VPN traffic in the network. After all, VPNs are a nmeans of

di viding a physical network into several |ogical (virtual) networks.

VPN traffic separati on SHOULD be done in a scal abl e fashion.

However, safeguards SHOULD be made avail abl e agai nst ni sbehavi ng VPNs
to not affect the network and ot her VPNs.

A VPN sol uti on SHOULD NOT i npose any hard limt on the number of VPNs
provi ded in the network.

6.2. Control plane requirenents

The plug and play feature of a VPN solution with mininmm
configuration requirenments is an inportant consideration. The VPN
sol utions SHOULD have nechani sns for protection agai nst custoner
interface and/or routing instabilities so that they do not inpact

ot her custoners’ services or inpact general Internet traffic handling
in any way.

A VPN SHOULD be provisioned with mni num nunber of steps. For
instance, a VPN need not be configured in every PE. For this to be
acconpl i shed, an auto-configuration and an auto-di scovery protocol,
whi ch SHOULD be as common as possible to all VPN sol utions, SHOULD be
defined. However, these nechani sne SHOULD NOT adversely affect the
cost, scalability or stability of a service by being overly conpl ex,
or by increasing layers in the protocol stack.

Mechani sns to protect the SP network fromeffects of m sconfiguration
of VPNs SHOULD be provided. This is especially of inportance in the
mul ti-provider case, where msconfiguration could possibly inpact
nmore than one networKk.

6.3. Control Pl ane Contai nment

The PPVPN control plane MJST include a nechani smthrough which the
service provider can filter PPVPN rel ated control plane infornation
as it passes between Autononous Systems. For exanple, if a service
provi der supports a PPVPN of fering, but the service provider’s

nei ghbors do not participate in that offering, the service provider
SHOULD NOT | eak PPVPN control information into neighboring networks.
Nei ghbori ng networks MJST be equi pped with nechanisns that filter
this information should the service provider leak it. This is
important in the case of nulti-provider VPNs as well as single-
provi der multi-AS VPNs.

Nagar aj an I nf or mat i onal [ Page 20]



RFC 3809 PPVPN June 2004

6.4. Requirenents related to commonality of PPVPN nechanisns with each
other and with generic |Internet nechanisns

As far as possible, the nechanisns used to establish a VPN service
SHOULD re-use well-known | ETF protocols, limting the need to define
new protocols fromscratch. |t should, however, be noted that the
use of Internet mechanisnms for the establishnment and running of an

I nternet-based VPN service, SHALL NOT affect the stability,
robustness, and scalability of the Internet or Internet services. 1In
ot her words, these mechani sms SHOULD NOT conflict with the
architectural principles of the Internet, nor SHOULD it put at risk
the existing Internet systens. For exanple, |ETF-devel oped routing
protocol s SHOULD be used for routing of L3 PPVPN traffic, wthout
addi ng VPN-specific state to the Internet core routers. Sinilarly,
wel | - known L2 technol ogi es SHOULD be used in VPNs offering L2
services, without inposing risks to the Internet routers. A solution
MUST be i npl enentabl e without requiring additional functionality to
the P devices in a network, and mininal functionality to the PEin a
PE- based VPN and CE in a CE-based VPN

In addition to comonal ity with generic |Internet nechanisns,
infrastructure nechani sns used in different PPVPN solutions (both L2
and L3), e.g., discovery, signaling, routing and nmanagenent, SHOULD
be as common as possi bl e.

6.5. Interoperability

Each technical solution is expected to be based on interoperable
I nternet standards.

Miul ti-vendor interoperability at network el enent, network and service
| evel s among di fferent inplenentations of the same technical solution

SHOULD be ensured (that will likely rely on the conpl eteness of the
correspondi ng standard). This is a central requirenment for SPs and
cust omers.

The technical solution MJUST be multi-vendor interoperable not only
within the SP network infrastructure, but also with the custoner’s
net wor k equi pment and servi ces maki ng usage of the PPVPN service.

Cust onmer access connections to a PPVPN solution may be different at
different sites (e.g., Frane Relay on one site and Ethernet on
anot her).

I nterconnection of a L2VPN over an L3VPN as if it were a customer
site SHALL be supported. However, interworking of Layer 2
technologies is not required, and is outside the scope of the working
group, and therefore, of this docunent.

Nagar aj an I nf or mat i onal [ Page 21]



RFC 3809 PPVPN June 2004

Inter-domain interoperability - It SHOULD be possible to deploy a
PPVPN sol uti on across domai ns, Autononmous Systens, or the Internet.

7. Security Considerations

Security requirenments for Provider Provisioned VPNs have been
described in Section 4.5. In addition, the foll owi ng considerations
need to be kept in mnd when a provider provisioned VPN service is
provi ded across a public network infrastructure that is also used to
provide Internet connectivity. |In general, the security franmework
described in [ VPN-SEC] SHOULD be used as far as it is applicable to
the given type of PPVPN service.

The PE device has a lot of functionality required for the successfu
operation of the VPN service. The PE device is frequently also part
of the backbone providing Internet services, and is therefore
susceptible to security and denial of service attacks. The PE
control plane CPU is vulnerable fromthis point of view, and it may
i mpact not only VPN services but also general Internet services if
not adequately protected. |In addition to VPN configuration, if
mechani sms such as QoS are provisioned on the PE, it is possible for
attackers to recogni ze the highest priority traffic or custoners and
| aunch directed attacks. Care SHOULD be taken to prevent such
attacks whenever any val ue added services such as QS are offered.

When a service such as "Dynam ¢ Bandw dth Management" as described in
Section 5.2.1 is provided, it allows customers to dynam cally request
for changes to their bandw dth allocation. The provider MJST take
care to authenticate such requests and detect and prevent possible
Deni al - of - Servi ce attacks. These DoS attacks are possi ble when a
customer naliciously or accidentally may cause a change in bandwi dth
al l ocation that may inmpact the bandwi dth allocated to other VPN
custonmers or Internet users.

Di fferent choices of VPN technol ogy have different assurance |evels
of the privacy of a customer’s network. For exanple, CE-based
solutions may enjoy nore privacy than PE-based VPNs by virtue of
tunnel s extending fromCE to CE, even if the tunnels are not
encrypted. 1In a PE-based VPN, a PE has nmany nore sites than those
attached to a CE in a CE-based VPN. A |large nunber of these sites
may use [RFC1918] addresses. Provisioning m stakes and PE software
bugs may make traffic nore prone to being misdirected as opposed to a
CE-based VPN. Care MJST be taken to prevent misconfiguration in al
ki nds of PPVPNs, but nmore care MJST be taken in the case of PE-based
VPNs, as this could inpact other customers and Internet services.
Simlarly, there SHOULD be nmechani snms to prevent the flooding of
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8.

8.

8.

Internet routing tables whenever there is a m sconfiguration or
failure of PPVPN control mechani sms that use Internet routing
protocols for relay of VPN-specific information

D fferent deploynment scenarios also dictate the |level of security
that may be needed for a VPN. For exanple, it is easier to contro
security in a single provider, single AS VPN and therefore, expensive
encryption techni ques nmay not be used in this case, as long as VPN
traffic is isolated fromthe Internet. There is a reasonabl e anount
of control possible in the single provider, multi AS case, although
care SHOULD be taken to ensure the constrained distribution of VPN
route information across the ASes. Security is more of a challenge
in the nulti-provider case, where it may be necessary to adopt
encryption techniques in order to provide the highest |evel of
security.
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